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Abstract

The rise of Large Language Models (LLMs) has driven progress in reasoning tasks—1

from program synthesis to scientific hypothesis generation—yet their ability to2

handle ranked preferences and structured algorithms in combinatorial domains3

remains underexplored. We study matching markets, a core framework behind4

applications like resource allocation and ride-sharing, which require reconciling5

individual ranked preferences to ensure stable outcomes. We evaluate seven state-6

of-the-art models on a hierarchy of preference-based reasoning tasks—ranging from7

stable-matching generation to instability detection, instability resolution, and fine-8

grained preference queries—to systematically expose their logical and algorithmic9

limitations in handling ranked inputs. Surprisingly, even top-performing models10

with advanced reasoning struggle to resolve instability in large markets, often11

failing to identify blocking pairs or execute algorithms iteratively. We further show12

that parameter-efficient fine-tuning (LoRA) significantly improves performance in13

small markets, but fails to bring about a similar improvement on large instances,14

suggesting the need for more sophisticated strategies to improve LLMs’ reasoning15

with larger-context inputs.16

1 Introduction17

The emergence of Large Language Models (LLMs) has positioned them as integral components in a18

wide range of reasoning-intensive tasks such as program synthesis, logical inference, mathematical19

problem solving, and scientific hypothesis generation, highlighting the importance of structured20

problem-solving capabilities. Despite their recent success in symbolic and logical reasoning, their21

capacity to reason over ranked preferences and to execute structured algorithms within combinatorial22

domains remains largely unexplored. Preference reasoning constitutes a foundational component23

in numerous domains, including economic contexts—e.g., auctions, voting systems, and market24

design—and in the architecture of pre-trained generative models using Reinforcement Learning from25

Human Feedback (RLHF) to capture and internalize human value judgments. These methods often26

have to execute algorithms on a large number of preference lists (either pairwise, partial, or complete27

rankings) to aggregate the rankings through constitutional AI [2] or social choice theory [15].28

Despite substantial progress, reasoning over preferences remains a non-trivial endeavor: ensuring29

transitivity [60, 71], accurately augmenting ordinal rankings [23], and achieving coherent value30

alignment pose significant challenges. Without robust mechanisms for preference elicitation and the31

capacity to execute the requisite combinatorial procedures, even state-of-the-art LLMs may produce32

outputs that diverge from true human preferences [32] or fail to satisfy desirable properties [24].33

We consider matching markets, a domain that constitutes a fundamental class of problems underlying34

diverse applications—from healthcare resource allocation to ride-sharing platforms and recommender35

systems—and demand accurate comprehension of individual preferences and reconciliation of36
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conflicting choices to guarantee system-wide stability. Matching markets are a compelling domain37

for studying reasoning in AI models for two key reasons: First, they provide a structured platform38

for evaluating reasoning over ranked preferences and algorithmic thinking. Second, LLMs are39

increasingly utilized as black-box systems in a variety of economic, social, or medical settings to40

inform automated screening in recruitment pipelines [27], investigating market behavior [36], market41

clearing in ride-hailing platforms [39], and in general simulating economic interactions [31].42

1.1 Our Results43

We focus on four preference-based tasks: (i) generating stable solutions, requiring LLMs to produce44

stable matchings directly from ranked inputs, (ii) instability resolution, demanding preference45

reasoning to transform unstable matchings to stable ones, (iii) instability detection, in which models46

detect blocking pairs within a proposed solution, and (iv) preference reasoning, assessing nuanced47

query answering over ranked lists. We evaluate seven large language models with varying reasoning48

capabilities, including basic models, those with some limited reasoning, and advanced reasoning49

models. The following points highlight our contributions and core findings:50

Benchmark. We introduce a benchmark with instances and questions aimed at evaluating the above51

tasks involving reasoning over ranked preferences. These tasks are categorized into three levels of52

difficulty—Easy, Medium, and Hard—based on problem size. Each task utilizes ranked preferences53

sampled from two statistical distribution models: Impartial Culture (IC) and Master List (ML).54

Generating Stable Solutions. Although models with advanced-reasoning capabilities generally55

outperform other LLMs on Easy and Medium instances, all models struggle to generate stable56

solutions on Hard instances—indicating that the combinatorial reasoning capability of LLMs does not57

necessarily extend to larger-context inputs. Interestingly, the fraction of invalid and failed solutions58

is significantly lower for models with higher reasoning abilities, indicating their understanding of59

constraints, despite their inability to perform precise and step-by-step reasoning with preferences.60

Instability Detections and Resolution. We find that LLMs frequently make mistakes in determining61

whether solutions are stable, with hallucinations about blocking pairs being the most common among62

basic models. Additionally, LLMs’ ability to correct unstable solutions is (at best) as good as their63

ability to generate them from scratch, in some cases making the provided incorrect solutions worse.64

Preference Reasoning. We consider tasks based on three levels of inference over ranked preferences.65

Large language models with advanced reasoning capabilities generally demonstrate a strong com-66

prehension of preferences across levels of inference. However, even small errors compound in tasks67

requiring multi-step sequences of reasoning (e.g., generating stable solutions or resolving instability),68

or in other words, small errors multiply!69

Supervised Parameter-Efficient Fine-Tuning. We demonstrate that fine-tuning an open-source70

reasoning model using synthetically generated reasoning traces substantially improves performance,71

significantly outperforming advanced-reasoning models on Easy and Medium instances. However,72

we find that this approach does not address the challenges LLMs face with large inputs (Hard).73

1.2 Related Work74

Reasoning Capabilities of LLMs. Mathematical problem solving has been a key area of focus in75

evaluating the reasoning ability of LLMs, through a variety of benchmarks such as [14, 29, 30, 54].76

LLMs have also demonstrated remarkable capabilities on coding benchmarks such as SWE-Bench77

[38] and CodeForces. As SOTA benchmark scores improve, recent work studies whether these78

improvements reflect genuine logical reasoning through benchmarks assessing logical consistency79

[47] and rule understanding/execution/planning [28]. Furthermore, the recent rise of LLM agents80

has increased interest in benchmarking LLMs’ causal reasoning [12] and strategic planning abilities81

[20, 37, 62]. Additionally, the emergence of reasoning models has led to benchmarks evaluating82

these models’ improved reasoning and planning abilities [10, 46].83

Enhancing Reasoning Capabilities of LLMs. Specialized prompting strategies like Chain-of-84

Thought (CoT) [68], Tree-of-Thought (ToT) [73], and Graph-of-Thought (GoT) [3] have performance85

abilities on a variety of reasoning benchmarks. Fine-tuning has also been demonstrated to improve86

CoT in model outputs [74], as well as economic rationality [11] and abstract reasoning [70]. Addi-87

tionally, instruction-tuning has been shown to enhance reasoning in several works [8, 45, 48, 67].88
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More advanced techniques build upon CoT [64, 76], or utilize multi-agent architectures that leverage89

cooperative LLMs [65, 75]. More recently, reinforcement-learning (GRPO) has been used to improve90

model reasoning, the most popular example being the Deepseek-R1 reasoning model [17].91

LLMs in Social and Economic Decision Making. While still an emerging area of research, multiple92

works have focused on the collective decision-making capabilities of LLMs. One particular area of93

interest is the use of LLMs in preference elicitation [34, 61]. Fish et al. [24] benchmark the ability94

of models to learn and strategize in unknown economic environments using deliberate exploration.95

Another notable avenue of work is the study of how well LLMs can represent humans in collective96

decision-making, an understudied component of LLM alignment [32, 72].97

2 Methodology98

2.1 Problem Formulation99

A two-sided matching market consists of two disjoint sets of agents (e.g., riders and drivers, freelancers100

and job requesters, and content creators and ads) denoted by M and W , where |M | = |W | = n. The101

preference list of an agent i, denoted by ≻i, is a ranked order list over the agents on the other side. A102

preference profile, ≻, denotes the collection of preferences of all agents. Whenever it is necessary,103

we write w1 ⪰m w2 to denote “either w1 ≻m w2 or w1 = w2”. In this paper, we primarily consider104

the standard model, which assumes a complete and strict preference list (no ties) and aims at finding105

a one-to-one matching between the agents in two sets.1106

Matching and Stability. A matching is a function µ : M ∪W →M ∪W such that µ(m) ∈W for107

all m ∈M , µ(w) ∈M for all w ∈W , and µ(m) = w if and only if µ(w) = m. Given a matching108

µ, a blocking pair with respect to the preference profile ≻ is a pair (m,w) who prefer each other over109

their assigned partners in µ, i.e., w ≻m µ(m) and m ≻w µ(w). A matching is said to be stable if110

it does not have any blocking pairs. Given an instance of the problem, the set of all possible stable111

solutions forms a distributive lattice and can be exponential in size [42].112

In their seminal work, Gale and Shapley [26] proposed an iterative procedure—the deferred accep-113

tance algorithm (DA)—that always guarantees to find a stable solution. It proceeds by a series of114

proposals and rejections. In the initial proposal phase, each of the unmatched agents on one side115

(aka proposers) proposes to their favorite agent from the other side (aka receivers) according to their116

preference list. In the subsequent rejection phase, each agent on the receiving side tentatively accepts117

its preferred proposal, rejecting the others. The algorithm terminates when no further proposals can118

be made. The details of this (as well as additional) algorithms can be found in Appendix C. This119

underlined solution is simultaneously optimal for the proposing side and pessimal for the receiving120

side [53]. We refer to the former as the Optimal matching and the latter as the Pessimal matching.121

Example 1 (An instance with multiple stable solutions.). A preference profile for a sample instance122

of size n = 4; underlined agents indicate the Optimal matching, the Pessimal matching is indicated123

with a ∗, and the † indicates a stable matching that is different from the first two.

m1 : w4 w3 w∗,†
1 w2 w1 : m2 m∗,†

1 m3 m4

m2 : w3 w†
4 w∗

2 w1 w2 : m
∗
2 m3 m†

4 m1

m3 : w1 w†
3 w2 w∗

4 w3 : m
∗
4 m†

3 m1 m2

m4 : w1 w†
2 w∗

3 w4 w4 : m4 m∗
3 m†

2 m1

124

2.2 Dataset, Models, and Setup125

Preference Instances. We synthetically sample a set of 300 preference profiles, partitioned into126

three 100 instances for each difficulty level, namely Easy (n = 10 agents on each side of the market),127

Medium (n = 20), and Hard (n = 50). The preference profiles are sampled from two types128

of distributions Impartial Culture (IC) and Master-list (ML), each constituting 50 questions at129

each difficulty level. An impartial culture (IC) is a well-studied probabilistic model for generating130

preference profiles in which every agent’s strict preference ranking is drawn independently and131

1This is the standard model considered by the seminal works of Gale and Shapley [26] and Knuth [42].
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uniformly at random [4, 22]. It has been extensively studied in the context of economics, matching,132

and voting theory [5, 7, 9, 66]. A profile with a master-list (ML) is a highly structured preference133

profile in which all agents on one side of the market share exactly the same strict ranking over the134

agents on the other side. They represent the homogeneity in settings ranging from the labor market135

to organ allocation in healthcare [6, 35, 40] While an arbitrary instance generated by IC may admit136

exponentially many stable solutions [42], with a master-list, only a single unique stable solution137

exists, indicating a difficulty level proportional to the size of the space of stable outcomes.138

Matching Dataset. We curate a dataset comprising 2850 questions derived from the instances139

described above.2 These questions cover four task categories, each applied to the same pool of140

profiles to ensure consistency: T1: generating stable solutions, given a preference profile (300141

questions). T2: instability detection, given a profile and a solution (1050 questions), T3: instability142

resolution, given a profile and an unstable matching, and T4: preference reasoning, given a single143

preference list or a profile (900 questions).144

Models. We select a representative suite of both open-source and closed-source models for145

evaluation. Since our benchmark is based on a reasoning task, we categorize models by their146

reasoning ability. We evaluate two basic models (those not specifically trained for reason-147

ing), namely Llama-3.3-70B [21] and Gemini-2.0-Flash [57], and five reasoning models, namely148

Qwen-QwQ-32B [63], DeepSeek-70B (Llama-distilled) [17], OpenAI o3-mini [56], DeepSeek-R1149

[17], and Gemini-2.5-Pro [16]. Among reasoning models, we classify the last three as advanced150

reasoning models, based on their SOTA performance on reasoning benchmarks [46].151

Prompting. The prompt for each task consists of the preference profile for a given instance, followed152

by task-specific instructions (e.g., computing the “proposer-optimal” matching, or resolving a given153

unstable matching). To scale up the verification of solution correctness, we instruct LLMs to adhere to154

a predefined format to report answers. Additionally, we allow LLMs two re-tries to correct solutions155

that are either invalid, partial, or do not adhere to the specified format. See Appendix H for details156

about the inference setup, and Appendix I for sample prompts.157

2.3 Evaluation Criteria158

We consider several metrics for evaluating the quality of returned responses depending on the task.159

To account for cases in which LLM outputs violate task requirements, we categorize responses into160

the following types: A solution is invalid if some agent from one side is matched to more than one161

agent from the other side. It is partial if it is not invalid, but some agents remain unmatched. A162

matching is stable if it is a perfect one-to-one matching that admits no blocking pair. Otherwise, it is163

unstable if it matches all the agents but admits a blocking pair. The following metrics apply primarily164

to valid responses. Informally, these metrics measure the distance from a reference stable outcome.165

Instability Rate (IR): The instability rate measures the proportion of agents involved in blocking166

pairs, and thus the degree to which a matching violates the stability criterion. Given a complete167

matching, instability rate measures the percentage of unstable agents, i.e., those involved in at least168

one blocking pair. Formally, IR(µ,≻) = |{i∈M∪W s.t. j ≻iµ(i) ∧ i ≻jµ(j) for somej∈M∪W}|
2n .169

Optimality/Pessimality Rate: This rate assesses the overlap between the model’s matching and a170

reference stable matching, thereby capturing how closely the model’s output mirrors the stepwise171

proposals and acceptances of a canonical algorithm. Formally, given two perfect matchings, µ and µ′,172

in a one-to-one market where each matching is viewed as a set of unordered pairs between agents,173

the Jaccard similarity is defined as JS(µ, µ′) = |µ∩µ′|
|µ∪µ′| . Then, we define optimality rate (OR) of a174

stable matching as its similarity to the proposer-optimal stable solution, which is unique. Similarly,175

we measure similarity to the Pessimal stable matching. When an instance has a unique stable solution176

(e.g., profiles with a master-list), optimality and pessimality rates coincide.177

3 Generating Stable Solutions178

The first task involves evaluating LLMs’ abilities to generate valid, stable matchings in markets with179

various difficulty levels. This task ideally requires models to reason over ranked preferences while180

iteratively executing a structured algorithm.181

2Our novel dataset, along with code and preference instances, will be made publicly available.
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Figure 1: The generated responses by LLMs with Master-List (ML) and Impartial Culture (IC)
preferences at different difficulty levels. Stable indicates one-to-one matchings with no blocking
pairs; otherwise it is unstable. Invalid do not adhere to one-to-one constraint, partial are one-to-one
but leave some unmatched, and Fail indicates models’ failure to return any matching.

We considered two sub-categories for generating matchings depending on declarative knowledge182

about algorithms: i) prompt without specifying any algorithm, and ii) prompt with exact step-by-step183

instructions of how to execute the DA algorithm [26] (see Section 2.1 for details). Our ablation184

studies showed that the above prompting strategies did not result in qualitatively different outcomes,185

as all models were able to correctly identify the requirement for considering preferences, the DA186

algorithm, and its execution steps.3 The detailed results are presented in Appendix D.187

Difficulty, Model Size, and Reasoning. Figure 1 demonstrates the performance of the models in gen-188

erating stable outcomes. Baseline models without explicit reasoning mechanisms are unable to solve189

even Easy instances, whereas reasoning-enabled models achieve high accuracy on Easy instances190

but suffer dramatic performance drops on Hard instances. Furthermore, for Hard problems, even191

advanced reasoning models frequently produce invalid outputs or fail to return any solution. Interest-192

ingly, Qwen-QwQ-32B significantly outperforms a much larger model, DeepSeek-70B, indicating193

that LLMs’ combinatorial reasoning capability does not necessarily scale with model size.4194

IC vs. ML Profiles. Under Impartial Culture (IC) profiles, the number of stable solutions can195

grow exponentially as the problem scales (increase of n) [42]. This combinatorial explosion poses196

a significant challenge for LLMs attempting to identify stable solutions, especially when solely197

using implicit reasoning over preference lists (without executing a concrete matching algorithm). In198

contrast, master-list profiles (ML)—irrespective of the underlying sampling method used to generate199

preferences—admit exactly one stable solution. Moreover, this unique stable matching can be200

constructed in O(n) steps by (i) extracting the common master list and then (ii) pairing agents in201

order of their shared priority [35]. See the details of the algorithm in Appendix C.202

We observe that there is a significant performance gap between ML and IC instances—this disparity203

is especially marked for DeepSeek-R1. With IC profiles and Hard instances, all models are unable204

to compute a stable solution.5 They perform slightly better under ML profiles, and while this205

performance drops for Hard instances, these models almost never return invalid or partial matchings.206

Prompting Techniques. Prompt-engineering techniques have been empirically demonstrated to207

enhance the performance of LLMs on mathematical reasoning and formal logic inference tasks208

[3, 68, 73]. We evaluated a range of prompt-engineering techniques—including few-shot prompting209

and Chain-of-Thought (CoT) prompting, which supply exemplar “thought processes” and intermediate210

reasoning steps—in an attempt to bolster LLM performance. However, none of these strategies211

qualitatively improved on medium- or hard-difficulty instances. See Appendix D for further details.212

3Furthermore, converting the stable-marriage setting to a task-scheduling setting [24], where “men” and
“women” are replaced by “workers” and “tasks” (respectively), does not have a significant impact on performance.

4Throughout the paper, all statistical comparisons between the percentages of stable solutions returned
(across LLMs or across treatments) are done using Fisher’s Exact test [25]. Similarly, any two distributions of
Instability or Optimality Rate are statistically compared using Welch’s T-test [69].

5Gemini-2.5-Pro is the only model with a positive success rate (= 8%) with IC preferences Hard instances.
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Figure 2: Instability Rate (lower is better) within
unstable outcomes returned by each model as
compared to randomly selected valid (but not nec-
essarily stable) solutions (Random).
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Figure 3: Optimality Rate within unstable out-
comes returned by each model as compared to
randomly selected valid (but not necessarily sta-
ble) solutions (Random).

3.1 Measuring Instability213

A natural question is how far LLM-produced responses deviate from stable outcomes. To quantify214

this, we use two complementary metrics: instability rate and optimality rates (see Section 2.2). The215

instability rate directly reflects the distance from any stable solution, whereas the optimality rate216

implicitly evaluates the model’s success in executing the underlying matching procedure. Figure 2217

and Figure 3 illustrate comparisons of LLMs with a baseline of randomly generated outcomes .6218

Broadly, the advanced-reasoning models generate significantly closer approximations to stability219

and optimality than their non-reasoning counterparts. Moreover, all evaluated LLMs (regardless of220

reasoning sophistication) substantially outperform random baselines on both metrics, indicating that221

they inherently leverage preference structures and exhibit nontrivial reasoning about ranked inputs.222

Interestingly, the performance distinction between basic and reasoning models becomes less clear.223

While the intermediate reasoning models return a lower instability rate in Easy and Medium problems,224

their performance significantly drops in larger-scale problems (Hard). In fact, the performance of225

DeepSeek-70B becomes worse than even basic non-reasoning models. We attribute this behavior to226

the model’s diminished capacity for handling larger input lengths, a hypothesis supported by their227

lower proportion of valid outcomes (as seen in Figure 1).228

4 Resolving Instability229

Generating stable solutions requires both exact reasoning over agents’ preference lists and the execu-230

tion of a stability-guaranteeing procedure (e.g. the DA algorithm). As demonstrated in Section 3, all231

evaluated models—irrespective of their reasoning capabilities—exhibit severe performance degra-232

dation as the problem size grows. This leads to the natural question of whether these models can233

resolve instability in a given matching–a task that entails detecting blocking pairs through preference234

reasoning and applying an appropriate sequence of adjustments to restore stability.235

We provide LLMs with unstable (but valid) matchings along with preference profiles, and instruct236

them to convert these initialized solutions to stable matchings. To assess how the instability rate237

may influence solution quality, we distinguish two classes of initial matchings: One-BP, matchings238

containing exactly one blocking pair (“almost stable”) such that their stability may be resolved239

through simpler proposal-rejection iterations. See Appendix E for detailed steps and pseudo-code for240

generating one-BP and random initialization. Random, matchings sampled uniformly at random241

from the set of all valid one-to-one pairings, which typically contain a large number of blocking242

pairs and thus exhibit high degrees of instability. Note that starting from an arbitrary matching,243

sequentially resolving blocking pairs may result in a cycle—as shown by Knuth [41]. However, a244

random sequence converges to stability with probability one [1, 58].245

Table 1 displays the fraction of responses in which LLM returns stable matchings when asked to246

resolve the above types of unstable matching. Surprisingly, our experiments illustrate that in the task247

of resolving instability, the performance of all evaluated models does not exceed—and even degrades—248

their performance in generating stable solutions. This behavior persists regardless of initial matchings249

6Note that the plots only illustrate unstable but valid one-to-one outputs.
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Table 1: The percentage of stable matchings returned when tasked with resolving instability starting
from One-BP or Random matchings. The numbers in bold represent the highest accuracy (across all
LLMs) of resolving the corresponding type of unstable matching.

Basic LLMs Reasoning LLMs Advanced Reasoning LLMs
Gemini-2.0-Flash Llama-3.3-70B Qwen-QwQ-32B DeepSeek-70B o3-mini DeepSeek-R1 Gemini-2.5-Pro

Difficulty Preference One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random

Easy IC 2 2 2 0 60 36 46 54 100 100 96 98 96 92
ML 4 2 0 0 88 78 68 62 96 100 100 98 100 98

Medium IC 0 0 0 0 22 0 10 0 64 64 28 32 74 60
ML 0 0 0 0 17 7 20 6 82 78 88 76 80 82

Hard IC 0 0 0 0 4 0 0 0 0 0 0 0 2 2
ML 0 0 0 0 0 0 0 0 6 0 28 24 16 34

Average 1.00 0.67 0.33 0.00 31.83 20.16 24.00 20.33 58.00 57.00 56.67 54.67 61.33 61.33

(One-BP or Random) and LLMs’ reasoning capability. In fact, on Hard instances, the output returned250

by advanced reasoning models on One-BP matchings (i.e., containing a single blocking pair) contains251

substantially more than one blocking pair. In other words, even for the most basic instances, LLMs252

often introduce additional instabilities beyond the original single violation. We elaborate on this in253

Appendix E, demonstrating how all models, including those with advanced reasoning, often return254

solutions with a higher instability rate, highlighting their inability to systematically eliminate blocking255

pairs in accordance with preference lists.256

5 Detecting Instabiliy257

The findings in previous sections raise the question of whether LLMs can reliably detect instability258

in a given matching—a simpler task that involves iterating over each unmatched pair to determine259

whether both agents prefer one another over their assigned partners. This procedure requires only a260

straightforward comparison of preferences and requires O(n2) steps.261
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Figure 4: The fraction of responses where each model correctly detects stability or instability of a
given matching.

For this task, we evaluate the performance of valid one-to-one matchings initialized under two262

instability conditions: (i) One-BP, representing nearly stable matchings containing a single blocking263

pair, and (ii) Random, representing highly unstable matchings with numerous blocking pairs. To detect264

false-positives, we additionally include two extreme cases of stable matchings: the proposer-optimal265

(Optimal) and the proposer-pessimal (Pessimal) stable solutions.266

Reasoning Models: Preferences and Blocking Pairs. Figure 4 reveals an interesting observation267

about reasoning models: their performance is influenced by the number of blocking pairs in the268

matching being evaluated—similar to the observations in Section 4. They achieve a high accuracy269

on identifying random matchings (which have a larger number of blocking pairs) as unstable and a270

significantly lower accuracy with matchings that have at most one blocking pair.271

Basic Models and Hallucination. Interestingly, the non-reasoning models achieve a high accuracy272

(80%) with both types of unstable matchings, and extremely low (20%) accuracy with stable match-273

ings. Note that the performance across all models is qualitatively similar in ML and IC profiles,274

even though each ML profile admits a unique stable solution (thus, identical reports for Optimal and275

Pessimal). See Appendix F for further analysis. A manual analysis of non-reasoning models uncov-276

ers frequent hallucinations about blocking pairs, resulting in a systematic bias toward classifying277

matchings as unstable. This can be largely attributed to misinterpretations of the input preferences.278
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6 Reasoning about Ranked Preferences279

Many advanced reasoning paradigms, ranging from causal inference [12] and counterfactual analysis280

to game-theoretic decision making, depend fundamentally on the ability to compare and evaluate281

alternative choices. As demonstrated thus far, even advanced reasoning models often fail to execute282

the step-by-step procedures of combinatorial algorithms when those procedures operate over ranked283

preference lists. This shortcoming motivates the question of whether current LLMs can truly reason284

about preferences, as opposed to merely applying preferences in generating responses heuristically.285

To investigate preference comprehension, we introduce a suite of tasks spanning three levels of286

inference over ranked preferences: (i) basic retrieval (L1), in which models must extract individual287

preference relations; (ii) comparison queries (L2), requiring pairwise preference judgments; and288

(iii) proposal-acceptance simulations (L3), which combine comparison of alternatives with binary289

accept/reject decisions mirroring the dynamics of deferred-acceptance algorithms.290

Hierarchical, level-wise reasoning evaluations have been proposed recently in domains such as causal291

inference of LLMs [12]. For example, an L1 question is “Who is agent W5’s, 4th-most preferred292

agent?”, and an L2 question ‘Would agent W5, prefer M8 over M7?”293
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Figure 5: Accuracy on questions about provided preferences, with both IC and ML instances.

Basic models have low accuracy in all levels of difficulty even on small instances, which is prob-294

ably the reason behind their inability to compute stable solutions (as discussed in Section 5). In295

basic models (e.g. Llama-3.3-70B) and medium-sized open-source models with reasoning (e.g.296

DeepSeek-70B), the size of the problem has a greater impact on accuracy as compared to the level297

of the question, indicating their difficulty of handling larger inputs. Although advanced-reasoning298

models have significantly higher accuracy rates compared to other models, they still make minor299

errors, especially in larger profiles (Hard). These instances often require a larger number of reasoning300

steps over many preference lists, causing minor errors to compound (small errors multiply!).301

7 Performance Improvement through LoRA Fine-Tuning302

Supervised fine-tuning has proven to be effective in enhancing the reasoning capabilities of LLMs in303

a variety of tasks, including mathematical problem solving [13, 44], logical reasoning [55], and code304

generation [49]. Markeeva et al. [52] demonstrate how fine-tuning a small LLM (2B parameters) can305

significantly improve LLMs’ ability to execute textbook algorithms (e.g., sorting an array, finding the306

shortest path between two nodes on a graph, etc.). Hence, we evaluate whether fine-tuning can be307

used to enhance LLMs’ ability to compute stable matchings—a task requiring reasoning over ranked308

preferences in addition to algorithmic understanding. To this end, we perform LoRA fine-tuning309

[33] on three reasoning models, including Qwen-QwQ-32B and two smaller models, DeepSeek-8B310

and DeepSeek-14B, for Generating Stable Solutions task. Additionally, we also evaluate whether311

fine-tuning can mitigate errors made by LLMs in the Preference Reasoning task (Section 6).312

Training. Let D = {(x(i),y(i))}Ni=1 be the fine-tuning dataset for a given task. Each pair consists of313

an input instance x(i) and the desired model completion y(i). The input instance x(i) is made up of314

four components: (i) a generic system-prompt s, (ii) a high-level instruction u, the preference profile315

p(i), and (iv) the task-prompt t(i). The desired completion y(i) consists of two components, (i) a316

chain-of-thought reasoning trace r(i), and (ii) the answer a(i) in the desired format. Each model is317

fine-tuned with standard next-token cross-entropy on the concatenated sequence z(i) = x(i)||y(i).318

We separately fine-tune each model for the Generating Stable solutions task (N = 10, 000) and the319

Preference Reasoning task (N = 9, 000). See Appendix G for details of the fine-tuning setup.320

Improvement. Fine-tuning LLMs with data containing synthetically generated reasoning321

traces substantially improves LLMs performance on both tasks, as evidenced in Table 2.322
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Table 3: The performance of LLMs with different reasoning capability across all tasks requiring
reasoning over ranked preferences and executing structured algorithms.

Generating
Stable Solutions

Resolving
Instability

Detecting
Instability

Preference
Reasoning

Category Model Stable
Solutions (%)

Instability
Rate (↓)

Optimality
Rate (↑)

Stable
Solutions (%)

Instability
Rate (↓)

Optimality
Rate (↑) Accuracy (%) Accuracy (%)

Basic Llama-3.3-70B 0.33 54.03 0.21 0.17 56.04 0.25 56.76 52.67
Gemini-2.0-Flash 2.36 48.44 0.21 0.83 53.94 0.22 58.38 58.89

Reasoning DeepSeek-70B 26.20 23.43 0.59 22.49 24.61 0.60 77.05 88.67
Qwen-QwQ-32B 35.67 21.22 0.63 28.00 26.37 0.62 75.05 96.89

Advanced
Reasoning

o3-mini 58.00 19.98 0.72 57.50 18.52 0.75 86.67 98.78
DeepSeek-R1 64.22 12.35 0.80 55.73 14.21 0.79 88.19 96.22
Gemini-2.5-Pro 68.33 7.16 0.84 61.33 8.80 0.79 92.38 99.67

Table 2: Improvement in performance in the Generating
Stable Solutions and Preference Reasoning tasks after fine-
tuning on respective datasets.

Model Stage

Generating
Stable Solutions

Preference
Reasoning

Stable Solutions (%) Instability Rate (↓) Accuracy (%)
Easy Med. Hard Easy Med. Hard Easy Med. Hard

DeepSeek-8B Vanilla 3.0 0.0 0.0 41.02 64.19 92.70 81.67 74.33 47.67
Fine-tuned 55.0 44.0 0.0 11.40 20.25 – 100.0 98.33 75.00

DeepSeek-14B Vanilla 19.0 0.0 0.0 20.66 55.31 94.09 97.67 91.33 72.33
Fine-tuned 51.0 41.0 0.0 16.35 24.42 84.00 100.0 100.0 91.00

Qwen-QwQ-32B Vanilla 83.0 24.0 0.0 2.35 19.27 59.07 99.00 100.0 91.67
Fine-tuned 100.0 100.0 0.0 0.00 0.00 55.19 100.0 100.0 99.00

In fact, this approach enhances the323

performance of Qwen-QwQ-32B, a324

(non-advanced) reasoning model, to325

a success rate of 100% in computing326

stable matchings with both Easy and327

Medium instances, significantly out-328

performing advanced-reasoning mod-329

els. Fine-tuning also clearly improves330

smaller models, i.e. DeepSeek-8B331

and DeepSeek-14B, both in terms332

of Correctness and Instability Rate.7333

Similar results are obtained for the334

Preference Reasoning tasks, with the error-rate often reducing to 0 at the Easy and Medium levels. 8335

In spite of these improvements, however, there remains distinct gap in performance at the Easy and336

Medium levels as compared to the Hard level. LLMs remain altogether unable to compute stable337

matchings for Hard instances, even after fine-tuning. A similar trend is reflected in the accuracy on338

the Preference Reasoning task. Hence, while fine-tuning clearly improves the reasoning capabilities339

of LLMs, further enhancements are required to improve their ability to handle larger inputs.340

8 Concluding Remarks341

We summarize the performance of LLMs across all four tasks in Table 3, reflecting the clear hierarchy342

between advanced-reasoning models, (non-advanced) reasoning models, and basic models. The343

limitations in reliably reasoning about ranked preferences raise concerns about the viability of344

LLMs as agents acting on behalf of users in market-oriented or preference-sensitive decision-making345

settings, limits their capacity to negotiate complex user preferences, and hinders efforts in developing346

pluralistic techniques (e.g., constitutional AI [2] and social choice-theoretic [15]) for value alignment347

that are inherently based on aggregating rankings.348

Open-Source vs. Closed-Source models. Among the models that we evaluate, Gemini-2.5-Pro (a349

closed-source model) emerges as the most capable across all tasks. While DeepSeek-R1 (open-source)350

broadly outperforms OpenAI’s o3-mini (closed-source), it performs much worse with IC instances351

than with ML instances. While both basic models struggle on all tasks, Gemini-2.0-Flash (closed-352

source) marginally outperforms Llama-3.3-70B (open-source) on various metrics. Given the promis-353

ing improvement yielded by fine-tuning an open-source reasoning model, i.e. Qwen-QwQ-32B, it is354

worth exploring strategies also that enable it to handle large inputs.355

Beyond Linear Preferences. Our current evaluation paradigm considers complete and strict linear356

preferences. In real-world scenarios, however, preferences involve complexities such as incomplete-357

ness, indifference between alternatives, and capacity constraints [18, 43, 51]. As a result, algorithms358

to compute stable solutions in such settings are far more complex and solutions are often intractable359

[50]. A meaningful next step would be to examine how AI models respond to such situations.360

7Interestingly, this improvement is clearer for ML instances, where both models achieve a 100% success rate
at the Easy level and > 80% success rate at the Medium level.

8The only exception being DeepSeek-8B at the Medium level.
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NeurIPS Paper Checklist682

1. Claims683

Question: Do the main claims made in the abstract and introduction accurately reflect the684

paper’s contributions and scope?685

Answer: [Yes]686

Justification: The claims made in the abstract are an accurate representation of the paper’s687

contributions and scope; a more detailed summary of results and contributions is present in688

Section 1.1, and detailed discussion for each result is present in subsequent sections in the689

main paper.690

Guidelines:691

• The answer NA means that the abstract and introduction do not include the claims692

made in the paper.693

• The abstract and/or introduction should clearly state the claims made, including the694

contributions made in the paper and important assumptions and limitations. A No or695

NA answer to this question will not be perceived well by the reviewers.696

• The claims made should match theoretical and experimental results, and reflect how697

much the results can be expected to generalize to other settings.698

• It is fine to include aspirational goals as motivation as long as it is clear that these goals699

are not attained by the paper.700

2. Limitations701

Question: Does the paper discuss the limitations of the work performed by the authors?702

Answer: [Yes]703

Justification: The limitations of the work presented in this paper is included in the supple-704

mental material (present in the appendix)705

Guidelines:706

• The answer NA means that the paper has no limitation while the answer No means that707

the paper has limitations, but those are not discussed in the paper.708

• The authors are encouraged to create a separate "Limitations" section in their paper.709

• The paper should point out any strong assumptions and how robust the results are to710

violations of these assumptions (e.g., independence assumptions, noiseless settings,711

model well-specification, asymptotic approximations only holding locally). The authors712

should reflect on how these assumptions might be violated in practice and what the713

implications would be.714

• The authors should reflect on the scope of the claims made, e.g., if the approach was715

only tested on a few datasets or with a few runs. In general, empirical results often716

depend on implicit assumptions, which should be articulated.717

• The authors should reflect on the factors that influence the performance of the approach.718

For example, a facial recognition algorithm may perform poorly when image resolution719

is low or images are taken in low lighting. Or a speech-to-text system might not be720

used reliably to provide closed captions for online lectures because it fails to handle721

technical jargon.722

• The authors should discuss the computational efficiency of the proposed algorithms723

and how they scale with dataset size.724

• If applicable, the authors should discuss possible limitations of their approach to725

address problems of privacy and fairness.726

• While the authors might fear that complete honesty about limitations might be used by727

reviewers as grounds for rejection, a worse outcome might be that reviewers discover728

limitations that aren’t acknowledged in the paper. The authors should use their best729

judgment and recognize that individual actions in favor of transparency play an impor-730

tant role in developing norms that preserve the integrity of the community. Reviewers731

will be specifically instructed to not penalize honesty concerning limitations.732

3. Theory assumptions and proofs733
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Question: For each theoretical result, does the paper provide the full set of assumptions and734

a complete (and correct) proof?735

Answer: [NA]736

Justification: [NA]737

Guidelines:738

• The answer NA means that the paper does not include theoretical results.739

• All the theorems, formulas, and proofs in the paper should be numbered and cross-740

referenced.741

• All assumptions should be clearly stated or referenced in the statement of any theorems.742

• The proofs can either appear in the main paper or the supplemental material, but if743

they appear in the supplemental material, the authors are encouraged to provide a short744

proof sketch to provide intuition.745

• Inversely, any informal proof provided in the core of the paper should be complemented746

by formal proofs provided in appendix or supplemental material.747

• Theorems and Lemmas that the proof relies upon should be properly referenced.748

4. Experimental result reproducibility749

Question: Does the paper fully disclose all the information needed to reproduce the main ex-750

perimental results of the paper to the extent that it affects the main claims and/or conclusions751

of the paper (regardless of whether the code and data are provided or not)?752

Answer: [Yes]753

Justification: All code and parameters required to run the experiments are present in the754

main paper and the supplemental material (the supplemental code).755

Guidelines:756

• The answer NA means that the paper does not include experiments.757

• If the paper includes experiments, a No answer to this question will not be perceived758

well by the reviewers: Making the paper reproducible is important, regardless of759

whether the code and data are provided or not.760

• If the contribution is a dataset and/or model, the authors should describe the steps taken761

to make their results reproducible or verifiable.762

• Depending on the contribution, reproducibility can be accomplished in various ways.763

For example, if the contribution is a novel architecture, describing the architecture fully764

might suffice, or if the contribution is a specific model and empirical evaluation, it may765

be necessary to either make it possible for others to replicate the model with the same766

dataset, or provide access to the model. In general. releasing code and data is often767

one good way to accomplish this, but reproducibility can also be provided via detailed768

instructions for how to replicate the results, access to a hosted model (e.g., in the case769

of a large language model), releasing of a model checkpoint, or other means that are770

appropriate to the research performed.771

• While NeurIPS does not require releasing code, the conference does require all submis-772

sions to provide some reasonable avenue for reproducibility, which may depend on the773

nature of the contribution. For example774

(a) If the contribution is primarily a new algorithm, the paper should make it clear how775

to reproduce that algorithm.776

(b) If the contribution is primarily a new model architecture, the paper should describe777

the architecture clearly and fully.778

(c) If the contribution is a new model (e.g., a large language model), then there should779

either be a way to access this model for reproducing the results or a way to reproduce780

the model (e.g., with an open-source dataset or instructions for how to construct781

the dataset).782

(d) We recognize that reproducibility may be tricky in some cases, in which case783

authors are welcome to describe the particular way they provide for reproducibility.784

In the case of closed-source models, it may be that access to the model is limited in785

some way (e.g., to registered users), but it should be possible for other researchers786

to have some path to reproducing or verifying the results.787
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5. Open access to data and code788

Question: Does the paper provide open access to the data and code, with sufficient instruc-789

tions to faithfully reproduce the main experimental results, as described in supplemental790

material?791

Answer: [Yes]792

Justification: All code used to run the experiments described in the main paper and appendix793

is available as a part of the supplemental material794

Guidelines:795

• The answer NA means that paper does not include experiments requiring code.796

• Please see the NeurIPS code and data submission guidelines (https://nips.cc/797

public/guides/CodeSubmissionPolicy) for more details.798

• While we encourage the release of code and data, we understand that this might not be799

possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not800

including code, unless this is central to the contribution (e.g., for a new open-source801

benchmark).802

• The instructions should contain the exact command and environment needed to run to803

reproduce the results. See the NeurIPS code and data submission guidelines (https:804

//nips.cc/public/guides/CodeSubmissionPolicy) for more details.805

• The authors should provide instructions on data access and preparation, including how806

to access the raw data, preprocessed data, intermediate data, and generated data, etc.807

• The authors should provide scripts to reproduce all experimental results for the new808

proposed method and baselines. If only a subset of experiments are reproducible, they809

should state which ones are omitted from the script and why.810

• At submission time, to preserve anonymity, the authors should release anonymized811

versions (if applicable).812

• Providing as much information as possible in supplemental material (appended to the813

paper) is recommended, but including URLs to data and code is permitted.814

6. Experimental setting/details815

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-816

parameters, how they were chosen, type of optimizer, etc.) necessary to understand the817

results?818

Answer: [Yes]819

Justification: All experimental settings and details (including model parameters) are detailed820

in the supplemental material (in the appendix, as well as the supplemental code).821

Guidelines:822

• The answer NA means that the paper does not include experiments.823

• The experimental setting should be presented in the core of the paper to a level of detail824

that is necessary to appreciate the results and make sense of them.825

• The full details can be provided either with the code, in appendix, or as supplemental826

material.827

7. Experiment statistical significance828

Question: Does the paper report error bars suitably and correctly defined or other appropriate829

information about the statistical significance of the experiments?830

Answer: [Yes]831

Justification: The statistical significance tests used throughout the paper have been mentioned832

on Page 5 (footnote 4).833

Guidelines:834

• The answer NA means that the paper does not include experiments.835

• The authors should answer "Yes" if the results are accompanied by error bars, confi-836

dence intervals, or statistical significance tests, at least for the experiments that support837

the main claims of the paper.838
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• The factors of variability that the error bars are capturing should be clearly stated (for839

example, train/test split, initialization, random drawing of some parameter, or overall840

run with given experimental conditions).841

• The method for calculating the error bars should be explained (closed form formula,842

call to a library function, bootstrap, etc.)843

• The assumptions made should be given (e.g., Normally distributed errors).844

• It should be clear whether the error bar is the standard deviation or the standard error845

of the mean.846

• It is OK to report 1-sigma error bars, but one should state it. The authors should847

preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis848

of Normality of errors is not verified.849

• For asymmetric distributions, the authors should be careful not to show in tables or850

figures symmetric error bars that would yield results that are out of range (e.g. negative851

error rates).852

• If error bars are reported in tables or plots, The authors should explain in the text how853

they were calculated and reference the corresponding figures or tables in the text.854

8. Experiments compute resources855

Question: For each experiment, does the paper provide sufficient information on the com-856

puter resources (type of compute workers, memory, time of execution) needed to reproduce857

the experiments?858

Answer: [Yes]859

Justification: All details about computational resources used are mentioned in the supple-860

mental material (in the appendix)861

Guidelines:862

• The answer NA means that the paper does not include experiments.863

• The paper should indicate the type of compute workers CPU or GPU, internal cluster,864

or cloud provider, including relevant memory and storage.865

• The paper should provide the amount of compute required for each of the individual866

experimental runs as well as estimate the total compute.867

• The paper should disclose whether the full research project required more compute868

than the experiments reported in the paper (e.g., preliminary or failed experiments that869

didn’t make it into the paper).870

9. Code of ethics871

Question: Does the research conducted in the paper conform, in every respect, with the872

NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?873

Answer: [Yes]874

Justification: The research conducted in this paper conforms in every respect with the875

NeurIPS Code of Ethics876

Guidelines:877

• The answer NA means that the authors have not reviewed the NeurIPS Code of Ethics.878

• If the authors answer No, they should explain the special circumstances that require a879

deviation from the Code of Ethics.880

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-881

eration due to laws or regulations in their jurisdiction).882

10. Broader impacts883

Question: Does the paper discuss both potential positive societal impacts and negative884

societal impacts of the work performed?885

Answer: [Yes]886

Justification: the broader positive and negative societal impacts of this work are discussed in887

the supplemental work (in the appendix).888

Guidelines:889
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• The answer NA means that there is no societal impact of the work performed.890

• If the authors answer NA or No, they should explain why their work has no societal891

impact or why the paper does not address societal impact.892

• Examples of negative societal impacts include potential malicious or unintended uses893

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations894

(e.g., deployment of technologies that could make decisions that unfairly impact specific895

groups), privacy considerations, and security considerations.896

• The conference expects that many papers will be foundational research and not tied897

to particular applications, let alone deployments. However, if there is a direct path to898

any negative applications, the authors should point it out. For example, it is legitimate899

to point out that an improvement in the quality of generative models could be used to900

generate deepfakes for disinformation. On the other hand, it is not needed to point out901

that a generic algorithm for optimizing neural networks could enable people to train902

models that generate Deepfakes faster.903

• The authors should consider possible harms that could arise when the technology is904

being used as intended and functioning correctly, harms that could arise when the905

technology is being used as intended but gives incorrect results, and harms following906

from (intentional or unintentional) misuse of the technology.907

• If there are negative societal impacts, the authors could also discuss possible mitigation908

strategies (e.g., gated release of models, providing defenses in addition to attacks,909

mechanisms for monitoring misuse, mechanisms to monitor how a system learns from910

feedback over time, improving the efficiency and accessibility of ML).911

11. Safeguards912

Question: Does the paper describe safeguards that have been put in place for responsible913

release of data or models that have a high risk for misuse (e.g., pretrained language models,914

image generators, or scraped datasets)?915

Answer: [NA]916

Justification: While pretrained language models are used in this paper, all datasets and917

models mentioned in this paper use randomly-generated and openly available data.918

Guidelines:919

• The answer NA means that the paper poses no such risks.920

• Released models that have a high risk for misuse or dual-use should be released with921

necessary safeguards to allow for controlled use of the model, for example by requiring922

that users adhere to usage guidelines or restrictions to access the model or implementing923

safety filters.924

• Datasets that have been scraped from the Internet could pose safety risks. The authors925

should describe how they avoided releasing unsafe images.926

• We recognize that providing effective safeguards is challenging, and many papers do927

not require this, but we encourage authors to take this into account and make a best928

faith effort.929

12. Licenses for existing assets930

Question: Are the creators or original owners of assets (e.g., code, data, models), used in931

the paper, properly credited and are the license and terms of use explicitly mentioned and932

properly respected?933

Answer: [Yes]934

Justification: All original owners and creators of assets (code and models) have been properly935

credited and respected in both the main paper and supplemental materials.936

Guidelines:937

• The answer NA means that the paper does not use existing assets.938

• The authors should cite the original paper that produced the code package or dataset.939

• The authors should state which version of the asset is used and, if possible, include a940

URL.941

• The name of the license (e.g., CC-BY 4.0) should be included for each asset.942
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• For scraped data from a particular source (e.g., website), the copyright and terms of943

service of that source should be provided.944

• If assets are released, the license, copyright information, and terms of use in the945

package should be provided. For popular datasets, paperswithcode.com/datasets946

has curated licenses for some datasets. Their licensing guide can help determine the947

license of a dataset.948

• For existing datasets that are re-packaged, both the original license and the license of949

the derived asset (if it has changed) should be provided.950

• If this information is not available online, the authors are encouraged to reach out to951

the asset’s creators.952

13. New assets953

Question: Are new assets introduced in the paper well documented and is the documentation954

provided alongside the assets?955

Answer: [Yes]956

Justification: All assets introduced in the paper are well documented and openly available957

through the supplemental materials.958

Guidelines:959

• The answer NA means that the paper does not release new assets.960

• Researchers should communicate the details of the dataset/code/model as part of their961

submissions via structured templates. This includes details about training, license,962

limitations, etc.963

• The paper should discuss whether and how consent was obtained from people whose964

asset is used.965

• At submission time, remember to anonymize your assets (if applicable). You can either966

create an anonymized URL or include an anonymized zip file.967

14. Crowdsourcing and research with human subjects968

Question: For crowdsourcing experiments and research with human subjects, does the paper969

include the full text of instructions given to participants and screenshots, if applicable, as970

well as details about compensation (if any)?971

Answer: [NA]972

Justification: [NA]973

Guidelines:974

• The answer NA means that the paper does not involve crowdsourcing nor research with975

human subjects.976

• Including this information in the supplemental material is fine, but if the main contribu-977

tion of the paper involves human subjects, then as much detail as possible should be978

included in the main paper.979

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,980

or other labor should be paid at least the minimum wage in the country of the data981

collector.982

15. Institutional review board (IRB) approvals or equivalent for research with human983

subjects984

Question: Does the paper describe potential risks incurred by study participants, whether985

such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)986

approvals (or an equivalent approval/review based on the requirements of your country or987

institution) were obtained?988

Answer: [NA]989

Justification: [NA]990

Guidelines:991

• The answer NA means that the paper does not involve crowdsourcing nor research with992

human subjects.993
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• Depending on the country in which research is conducted, IRB approval (or equivalent)994

may be required for any human subjects research. If you obtained IRB approval, you995

should clearly state this in the paper.996

• We recognize that the procedures for this may vary significantly between institutions997

and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the998

guidelines for their institution.999

• For initial submissions, do not include any information that would break anonymity (if1000

applicable), such as the institution conducting the review.1001

16. Declaration of LLM usage1002

Question: Does the paper describe the usage of LLMs if it is an important, original, or1003

non-standard component of the core methods in this research? Note that if the LLM is used1004

only for writing, editing, or formatting purposes and does not impact the core methodology,1005

scientific rigorousness, or originality of the research, declaration is not required.1006

Answer: [NA]1007

Justification: This paper does not involve LLMs as any important, original, or non-standard1008

components.1009

Guidelines:1010

• The answer NA means that the core method development in this research does not1011

involve LLMs as any important, original, or non-standard components.1012

• Please refer to our LLM policy (https://neurips.cc/Conferences/2025/LLM)1013

for what should or should not be described.1014
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A Limitations and Future Work1015

While we present a comprehensive evaluation of the practical algorithmic and economic reasoning1016

capabilities of a series of state-of-the-art LLMs, our dataset primarily relies on synthetic data due1017

to the challenges in obtaining real-world ordinal preference data. This calls for the collection and1018

curation of datasets in the two-sided matching setting, and generating preference profile datasets that1019

are better aligned with human preferences.1020

Additionally, while our work provides insights into the reasons behind the failure of LLMs to1021

consistently provide stable solutions (see Section 6), there is scope for further clarity on where exactly1022

LLMs make mistakes during algorithmic execution. A potential method to explore this is to break the1023

algorithmic execution task into smaller steps (e.g. a single proposal-acceptance/rejection cycle) and1024

identify which components of the state-transition are challenging for LLMs to understand.1025

Furthermore, while fine-tuning substantially enhances LLMs’ performance on instances with rela-1026

tively smaller input sizes, improving their performance with larger inputs requires further exploration.1027

This can include the investigation of methods such as fine-tuning the entire set of parameters (unlike1028

with LoRA) or reinforcement-learning methods such as group-relative policy optimization (GRPO)1029

that are known to increase the reasoning capabilities of LLMs [59].1030

B Broader Impacts1031

This paper is to advance Machine Learning and AI research, with a special emphasis on the reasoning1032

ability of LLMs—an essential component of autonomous AI. We identify key shortcomings in the1033

reasoning capabilities of LLMs, especially in terms of aggregating individuals preferences over1034

alternatives and algorithmic execution. We believe that the findings in this work can inform further1035

research into AI systems to enhance their ability to act independently in complex decision-making1036

scenarios.1037

C Preference-Based Algorithms in Matching Markets1038

C.1 Algorithm for Generating a Stable Matching1039

As shown in Algorithm 1 standard deferred-acceptance algorithm runs by having the proposing side1040

of the market make a series of proposals, and each agent that receives at least one proposal decides1041

which proposal to accept (the proposal becomes an engagement), and which proposals to reject (or1042

engagements to break). If a proposal is rejected or an engagement is broken, the proposer and receiver1043

remove each other from their preference lists. This continues until all agents are matched—the1044

resulting solution is stable.1045

Algorithm 1 The Deferred-Acceptance Algorithm

assign each agent m ∈M and w ∈W to be free
while some man m is free do

w = first woman on m’s preference list
m proposes and becomes engaged to w
if some man p is engaged to w then

break the engagement (p, w), assign p to be free
end if
for each m′ in w’s preference list s.t. wr(w,m) ≻ wr(w,m′) do

remove m′ and w from each other’s preferences
end for

end while
output the list of engaged pairs, these form a stable matching

C.2 Algorithm for Generating a Stable Matching w/ Master Lists1046

Similar to Algorithm 1, Algorithm 2 runs in rounds of proposals. Due to the master lists preferences1047

on the proposal-receiving side of the market, proposals are automatically accepted. If an agent m′ on1048
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the proposing side is less preferred than a particular agent w’s current partner m, then m′ and w are1049

removed from each other’s preference lists.1050

Algorithm 2 The Deferred-Acceptance Algorithm for Preferences w/ Master Lists on One Side

assign each agent m ∈M and w ∈W to be free
while some man m is free do

w = first woman on m’s preference list
m proposes and becomes engaged to w
for each m′ in w’s preference list s.t. wr(w,m) ≻ wr(w,m′) do

remove m′ and w from each other’s preferences
end for

end while
output the list of engaged pairs, these form a stable matching

C.3 Algorithm for Resolving Instability1051

While we don’t explicitly describe the algorithm here, the mechanism presented by Abeledo and1052

Rothblum [1] can be applied to an unstable matching µ by resolving blocking pairs, resulting in a1053

stable solution. Intuitively, an LLM does not have to follow a specific mechanism, rather the model1054

can resolve instability by iteratively resolving blocking pairs as they arise (eventually, assuming all1055

steps are correct, the model should arrive at a stable solution).1056

C.4 Algorithm for Detecting Instability1057

Intuitively, Algorithm 3 works by iteratively visiting each pair of agents (m,w) s.t. m ∈ M and1058

w ∈ W , and finding a pair such that either m prefers w to their current partner, or w prefers m to1059

their current partner (when such a pair is found, output it as a blocking pair). If no pair (m,w) is1060

found to be a blocking pair, then the solution is stable.1061

Algorithm 3 Stability Detecting Algorithm

for each (m,w) ∈ µ, where m ∈M and w ∈W
for man m ∈M do

for man w ∈W do
if wr(w,m) ≻ wr(w, µ(w)) and mr(m,w) ≻ mr(m,µ(w)) then

output the identified blocking pair (m,w)
end if

end for
end for
output that there exist no blocking pairs

D Prompt Engineering1062

Providing Algorithmic Description. In Table 4, we compare LLMs’ performance when provided1063

with the pseudo-code for the DA algorithm as part of the prompt, to the case when no algorithm is1064

provided. While providing the DA algorithm as part of the prompt leads to an improvement in some1065

cases, the only case in which there is improvement is statistically significant9 is with DeepSeek-70B1066

at the Easy level with ML instances.1067

Reasoning-enhancement Prompts. For models that fail at generating stable matchings even with1068

small instances, we evaluate whether prompt-based enhancements such as Chain-of-Thought (CoT)1069

[68] and Few-shot prompting [19] can improve their performance. In particular, we introduce the1070

following three types of modifications to the original prompt (used in Section 3):1071

9At p < 0.05, using Fisher’s exact test
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Table 4: Correctness (percentage of stable solutions) of solutions returned by LLMs when provided
with the DA algorithm in the prompt (With) as compared to the case when not provided (Without).

Basic LLMs Reasoning LLMs Advanced Reasoning LLMs
Gemini-2.0-Flash Llama-3.3-70B Qwen-QwQ-32B DeepSeek-70B o3-mini DeepSeek-R1 Gemini-2.5-Pro

Difficulty Preference Without With Without With Without With Without With Without With Without With Without With

Easy IC 6 10 2 0 76 84 70 74 100 98 100 96 98 100
ML 8 6 2 6 90 88 72 94 96 100 98 100 98 98

Medium IC 0 0 0 0 14 2 0 0 68 64 42 44 90 88
ML 0 0 0 0 34 40 14 12 80 86 86 82 88 94

Hard IC 0 0 0 0 0 0 0 0 0 0 0 0 8 6
ML 0 0 0 0 0 0 0 0 0 0 54 36 40 38

Average 2.33 2.67 0.67 1.00 35.67 35.67 26.00 30.00 57.33 58.00 63.33 59.66 68.33 70.66

Table 5: Correctness (percentage of stable solutions) of solutions returned when prompt-enhancement
strategies are used, as compared to the case without, for the Easy and Medium difficulty levels. 10

Model Gemini-2.0-Flash Llama-3.3-70B Qwen-QwQ-32B DeepSeek-70B

Size Culure None CoT-V CoT-SL Few-shot None CoT-V CoT-SL Few-shot None CoT-V CoT-SL Few-shot None CoT-V CoT-SL Few-shot

10 IC 6 2 0 0 0 2 0 0 76 86 84 90 70 60 60 68
ML 8 4 4 2 2 0 10 6 90 94 92 94 72 76 68 76

20 IC 0 0 0 0 0 0 0 0 14 2 6 6 0 0 0 0
ML 0 0 0 0 0 0 0 0 34 36 34 42 14 10 4 2

• CoT-Vanilla (CoT-V): The steps of execution of the DA algorithm are provided for an1072

example instance. Each step consists of a single (free) man making his next proposal, and1073

the woman either accepting or rejecting the proposal based on her current status.1074

• CoT-Shortlist (CoT-SL): The steps involved in a modified way to execute the DA algorithm1075

are provided. In each step, all men that the woman prefers less than the proposing man are1076

deleted from her preference list, and the woman is deleted from the preference lists of the1077

same set of men (since they would never be matched). This approach ensures that men never1078

propose to women who will reject them—reducing the overall number of steps.1079

• Few-shot Examples: As opposed to the previous two cases, we provide LLMs with three1080

examples of stable matching instances accompanied by their solutions.1081

To limit the context size of the prompt, we consider examples with n = 5 for each of these prompt1082

modifications.1083

As depicted in Table 5, these prompting enhancements fail to improve the ability of LLMs to1084

generate stable matchings. While there is a slight improvement for models like Qwen-QwQ-32B1085

and DeepSeek-70B instances with Master-list preferences and size n = 10, this improvement is not1086

statistically significant.1087

Modified Problem Setting. To measure whether LLMs are sensitive to the nomenclature used to1088

described the two-sided matching market, we consider a different setting, i.e. that where workers are1089

to be assigned tasks (and members on both sides have preferences over members of the other). We1090

test the difference in the performance of two LLMs—Gemini-2.0-Flash and o3-mini—between the1091

task-scheduling and stable-marriage settings. The results are provided in Table 6. While there is a1092

slight decrease in performance for o3-mini, the change is not significant (at p < 0.05). This provides1093

further evidence that LLMs understand requirements of computing stable solutions for matching1094

markets, in general.1095

E Resolving Instability: Additional Material1096

E.1 Generating Unstable Matchings1097

Here we describe the procedures we use to generate the two types of unstable matchings we consider.1098

One-BP. We generate a matching that contains a single blocking pair, by swapping the partners of1099

two randomly selected men in the Optimal matching. Since such a swap may lead to more than one1100

10All models considered here are never able to generate stable matchings at the Hard difficulty level, with any
prompting method.
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Table 6: Correctness of responses from two LLMs when the task is framed as the stable marriage
and the task-scheduling problem.

Model Gemini-2.0-F o3-mini

Difficulty Preference Stable
Matching

Task
Scheduling

Stable
Matching

Task
Scheduling

10 IC 6 8 100 98
ML 8 6 68 50

20 IC 0 0 0 0
ML 0 0 100 98

50 IC 0 0 80 72
ML 0 0 0 0

blocking-pair (or no blocking pairs), we perform this process (for every instance) until we obtain a1101

matching with exactly one blocking-pair. This procedure is formally described in Algorithm 4.1102

Algorithm 4 GENERATEONEBPMATCHING

Require:
Π = (≻m,≻w) ▷ Preference profile for all men m ∈M and women w ∈W
µ∗ ▷ Men-optimal stable matching returned by Deferred Acceptance

Ensure:
A matching µ containing exactly one blocking pair

1: function GENERATEONEBPMATCHING(Π, µ∗)
2: repeat ▷ Keep trying until the condition is met
3: µ← copy(µ∗) ▷ Start from the stable matching
4: (ma,mb)← arbitrary pair ma,mb ∈M s.t. ma ̸= mb

5: wa ← µ(ma)
6: wb ← µ(mb) ▷ Swap partners of the two men
7: µ(ma)← wb, µ(wb)← ma

8: µ(mb)← wa, µ(wa)← mb

9: until |BLOCKINGPAIRS(µ,Π)| = 1 ▷ Stop when exactly one blocking pair exists
10: return µ
11: end function

12: function BLOCKINGPAIRS(µ,Π)
13: B ← ∅
14: for all m ∈M do
15: for all w ∈W do
16: if w ≻m µ(m) and m ≻w µ(w) then
17: B ← B ∪ {(m,w)}
18: end if
19: end for
20: end for
21: return B
22: end function

Random. A Random matching is simply generated by generating a random permutation of agents1103

on one side and assigning agents such a list to the agents on the other side, one-by-one.1104

E.2 Further Results1105

Measuring Instability after Repair. The extent to which a given matching is incorrect does1106

influence quality of the solutions returned by LLMs after being asked to correct it. Table 7 shows that1107

the number of blocking pairs is often significantly lower when the unstable matching (that LLMs1108

are asked to correct) has a single blocking pair, as compared to the case with random matchings.121109

Similarly, as shown in Figure 6, matchings returned after resolving an almost stable matching have a1110

greater overlap with the Optimal solution (especially at Medium and Hard difficulty levels).1111

11All statistical comparisons in this table are made using Welch’s t-test [69].
12In fact, asking LLMs to resolve a random matching leads to a significantly higher number of blocking pairs

in the returned solution, as compared to the case when they are asked to generate solutions from scratch.
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Table 7: Instability Rate (averaged across instances) in the (valid) matchings returned by LLMs when
asked to resolve a given unstable matching of types One-BP and Random. The column “Baseline”
contains the (average) Instability Rate for the provided matching of the indicated type. Numbers in
bold indicate that the Instability Rate of the corrected solution is significantly worse than the provided
matching. A ∗ on the number in the One-BP column indicates a that Instability Rate is significantly
lower than the case when a Random matching is provided (at p < 0.05).11

Basic LLMs Reasoning LLMs Advanced Reasoning LLMs
Gemini-2.0-Flash Llama-3.3-70B Qwen-QwQ-32B DeepSeek-70B o3-mini DeepSeek-R1 Gemini-2.5-Pro Baseline

Difficulty One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random One-BP Random
Easy 45.5 46.3 34.25∗ 42.05 4.30∗ 10.80 8.74 9.05 0.25 0.00 0.20 0.20 0.30 0.80 10.00 77.32

Medium 55.09 58.81 57.48∗ 64.12 14.50∗ 49.20 23.39∗ 43.84 3.92 3.25 10.65 12.58 2.17 3.5 5.00 87.95

Hard 49.99∗ 74.66 61.42∗ 86.79 17.44∗ 86.91 35.38∗ 84.76 43.77∗ 59.98 14.8∗ 47.81 20.99∗ 25.08 2.00 94.52
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Figure 6: Optimality Rate when LLMs are asked to resolve a matching with a single blocking pair
introduced into the Optimal solution (One-BP), or a randomly generated matching (Random). These
are is compared to the case when they are asked to generate a stable matching from scratch (Empty).

F Additional Material for Section 51112

F.1 Comparing Impartial Culture and Master-List Instances1113

Generally, the classification of a preference profile as an impartial culture or master-list instance has1114

a relatively small impact on the ability of an LLM to detect instability in the instance. However, we1115

observe some differences between the ability of certain LLMs to detect stable/unstable matchings with1116

ML instances compared to IC instances. Models such as DeepSeek-14B, o3-mini, and DeepSeek-70B1117

are able correctly detect stable solutions significantly more frequently with ML instances than with1118

IC instances. A potential explanation for this is that Master-list preferences contain fewer unique1119

preference lists, decreasing the chances that the model hallucinates blocking pairs. On the other1120

hand, models such as Gemini-2.0-Flash and Llama-3.3-70B correctly identify unstable solutions1121

significantly more often with IC preferences as compared to the case with ML preferences. The1122

intuition for this observation is the opposite: with impartial culture preferences, there is a higher1123

probability of having blocking pairs, therefore models that tend to predict that solutions are unstable1124

will perform better with impartial culture instances.1125

G Fine-tuning Details1126

Models. We fine-tuned three reasoning models:1127

• DeepSeek-8B (deepseek-ai/DeepSeek-R1-Distill-Llama-8B),1128

• DeepSeek-14B (deepseek-ai/DeepSeek-R1-Distill-Qwen-14B), and1129

• Qwen-QwQ-32B (Qwen/QwQ-32B),1130

using the Unsloth13 framework with parameter-efficient tuning (LoRA).1131

Dataset. The dataset for the Generation task contains N = 10000 samples for which the reasoning1132

trace is generated using a Python implementation of the DA algorithm. For the Preference Reasoning1133

13https://unsloth.ai/
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task, the dataset consists of N = 9000 samples (3000 for each question level), where the reasoning1134

trace involves explicitly identifying the positions of agents in the concerned preferences. In both1135

datasets, we include an equal number of IC and ML instances, with sizes ranging from n = 51136

to n = 50. Detailed examples of training examples for both tasks (Generation and Preference1137

Reasoning) are provided in Appendix J.1138

Model Setup. We used the FastLanguageModel.from_pretrained interface from Unsloth to1139

load the base model with a maximum sequence length of 10,000 tokens. The model was loaded in full1140

precision (no quantization) and fine-tuned using Low-Rank Adaptation (LoRA) with the following1141

settings:1142

• Rank (r): 321143

• Target Modules: q_proj, k_proj, v_proj, o_proj, gate_proj, up_proj, down_proj1144

• LoRA α: 321145

• LoRA Dropout: 01146

• Bias: none1147

• Gradient Checkpointing: Enabled via use_gradient_checkpointing="unsloth"1148

Training Configuration. Fine-tuning was conducted using the SFTTrainer from the TRL library1149

with the following training arguments:1150

• Epochs: 11151

• Batch size per device: 2 (1, for Qwen-QwQ-32B)1152

• Gradient accumulation steps: 4 (2, for Qwen-QwQ-32B)1153

• Learning rate: 2× 10−4 with a linear scheduler and 5 warmup steps1154

• Optimizer: AdamW-8bit1155

• Weight decay: 0.011156

• Precision: Mixed precision (FP16 or BF16, based on hardware support)1157

• Seed: 34071158

Hardware. Each model was fine-tuned using a single NVIDIA H100 GPU (80GB RAM) with1159

CUDA support; model and inputs were explicitly transferred to GPU for inference and training.1160

Model Saving and Sharing. The resulting models were uploaded to the Hugging Face Hub and1161

will be released upon acceptance.1162

Inference Setup. After fine-tuning, the model was evaluated using in-context inference. Inputs1163

were formatted similarly to training prompts, and the model’s output was parsed to extract the1164

JSON-formatted matching solution.1165

H Inference Details1166

Fine-tuned Models. The models we fine-tune have been pushed to HuggingFace Hub and will be1167

released upon acceptance.1168

Inference Configuration. For the task of generating stable solutions, inference was performed1169

on each of the open-source models such as DeepSeek-8B, DeepSeek-14B, Qwen-QwQ-32B,1170

DeepSeek-70B, and Llama-3.3-70B, with the following sampling parameters:1171

• Temperature: 0.51172

• Maximum tokens: 30,0001173

• Presence penalty: default1174

• Top-p: default1175
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Default values were utilized for all other sampling parameters. We used online APIs for the following1176

models:1177

• Gemini-2.0-Flash (’gemini-2.0-flash’)1178

• o3-mini (‘o3-mini’)1179

• DeepSeek-R1 (‘deepseek-reasoner’)1180

• Gemini-2.5-Pro (‘gemini-2.5-pro-preview-03-25’)1181

Hardware. All inference experiments with open-source models were run on NVIDIA H1001182

GPUs (80GB RAM) with CUDA support; model and inputs were explicitly transferred to GPU1183

for inference and training. We used a single GPU for inference involving DeepSeek-8B and1184

DeepSeek-14B, two GPUs for inference involving Qwen-QwQ-32B, and four GPUs for inference1185

involving Llama-3.3-70B and DeepSeek-70B.1186
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I Prompts1187

I.1 Example prompt for Generating Stable Solutions1188

Vanilla prompt. The prompt used for generating stable solutions with LLMs follows standard1189

prompting procedures, by first outlining the task, providing appropriate context, specifying constraints,1190

and detailing the desired output format (a JSON object). Notice that despite the deferred-acceptance1191

algorithm never being mentioned in the prompt, all models mentioned the deferred-acceptance1192

algorithm in their responses.1193

You are an intelligent assistant who is an expert in algorithms. Consider the following instance
of the two-sided matching problem, where 10 men are to be matched with 10 women. Here
are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W10,W1,W3,W6,W2,W4,W9,W8,W7,W5],
M2: [W8,W3,W10,W6,W2,W5,W4,W7,W1,W9],
...
M10: [W2,W5,W1,W3,W7,W6,W10,W4,W9,W8],
},
W: {
W1: [M2,M8,M9,M10,M5,M7,M1,M4,M6,M3],
W2: [M2,M7,M3,M1,M8,M9,M6,M10,M5,M4],
...
W10: [M6,M4,M7,M5,M8,M9,M10,M2,M3,M1],
}}
</preferences>
Your task is to find the proposer-optimal stable matching. You can use XML tags like
<scratchpad> to explain your thought process while computing the solution.
Once you have found a stable matching, please return your matching in the JSON format
given below:
<answer>
{
“M1”: “<woman matched with M1>”,
“M2”: “<woman matched with M2>”,
...
“M10”: “<woman matched with M10>”
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner. It is mandatory that
you provide a matching as a JSON object enclosed in <answer></answer> tags as described
above.

1194
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Providing Algorithmic Description. The following is the prompt is a modification of the vanilla1195

prompt where the steps of the DA algorithm have been described to assist the model with implement-1196

ing the same.1197

You are an intelligent assistant who is an expert in algorithms.
...
</preferences>
Your task is to find the proposer-optimal stable matching. For this, you can use the Deferred
Acceptance algorithm. The steps of this algorithm are described below:
1. Initialize all men and women as unmatched.
2. Create a list to keep track of each man’s next proposal (initially set to 0 for all men).
3. While there are unmatched men:
a. Select an unmatched man (M).
b. Find the next woman (W) on M’s preference list that he hasn’t proposed to yet.
c. If W is unmatched, match M and W.
d. If W is matched but prefers M to her current partner:
- Unmatch W from her current partner.
- Match M and W.
- Set the unmatched man as W’s previous partner.
e. If W rejects M, move to the next woman on M’s preference list.
4. Repeat step 3 until all men are matched.
You can use XML tags like <scratchpad> to explain your thought process ...
...
It is mandatory that you provide a matching as a JSON object enclosed in
<answer></answer> tags as described above.

1198

Modified Problem Setting. The following is a modification to the vanilla prompt, where the setting1199

of task-allocation (assigning tasks to workers) is considered instead of the stable-marriage setting.1200

We replace men with workers and women with tasks.1201

You are an intelligent assistant who is an expert in algorithms. Consider the following instance
of the two-sided matching problem, where 5 workers are to be assigned with 5 tasks, and
each worker is assigned exactly one task.
Here are the preference lists for all workers (W) over tasks (T) and the preferences of tasks
over workers:
<preferences>
{
W: {
W1: [T5, T3, T4, T2, T1]
...
}
T: {
T1: [W3, W5, W4, W1, W2]
...
}}
</preferences>
Your task is to find a stable matching of workers and tasks. You can use XML tags like
<scratchpad> to explain your thought process while computing the solution.
Once you have found a stable matching, please return your matching in the JSON format
given below:
<answer>
{
"W1": "<task assigned to W1>",
...
"W5": "<task assigned to W5>"
}
</answer>
Make sure that each worker is assigned exactly ONE task. It is mandatory that you provide a
matching as a JSON object enclosed in <answer></answer> tags as described above.

1202
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I.2 Example Prompts for Prompt Engineering1203

I.2.1 CoT-Vanilla1204

Chain-of-Thought methods were applied to the prompt in Appendix I.1 by additionally including an1205

example trace of steps performed when running the deferred-acceptance algorithm on a randomly1206

generated instance. The algorithm trace includes all proposals, all respective acceptances/rejections,1207

and the resultant stable solution. The entire Chain-of-Thought example is enclosed within <example>1208

XML tags.1209

You are an intelligent assistant who is an expert in algorithms. Your task is to find the
proposer-optimal stable matching, for the two-sided matching problem. Here is an example to
demonstrate how you should proceed:
<example>
<preferences>
{
M: {
M1: [W5,W1,W2,W4,W3],
M2: [W1,W2,W5,W4,W3],
M3: [W4,W2,W3,W1,W5],
M4: [W5,W1,W2,W4,W3],
M5: [W3,W5,W4,W2,W1],
},
W: {
W1: [M2,M3,M5,M4,M1],
W2: [M5,M2,M4,M3,M1],
W3: [M2,M1,M3,M5,M4],
W4: [M1,M4,M5,M3,M2],
W5: [M4,M3,M5,M2,M1],
}}
</preferences>
M1 is free. M1 proposes to W5
Since W5 is free, W5 accepts the proposal. Now M1 and W5 are matched.
M2 is free. M2 proposes to W1
Since W1 is free, W1 accepts the proposal. Now M2 and W1 are matched.
M3 is free. M3 proposes to W4
Since W4 is free, W4 accepts the proposal. Now M3 and W4 are matched.
M4 is free. M4 proposes to W5
Since W5 prefers M4 to their current partner M1, W5 accepts the proposal. Now M4 and W5
are matched, and M1 is free.
M1 is free. M1 proposes to W1
Since W1 prefers their current partner M2 to M1, W1 rejects the proposal. M2 and W1 are still
matched, and M1 is still free.
M1 is free. M1 proposes to W2
Since W2 is free, W2 accepts the proposal. Now M1 and W2 are matched.
M5 is free. M5 proposes to W3
Since W3 is free, W3 accepts the proposal. Now M5 and W3 are matched.
<answer>
{
"M1": "W2",
"M2": "W1",
"M3": "W4",
"M4": "W5",
"M5": "W3"
}
</answer>
</example>
Consider the following instance of the two-sided matching problem, where 10 men are to be
matched with 10 women . . .

1210
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I.2.2 CoT-Shortlist1211

The main distinction between the prompt described here and the one in Appendix I.2.1 lies in how the1212

algorithm’s execution is detailed. In the CoT-Shortlist prompt, the provided algorithm trace includes1213

an additional step: agents remove each other from their respective shortlists if they become matched1214

with a partner they find more desirable than the other agents on their list. All other aspects of the1215

prompt are identical to the CoT-Vanilla prompt.1216

You are an intelligent assistant who is an expert in algorithms. Your task is to find the
proposer-optimal stable matching, for the two-sided matching problem. Here is an example to
demonstrate how you should proceed:
<example>
<preferences>
{
M: {
M1: [W4,W3,W5,W2,W1],
M2: [W5,W4,W3,W1,W2],
M3: [W5,W4,W1,W2,W3],
M4: [W5,W4,W2,W1,W3],
M5: [W2,W4,W5,W3,W1],
},
W: {
W1: [M5,M2,M3,M4,M1],
W2: [M3,M4,M5,M1,M2],
W3: [M4,M1,M2,M5,M3],
W4: [M5,M1,M4,M3,M2],
W5: [M1,M4,M5,M3,M2],
}}
</preferences>
M1 is free. M1 proposes to W4. W4 accepts the proposal. Now M1 and W4 are matched.
W1 deletes M4, M3, M2 from her list. M4, M3, M2 delete W4 from their list.
M2 is free. M2 proposes to W5. W5 accepts the proposal. Now M2 and W5 are matched.
M3 is free. M3 proposes to W5. W5 accepts the proposal. Now M3 and W5 are matched.
W5 prefers M3, so W5 breaks her engagement with M2.
W3 deletes M2 from her list. M2 delete W5 from their list.
M4 is free. M4 proposes to W5. W5 accepts the proposal. Now M4 and W5 are matched.
W5 prefers M4, so W5 breaks her engagement with M3.
W4 deletes M5, M3 from her list. M5, M3 delete W5 from their list.
M5 is free. M5 proposes to W2. W2 accepts the proposal. Now M5 and W2 are matched.
W5 deletes M1, M2 from her list. M1, M2 delete W2 from their list.
<answer>
{
"M1": "W4",
"M2": "W3",
"M3": "W1",
"M4": "W5",
"M5": "W2"
}
</answer>
</example>
Consider the following instance of the two-sided matching problem, where 10 men are to be
matched with 10 women . . .

1217
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I.2.3 Few-shot Examples1218

Few-shot prompting was applied to the prompt in Appendix I.1 by additionally including a series of1219

randomly generated preference/stable solution pairs. As with other few-shot prompting strategies,1220

the model is then asked to generate a stable solution (as shown in Appendix I.1). As with the CoT1221

methods, each sample preference/stable solution pairs is enclosed in <example> XML tags.1222

You are an intelligent assistant who is an expert in algorithms. Your task is to find the
proposer-optimal stable matching, for the two-sided matching problem. Here is an example to
demonstrate how you should proceed:
<example>
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
M2: [W3,W4,W1,W2,W5],
M3: [W5,W1,W4,W2,W3],
M4: [W3,W2,W5,W1,W4],
M5: [W3,W4,W2,W1,W5],
},
W: {
W1: [M1,M4,M3,M5,M2],
W2: [M2,M4,M5,M1,M3],
W3: [M1,M2,M4,M5,M3],
W4: [M3,M5,M1,M4,M2],
W5: [M5,M3,M4,M2,M1],
}}
</preferences>
<answer>
{
"M1": "W3",
"M2": "W1",
"M3": "W5",
"M4": "W2",
"M5": "W4"
}
</answer>
</example>
<example>
...
</example>
<example>
...
</example>
Consider the following instance of the two-sided matching problem, where 10 men are to be
matched with 10 women . . .

1223

I.3 Example Prompt for Evaluating Stability1224

The following prompt requires LLMs to determine if a given solution to a provided preference profile1225

is stable. Unlike the prompt in Appendix I.1, the only element that the LLM must include in their1226

response is a binary response (yes/no).1227
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Consider the following instance of the two-sided matching problem, where 5 men are to be
matched with 5 women.
Here are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
...
},
W: {
W1: [M3,M5,M4,M1,M2],
...
}}
</preferences>
Your task is to dermine whether the following matching is stable or not.
<matching>
[[M1, W4],[M2, W5],[M3, W3],[M4, W1],[M5, W2],]
</matching>
Please return ’Yes’ if you think the provided matching is stable and ’No’ if you think it is
unstable, and enclose your answer in <answer></answer> tags.

1228

I.4 Example Prompts for Preference Comprehension1229

In each of the following preference comprehension prompts, models are asked to provide the name1230

of an agent (in level-1) or to provide a binary answer (yes/no for levels 2 and 3) in response to a1231

provided question. In addition to changing the preference profiles for each instance of a preference1232

comprehension task, the agents and positions mentioned in the question are also changed with each1233

instance. For details about each level of preference comprehension, view Section 6.1234

I.4.1 Level-11235

Your goal is to correctly interpret the given preference lists and answer a specific question
about agent preferences.
First, here are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
...
},
W: {
W1: [M3,M5,M4,M1,M2],
W2: [M1,M3,M4,M5,M2],
...
}}
</preferences>
Now, you will be asked a specific question about agent preferences:
<question>
Who is agent W2’s, 1-most preferred agent?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a single agent name. For example, "W1"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN THE NAME OF THE SINGLE AGENT THAT IS THE ANSWER
TO THE QUESTION. Do not include any explanations or additional information in your final
answer.

1236
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I.4.2 Level-21237

You are an AI assistant tasked with analyzing preference profiles in a two-sided matching
problem with one-to-one solutions. Your goal is to correctly interpret the given preference lists
and answer a specific question about agent preferences.
First, here are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
...
},
W: {
W1: [M3,M5,M4,M1,M2],
...
}}
</preferences>
Now, you will be asked a specific question about agent preferences:
<question>
Would agent W1, prefer M3 or M2 over M4?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a YES or a NO. For example, "NO"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN YES OR NO THAT IS THE ANSWER TO THE QUESTION. Do
not include any explanations or additional information in your final answer.

1238

I.4.3 Level-31239

You are an AI assistant tasked with analyzing preference profiles in a two-sided matching
problem with one-to-one solutions. Your goal is to correctly interpret the given preference lists
and answer a specific question about agent preferences.
First, here are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
...
},
W: {
W1: [M3,M5,M4,M1,M2],
...
}}
</preferences>
Now, you will be asked a specific question about agent preferences:
<question>
If agent W1 is currently engaged to M4, would she accept proposals from M3 or M2?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a YES or a NO. For example, "NO"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN YES OR NO THAT IS THE ANSWER TO THE QUESTION. Do
not include any explanations or additional information in your final answer.

1240
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I.5 Example Prompt for Resolving Instability1241

For the task of resolving instability in a given unstable solution, the prompt begins by providing1242

models with the instance’s preference profile (as with the prompts for the other tasks). In addition,1243

the prompt includes an unstable matching, and asks the model to resolve the instability by outputting1244

a stable solution (in an identical format to the prompt in Appendix I.1).1245

You are an intelligent assistant who is an expert in algorithms. Consider the following instance
of the two-sided matching problem and respective unstable matching, where 5 men are to be
matched with 5 women.
Here are the preference lists for all individuals:
<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
M2: [W2,W3,W5,W1,W4],
M3: [W5,W3,W1,W4,W2],
M4: [W1,W3,W2,W5,W4],
M5: [W2,W3,W4,W1,W5],
},
W: {
W1: [M3,M5,M4,M1,M2],
W2: [M1,M3,M4,M5,M2],
W3: [M3,M2,M4,M1,M5],
W4: [M4,M2,M3,M5,M1],
W5: [M2,M4,M5,M1,M3],
}}
</preferences>
Here is an unstable matching.
<answer>
{
"M1": "W4",
"M2": "W5",
"M3": "W3",
"M4": "W2",
"M5": "W1"
}
</answer>
Your task is to modify the given unstable matching to make it equivalent to the proposer-optimal
stable matching. You can use XML tags like <scratchpad> to explain your thought process
while computing the solution.
Once you have found a stable matching, please return your matching in the JSON format
given below:
<answer>
{
"M1": "<woman matched with M1>",
"M2": "<woman matched with M2>",
"M3": "<woman matched with M3>",
"M4": "<woman matched with M4>",
"M5": "<woman matched with M5>"
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner. It is mandatory that
you provide a matching as a JSON object enclosed in <answer></answer> tags as described
above.

1246
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I.6 Example Prompt for Repeated Queries Due to Missing JSON Object1247

For tasks where the desired output is a JSON object (when outputting a stable solution), models are1248

given an additional opportunity to rectify issues in their response if the original response is incorrectly1249

formatted. The prompt below is passed to the model to help rectify issues related to missing JSON1250

objects. Note that the <initially passed prompt> and <last 3,000 characters of LLM’s first response>1251

XML tags are replaced by the initial prompt and the tail of the models initial response, respectively.1252

Previously, I gave you the following task:
———————————————————
<initially passed prompt>
———————————————————
In your response, you either failed to provide me with a matching or did not adhere to the
JSON format I had asked for. Here are the last few lines of your response for reference:
———————————————————
<last 3,000 characters of LLM’s first response>
———————————————————
Please correct your response and provide me with the matching in the following JSON format,
enclosed in <answer></answer> tags.<answer>
{
"M1": "<woman matched with M1>",
"M2": "<woman matched with M2>",
"M3": "<woman matched with M3>",
"M4": "<woman matched with M4>",
"M5": "<woman matched with M5>"
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner.

1253

I.7 Example Prompt for Repeated Queries Due to Incorrectly Formatted JSON Object1254

Similar to the prompt in Appendix I.6, the following prompt is passed to the model when the model’s1255

initial response contains an incorrectly formatted JSON object. Once again, the <initially passed1256

prompt> and <last 3,000 characters of LLM’s first response> XML tags are replaced by the initial1257

prompt and the tail of the models initial response, respectively.1258

Previously, I gave you the following task:
———————————————————
<initially passed prompt>
———————————————————
In your response, you failed adhere to the JSON format I had asked for. Here are the last few
lines of your response for reference:
———————————————————
<last 3,000 characters of LLM’s first response>
———————————————————
Please correct your response and provide me with the matching in the following JSON format,
enclosed in <answer></answer> tags.<answer>
{
"M1": "<woman matched with M1>",
"M2": "<woman matched with M2>",
"M3": "<woman matched with M3>",
"M4": "<woman matched with M4>",
"M5": "<woman matched with M5>"
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner.

1259
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I.8 Example Prompt for Repeated Queries Due to Incomplete Matching1260

Similar to the prompt in Appendix I.6, the following prompt is passed to the model when the model’s1261

initial response contains a correctly formatted JSON object, but the matching itself is incomplete, or1262

some agents have multiple partners. After the initially passed prompt, note that additional details1263

are provided to assist the LLM in rectifying its response. Again, the <initially passed prompt> and1264

<last 3,000 characters of LLM’s first response> XML tags are replaced by the initial prompt and the1265

tail of the models initial response, respectively.1266

Previously, I gave you the following task:
———————————————————
<initially passed prompt>
———————————————————
In your response, the matching you selected involves some women being matched with
multiple men, which is not allowed. For example, W2 is matched with M1, M2, and M5.
Additionally, W3, and W4 are unmatched. Here are the last few lines of your response for
reference:
———————————————————
<last 3,000 characters of LLM’s first response>
———————————————————
Please correct your response and provide me with the matching in the following JSON format,
enclosed in <answer></answer> tags.<answer>
{
"M1": "<woman matched with M1>",
"M2": "<woman matched with M2>",
"M3": "<woman matched with M3>",
"M4": "<woman matched with M4>",
"M5": "<woman matched with M5>"
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner.

1267

J Training Examples for Fine-tuning1268

J.1 System-prompt (s).1269

This is the first part of the input, and is common across all tasks.1270

Below is an instruction that describes a task, paired with an input that provides further context.
Write a response that appropriately completes the request.
Before answering, think carefully about the question and create a step-by-step chain of
thoughts to ensure a logical and accurate response.

1271

J.2 High-level instruction (u)1272

• Generating:1273

### Instruction:
You are an intelligent assistant who is an expert in algorithms. Your task is to find the
proposer-optimal stable matching, for the two-sided matching problem.
### Question:
Consider the following instance of the two-sided matching problem, where 5 men are
to be matched with 5 women.
Here are the preference lists for all individuals:

1274

• Comprehension:1275
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### Instruction:
You are an intelligent assistant who is an expert in algorithms. You will be given an
instance of the two-sided matching problem, and will be asked to answer a question
about the preferences of the agents involved.
### Question:
First, here are the preference lists for all individuals:

1276

J.3 Preference Profile (p(i))1277

<preferences>
{
M: {
M1: [W5,W3,W4,W2,W1],
M2: [W2,W3,W5,W1,W4],
M3: [W5,W3,W1,W4,W2],
M4: [W1,W3,W2,W5,W4],
M5: [W2,W3,W4,W1,W5],
},
W: {
W1: [M3,M5,M4,M1,M2],
W2: [M1,M3,M4,M5,M2],
W3: [M3,M2,M4,M1,M5],
W4: [M4,M2,M3,M5,M1],
W5: [M2,M4,M5,M1,M3],
}}
</preferences>
</preferences>

1278

J.4 Task-prompt (t(i))1279

• Generating:1280

Your task is to find the proposer-optimal stable matching.
Once you have found a stable matching, please return your matching in the JSON
format given below:
<answer>
{
"M1": "<woman matched with M1>",
"M2": "<woman matched with M2>",
"M3": "<woman matched with M3>",
"M4": "<woman matched with M4>",
"M5": "<woman matched with M5>"
}
</answer>
Make sure that each man/woman is matched with exactly ONE partner. It is important
that you enclose your JSON object in <answer></answer> tags.

1281

• Comprehension (Level-1):1282
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Now, you will be asked a specific question about agent preferences:
<question>
Who is agent W3’s, 5-most preferred agent?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a single agent name. For example, "W1"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN THE NAME OF THE SINGLE AGENT THAT IS THE
ANSWER TO THE QUESTION. Do not include any explanations or additional infor-
mation in your final answer.

1283

• Comprehension (Level-2):1284

Now, you will be asked a specific question about agent preferences:
<question>
Would agent W3, prefer M4 and M3 over M1?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a YES or a NO. For example, "NO"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN YES OR NO THAT IS THE ANSWER TO THE QUES-
TION. Do not include any explanations or additional information in your final answer.

1285

• Comprehension (Level-3):1286

Now, you will be asked a specific question about agent preferences:
<question>
If agent W5 is currently engaged to M3, would she accept proposals from M1 and
M4?
</question>
Once you have determined the answer, provide your output in the following format:
1. The solution as a YES or a NO. For example, "NO"
Present your final answer within <answer> tags.
IMPORTANT: ONLY RETURN YES OR NO THAT IS THE ANSWER TO THE QUES-
TION. Do not include any explanations or additional information in your final answer.

1287

The input x(i) ends with the following text, to indicate the start of the chain-of-thought reasoning1288

trace,1289

### Response:
<think>

1290

J.5 Reasoning-trace (r(i)):1291

• Generating:1292
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### Response:
<think>
Okay, so I need to find a stable matching for 5 men and 5 women. For this, I can use
the Gale-Shapley algorithm. Before I compute the solution for this instance, I will list
the steps of the Gale-Shapley algorithm.
1. Initialize all men and women as unmatched.
2. Create a list to keep track of each man’s next proposal (initially set to 0 for all
men).
3. While there are unmatched men:
a. Select an unmatched man (M).
b. Find the next woman (W) on M’s preference list that he hasn’t proposed to yet.
c. If W is unmatched, match M and W.
d. If W is matched but prefers M to her current partner:
- Unmatch W from her current partner.
- Match M and W.
- Set the unmatched man as W’s previous partner.
e. If W rejects M, move to the next woman on M’s preference list.
4. Repeat step 3 until all men are matched.
Next, I will exectute the above algorithm for the given instance. The steps are as
follows:
M1 is free. M1 proposes to W3
Since W3 is free, W3 accepts the proposal. Now M1 and W3 are matched.
M2 is free. M2 proposes to W5
Since W5 is free, W5 accepts the proposal. Now M2 and W5 are matched.
M3 is free. M3 proposes to W1
Since W1 is free, W1 accepts the proposal. Now M3 and W1 are matched.
M4 is free. M4 proposes to W4
Since W4 is free, W4 accepts the proposal. Now M4 and W4 are matched.
M5 is free. M5 proposes to W4
Since W4 prefers their current partner M4 to M5, W4 rejects the proposal. M4 and
W4 are still matched, and M5 is still free.
M5 is free. M5 proposes to W1
Since W1 prefers M5 to their current partner M3, W1 accepts the proposal. Now M5
and W1 are matched, and M3 is free.
M3 is free. M3 proposes to W4
Since W4 prefers their current partner M4 to M3, W4 rejects the proposal. M4 and
W4 are still matched, and M3 is still free.
M3 is free. M3 proposes to W3
Since W3 prefers their current partner M1 to M3, W3 rejects the proposal. M1 and
W3 are still matched, and M3 is still free.
M3 is free. M3 proposes to W2
Since W2 is free, W2 accepts the proposal. Now M3 and W2 are matched.
</think>

1293

• Comprehension (Level-1):1294

Alright, I have been given the task of determining W3’s 5-most preferred agent. For
this, let me look at her preference list in order:
position 1: M4
position 2: M5
position 3: M1
position 4: M3
position 5: M2
Hence, W3’s 5-most preferred agent is M2.
</think>

1295

• Comprehension (Level-2):1296
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Alright, I have been asked to determine whether agent W3 would prefer M4 and M3
over M1. For this, let me look at W3’s preference list in order:
position 1: M4
position 2: M5
position 3: M1
position 4: M3
position 5: M2
So, M4 is W3’s 1-most preferred partner, M3 is W3’s 4-most preferred partner, and
M1 is W3’s 3-most preferred partner.
Hence, agent W3 prefers M4 over M1, and agent W3 does not prefer M3 over M1.
This means that the order of preference is M4 > M1 > M3.
Therefore, since the question was whether agent W3 would prefer BOTH M4 AND
M3, given that it DOES NOT prefer M3 over M1, the answer is ’NO’.
</think>

1297

• Comprehension (Level-3):1298

Alright, I have been asked to determine whether agent W5 would accept a proposal
from M1 or M4, if she is currently matched with M3. For this, let me look at W5’s
preference list in order:
position 1: M5
position 2: M4
position 3: M2
position 4: M3
position 5: M1
So, M1 is W5’s 5-most preferred partner, M4 is W5’s 2-most preferred partner, and
M3 is W5’s 4-most preferred partner.
Hence, agent W5 does not prefer M1 over their current partner M3, and agent W5
prefers M4 over their current partner M3. This means that the order of preference is
M4 > M3 > M1.
Therefore, since the question was whether agent W5 would prefer EITHER M1 OR
M4, given that it prefers M4 over M3, the answer is ’YES’.
</think>

1299

J.6 Answer (a(i)):1300

• Generating:1301

<answer>
{
"M1": "W3",
...
"M5": "W1"
}
</answer>

1302

• Comprehension (Level-1):1303

<answer>M2</answer>
1304

• Comprehension (Level-2):1305

<answer>NO</answer>
1306

• Comprehension (Level-3):1307

<answer>YES</answer>
1308
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