
Supplementary Material for “Token-Level Self-Play with1

Importance-Aware Guidance for Large Language Models“2

A Background3

We consider a Large Language Model (LLM) parameterized by parameters θ, and denote its output4

distribution as πθ. Given an input sequence x, commonly known as the prompt, the model generates5

a response sequence y. In preference-based alignment, the training dataset is made up of triplets6

D = {(x, yw, yl)}, where yw and yl are two possible responses. Among them, yw is considered7

better than yl, which we write as yw ≻ yl. We refer to yw as the chosen (winning) response and yl8

as the rejected (losing) one. In the following sections, we provide a brief overview of DPO, SPIN,9

recent token-level extensions of DPO and traditional knowledge distillation approaches.10

Direct Preference Optimization (DPO). DPO [1] provides an elegant and efficient alternative to11

RLHF [2] by avoiding explicit reward model training. Instead, it reformulates the reward function12

r(x, y) using a closed-form expression based on the ratio between the policy model and a fixed13

reference model:14

r(x, y) = β log
πθ(y | x)
πref(y | x)

+ β logZ(x), (1)

where πθ is the current policy model, πref is a static reference policy, and Z(x) is a partition15

function independent of the policy. By plugging this reward into the Bradley-Terry framework16

[3], the preference probability between two responses yw and yl is modeled as p(yw ≻ yl | x) =17

σ (r(x, yw)− r(x, yl)) , where σ(·) denotes the sigmoid function. This leads to the DPO loss18

function, which optimizes the policy directly using preference data:19

LDPO(πθ;πref) = −E(x,yw,yl)∼D

[
log σ

(
β log

πθ(yw | x)
πref(yw | x)

− β log
πθ(yl | x)
πref(yl | x)

)]
, (2)

This formulation enables the model to directly incorporate human preference signals into policy20

learning without needing an explicit reward model or reinforcement learning.21

Self-Play Fine-Tuning. Inspired by Generative Adversarial Networks (GAN) [4], Self-Play fIne-22

tuNing (SPIN) [5] proposes an iterative self-play framework where a language model fine-tunes23

itself by generating synthetic responses and learning to distinguish them from human-annotated data.24

Specifically, at each iteration t, the current model πθt generates a response y′ for a given prompt x,25

forming a synthetic preference pair (x, y ≻ y′), where y is the ground-truth response. The model is26

then updated by minimizing:27

LSPIN(πθt+1 , πθt) = Ex,y∼pdata,y′∼πθt

[
ℓ

(
β log

πθt+1(y | x)
πθt(y | x)

− β log
πθt+1(y

′ | x)
πθt(y

′ | x)

)]
, (3)

where ℓ(·) is a convex decreasing loss (e.g., logistic loss), and β is a scaling factor. This formulation28

encourages the updated model to assign higher likelihood to responses resembling the ground-truth29

and lower likelihood to its own earlier responses. This self-play process eliminates the need for30

explicit reward models or preference-labeled data.31

Token-Level DPO. Recent works have recognized the value of fine-grained feedback. Rafailov et al.32

[1] theoretically demonstrate that DPO can represent any dense reward function by reparameterizing33

it as an optimal advantage function within a token-level Markov Decision Process. This formulation34

enables DPO to effectively optimize policies at the token level. Building upon this, TDPO [6]35

introduces forward Kullback-Leibler divergence constraints and leverages the Bradley-Terry model to36

convert sentence-level preferences into token-level rewards, allowing the model to adjust its strategy37

dynamically during generation. Furthermore, TIS-DPO [7] enhances this approach by estimating38

token importance weights based on differences in prediction probabilities from contrastive language39

models, enabling importance sampling that approximates the optimal distribution by assigning40

weights to each token according to its estimated reward.41
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Traditional Knowledge Distillation Approaches. Knowledge distillation (KD) is a widely42

used technique to transfer knowledge from a larger teacher model to a smaller student model.43

Traditionally, KD employs the Kullback-Leibler (KL) divergence to minimize the difference44

between the teacher and student probability distributions [8]). Given a sequence x, the stu-45

dent model learns to match the teacher’s output distribution by minimizing the following loss:46

LKD =
∑

i DKL(p(xi | x<i, τ) ∥ qθ(xi | x<i, τ)), where DKL(· ∥ ·) denotes the KL divergence and47

τ is the temperature to control the smoothness of the distributions.48

B Implementation Details and Algorithm49

B.1 Experiments Setup50

We conduct two experimental settings to evaluate SWIFT: Alignment and Knowledge Distillation.51

The Alignment setting compares SWIFT with existing alignment methods, while the Knowledge52

Distillation setting assesses its effectiveness against existing knowledge distillation methods.53

For the Alignment setting, we use Qwen1.5-1.8B [9] as the base model. As the teacher model, we54

adopt Zephyr-7B-SFT-Full [10], which is based on Mistral-7B [11] and further fine-tuned on the55

Ultrachat200k dataset1 provided by HuggingFace. Ultrachat200k is a curated 200k subset of56

the UltraChat corpus [12], which consists of approximately 1.4 million high-quality instructional57

dialogues generated via OpenAI’s Turbo API. We follow the procedure in [5], 50,000 prompts are58

randomly sampled from Ultrachat200k and generate synthetic responses using the base model. For59

evaluation, we adopt the HuggingFace Open LLM Leaderboard [13], implemented via the Language60

Model Evaluation Harness [14]. The leaderboard covers six representative benchmarks targeting61

different capabilities of LLMs: commonsense reasoning (ARC [15], HellaSwag [16], Winogrande62

[17]), multi-task language understanding (MMLU [18]), resistance to misinformation (TruthfulQA63

[19]), and mathematical reasoning (GSM8k [20]). These benchmarks collectively provide a rigorous64

and diverse framework for evaluating both alignment quality and generalization. Additionally, we65

evaluated the output quality of the LLM using MT-bench [21] with its provided dataset, we use the66

API of GPT-4 as the judge. The details of the benchmarks are provided in table 1 below.67

Table 1: Details of the HuggingFace Open LLM Leaderboard evaluation datasets, including the
number of few-shot examples and the evaluation metric for each.

Dataset Arc TruthfulQA Winogrande GSM8k HellaSwag MMLU

# Few-shot 25 0 5 5 10 5
Metric acc_norm mc2 acc acc acc_norm acc

For the Knowledge Distillation setting. We use GPT2-1.5B [22] as the base model and Qwen2.5-68

7B-Instruct [23] as the teacher. Four datasets are selected for evaluation: DATABRICKSDOLLY-15K69

(Dolly) [24], ALPACA (Alpaca) [25], S-NI (S-NI) [26], and DIALOGSUM (Dialogsum) [27]. Final70

performance is reported using the ROUGE-L metric [28] between generated outputs and human-71

annotated references. In the state-of-the-art method DSKD [29], distillation is typically performed on72

a single dataset, while evaluation is conducted across multiple datasets spanning different domains73

or tasks. In contrast, we construct separate training, validation, and testing splits for each domain,74

allowing for a more targeted evaluation of knowledge distillation within the same domain. The details75

of the datasets are provided in table 2 below.76

Table 2: Dataset Statistics
Dataset Train Validation Test
Dolly 11,435 1,000 500
Alpaca 10,396 500 500
S-NI 10,414 500 1,902
DialogSum 12,460 500 1,500

1https://huggingface.co/datasets/HuggingFaceH4/ultrachat_200k
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B.2 Hyperparameters77

To reduce training costs and memory consumption, we employ DeepSpeed ZeRO-3 [30] and78

FlashAttention-2 [31] throughout all training iterations. Models are trained using the RMSProp79

optimizer [32] without weight decay, following standard practice for LLM alignment fine-tuning.80

We set the global batch size to 2, use bfloat16 precision, and apply a 10% linear warmup at the start81

of each iteration. The peak learning rate is set to 5× 10−7 for iterations 0 and 1, and 1× 10−7 for82

iterations 2 and 3 as training approaches convergence. Each iteration is trained for 2 epochs with a83

maximum sequence length of 2048 tokens. For token importance estimation as defined in equation84

14 in main paper, we set µ = 1, with lower and upper clipping bounds L = −0.5 and U = 1.5,85

respectively. The hypeparameter k is fixed to 1. All experiments are conducted on 2× NVIDIA RTX86

4090 GPUs.87

B.3 Synthetic Data Generation88

We generate synthetic rejected responses using the library vLLM [33] to speed up inference89

with distributed inference over multiple GPUs. We use a sampling decoding strategy to gener-90

ate responses, with a temperature of 1.0 and top_p of 1.0. We consider the prompting template91

\n\n<Human>:{prompt}\n\n<Assistant>:.92

B.4 Algorithm93

We provided the pseudocode of our proposed SWIFT (Self-Play Weighted Fine-Tuning) method in94

Algorithm 1.95

Algorithm 1 Self-Play Weighted Fine-Tuning (SWIFT)

Require: {(xi, yi)}i∈[N ]: SFT dataset, πθ0 : LLM with initial parameters θ0, πθT : teacher model,
M : number of iterations.

1: for t = 0, . . . ,M − 1 do
2: Compute token importance weights ω using πθT and πθt
3: for i = 1, . . . , N do
4: Generate synthetic data y′i ∼ πθt(·|xi).
5: end for
6: θt+1 = argminθ∈Θ

∑
i∈[N ] [l (u (x, y, y

′, πθS , ω)− v (x, y, y′, πθS , ω))]

7: end for
8: return θT .

B.5 Details of Teacher-Guided Token Importance Estimation96

In this section, we provide a detailed explanation of the method described in Section 3.3 (Teacher-97

Guided Token Importance Estimation) of the main paper, addressing how token-level importance98

weights are distilled from a teacher model and mapped to student tokens, especially in the presence99

of tokenizer mismatches. We also include the full algorithm, computational analysis, and illustrative100

examples to enhance clarity.101

B.5.1 Overview of the Method102

Our aim is to develop an efficient mechanism to estimate the importance weight of each token.103

Intuitively, a well-trained teacher—having been trained on more data with higher model capacity—can104

better signal which tokens carry higher “reward”. In this section, we present a principled method to105

distill token-level reward signals from a teacher model θT and transfer them to a student model θS .106

Inspired by TIS-DPO [7], we first estimate the raw importance weight for the tth token in a response107

y = (y1, . . . , yT ) as108

ωraw
t = k · exp

(
µ · clamp

(
log

πθT (yt | x, y<t)

πθS (yt | x, y<t)
, L, U

))
, (4)
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where clamp(a, L, U) = min
(
max(a, L), U

)
truncates the log-odds to [L,U ] to reduce variance109

and stabilize optimization. Here k > 0 and µ are constant; L and U are lower and upper clipping110

bounds.111

However, this formulation assumes that the teacher and student models share the same tokenizer and112

vocabulary. In practice, this assumption rarely holds. A sequence y might be tokenized by the teacher113

model as [yT1 , y
T
2 , . . . , y

T
t ], and by the student as a different sequence [yS1 , y

S
2 , . . . , y

S
s ], making direct114

token-to-token alignment in (4) infeasible. To address the misalignment issue caused by differing115

tokenizers, we propose a generalizable token mapping strategy based on shared surface segments.116

Case 1: Shared Tokenizer. In the scenario where both the teacher and student models utilize an117

identical tokenizer, the alignment between their respective token sequences is inherently preserved.118

Specifically, each token yt generated by the student model corresponds directly to a token produced119

by the teacher model at the same position, thereby eliminating the need for additional alignment120

mechanisms. As a result, the distillation weight ωt associated with each token position t can be121

directly adopted from the unprocessed or raw weighting scheme. Formally, we define:122

ωt = ωraw
t , (5)

where ωraw
t represents the original distillation weight derived from the teacher model’s outputs as in123

4 without any post-processing or re-alignment.124

Case 2: Different Tokenizers. When tokenizers differ, direct index alignment between tokens125

becomes unreliable. Rather than aligning tokens individually, we instead leverage a common126

structural unit shared across both tokenizations. Most modern tokenization algorithms, including127

BPE [34], SentencePiece [35], and WordPiece [36], segment text into subwords while generally128

respecting word boundaries. This means that each token strictly belongs to either a single word129

or the whitespace separating words, making word spans a natural and reliable basis for alignment.130

Leveraging this property, we segment the original text into coarse-grained units corresponding to131

complete words and their leading whitespace, resulting in a sequence of shared components132

{c1, c2, . . . , cK}. This ensures that every token from both teacher and student sequences can be133

assigned to one of these shared components, which are small enough to preserve local semantics but134

broad enough to encompass all subword variations.135

Suppose student token ySi belongs to component ch, and the teacher tokens in that segment are136

T (ch) = {yTj , yTj+1, . . . , y
T
j+ℓ}. Assuming all tokens within a shared component contribute equally,137

we define the student’s token importance as the average of the teacher tokens’ weights in the138

corresponding component ch:139

ωS
i =

1

|T (ch)|
∑

yT
r ∈T (ch)

k · exp
(
µ · clamp

(
log

πθT (yTr | x, yT<r)

πθS (ySi | x, yS<i)
, L, U

))
. (6)

B.5.2 Pseudo-Code and Computational analysis for Teacher-Guided Token Weight140

Estimation141

The complete process of the Teacher-Guided Token Weight Estimation method is described in142

Algorithm 2.143

Given a text response y, we first tokenize it using the teacher tokenizer tokT and the student tokenizer144

tokS to obtain token sequences Y T and Y S , respectively. In addition, the raw text y is segmented145

into a sequence of shared components C, where each component consists of a full word along with its146

leading whitespace. This segmentation has a time complexity of O(n), where n is the number of147

characters in the input y.148

For each component c ∈ C, we define T (c) and S(c) as the sets of teacher and student tokens that149

belong to c. We then will estimate the weight for all the student tokens belonging to this component150

c. Since each token belongs to exactly one component, the algorithm processes each student token151

only once.152

The core computation involves measuring the discrepancy between the teacher and student log-153

likelihoods. For each student token i ∈ S(c), we compute the log-probability under the student154

model, and for each teacher token t ∈ T (c), we compute its log-probability under the teacher155
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Algorithm 2 Teacher-Guided Token Importance Estimation

Require: Teacher model πθT , student model πθS , teacher tokenizer tokT , student tokenizer tokS ,
hyperparameters (k, µ, L, U), response y.

Ensure: Importance weights ωS
1:|yS | for student tokens.

1: Y T ← tokT (y), Y S ← tokS(y)
2: C ← WORDSEGMENTS(y) ▷ Segment raw text into word-level spans
3: for each component c in C do
4: T (c)← { t : Y T

t ⊂ c}, S(c)← { i : Y S
i ⊂ c}

5: for each t ∈ T (c) do
6: at← log(πθT (Y

T
t | x, Y T

<t))
7: end for
8: for each i ∈ S(c) do
9: bi← log(πθS (Y

S
i | x, Y S

<i))
10: for each t ∈ T (c) do
11: ℓt;i←at − bi
12: ωraw

t ←k · exp
(
µ · clamp(ℓt;i, L, U)

)
13: end for
14: ωS

i ← 1
|T (c)|

∑
t∈T (c) ω

raw
t ▷ eq 6

15: end for
16: end for
17: return {ωS

i }
|Y S |
i=1

model. The weight for student token i is then obtained by averaging the clamped exponential of the156

log-probability differences between the teacher and student tokens within the same component, as157

formalized in Equation 6.158

This design has two critical efficiency advantages: (i) the decoupled log probability computation159

allows for only a single forward pass per model per response, and (ii) the local averaging over160

shared components yields robust token importance estimates. These properties make the algorithm161

both scalable and robust to differences in tokenization schemes between teacher and student models.162

B.5.3 Illustrative Examples163

Figure 1 illustrates our Teacher-Guided Token Weight Estimation method applied to the input164

"Taylor Swift is a singer not an AI algorithm". The sentence is segmented into shared165

components (green), which serve as alignment components between teacher tokens (red) and student166

tokens (blue). For each component, token-level log-probabilities are computed from both models. Stu-167

dent token weights are then computed using a divergence function D(x) = k ·exp(µ·clamp(x, L, U))168

over the difference between teacher and student log-probabilities. In cases where multiple tokens169

align to the same component, weights are averaged across the corresponding pairs.170

Note that, there may be more than one whitespace character between two words, or including newline171

characters (e.g., \n). Importantly, modern tokenizers do not tokenize words alone—they also treat172

sequences of whitespace (spaces, tabs, or newlines) as separate tokens. In our implementation, we173

preserve these segments as standalone components, denoted as [SPACE].174

B.5.4 Comparison with Prior Work.175

Compared to the contrastive-based token weighting in [7], our method is significantly more computa-176

tionally efficient, as it does not require training separate positive and negative models. We validate177

this by providing a direct comparison of the total time cost between SWIFT and the contrastive-based178

token weighting approach (TIS-DPO) in Appendix C.1. Furthermore, as shown in Table 3 in main179

paper, our teacher-guided estimation consistently achieves superior performance, confirming both its180

efficacy and practicality.181
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y = “Taylor Swift is a singer not an AI algorithm”  

'rithm''Taylor' 'ĠSwift' 'ĠAI' 'Ġalgo' 

'Tay' 'lor' 'ĠAI' 'Ġalgorithm' 'ĠSwift'

Taylor Swift AI Algorithm

𝑎𝑡
1 𝑎𝑡

2 𝑎𝑡
10 𝑎𝑡

11 𝑎𝑡
12

𝑏𝑠
1 𝑏𝑠

2 𝑏𝑠
12 𝑏𝑠

13𝑏𝑠
3

𝑤𝑠
1

=
D(𝑎𝑡1- 𝑏𝑠1)

𝑤𝑠
2

=
D(𝑎𝑡1- 𝑏𝑠2)

𝑤𝑠
3

=
D(𝑎𝑡2- 𝑏𝑠3)

𝑤𝑠
12

=
D(𝑎𝑡10- 𝑏𝑠12)

𝑤𝑠
13

=
D(𝑎𝑡11− 𝑏𝑠13) + D(𝑎𝑡12− 𝑏𝑠13) 

2

…

...

...

Teacher token log-prob

Teacher token

Shared component C

Student token

Student token log-prob

Token weight

Figure 1: An example of our Teacher-Guided Token Weight Estimation method where D(x) =
k · exp

(
µ · clamp(x, L, U)

)
C Additional Experiment Result182

C.1 Training Overhead183

To further examine the computational efficiency of our method, we compare the total runtime of the184

full training pipeline between SWIFT and the contrastive-based token weighting approach (TIS-DPO),185

as introduced in [7]. The TIS-DPO framework comprises three strategies for estimating token weights:186

(1) TIS-DPO (P), which guides the original LLM with contrastive prompts; (2) TIS-DPO (S), which187

involves training two separate LLMs via SFT on winning and losing responses, respectively; and188

(3) TIS-DPO (D), which performs both forward and reverse DPO training using winning and losing189

responses. Among these, [7] report that TIS-DPO (D) achieves the strongest empirical performance,190

and thus we adopt it for our comparison.191

Table 3: Total times for different iterations under SWIFT and TIS-DPO compute weight method.

Iteration SWIFT TIS-DPO (D)

Generation Compute Weight Training Generation Compute Weight Training

Iter 0 0.52h 3.08h 6.03h 0.52h 15.33h 6.16h
Iter 1 0.51h 3.05h 6.13h 0.52h 15.24h 6.10h
Iter 2 0.52h 3.10h 6.01h 0.50h 15.15h 6.08h
Iter 3 0.49h 3.05h 6.10h 0.51h 15.28h 6.06h

Table 3 presents the generation, weight computation, and training times for both SWIFT and TIS-DPO192

(D) across different self-play iterations. Notably, while generation and training times are comparable193

between the two approaches, SWIFT demonstrates a significant reduction in weight computation194

time. This efficiency gain arises because TIS-DPO (D) requires training two distinct models to obtain195

token weights. This highlights the superior computational efficiency of our approach over TIS-DPO196

(D). Moreover, as shown in Table 3 in main paper, SWIFT not only offers reduced overhead but also197

achieves better overall performance.198

C.2 Generation Examples199

Tables 4, 5, and 6 present additional generation examples produced by our SWIFT fine-tuned model200

across different training iterations. Table 4 showcases examples from math problems, Table 5201

focuses on code-generation tasks, and Table 6 includes general instruction-following cases. These202

examples illustrate a clear improvement in response quality compared to the outputs from the initial203
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SFT checkpoint. Notably, as the number of iterations increases, the model’s responses become204

more concise and better aligned with the ground-truth completions. For clarity, in each prompt,205

the responses generated by SFT, iteration 0, iteration 1, and iteration 2 are respectively labeled as206

Response 1, Response 2, Response 3, and Response 4.207

Table 4: Generation example of our fine-tuned model by SWIFT at different iterations. GPT-4
chooses SWIFT iteration 2 over SFT, and iteration 0, 1.

Prompt <Human>:If the year is divisible by both 4 and 100, it is not a leap year, unless
it is also divisible by 400.
<Assistant>:

Ground truth This is a true statement. For example, the year 1900 was divisible by both 4
and 100 but not by 400, so it was not a leap year. However, the year 2000 was
divisible by both 4 and 100 and also by 400, so it was a leap year.

SFT This is true. For example, the year 1900 was divisible by both 4 and 100 but not
by 400, so it was not a leap year. However, 1904 was divisible by 4, but not by
100, so it was a leap year. The same applies to the year 2000, 2004, and 2008.

Iteration 0 True. For example, the year 1900 was divisible by both 4 and 100 but not by
400, so it was not a leap year. However, the year 2000 was divisible by both 4
and 100 and also by 400, so it was a leap year.

Iteration 1 This is a true statement. For example, the year 1900 was divisible by both 4
and 100 but not by 400, so it was not a leap year. However, the year 2000 was
divisible by both 4 and 100 and also by 400, so it was a leap year.

Iteration 2 This is a true statement. For example, the year 1900 was divisible by both 4
and 100 but not by 400, so it was not a leap year. However, the year 2000 was
divisible by both 4 and 100 as well as 400, so it was a leap year.

Judgment Comparison: Response 3 = Response 4 > Response 2 > Response 1.
Explanation: Responses 3 and 4 are identical and fully match the ground truth
both in correctness and clarity, providing the textbook explanation and appro-
priate examples (1900 and 2000) without unnecessary additions. Response 2 is
also correct and concise but slightly less formal in tone by starting with "True"
instead of a complete sentence, which slightly reduces its explanatory quality.
Response 1, while factually correct in its individual statements, introduces un-
necessary examples (1904, 2004, 2008) that deviate from the prompt’s focus
on the specific exception rule involving divisibility by 100 and 400, potentially
confusing the reader by adding standard leap year cases that do not illustrate the
special condition described in the prompt.
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Table 5: Generation example of our fine-tuned model by SWIFT at different iterations. GPT-4
chooses SWIFT iteration 2 over SFT, and iteration 0, 1.

Prompt <Human>:Write a Python program that prompts the user to enter a string and
then counts the number of characters in the entered string. The program should
print the total number of characters in the string.
<Assistant>:

Ground truth String = input("Enter a string: ")
count = 0
for character in string:

count += 1
print("The total number of characters in the string is:", count)

SFT Here’s a possible solution:
string = input("Enter a string: ")
count = 0
for character in string:

count += 1
print("The total number of characters in the string is:", count)
Here’s how the program works:
1. We prompt the user to enter a string using the input() function and store the
string in the variable string.
2. We initialize a variable count to 0, which will be used to keep track of the
number of characters in the string.
3. We use a for loop to iterate over each character in the string. The loop iterates
over each character in the string using string[”], which gives us a slice of the
string that starts at the current position and goes up to (but not including) the end
of the string. We add 1 to the count variable to increment it for each character
we encounter.
4. We use the print() function to output the result to the screen. We use string
interpolation to embed the count variable in the output string, so it’s easy to see
how many characters are in the string.
5. The program terminates when the user enters a string, so we use a while loop
to wait for user input before printing the final result.

Iteration 0 String = input("Enter a string: ")
count = 0
for character in string:

count += 1
print("Total number of characters in the entered string is: ", count)

Iteration 1 String = input("Enter a string: ")
count = 0
for char in string:

count += 1
print("The total number of characters in the string is:", count)

Iteration 2 String = input("Enter a string: ")
count = 0
for character in string:

count += 1
print("The total number of characters in the string is:", count)

Judgment Comparison: Response 4 = Response 3 > Response 2 > Response 1.
Explanation: Responses 4 and 3 are functionally identical to the ground truth,
only differing slightly in variable naming (“char” vs. “character”) but maintain-
ing correct, concise, and syntactically sound code. Response 2 is also correct but
has a minor stylistic difference in the output string (“Total number of characters
in the entered string is”) that deviates from the ground truth and slightly affects
alignment. Response 1, while technically correct in the code block, contains
multiple issues in the explanation: it introduces confusion by mentioning a
nonexistent while loop and incorrectly describes the use of string[”], which is
invalid syntax and misrepresents how the loop operates. These inaccuracies
make it the least reliable response.
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Table 6: Generation example of our fine-tuned model by SWIFT at different iterations. GPT-4
chooses SWIFT iteration 2 over SFT, and iteration 0, 1.

Prompt <Human>:Given the text: During The Daily Show’s “Between the Scenes”
segment on April 10, Noah asked television mogul Winfrey if there was any
sense of normalcy left in her life. The answer, quite simply, was no. Even when
she tried to dig up a passable answer, she hilariously failed. The avocado orchard
is tucked away on the property of Winfrey’s 23,000-square-foot Montecito home,
which she purchased for $50 million back in 2001. The home also boasts a
5,000-square-foot ranch-style house, a pool, horse stables, an equestrian ring,
a fruit orchard, and more. Simply put, Oprah’s home — much like guacamole
— is extra. Get it? Could you provide more information about the features of
Oprah Winfrey’s Montecito property, including the size of her home and other
amenities?
<Assistant>:

Ground truth Yes, Oprah Winfrey’s Montecito property is 23,000-square-foot in size and in-
cludes a 5,000-square-foot ranch-style house, a pool, horse stables, an equestrian
ring, a fruit orchard, and an avocado orchard. The property was purchased for
$50 million in 2001.

SFT Yes, the text mentions that Oprah Winfrey purchased her 23,000-square-foot
Montecito home for $50 million in 2001. It also states that the home has a
5,000-square-foot ranch-style house, a pool, horse stables, an equestrian ring, a
fruit orchard, and an avocado orchard. Therefore, the size of Oprah’s home is
not given in the text.

Iteration 0 According to the text, Oprah Winfrey purchased her Montecito property for
$50 million in 2001. The property consists of a 23,000-square-foot Montecito
home and a 5,000-square-foot ranch-style house, an irrigation pond, natural
stone walkways, a fountain, tailgating capability, and more. Additionally, the
property includes a fruit orchard and an avocado orchard.

Iteration 1 Of course! Oprah Winfrey’s Montecito property is 23,000-square-foot in size
and was purchased for $50 million in 2001. The property also includes a 5,000-
square-foot Ranch-style house, a pool, horse stables, an equestrian ring, a fruit
orchard, and an avocado orchard. It is truly a sprawling estate that puts even
avocado-curious minds to shame.

Iteration 2 Yes, Oprah Winfrey’s Montecito property is 23,000-square-foot in size and
includes a 5,000-square-foot ranch-style house, pool, horse stables, an equestrian
ring, a fruit orchard, and an avocado orchard. She purchased the property for
$50 million in 2001.

Judgment Comparison: Response 4 > Response 3 > Response 2 > Response 1.
Explanation: Response 4 is the most accurate, concise, and directly mirrors
the ground truth in both factual details and structure, making it the clearest
and most reliable answer. Response 3 is similarly factually correct and well-
structured but adds unnecessary embellishment ("puts even avocado-curious
minds to shame") that, while engaging, introduces subjective commentary not
present in the ground truth. Response 2 includes factual inaccuracies (mentions
"irrigation pond, natural stone walkways, fountain, tailgating capability") that are
not supported by the text, thereby reducing its reliability. Response 1 contains
a clear contradiction—despite correctly listing most amenities, it confusingly
states "the size of Oprah’s home is not given in the text," which is factually
incorrect, making it the weakest response.
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D All Proof208

Proof of Lemma 3.1209

We prove by induction. First, for t = 1, we have210

pd (y1 | x) =
pd (x, y1)

pd (x)
and pθS (y1 | x)=

pθS (x, y1)

pd (x)
. (7)

From Eq. (7), we reach the conclusion for t = 1. Assume that we have the conclusion for i ≤ t− 1.211

We further derive212

pd (x, y≤t) = pd (yt | x, y<t) pd (x)

t−1∏
i=1

pd (yi | x, y<i) ,

pθS (x, y≤t) = pθS (yt | x, y<t) pd (x)

t−1∏
i=1

pθS (yi | x, y<i) . (8)

From Eq. (8), we reach the conclusion for t.213

Proof of Theorem 3.3214

Let r∗t ∈ Rk
t be the solution of215

∀t : max
rt∈Rk

t

E[x,y≤t]∼D

[
rt ([x, y<t] , yt)− Ey′

t∼π
θS
k (·|x,y<t)

[rt [x, y<t] , y
′
t]
]
. (9)

According to the consistency property, there exists r∗ ∈ Rk such that ∀t : r∗t ([x, y<t] , yt) =216

r∗ (x, y≤t). We now prove that r∗ is the solution of the following OP:217

max
r∈Rk

E(x,y)∼D,y′∼π
θS
k
(·|x)

[∑
t

γt−1r ([x, y<t], yt)−
∑
t

γt−1r ([x, y<t], y
′
t)

]
, (10)

where we denote r ([x, y<t] , yt) = r (x, y≤t).218

Let r̄∗ ∈ Rk be the solution of the OP in (10). We have219 ∑
t

γt−1r̄∗ ([x, y<t] , yt)−
∑
t

γt−1r̄∗ ([x, y<t] , y
′
t) =

∑
t

γt−1 [r̄∗ ([x, y<t] , yt)− r̄∗ ([x, y<t] , y
′
t)]

=
∑
t

γt−1 [r̄∗t ([x, y<t] , yt)− r̄∗t ([x, y<t] , y
′
t)] ≤

∑
t

γt−1 [r∗t ([x, y<t] , yt)− r∗t ([x, y<t] , y
′
t)]

=
∑
t

γt−1 [r∗ ([x, y<t] , yt)− r∗ ([x, y<t] , y
′
t)] , (11)

where r̄∗t ∈ Rk
t are the consistent versions of r̄∗ ∈ Rk in the token-level families.220

Finally, (11) indicates that r∗ is the solution of the OP in (10).221

Proof of Theorem 3.4222

We consider223

d1 (Pd,PθS ) := max
r∈Rk

E(x,y)∼D,y′∼π
θS
k
(·|x) [R (x, y)−R(x, y′)] . (12)

Because if r ∈ Rk then −r ∈ Rk, we have d1 (Pd,PθS ) ≥ 0 and minθS∈Θ d1 (Pd,PθS ) ≥ 0.224

Moreover, the minimization is obtained at 0 for θ̄S such that Pθ̄S = Pd.225

We now consider226

d2 (Pd,PθS ) := max
r∈Rk

E(x,y)∼D,y′∼π
θS
k
(·|x)

[∑
t

γt−1r ([x, y<t], yt)−
∑
t

γt−1r ([x, y<t], y
′
t)

]
,

(13)
Because if r ∈ Rk then −r ∈ Rk, we have d2 (Pd,PθS ) ≥ 0 and minθS∈Θ d2 (Pd,PθS ) ≥ 0.227

Moreover, the minimization is obtained at 0 for θ̄S such that Pθ̄S = Pd according to Lemma 1.228
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Proof of Lemma 3.5229

Our proof is adopted from the proof of Lemma 4.2 in [6].230

max
πθS

Ex,y<t∼D,y′
t∼πθS (·|x,y<t)

[
ωtAπ

θS
k

([x, y<t] , y
′
t)
]
− βDKL

(
πθS (· | [x, y<t]) ∥πθS

k
(· | [x, y<t])

)
=max

πθS

Ex,y<t∼D,y′
t∼πθS (·|x,y<t)

[
ωtQπ

θS
k

([x, y<t] , y
′
t)− ωtVπ

θS
k

([x, y<t])− β log
πθS (y′t | [x, y<t])

πθS
k
(y′t | [x, y<t])

]

=max
πθS

Ex,y<t∼D,y′
t∼πθS (·|x,y<t)

[
β log

πθS
k
(y′t | [x, y<t]) exp

{
ωt

β Qπ
θS
k

([x, y<t] , y
′
t)
}

πθS (y′t | [x, y<t])Z ([x, y<t];ωt, β)

−ωtVπ
θS
k

([x, y<t]) + logZ ([x, y<t];ωt, β)
]

=max
πθS

Ex,y<t∼D,y′
t∼πθS (·|x,y<t)

[
−βDKL

πθS (y′t | [x, y<t]) ∥
πθS

k
(y′t | [x, y<t]) exp

{
ωt

β Qπ
θS
k

([x, y<t] , y
′
t)
}

Z ([x, y<t];ωt, β)


−ωtVπ

θS
k

([x, y<t]) + logZ ([x, y<t];ωt, β)
]
.

This concludes our proof.231

Proof of Lemma 3.6232

Using the same derivations as in [6], we gain233

R (x, y) = Vπ

([
x, y<1

])
− γTVπ ([x, y<T+1])

+

T∑
t=1

[
γt−1 (r ([x, y<t] , yt) + γVπ ([x, y<t+1]))− Vπ ([x, y<t])

]
= Vπ

([
x, y<1

])
− Vπ ([x, y<T+1])

+

T∑
t=1

[r ([x, y<t] , yt) + Vπ ([x, y<t+1])− Vπ ([x, y<t])] ,

since γ = 1.234

We further have235

Qπ ([x, y<t] , yt) = r ([x, y<t] , yt) + Vπ ([x, y<t+1]) ,

Aπ ([x, y<t] , yt) = Qπ ([x, y<t] , yt)− Vπ ([x, y<t])

= r ([x, y<t] , yt) + Vπ ([x, y<t+1])− Vπ ([x, y<t]) .

By noting that236

Vπ ([x, y<T+1]) = 0 andVπ

([
x, y<1

])
= Vπ

([
x, y′<1

])
= Vπ ([x, []]) ,

we gain237

l (R (x, y)−R (x, y′)) = l

(∑
t

Aπ ([x, y<t] , yt)−
∑
t

Aπ ([x, y
′
<t] , y

′
t)

)
.

Proof of Theorem 3.7238

We have239

QπS
θk

([x, y<t], z) = ω−1
t β log

π∗
θS (z | x, y<t)

πθS
k
(z | x, y<t)

+ ω−1
t β logZ ([x, y<t];ωt, β) . (14)

We also have240

l (R (x, y)−R (x, y′)) = l

(∑
t

γt−1Aπ
θS
k

([x, y<t] , yt)−
∑
t

γt−1Aπ
θS
k

([x, y′<t] , y
′
t)

)
. (15)
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We further derive as241 ∑
t

γt−1Aπ
θS
k

([x, y<t] , yt) =
∑
t

γt−1
[
Qπ

θS
k

([x, y<t] , yt)− Vπ
θS
k

([x, y<t])
]

=
∑
t

γt−1
[
Qπ

θS
k

([x, y<t] , yt)− Ey′
t∼π

θS
k

[
Qπ

θS
k

([x, y<t] , y
′
t)
]]

=
∑
t

γt−1

[
ω−1
t β log

π∗
θS (yt | x, y<t)

πθS
k
(yt | x, y<t)

+ ω−1
t β logZ ([x, y<t];ωt, β)

Ey′
t∼π

θS
k

[
ω−1
t β log

π∗
θS (y′t | x, y<t)

πθS
k
(y′t | x, y<t)

+ ω−1
t β logZ ([x, y<t];ωt, β)

]]

=
∑
t

γt−1

[
ω−1
t β log

π∗
θS (yt | x, y<t)

πθS
k
(yt | x, y<t)

− Ey′
t∼π

θS
k

[
ω−1
t β log

π∗
θS (y′t | x, y<t)

πθS
k
(y′t | x, y<t)

]]

=
∑
t

γt−1

[
ω−1
t β log

π∗
θS (yt | x, y<t)

πθS
k
(yt | x, y<t)

+ ω−1
t βDKL

(
π∗
θS (· | x, y<t) ∥πθS

k
(· | x, y<t)

)]

=β
∑
t

γt−1ω−1
t log

π∗
θS (yt | x, y<t)

πθS
k
(yt | x, y<t)

+ β
∑
t

ω−1
t γt−1DKL

(
π∗
θS (· | x, y<t) ∥πθS

k
(· | x, y<t)

)
.

Finally, substituting to Eq. (15), we gain the conclusion.242
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