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ABSTRACT

We study online reinforcement learning in linear Markov decision processes with
adversarial losses and bandit feedback, without prior knowledge on transitions or
access to simulators. We introduce two algorithms that achieve improved regret
performance compared to existing approaches. The first algorithm, although com-
putationally inefficient, ensures a regret of O (\/E ), where K is the number of
episodes. This is the first result with the optimal K dependence in the consid-
ered setting. The second algorithm, which is based on the policy optimization
framework, guarantees a regret of O(K o *) and is computationally efficient. Both
our results significantly improve over the state-of-the-art: a computationally inef-
ficient algorithm by Kong et al. (2023) with O(K > + poly(1/Ami)) regret, for
some problem-dependent constant \,;, that can be arbitrarily close to zero, and
a computationally efficient algorithm by Sherman et al. (2023b) with O(K*/7)
regret.

1 INTRODUCTION

We study finite-horizon online reinforcement learning in a large state space with adversarial losses
amd bandit feedback. We assume the linear Markov decision process (MDP) structure: every state-
action pair is equiped with a known feature representation, and both the transitions and the losses
can be represented as a linear function of the feature. This problem has received significant at-
tention recently, with fairly complete results when the agent has access to a simulator to query
transitions of the MDP (Dai et al., 2023). In the much harder simulator-free setting, the pioneer-
ing work of Luo et al. (2021) showed that no-regret (K'"/*> regret) is possible, where K is the
number of episodes. Several followup works have successively improved the K dependence (Dai
et al., 2023; Sherman et al., 2023b; Kong et al., 2023), with the state-of-the-art being Kong et al.
(2023)’s K> + poly(1/Amin) regret through a computationally inefficient algorithm, and Sherman
et al. (2023b)’s K/ regret through a computationally efficient algorithm. Still, there remain signif-
icant gaps between the current upper bounds and the v/K lower bound. In this work, we push the
frontiers both on the information theoretical limits and the achievable bounds under computational
constraints: 1) we present the first (computationally inefficient) algorithm that provably obtains
O(VK) regret, showing that this is the minimax K dependence (Section 3); 2) we obtain O(K*/*)
regret with a polynomial-time algorithm (Section 4). Below, we briefly describe the elements in our
approaches. The comparison of our algorithms with previous works can be found in Appendix A.

Inefficient /K algorithm.  We convert the linear MDP problem to a linear bandit problem by
mapping each policy to a single dH-dimensional feature vector, where d is the ambient dimension
of the linear MDP and H is the horizon length. The challenge is that this conversion depends
on the transition of the MDP, which is not available to the learner. Therefore, the learner has to
estimate the feature of every policy during the learning process. Previous work in this direction
(Kong et al., 2023) faced obstacles in controlling the estimation error and was only able to show a
K*/* 4 poly(1/xmm) regret bound assuming there exists an exploratory policy inducing a covariance
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matrix >~ Apninl. We addressed the obstacles through 1) state space discretization (Section 3.2),
and 2) model-free estimation for the occupancy measure of policies over the discretized state space
(Section 3.3). These allow us to emulate the success in the tabular case (Jin et al., 2020a) and obtain
the tight v/ K regret.

Efficient '/ algorithm.  The efficient algorithm is based on the policy optimization framework
(Luo et al., 2021). Different from previous works that all use exponential weights, we use Follow-
the-Regularized-Leader (FTRL) with log-determinant (logdet) barrier regularizer to perform policy
updates, which has the benefit of keeping the algorithm more stable (Zimmert and Lattimore, 2022;
Liu et al., 2023a). We carefully combine logdet-FTRL with existing algorithmic/analysis techniques
to further improve the regret bound. These include 1) an initial exploration phase to control the
transition estimation error (Sherman et al., 2023a), 2) optimistic least-square policy evaluation in
bonus construction (Sherman et al., 2023b), 3) dilated bonus construction (Luo et al., 2021), and 4)
a tighter concentration bound for covariance matrix estimation (Liu et al., 2023a).

We defer detailed comparisons with the literature to Appendix A.

2 PRELIMINARIES

No-Regret Learning in MDPs. An (episodic) MDP is specified by a tuple M = (S, A, P) where
S is the state space (possibly infinite), .4 is the action space (assumed to be finite with size A =
|A]D, P: S x A — A(S) is the transition kernal. The state space is assumed to be layered, i.e.,
S=8USU---USy where S, NSy = @ forany 1 < h < h' < H, and transition is only
possible from one layer to the next, that is, P(s’ | s,a) # 0 only when s € Sj, and s’ € Sp41.
Without loss of generality, we assume S = {s1}.

We consider a process where the learner interact with the MDP for K episodes, each time with a
different loss function. Before the game starts, an adversary arbitrarily chooses the loss functions
for all episodes (£ : S x A — [0,1])%_,, and does not reveal them to the learner. For each episode
k € [K], the learner starts at state s, 1 = s1; for each step h € [H| within episode k, after observing
the state sj, ,, € S, the learner chooses an action a € A, suffers and observes the loss €y, (sx 1, k.n),
and transits to a new state sy, 51 sampled from the transition P(- | sy 5, ak,n)-

A policy 7 is a mapping from S to A(.A). The state-value function (or V-function in short) V'™ (s; ¢)
is the cumulative loss starting from state s, following policy 7 and under loss function ¢. This is
formally defined as the following for s € Sp,:

H

V’T(s;é) e E [ Sp = 8, Ap’ ~ 7T(~ | Sh/), Sh/41 ™~ P( | sh/,ah/), Vhl Z hl|.

E(Sh/, ah/)
h'=h

The action-value function (a.k.a. Q-function), on the other hand, is the expected loss suffered by a
policy 7 starting from a given state-action pair (s, a). Formally, we define for all (s,a) € S x A:

Q7 (s,a;0) = L(s,a) +1[s ¢ Sul - By p(|s,a) [VT(5'50)] . (1)

Let 7, be the policy used by the learner in episode k. The learner aims to minimize the regret with
respect to the best fixed policy, defined as

Definition 1 (Regret). Ry 2 E [Zszl Vs (s130)| — ming KV (s1:4,).

Occupancy measures. For a policy 7 and a state s, we define ™ (s) to be the probability of
visiting state s within an episode when following 7, which can be written as u™(s) = V™ (s1;0s)
with 05(s’,a’) = I{s’ = s}. Further define u"(s,a) = p™(s)w(als). By definition, we have
Vﬂ- (81’ g) = ZSGS ZaGA /'l’ﬂ— (87 a)g(‘% a)'l

2.1 LINEAR MDP

Linear MDP is formally defined as follows.

'For readability, throughout the paper, we use summation over states instead of integration. Technically, all
our results hold for case of continuous and infinite state space.



Definition 2 (Linear MDP). In a linear MDP, each state-action pair (s, a) is associated with a
known feature ¢(s,a) € R with ||¢(s,a)||2 < 1. There exists a mapping 1): S — R? such that the
transition can be expressed as
H-1
P(Sl ‘ S,(Z) = <¢(57a)7w(5/)>’ v(57aa5l) € U Sh x A x Sh-‘rl- (2)
h=1
Here, 1) is unrevealed to the learner. Moreover, for any episode k € [K| and any layer h € [H|,
there exists a (hidden) vector 0y, j, € R< such that

ek(&a) = <¢(Sv a)vekr,h>a V(Sa a) € Sh x A. (3)

Following previous work, we assume || 3 s, [¥(s)|][2 < \Vd (the absolute value | - | over a vector
is element-wise) and |0y, p||2 < V/d for all k, h, .

We also define misspecifeid linear MDPs, which is used in Section 3.

Definition 3 (Misspecified Linear MDP). A (-misspecified linear MDP follows all the assumptions
in Definition 2 except that Eq. (2) and Eq. (3) are respectively modified to

HP( | S=a> - <¢(87a)7’(/}()>H1 < C and |€k(s7a’) - <¢(S=a>79k,h>| < C (4)

3 RATE-OPTIMAL ALGORITHM

The aim of this section is to show that there is no statistical barrier to obtaining v/ K regret for linear
MDPs with bandit feedback and adversarial losses. The proposed algorithm is computationally
inefficient and it remains an open question if the same can be achieved with an efficient algorithm.

3.1 SOLUTION IDEAS

Observe that the expected loss of policy m« in episode %k can be written as

ZSES ZaeA/‘ (s,a)le(s,a) = >4 ZSES}L ZaEA ur(s,a)e(s, a)THkJL. This can be
further written as (¢™, 0;), where

6" = (BT, OT)s Op = (Ot Opm),  with 0f = 3 5 u7(s,a)6(s, a).

s€S, ac A

In other words, the adversarial linear MDP problem can be viewed as an adversarial linear bandit
problem with (¢™ )< as the underlying action set. Therefore, if computation is not an issue (i.e.,
if we are allowed to run linear bandits over an exponentially large action set), the only additional
challenge in linear MDPs is that (¢™ )< is not known in advance and the learner must learn the
transition to estimate them. This viewpoint has been taken by Kong et al. (2023) to design com-
putationally inefficient algorithms with improved regret bounds. To estimate (¢™),crr, Kong et al.
(2023) use an initial pure exploration phase to estimate ¢™ up to an accuracy of e for all 7, and then
run a e-misspecified linear bandit algorithm over policies in the second phase. Their approach gives
K% 4+ poly(1/Amm ) regret.

A natural idea to improve the regret bound is to estimate (¢™)rem on the fly instead of in a sep-
arate initial phase. That is, we directly start a linear bandit algorithm. Then during the learn-
ing process, for policies that are more often used by the learner, their ¢” estimation will be-
come more and more accurate, and for others, larger error is allowed. Intuitively, this better bal-
ances exploitation and exploration because the learner will not spend too much efforts in estimat-
ing @™ for bad policies. However, there are technical difficulties in doing so. Recall that ¢f =
Y ses, 2eaca M (s)m(als)¢(s, a). To estimate this, the learner needs to first estimate x™. A natu-

ral estimator /1" would be defined recursively as i (s") = > .5, D qca i (s)m(a|s)P(s|s, a)
for s’ € Spy1, with the transition estimator P obtained from linear regression: P(s'|s,a) =
#(s,a)T (A}:l Y .aiep, 25, a)I{s" = s/}) where D), consists of historical data of the form
(s,a,8") € Sp x Ax Spyrand A, = 1+ 35, yep, #(s,a)¢(s,a)". This is the exact idea



of Kong et al. (2023). Notice that the ™ obtained in this way may not be valid, i.e., they may not
satisfy i (-) € A(S). Their approach suffers from the issue that it is difficult to control the magni-
tude of 4™ (s) when the amount of data in Dj, is still small. This is why they use an initial phase to

explore all directions in the feature space and control the error [|¢F — ¢7|| uniformly for all policies.

However, “on-the-fly estimation” without the initial phase has been proven to work in the tabular
case (Jin et al., 2020a) to get a v/ K regret. The key difference between the tabular case and the
linear case is that the transition estimator P in the tabular case is always a valid transition (i.e.,

P(.|s,a) € A(S)), and thus the induced occupancy measure estimator 4™ is also always valid. This
avoids the aforementioned technical difficulty.

With this observation, we propose to incorporate the constraint that /1™ be a valid occupancy measure
when dealing with linear MDPs. To find such a i, we search over the space of valid occupancy
measures and pick one that is consistent with the past data. This is different from the approach of
Kong et al. (2023), where P is obtained via linear regression over the past data first, and then 4™ is
derived from it, which can fail to be valid.

Since the state space and policy space can both be infinite, in order to get a runnable algorithm for
finding /1™ (s), we discretize both the state space and the policy space. These are described in the
next subsection.

3.2 THE DISCRETIZATION PROCEDURES

Discretization of the state space.  For linear MDPs, we can assume that a state s is uniquely
defined by its action feature set A, = {¢(s,a)|a € A}. If there are distinct states with identical
feature sets, we can collapse them into a single state by combining their 1 (s).

In order to approximate an infinite-state linear MDP as a finite-state MDP, we perform discretiza-
tion for the entire feature space B¢(1). To decide the discretization resolution, assume that ¢(s, a)
is the true feature and ¢’(s, a) is its approximation, and ||¢(s,a) — ¢'(s,a)||2 < € for all s,a.
Then we have [[P(|s,a) — (¢'(s,a), » ()1 = (¢(s,a) — ¢(s,a), (NI < 2o [[6(s,a) —
¢ (5,a)[2lle ()2 < €y 0(s)l2 < €, Xy [als)] < eVl Sy [(s)ll2 < ed and
|6k (s, 0) = (¢'(5,0), Oxpn)| = (@' (s.a) — &(s,a), On)| < |6 (5,0) = &(s,a)|2]|0k.n ]2 < eV/d by
Definition 2. Thus, the MDP with ¢’(s, a) as the underlying feature is a misspecified linear MDP
with misspecification error ( = ed by Definition 3. It turns out that it suffices to set € = % and make

the misspecification error { = %. The number of states after the discretization is upper bounded by
(size of e-net of the feature space)? = (1/¢)C(@HA) = [O(dHA)

There is a caveat when working with this discretized state space. Since the true feature space ® =
{¢(s,a) : s € S,a € A} may not cover the entire B%(1), the state space construction above (i.e.,
by discretizing the whole B¢(1)) may produce states that do not really exist. In fact, there is no
problem viewing these non-existing states as part of the state space because their ¢)(s) can be set
to zero, making them unreachable under the linear MDP assumption. The only thing we have to
be careful about is that the assumptions Eq. (2), Eq. (3), Eq. (4), and their implications, such as
—( < (¢, (")) <1+ (¢and [{¢, 0 n)| <1+, are only guaranteed for ¢ in the true feature space
®, but not for the whole feature space B¢(1). To avoid ambiguity, we use notation S to denote the set
of discretized states from the true MDP, and use X to denote the set of discretized states constructed
from the entire B%(1). Apparently, S C X. We clarify that, 1) the learner knows X, but does not
know S before interacting with the environment, 2) the misspecified linear MDP assumption Eq. (4)
is only guaranteed for ¢(s,a) with s € S, 3) &' \ S are unreachable states and their ¢(s) are set to
zero. We use (X}, )ne(m) to denote partitions of X’ on different layers.

Discretization of the policy space. = We consider a discretization of the policy space for Algo-
rithm 2. The policy class is the set of linear policies defined as

Im= {779 : 0 €0 my(s) = argmin é(s,a) 6, for s € Xh} (5)
acA

where © is an 1-net of BY(K). The next lemma shows that this policy set contains a near optimal
one. See Appendix B.1 for the proof.



Algorithm 1 EstOM(, (D)) (Estimate Occupancy Measure)

Input: target policy , historical data (Dj)#_, where D), consists of tuples (s,a,s’) € S, x A x
Sh41 with 8" ~ P(:|s,a).

Find (4™ (s))sex C [0,1] and (éh,f)he[H],fef" C B?(/d) that satisfy the following for all h € [H]
and all f € F™ (recall the definition of 7™ in Eq. (6), and ¢ in Section 3.2).

> it(s) =1, (@)
SEX},
S ) = Y D i (s)n(als)clip [6(s,0) G| | < ®)
s'€EXp 41 SEX) a€A
/ Te 2 . , T2 s 18d:K
_ _ - 16d2 1
(SMZ):ED}L (f(s") = d(s,a) " &ny) 5€$t%>(s,a,§>:eph (f(s") = o(s,a)"€)" < og —
©)

Output: (i (s))sex (f Eq. (7)-Eq. (9) is not feasible, output any solution that satisfies Eq. (7)).

Lemma 4. For any policy w : X — A(A) and any sequence of losses (O 1) ne[H],ke[k] there exists
apolicy w' € I such that 25:1 Zthl D ses, ZaeA(/ﬂ,(s, a)—pu"(s,a))p(s,a) Oy, < VAH? .

3.3 ESTIMATING p”(s)

With the state space discretized, we are now faced with a finite state problem. To estimate p™, a po-
tential way is to find a transition estimation (P(s'|s, a))é a,s» Which is consistent with the historical

data and satisfies the constraint that the 4™ induced by P is a valid occupancy measure. The issue
of this is that since P(s'|s,a) ~ ¢(s,a) 1 (s’), this method requires us to estimate v(s’) for all s’,
whose complexity will scale with |S| because 1(s’) for different s’ are unrelated. Indeed, as noted
by previous works (Foster et al., 2023), the linear MDP model does not allow efficient model-based
estimation.

Inspired by previous model-free approaches for linear MDPs (Jin et al., 2020b), instead of estimating
(s’), we will directly estimate ), ¥(s") f(s’) for a class of functions f that is rich enough for our
purpose (i.e., to estimate (¢™ ) rcr well). This class of functions turns out can be chosen as | Fr
where 7™ = F U FJ and

mell

= {f X — [-1,1] ‘ fls) = Z m(als) clip [d)(s,a)—'—@} for some 6 € IB%d(\/g)},

acA

= {f X = [-1,1] ‘ fls) = Z m(als)||é(s, a)||r for some I' with 0 < T < I}, (6)

acA

where we define clip[a] = max(min(a, 1), —1). Given historical data (D,)_, which consists of
(s,a,s’) tuples, our way of obtaining 4™ is summarized in Algorithm 1. In Algorithm 1, Eq. (7)

sets the constraint that ™ is a valid occupancy measure, Eq. (9) requires that §h I approxnnates
Ehr = 2sesi ¥(s') f(s") well on the historical data (Dy,)f_ ,, and Eq. (8) relates 4™ with En, f

according to their definitions. In the following Lemma 5, we show that Eq. (7)-Eq. (9) is feasible
with high probability. Then in Lemma 6, we show the key property that 4™ is close to 4™ when
evaluated on any f € F7. The proofs of Lemma 5 and Lemma 6 can be found in Appendix B.2.
Below, we define ™ (s, a) := ™ (s)w(als).

Lemma 5. With probability at least 1 — %, Eq. (7)-Eq. (9) is feasible for all m € 1L



Lemma 6. Let (1™ (s))scx be the output of Algorithm 1. Then with probability at least 1 — %, for
anyw € lland all f € sex, (07(s) — /ﬂ(s))f(s)‘ is upper bounded by

5 18d K
10d7 4 log x Y ming > D p(s.a)llo(s,allly-r Yo D0 AT(s,a)lés,a)llyp o +2CH

h'<h SEX, aEA SEX, aEA

where Ay, =1 + Z(Sﬂ’s,)eph é(s,a)d(s,a)’.

3.4 ALGORITHM: EXPONENTIAL WEIGHTS

From Section 3.3, we know how to obtain the estimation for (1™)rcr. Now we can use them
to construct estimators of (?“)ﬂen via ¢f = > cx, Daca U7 (s)m(als)é(s,a), and run a linear
bandit algorithm viewing (¢™),cr as actions. The algorithm is presented in Algorithm 2. At the

beginning of each episode k, we call EstOM (Algorithm 1) for all policies with the data up to
episode k — 1 (Line 5). This returns the occupancy measure estimator /i for all 7, which we can
use to construct the feature estimator ¢7. Then we use the standard exponential weight together
with John’s exploration to update the distribution over policies. To deal with the bias induced by

the estimation error of ¢J, we incorporate a bonus term b7 in the update. Similar ideas have also
been used in, e.g., Luo et al. (2021); Sherman et al. (2023b); Dai et al. (2023); Kong et al. (2023);
Liu et al. (2023a). We defer the regret analysis of this algorithm to Appendix B.3, and only state the
final guarantee in the next theorem.

Theorem 7. The regret of Algorithm 2 is bounded by Ry < O(VATH'K).

Algorithm 2 Exponential Weights

1: Let IT be the policy set defined in Eq. (5). Let v = min {dQH%K*%, %} n= ﬁ-
2: Forallh € [H], Dy < 0, Ay « I.
3: fork=1,2,...do

4:  Forall m € I1, let 4F = EstOM(r, (Dy.»)L ) (call Algorithm 1).

50 Define 6, = e, Saca i (5)m(als)d(s,a) and GF = (F 1., O po)-

6:  Compute g € A(II) as g () o exp ( 772 (d)” 0; — b”))

7. Letgq), = (1 —v)gx + vJx where J, € A(II) is John’s exploration over {QZ)Z}WGH.

8:  Sample 7, ~ g}, execute 7y, and obtain trajectory (Si,1,ak,1, k1, -, Sk Hs Qk, 1, Ui 1 )-
9:  Define for Chonus = 10d% H\/log @,

H

My =Y aqi(moi(o7), O =MLy, where L= lin,
mell h=1

bk = Cbonusz Z Z S a ||¢ 5 a)HA_l +77||¢k||]w 1-

h=1s€X), ac A
10:  Forall h € [H],

Dit1.n + D U{(Skhs @y Sknt1) s Mkrrn < Min + 0(Skns arn)P(Skns apn)

11: end for

4 COMPUTATIONALLY EFFICIENT PoOLICY OPTIMIZATION ALGORITHM

In Algorithm 2, we convert the linear MDP problem to a linear bandit problem. It is generally
hard to ensure computational efficiency in this paradigm due to the non-linear mapping of policy to
occupancy measure and the exponential size of the policy space. A promising alternative is to use



the policy optimization framework (Luo et al., 2021; Dai et al., 2023; Sherman et al., 2023b), which
allows to run a Follow-the-Regularized-Leader (FTRL) algorithm over the locally available state-
action feature set. An algorithm of this type needs to overcome several hurdles: 1) The algorithm
needs to construct loss estimates with carefully controlled bias, which is difficult because the learner
does not know the feature covariance matrix under the current policy and has to estimate it. 2) The
algorithm needs to inject bonus to ensure sufficient exploration. These bonus terms not only need
to compensate the uncertainty in transitions, but also the bias induced in loss estimates. The bonus
itself also needs to be estimated and induces more bias due to the estimation error.

These challenges are fully exposed in the adversarial loss, bandit feedback, unknown transition
setting, because in this case the loss estimators usually have larger magnitudes and necessitate larger

bonuses. This make achieving near-optimal bounds difficult, and the current best regret is o (K6/7)

by Sherman et al. (2023b). We successfully improve it to O(K3/4) by several improved design
choices, which we describe in the following.

Algorithm 3 Logdet FTRL with initial exploration

1: Parameters: 7 = mK—%, v =5dlog (6dHK*) K~3, 8= VdK~3, a=HK3,

=Kz, §=K3, p=H 2d 1K 7, €y = K 1.

. . Cov _ ¢(s,a)p(s,a)"  ¢(s,a)
2: Define: Cov(s,p) =Eq, { b(s,a)T 1
3: Run Algorithm 5 with parameters §, p, €coy, which ends within Ky = O(d? H2K 7 +d*H*K 1)
episodes with high probability. Receive outputs (Do )L | and (Z),) ;.
4: forj=1,...,[(K — Ky)/(27)] do
For s € Sy, define

j—1
=~ . F(H 1 —~ ~
H;(s) = argmin { <H, > £i7h> + (77)} , where L; j, = o g (I‘k,h — Bk,h)

HewH, kET;

b

where H, = {@(s,p) ‘pE A(A)} and F'(H) = —logdet (H).

6:  Let7;(-|s) be such that ij (s) = 6(;/(8, 7 (-]s)).

7 LetT; ={(j— 1)1+ Ko+1,---,(j + 1)1 + Ko}. Execute m;, = 7; for the 27 episodes
ke T}, and collect (Sk’,ha Qe by gk,h)he[H],keTf

8:  Let T} and Tj > be the first 7 and the last 7 episodes in 7}, respectively. For all &k € T); and

h € [H], define
{8k 0> arr s Sk 1) Yvery, ik € Thn
Chn = o Gk Ry Sk, e D E D 10
o {{(Sk’,h;ak/,h,v Sk h1) ber;, if k€T (10
Zk:,h = ’VI + % Z(s,a,s/)eckﬁh ¢(Sa a)¢(87 a)T (1T)
A,p = E;Z}Léﬁ(sk,ha ak,n) Zf:h Uit (12)
T 0 lak h:|
Tpy= ~ 27 13
k,} |:§(qk:,h)—r 0 ( )
Dy = Di—1, U{(Sk,hs @k by Skh+1) } (14)
(Bra)fy = OBME (D), (Si)fiys (Z0)1y) (1)
(OBME is presented in Algorithm 4)
9: end for

3

Our algorithm (Algorithm 3) starts with an initial pure exploration phase that lasts for Ko = O(K1)
episodes (Line 3), which is crucial in controlling the magnitude of the bonus estimate (will be
explained later). In the remaining K — K episodes, episodes are divided into [(K — K)/(27)]
epochs (indexed by j), such that in each epoch 7, a fixed policy 7; is executed for 27 episodes, and
policies are updated only at the end of each epoch. The goal of dividing episodes into epochs is to
let the learner collect sufficient samples and create accurate enough loss estimators for each update.



Different from previous work (Luo et al., 2021; Dai et al., 2023; Sherman et al., 2023b) that use
exponential weights, we use the Follow-the-Regularized-Leader (FTRL) framework with logdet-
barrier as the regularizer for policy updates. Logdet has been recently shown in adversarial linear
(contextual) bandit to lead to a more stable update and can handle larger bias for loss estimators
(Zimmert and Lattimore, 2022; Liu et al., 2023a). It has similar benefits in our case as well.

Specifically, with logdet-FTRL, the optimization of the policy on state s is over the space of
lifted covariance matrix Hy = {éal(s,p) ‘pE A(.A)} C REHD*(@+D) | where Cov(s,p) =

g [s6@66,a)7 6(s,a)
L dsa)T 1
(Line 5), and the policy 7;(-|s) is chosen such that H ;(s) = Cov(s, 7;(+|s)) (Line 6). This policy is
then executed for 27 episodes (Line 7). Then the learner uses the collected samples to construct loss
estimators for all episodes k € Tj (the Qy,, in Eq. (12)), where T} is the set of episodes in epoch j.
This follows the standard loss estimator construction for linear bandits, except that in our case, the

covariance matrix is unknown and also needs to be estimated using samples (the ik,h in Eq. (11)).

} . In epoch 7, for state s, the FTRL outputs a matrix H j(s) € Hs

The validity of Gy, relies on the independence between Xy, ;, and the loss obtained in episode k.
To achieve this, we divide the set T} into two equal parts T} ; and T} o (Line 8). Then we use sam-
ples from Tj > to estimate the covariance matrix when constructing the loss estimator in episode
k € Tj., and vice versa (Eq. (10)-Eq. (12)). In Eq. (13), we further lift the loss estimator qy, 5, to

f;“h € R@+1)x(d+1) (o pe fed to FTRL. Finally, besides feeding the loss fkﬁ, we also need to feed
the bonus By, ;, required for sufficient exploration in policy optimization and to compensate the loss
estimator bias coming from the estimation error of X, ;,. This is explained in the next subsection.

4.1 THE EXPLORATION BONUS

Similar to previous work on policy optimization in adversarial linear MDPs (Luo et al., 2021; Dai
et al., 2023; Sherman et al., 2023b), we use exploration bonus to address the bias in the loss es-
timator Qy, 5, and the stability term coming from the FTRL regret analysis. From a high level, the
exploration bonus serves a similar purpose as “optimism in the face of uncertainty” as commonly
used in the non-adversarial case, but now the sources of uncertainty additionally include the bias
and the stability term. From a mathematical analysis perspective, the exploration bonus creates an
effect of change of measure that prevent the regret to depend on the distribution mismatch coefficient
between the optimal policy and the learner’s policy. This perspective is best explained in Section 3
of Luo et al. (2021). According to the analysis of Luo et al. (2021), when performing policy up-
date on state s € Sy, we should incorporate a bonus that is roughly of order Q™* (s, a; b;) where

bu(s. ) = Blo(s,a) 3.

Our bonus construction further incorporates the improvement from Sherman et al. (2023b) where

an optimistic least-square policy evaluation (OLSPE) is used to fit the bonus (rather than sampling

the bonus as in Luo et al. (2021)). This creates another term of «||¢(s,a)||2 1 to be incorporated
k,h

into the bonus to compensate the estimation error of future bonuses. Finall}}, we further adopt a
technique developed in Luo et al. (2021) called dilated bonus to simplify our analysis. Overall, the
bonus we use for the policy update on state s € Sy, is defined recursively as

1
Buls,a) ~ (Blols )l +aloles@l )+ (14 37 ) BunpieaBuesy 1o 1Bl ).

Notice that because of the dilation factor (1 + %) (Luo et al., 2021), this deviates from a standard
Bellman equation. Recall that we run FTRL in the space of covariance matrix, so we would like to
write By (s, a) as a linear function in that space. Fortunately, this is indeed possible because by the
linear MDP structure, we can write the above as

T -1 -1 1
Bk(s,a) ~ ¢(s7a’)¢(slra‘) ¢(S’a) , 62k,? +aAk,}L 2wk,h (16)
é(s,a) 1 5Wk,h 0
where wi, = (1 + %) > sresnis V(8)Ea (s [Br(s',a’)]. The purpose of Algorithm 4 is
exactly to inductively find an estimator Wy, j, of wy, p, for all h. Then, we can form a bonus matrix as
the second matrix in Eq. (16) (but replacing wy, j, by Wy, ;) and feed it to the FTRL algorithm.



There are two technical complications regarding Algorithm 4. First, in order to control the magni-
tude of W, ,, we have to control the magnitude of a||¢(s, a) Hi,l . This can be done by adding a pure
k,h
exploration phase in the beginning of the algorithm (Line 3 of Algorithm 3) and form a known state
space Z C S. Known states are well-explored in the initial phase, and the values of ||$(s, a)||i,1
k,h

on them are sufficiently small (in our case are of order 1/ VK ). On the other hand, unknown states
are hard to be reached by any policy (in our case, their probability of being reached is < K~ %) and
thus can be ignored in the learning phase. The initial exploration phase is inspired by Sherman et al.
(2023a), who further built their algorithm on Wagenmaker et al. (2022b)’s reward-free exploration
algorithm. We provide the guarantees for the initial exploration phase in Appendix C. The other is
that in order to ensure only positive bonuses are propagated over layers under estimation error of
Wy, 1, We force the bonus-to-go estimation to be non-negative in Line 8. The additional penalty is
related to || Wy, 5, — w1 || and can be well-controlled.

Algorithm 4 OBME((th)ﬁIzl, (§k7h)f:1, (Zh)hH:1> (Optimistic Bonus Matrix Estimation)

1: Parameters (3, «, 7y, p are the same as those in Algorithm 3.
2. forh=H,...,1do

3 Bre =4l (14 L)% 2+ ap?)

4 Agp=1+ Z(S’a,s,)epk’h é(s,a)¢(s,a)"

5. Set Wy = (1+ %) A,;}LZ(SM,)GDM (s, a)Wi(sI{s' € Z,11} (Gfh = H, set
Wi, = 0)

H—h+1) (

5 Spp ol 1o
6:  Define By p = |7 okb = kn 2Wkn

§wk7h 0

7: For s € Sha define Ek(& CL) = /GH(ZS(‘S: CL)”%,I + a||¢(37 Q)Hilzlh + ¢(Sv &)T@kﬂ
k,h ,

8:  Fors €Sy, define Wy(s) = (m(-|s), B;f (s, ) where B} (s, a) = max {Ek(s, a), o}
9: end for _
10: return (By p)pe[a

4.2 REGRET GUARANTEE

We defer the analysis of Algorithm 3 to Appendix D, and only state the final regret bound in the
following theorem.

Theorem 8. Algorithm 3 ensures a regret of order R = (5(d% H3K%).

The improvement in our regret primarily stems from two sources. Firstly, we utilize an improved
matrix concentration bound from Liu et al. (2023a). This ensures that using 7 = % episodes (where
v is the parameter in Eq. (11)) is enough to gather data and build a reliable loss estimator. In
contrast, previous works require 7 = ,Y% (Dai et al., 2023; Sherman et al., 2023b) or 7 = %
(Luo et al., 2021), thereby consuming excessive episodes to accumulate data for a single policy and
consequently slowing down policy updates. Secondly, in previous works (Luo et al., 2021; Dai et al.,
2023; Sherman et al., 2023b), the usage of exponential weights requires 7 to be small compared to
the magnitude of both loss estimators and exploration bonus. This prevents them from choosing
the best 7 in their algorithms. With the help of logdet barrier, in our algorithm, 7 only needs to be
small compared to the magnitude of the exploration bonus, which is already small given the initial
exploration phase. This gives us more flexibility in choosing 7.

5 CONCLUSION

In this work, we obtain the first optimal v/K regret bound for adversarial linear MDPs under bandit
feedback and unknown transitions without the help of simulators or generative models. We also
give a new K** regret bound with an efficient policy optimization algorithm. We hope that the
techniques and observations in the work could be helpful in developing an algorithm that is both
statistically optimal and computationally efficient.
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A RELATED WORKS

In this subsection, we review prior works on adversarial MDPs and policy optimization.

Learning in Adversarial MDPs.  Adversarial MDPs refer to a class of MDP problems where the
transition is fixed while the loss function changes over time. Learning adversarial tabular MDPs un-
der bandit feedback and unknown transition has been extensively studied (Rosenberg and Mansour,
2019; Jin et al., 2020a; Lee et al., 2020; Jin et al., 2021; Shani et al., 2020; Chen and Luo, 2021; Luo
et al., 2021; Dai et al., 2022; Dann et al., 2023a). In this line of work, not only VK regret bounds
have been shown, several data-dependent bounds are also established. For adversarial MDPs with a
large state space which necessitates the use of function approximation, v/K bounds have only been
shown under simpler cases such as 1) full-information loss feedback (Cai et al., 2020; He et al.,
2022; Sherman et al., 2023a), and 2) known transition or access to generative models / simulators
(Neu and Olkhovskaya, 2021; Dai et al., 2023; Foster et al., 2022). Therefore, to our knowledge,
we provide the first v/K regret for adversarial MDPs with large state spaces under bandit feedback
and unknown transitions.> For linear MDPs, a series of recent work has made significant progress
in improving the regret bound: Luo et al. (2021), Dai et al. (2023), Sherman et al. (2023b) pro-
posed efficient (polynomial-time) algorithms with K'*/*5, K*° and K7 regret, respectively, and
Kong et al. (2023) proposed an inefficient algorithm with K> 4 poly(1/xm.) regret. Our /K re-
gret through an inefficient algorithm and K */* regret through an efficient algorithm further push the
frontiers. These results are summarized in Table 1.

Table 1: Related works for learning adversarial linear MDPs without a simulator. An algorithm is efficient if
its computational complexity is polynomial with action size |.A|, dimension d, and K. For the Type column,
PO means the algorithm is based on policy optimization while OM means the algorithm is based on occupancy
measure estimation.

Algorithm Regret Efficient | Type | Assumption
Luoetal 2021) | O (K') v PO
Dai et al. (2023) O (K*°) v PO
Sherman et al. (2023b) | O (K*/7) v PO

Kongetal. (2023) | O (K"?) X OM | 3m, B, = A
Algorithm 2 (ours) | O (x/ﬁ) x oM
Algorithm 3 (ours) O (K v PO

Policy Optimization with Exploration. Policy optimization has been regarded as sample in-
efficient due to its local search nature. Recently, efforts to alleviate this issue have incorporated
exploration bonus in policy updates (Agarwal et al., 2020; Shani et al., 2020; Zanette et al., 2021;
Luo et al., 2021; Dai et al., 2023; Sherman et al., 2023b; Zhong and Zhang, 2023; Liu et al., 2023b;
Sherman et al., 2023a). In the case of linear MDPs with a fixed loss function, the state-of-the-art
result is by Sherman et al. (2023a), who provide a computationally efficient policy optimization
algorithm with a tight /K regret. In the case of linear MDPs with adversarial losses, the best ex-
isting regret bound is K7 by Sherman et al. (2023b), while we improve it to K** in this paper.
Beyond theoretical advancement, exploration in policy optimization has also showcased its potential
in addressing real-world challenges, as evidenced by empirical studies (Burda et al., 2018; Pan et al.,
2019).

2 Although Zhao et al. (2022) provided a v/K regret bound for linear mixture MDPs with bandit feedback
and unknown transition, the polynomial dependence on the number of states prohibits its application to MDPs
with large state spaces.
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B OMITTED DETAILS IN SECTION 3

B.1 POLICY SPACE DISCRETIZATION

Proof of Lemma 4. Let 0), = ZkK:l Ox., and let £(s,a) = (¢(s,a),0;) for s € Sy, be the loss
function under the loss vector #. Under this loss function, the Q-function of a policy 7 can be
written as

Q7 (s,a;0) = P(s, a)Tﬂ{ fors € Sy,

where £} is recursively defined as

G=0n+ Y o) wla]s) (s ), &)

§'€Sn11 a’EA

Notice that by Definition 2, we have [|{] ]2 < H VdK. Let 7* be the optimal policy under loss
function £. Then by Bellman’s optimality equation, 7* can be represented as

7 (5) = argmin { 4(s,a) "€ |

and 5,’{* can be found recursively from layer H to layer 1.

Now, let fjl be the closest element to 5,7{* in the H+v/d-net of IB%d(H VdK ), and let " be the policy
induced by ¢’ = (&1,...,&). Le.,

m'(s) = arginin {#(s,a)"&,} .

Then for any 7, we have

K H K H
=3NNS W (s,0) — i (s,0))b(s,0) O+ DD DY (W7 (s,a) — 1 (s,0)¢(s,a) O

k=1h=1s€S), acA k=1h=1s€S) acA

H
=V (5130 = V(5130 + ) > u" (s) Y (w'(als) — *(als))d(s,a) &
h=1seSy acA
(by the performance difference lemma)

H
<O+ Y w7 (s) > (w'(als) — 7" (als)d(s,a) ", + HVd
h=1s€Sn acA _
(by the optimality of 7* under ¢ and the discretization error)

< H>Vd

where the last inequality is by the fact that 7’ takes the argmin with respect to &,. Finally, notice
that policy 7’ belongs to IT corresponding to the parameter 6, = ﬁgg .

O
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B.2 FEATURE ESTIMATION

Proof of Lemma 5. ;1™ (s) satisfies Eq. (7) because p™ is a valid occupancy measure. To show
Eq. (8), notice that

S ST wr(s)mlals)clip [(s,a) 7€ ] — Y w(s)f(S)

SEX) acA SEXpt1
= > wrs)mlals) clip [¢(s,a) T ] — D wT()f(s)] (uT(s) =0fors € X\S)
SES) acA SESh+1
=[>° Do wm(s)mlals)elip [d(s,a)" Do eS| = Do W)
SES, acA L s'ESh41 $€Shi1
=D Y wrs)mals)clip | Y P(sIs,a)f(s) + 2| — > w()f(S)
s€S, a€A | 8" E€ESh+1 5€Sh41
(for some z such that |z| < ¢ by Definition 3)
<D0 wr(emlals)elip | Y0 P(sIs,a)f(s) | = D w8 f()| +¢
SESK acA | 8" ESh+1 $€ESh11
—¢ a7)

Finally, we show Eq. (9). For simplicity, let Dy, = {(s;, as, s;)}"_, and let ¢; = ¢(s;, a;). We first
consider a fixed policy 7 and a layer h. Let € = %, and let V. ; be an e-net of ™ on layer h so that
for any f € F7, there exists an f' € N, 1 such that |f/(s) — f(s)| < eforall s € Xj. Let N, 3 be

the e-net of B%(v/d). Furthermore, define |II,| = (3K)? (whose meaning will be clear later).

Then under this fixed 7, forany £ € N, 2 any f € N, 1, with probability at least 1— m,

n

> ()~ 6lghy)" = 3 (Fsh) 0l &)°

= —22 — 0T ) (616,016 = (816, —01¢)

i=1

72Z(f(s;>fEswp(,.si,m)[f( ) (6] &y =07 €) =2 (o] Gy — 01 &) +2Vidng

n

<6 ;(¢;£Z,f ¢T£) |/\/51||N52||Hh|K+2\[1 |J\/61||/\/g2||1‘[h|](

- Z (¢ZT Ehp— ¢iT 5)2 + 2Vdn¢ (Freedman’s inequality)

i=1

< 7Vdlog We»1|We(§2IIHh|K + 2Vdnc. (AM-GM)

Below, we take a union bound over f € /\/'671, & e /\/’6,2, and 7 € |II|. Notice that although the size
of the policy set is |II| < (3K)% (a product of H —-net for B¢(1)), when considering the policies
over layer h, the total number of different policies is only |II,| < (3K)<. Therefore, a union bound
over policies require only a size of |II;,|. Bounding the distance between the full sets and e-nets, we
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conclude that with probability at least £, for all ¢ € BY(v/d), all 7 € I, and all f € F~,

S (£6l) — 67 €0,)" — 30 (5(s)) — 07€)” < aog el Nealll o /0 i

=1 i=1

(18)

By our choice of ¢ and ¢, the second and third terms above are both negligible compared to the
first term. Finally, we bound |V, 1| and |V, 2| via Lattimore and Szepesviri (2020) (Exercise 27.6).

I\, 2] is the size of the e-net of B?(v/d), equivalently the (¢/+/d)-net of B?(1), which is upper
bounded by (3v/d/e)?. By the definition of F™, the e-net of 7™ would be the union of the e-nets of
{0: 6 eBYVd)}and {T € R™9: 0 < T < I}. Thus [N, | = (6d2 /e)*+?". Using these in
Eq. (18) concludes the proof.

0, | K
7/ dtog et Weal K o /5 o /ine

)
< 8\/310g |M’1

Ne2|[TTn| K
0

1843 K
< 16d% log Sd; .

Lemma 9. Fixw € II,h € [H],f € F™. Let & and & be two solutions for the {A;%f in Eq. (9).
Then ||&1 — 2|, < % (Chonus is defined in Algorithm 2)

Proof. Let D, = {(si,ai,8,)} ., and denote ¢; = &(s;,0a;). Let &pnin =
argming cpa /g, S ( f(sh) — ¢>ZT§)2, where ¢; := ¢(s;, a;). By the first-order optimality condi-
tion,

n

Z (f(S;) - ¢z-’r5min) (Qﬁ;rfl - (b;rgmin) <0. (19)

i=1

By the fact that &; satisfies Eq. (9),

s 183K w— "
1647 log >3 () —or6)" = (F(s)) — &) Emin)”

=1 =1

=23 (f(51) — &/ min) (6] min — &7 €) + 3 (67 (€1 — émuin))”

=1 i=1

> Z (of (61— §min))2 (using Eq. (19))
i=1

= l& — &3, — 1€ — Eminll3 (by the definition of Aj,)

> Hé-l _Emin”?\h - 4da

3
which gives [[&1 — &minll}, < % (recall Chonus = 10d5 H1\/log mTzK. Similarly, || —

2
§min\|?\h < f}’% Combining them proves the lemma. O
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Proof of Lemma 6.
> (@) = uT ()

s'€Xnhy1
Z Zp (s,a Chp[ £hf} Z Z/J (s,a)clip [¢(s, )Tfl’;f]—f—%
SEX) acA sEX, a€A

(by Eq. (8) and the same calculation as Eq. (17))

= Z Z w (s, a) (clip [¢(s,a)Téh7f} — clip [¢(s,a)T§Z7f])

SEX) a€EA
+ 30 (@7 (s,0) — p7(s,0)) clip [qs(s,aféh,f} +2¢
SEX) aEA
<Y w (s a)os,a)lly €n s = & pllan + D (@7 (s) = p () f(s) +2¢
SEX) a€A SEX),
Cbonuq Z ZN’ s, a ||¢ s, a HA 1+ Z ))f( )+2< (byLemma9)
SEX) a€A SEX),

where f(s) := > aca m(als) clip [d)(s, a)TéW} , which again belongs to F”. Recursively applying
the inequality proves the first inequality in the lemma. To obtain the second inequality in the lemma,
with slightly different decomposition in the second step above, we get

Z Z a"(s,a) (clip [(;S(s, a)TéhJc} — clip [¢(s, a)T§Z7f})

s€X;, ac A
3 D (@ (s.0) — w7 (s.0)) clip [6(s,0) €7 5] +2¢
s€EX, acA
<Y s a)lés,a)lly 1 €ns = & pllan + D (AT () f'(s) +2¢
SEX) a€A SEX),
Conus ~
T Y Y i (sa)é(s, )y + Y (0 (s)f'(s) +2¢

SEX) aEA seXy,

where f(s) := > aca m(als) clip {qﬁ(& a)Tf,*L’f} . Following the same argument proves the second

inequality.
O
B.3 REGRET ANALYSIS
[RK]
K H K H
B> DD ak(m6h) Okn =3 > (7 ) Ok
k=1 h=1w€ell k=1 h=1
K H K H K H
=E Z Z ar (m)(9F) " O — Z Z O ) Opn + Z Z — qr(m )(¢Z)T9k,lz]
| k=1 h=1 m€ll k=1h=1 k=1h=1
<nHK
K ~ ~
<E Z gi(m ek—z (" TéﬁZZZ% ) (67 = &7) O — (O — 070) Ok ) | +nHE
| k=1 mell k=1h=1nell
bias
K K
—E quk ) (6070 —v7) =X (01 TGk—b”>+Zqu P bf tbias| +nHE
| k=1 mell k=1 k=1mell k=1
ftrl bonus
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We bound the terms individually in Lemma 10, Lemma 11 and Lemma 12. The potentially un-
bounded bias term is offset by a negative contribution in the bonus term.

B.3.1 BOUNDING THE BIAS

Lemma 10.

bias < E

Cbonuszz Z Z,u 5,a H(b $,a ||A 1 +nZ||¢)k ||k[k1]

k=1h=1s€X, a€EA
9

(a3 H?
+O< - +77dHK+d3H3\/K>.
n

Proof. The bias of any policy 7 at episode k and stage h can be calculated as the following:

(7) " Okn — (D) "Elfin] < ‘(th ) O h‘ + ‘ (@51) " (Okn — Elfrn))] -

blask)hyl bmskyh,2

f(s) = Z m(als)p(s,a) O p = Z (als) clip [(s,a) "Okn] € FT, (6(s,a) 0kn| < 1)

acA acA
then the first term is by Lemma 6

biasf ;= | > (17 (s) — i (
sEX

) f(s)

VA

C n

bonus Z Z Z (s, a)llé(s,a)lly 1 +2CH.
h'<h s€X,/ acA

Define My = 3, ey 4},(7) &%, (87 ;) . Then the second term is

e T
bias;; 5, » <

.
,;,ll k,h khzqk ¢kh¢h> O,

My, n

= Hﬂ,hHM;L k hZQk )T (D — &%) Ok

My 1

ZQk ¢k h ¢k h ¢Z/)T9k:,h

-1
My,
2

< 77H¢£,h||?\47 ZQk )T (D — &%) Ok

My,
HM 1) (qu (s ¢Z/)T9k,h)2>

(by Lemma 47)

o d o
<uldialliy s + 53 a) (0@ x 3o 3 S s a)léls.a)lys, +20H

h'<h s€X; a€A

<77H¢kh||M [ (qu

(by Lemma 6)
Y
<l + T E ) [ X8 Yata | [ X 3w ealletall
- MM n A
m h'<h s€X,s acA h'<h s€X},s a€A
(Cauchy-Schwarz)
d¢?H?
+o( ¢ )
n
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o O(d3H d¢2H?
< 77H¢k,h||?\4k—}11 + (77) Z Br,n + O ( ; )

h!<h
where G = 32, Scs, e Go(mA" (5 )| 605 ), . We have
K H K
B [zmh] =
k=1 h=1 k=1
K

k=1

EW) Skh»akh)HA—l | Dy 1}]

M= T

[ (8k,n ak,h HA 1| < O(dH log(K)).

=
Il

1

Thus, for any 7,

K H
T
E E E biasj; ;, ,

k=1h=1

~ 7

H . O(d> K H
Sl + T3S S

1 k=1h=1h'<h

o <d<2H3K>
n

- M

O(d2 H3)

C=%)

==

Overall,

M=

K H K
Z Z (blask ha1t qu 7 )biasy ;, 1) + Z (blask ho2t Z qr ()biasy ), 2)]

k=1 h=1 k=1 h=1
K H C
bonus AT
e[y (G oy vy (uk a +zqk<w>uk<s,a>) o5, a)ls
k=1h=1 h'<h s€X), a€A m '
K 9
- (’) dz H3
+Z<nn¢z RO WACIE ) <n)
k=1

<E

K H
Cbonuszz Z Z <,Uk $,a +2ZQk ) ||¢(3 a)HA 1

k=1h=1s€X) a€A

K
+> (ﬂlléz [ . +27]Z‘1k ||¢k|M—1>

k=1

K H
Cbonuszz Z Z <uk s, a +22qk S a > H(b(s’a)HA;lh

=1h=1 seXh acA

+20bonu§ZZ Z quk :U‘k S, a ILLW(S,(I))”qﬁ(S,Q)HA;’l}L

k=1h=1s€X,acA m

O(d§H3)

O(d? H?)
U

K H
E|Coonss D D D D AF (5,)16(s,0)] -3 + O(Coonus HVAK) *)

k=1h=1s€X) acA

K H
+2CbonusZZZQ2(7r) (Ob(’"ug Do D D i (sa)les,a)] - )
k=1 h=1

T h'<h s€X; a€ A

K
+ nz || &F ||§W;1 +2ndHK | +

(by Lemma 6)
O(d% H?)

"‘772 67" |12 S+ 2dHE |+ g
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K
YA (s.a)llé(s a)lly-1 +n ) lIOF 17,

M=

K
C’bonus Z

<E
k=1h=1seX) ac€A k=1
K H
+2Cb0nuszz Z quk S a ||¢(S a’)”/\_ ‘|
k=1 €Xpa€A T
~ (d2H3
+0 ( 277 AH\/dK>

Cbonuszzzz,uk Sa||¢SULHA1+WZH¢ Ml

k=1 h=1s€X) ac A

LY
+0 < 277 1 dHEK + Croms HVAE + CfonusH\/dK> %)

| S

where in the two (*) places we use

ZZZZZ% i (5, )60, ) ot

k=1h=1s€XpacA ™

2T Y Y dmrta| Y3 Y Y S dm e olssol

k=1h=1s€X,acA = k=1h=1s€X,acA ™
K H
< \|HKE lz ﬁkth]
k=1h=1
< O(HVdK).

Finally, plugging in the definition of Cyopys = é(d%H ) gives the desired bound.

B.3.2 BOUNDING THE FTRL REGRET

Lemma 11.

firl < O <nd2H4
Proof. The magnitude of the loss is bounded by
) T
ok O — b | <
< ||,
M

dH dH  2dH
< 7 + C’bonusl{ + — i < T + C(bonus

A _ T _
“%w%Wamzzzjswmwm+wm_

h=1s€X;, ac A

dH
H + CbonusH + nry

A
k

.
Ifn < m, then we have n|¢f 6 — bf| < % and we can use the standard FTRL regret
IZH 33 Cronus

bound of exponential weights (Lattimore and Szepesvari, 2020, Equation (27.2, 27.3)):

ful< KK L ZEl — lz g (m) (207 0r)? +2(b2)2)H :

John’s exploration mell
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- -1
Since My = Erqr (677" ], we have M, ' < = (IEWN% [¢g¢gT]) , and thus

Erpng [ D qk(Tr)(ézTM,:léf,:kLk)?] < H? Tr (MM ' MM, ') = O(dH?) .

_ 2
et (1=7)

For the final term, we have

Z Z Qk < anonusHQK +

k=1 T

3d2H2

32 2
K = (’)(nd H4K+dHK> )
72

B.3.3 BOUNDING THE BONUS

Lemma 12.
bOl’lllS< —E ZUHQ% ||2[ 1 +Obonusz Z Zﬂ'k 5, a ”(ZS S a)”A 1]
h=1s€X;, acA
~ (d2H3
+0< ’ +ndHK+d3H3\/E>.
n
Proof.

bonus < E[Z qu ||¢k|| -1 +Cbonusz Z Z qu S CL H(b(s a)”A‘

h=1s€X, acA ™

— |67 Iy — o 32 3 S (20, @)l ]
h=1s€X), ac A

The first and the second term above have been handled in the proof of Lemma 10. Following the

~ 9
analysis there, we can bound their sum by O (dand +ndHK + d*H? \/?) . O

B.3.4 FINISHING UP

Proof of Theorem 7. Combining the bounds in Lemma 10, Lemma 11, and Lemma 12, we bound
the regret as

~ 5 3d2 dgH
ERk] <0 (natmin + PO g iy T gy
7 U

-0 (nd ik L f + d3H3\F> (y = ©(ndH))
= O(d* H*VK). (n = O(d/VHK))
O
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C INITIAL PURE EXPLORATION PHASE

Algorithm 5 Initial Pure Exploration (Algorithm 2 of Sherman et al. (2023a))

input: 9, p, €cov
Setm = [log 1]

SetVi e [m], p;=p
forh=H,...,1do

{J?;W Dh.i, Kh’i}:’;1 < COVERTRAI(h, £, {p;}72 1, m)
Dy, + U, 5h7i

Ap =T+ 32 0.5)ep, P(s,a)0(s, a)’

2y {s ESn: Vae A, [o(s,a)] -1 < p}

end for
return (D, Z,)1,

Theorem 13 (Theorem 2 in Sherman et al. (2023a)). The COVERTRAJ algorithm (Wagenmaker
et al., 2022b, Algorithm 4) when instantiated with FORCE (Wagenmaker et al., 2022a, Algo-
rithm 1) enjoys the following guarantee for linear MDPs. Given a sequence of tolerance parameters
Py -y Pm > 0and h € [H], the algorithm interacts with the environment for T steps, where

Uiy d 2 1
T<Thax 2 C Z 2" max {2 log —, d*H3m? 1og7/2 5} ,  C >0 isalogarithmic term,
i=1 g g
~ ~ ~ m ~ m+1
and outputs {Xh,i,’DhJ, Ah,i} such that {Xh,i} forms a partition for the unit Euclidean
N i=1 i=1
ball, A, ; =1 + Z(S 0,5 EDn é(s,a)¢(s,a)", and with probability 1 — 6, it holds that:

Vie[m], ¢ Ajio<pi, Vo€ X

and Vi € [m +1], SUP{Z > 1{s(s.0) E??h,i}u”(s,a)} <,

T seS,aca
Lemma 14 (Lemma 15 in Sherman et al. (2023a)). Assume h € [H|,écoyr > 0,6 > 0,m =

Mog(1/ecov)], Pm = -++ > p1 > 0, and let {7\;”} ] be the covariance matrices returned from
i€[m
COVERTRAI(h, &, {p:}™,, m). Then under the assumption that the event from Theorem 13 holds,

we have for any policy ™ and i € [m]:

Z /ﬂ(s)ﬂ{ﬂa s.t. ||gb(s,a)H/~\;11 > pm} < €cov-

sES)
Lemma 15. For linear MDPs, with inputs 0 €(0,1), p >0, €cov > 0, Algorithm 5 will terminate in
~ 4 4
T=0 (dl{//’i‘*‘d polylog (5, 5 o ds H)) episodes, and output H datasets {Dy, }1_, where

D, C S, x A X Sh+1 such that with probability > 1 — 0,

Vh, v, Z p(s)I{s & Z,} < €cov, Where Zj, & {s eS8y Vae A, ||q$(s,a)||A;1 < p}
SESH

with Ap, £ T+ Z(S’a’s,)eph é(s,a)p(s,a)’.
Proof of Lemma 15. Let T}, denote the number of episodes run by COVERTRA7J, by Theorem 13,

U d 51
TthZQ’max{p logp d4H3m log 6}

=1

<0 <m2m <dlog (2 > + d*H?*m? log” /2 1))
p? p? 4

" 2 47173
5 (CWMH polylog ((15 R H)) .

€cov €cov P

IA
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Given that Algorithm 5 executes COVERTRAJ H times, the claim follows. For the claim on the
un-reachability of Sy, \ Zp, fix h € [H], and observe that by Lemma 14, w.p. 1 — §/H, for any 7;

3 ,ﬂ(s)ﬂ{aa St [|@(s,a)lly-+ > pm} < €covs

SESH

where in the inequality we use that /NX;” < Ayj,. The proof is complete by a union bound over h. [J

D OMITTED DETAILS IN SECTION 4

We will be using several additional notations in the analysis.

Definition 16 (u7, uF, ur). Define uf(s) = u™(s)I{s € Sy} By the definition of u™(s), we know
that u7 is a distribution over S that is supported on Sy, Define jif = ppk and iy, = ,ug*.
Definition 17 (77, ET, E¥). We define T[ be the distribution over trajectories {(s;,a;)}'_, for the
first h steps generated by policy w and transition P. Then we define

ER []= E(si,ai)?;fNT,l EsnP(lsn_1,an-1) [],

1

where [-] can be a function of (s1,a1,...,8h—1,an—1,5).

In the analysis, we will mainly consider the optimal policy 7. For notation simplicity, we write
E; [1=Ef [

Definition 18 (Good trajectory). For any trajectoryt = {(sp, an, Sh"rl)}{z:i where1 <1 < j < H,
if sp, € Zy, for any h, then we say t is a good trajectory.

Definition 19 (Qx). Define Qi (s,a) = Q™ (s, a; ).

D.1 REGRET DECOMPOSITION AND DILATED BONUS LEMMA

Lemma 20. For any trajectory t = {(sh,ah,shﬂ)}fl:i with 1 < i < j < H generated by any
policy, we have

Pr (t is not a good trajectroy) < HK ™%

Proof. From Lemma 15, since we choose €.o, = K ~1, for any h and sj, generated by any policy,
we have P (t ¢ Z;,) < K~ %. By union bound, we have

Pr (¢ is not a good trajectory) = Pr U shé¢ Zy | < HEK™ %
i<h<j

In the regret decomposition below, we use the notation E7 [-] defined in Definition 17 to denote the
expectation over trajectories (s1, a1, ..., 8p—1,an—1, S, = §) drawn from 7*, and use &}, to denote

the event that VA’ < h, sy € Zj,,. By Lemma 20, we have E} [I{&;,}] > 1 — HK~1 for any h. By
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performance difference lemma (Kakade and Langford, 2002), we have

E[Rx]
[ K H

=E ZZESNMZ [<Qk(57 )771-}(?( |S) -7 ( |S)>]]
:k;(lh;l

=B |3 S B [(Quls, ) mi(ls) — <|s>>]]
:kI_(lh;Il K

=E YN L (Qus, ) milcls) = Gl HEN | +E |30 S Ex [(Quls, ), mi(c]s) — 7 (1s)) I{Er}]
Lk=1h=1 k=1h=1
[ K H

<E S Y B @kl ) meCls) — 7 (Js) H{EN | +HPKH (20)
Lk=1 h=1

reg-term
where the last step comes from Lemma 20 and Q (s, a) < H for any k, h, s, a.

To handle reg-term, we utilize the dilated bonus technique proposed in Luo et al. (2021). We
summarize the technique in Lemma 21, with slight modification to make it align with our settings.

Lemma 21 (Adaptation of Lemma 3.1 in Luo et al. (2021)). Suppose that for some bonus functions
bi(s,a), By(s,a) and some constants f, g, we have for all s € S,

1
Bk(s,a) > bk(sa a) + (1 + H> ES/NP(~\s,a)Ea’N‘n'kHs’) [Bk(slv al)]l{s/ € Zh+1}] - fv 2D

and suppose that our algorithm guarantees

E |35 E; [(Quls,) — Bils,a), m(-ls) —w*<-|s>>ﬂ{sh}1]

k=1h=1

K H K H
<g+E Z Z a~7r*( [s) bk(s a)l{&}] Z Z h aNTrk( [s) [Br (s, Q)H{gh}]‘|
k=1 h=1 k=1 h=1
(22)
Then, we have (recall the reg-term defined in the proof of Eq. (20))
1 K
reg-term < g+ fHK + (1 " H) E |3 Boory oy [Belst, a)]] .
k=1
Proof. Notice that for any function X of (s1,a1,..., sg,an), it holds that
EzEan*(~|s)Es’~P(-\s,a) [X]I{Sh}]l{s’ S Zh+1}] = ZJrl [X]I{gh+1}] . (23)
By the definition of reg-term, we have
reg-term
K H
=E | B [(Qkls, ), mil-]s) — 7 ( )>H{5h}]]
k=1h=1
K H 1 K H
<SGHE|D D EiEann (s [brls, H{EY] | + E YD EiEann, 1) [Bi(s, a)H{&LH]
k=1h=1 k=1 h=1
K H K H
+E DN B Bi(s, ), i) HEN | —E | DD Ei [(Brls, )7 (]s)) I[{Eh}}]
k=1h=1 k=1h=1

(by Eq. (22))
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H
Z EZEqmms(.|s) [bk (s, a)ﬂ{gh}]]

K H
ZZ Banre1s) [br(s, a)ﬂ{gh}]]
=

H
> ErEan, (s [Bi(s, a)I{E}] 1

K H
Z EZ]Ea~7r*(~|3)Es’~P(-\s,a)Ea’ka(-|s’) [Bk(s/, a’)]I{Eh}]I{s’ S Z;L+1}]‘|

(by Eq. (21))

—g+ fHK+ 1+ 1)1@[22 Eamry(-1s) [Br(s G)H{Sh}]l

k=1h=1
1 K H
_ (1 + H) E ; hz::l E} 1 Eomne () [Br(s, a)]l{shﬂ}]] (by Eq. (23))
1 K
=g+ fHK + (1 + H) E lz ETEqr,(-|s) [Br(s, a)]I{&}]} (telescoping)
k=1
1 K
=g+ fHK + (1 + H) E [Zanﬂk(.Sl) [Bk(sl,a)]] . (S = {81} and s; € Z4)
k=1
O

In the following Appendix D.2 and Appendix D.3, we aim to show that our Algorithm 3 and Al-
gorithm 4 could induce bonus functions b (s, a), Bi (s, a) that satisfy the condition of Lemma 21.
This allows us to directly apply it and get the desired regret bound in Appendix D.4. Our choices of
By(s,a) and by (s, a) are the following:

Fors € Sj,a € A,
1
— 2 _ = 2

be(ssa) = Blots iy + (1= g7 ) allos 0l e

By(s,a) = by(s,a) + o(s,a) "wy.p (25)
where

W, = ( ) > (s SNs" € Zp11}  (wpmw £0) (26)
s'€Sp 41

with the W, (s') defined in Algorithm 4.

D.2 CONSTRUCTION OF DILATED BONUS (ACHIEVING EQ. (21) USING ALGORITHM 4)

In the linear regression (Line 5) of Algorithm 4, the @y, 5, is an estimation of wy, ;, defined in Eq. (26),
where for s’ € Spy1,

+
Wk( ") = Eaomy(]s') Hﬂlrﬁ(s a)HZ—1+ +a||¢(5/7a/)||2;1+1 +¢(S/aa/)—r@k,h+1:| ] , (27)
with [z]T denoting max{z,0}.

The next Lemma 22 is a key lemma that 1) bounds the error between Wy, j, and wy, 5, and 2) bounds
the magnitude of Wy, ;, and wy, 5, for all h € [H].
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Lemma 22. Let C, = 15,/log (12‘”{) and suppose that B)'™* < =7—=. Then with probability at
least 1 — 6, the following inequalities hold for all k € [K), h € [H|, and all s € Sp:

[wipll2 < VdBR™, (28)

|¢(87G)T@k,h — ¢(s, a)ka,h‘ < CLdB,TaXHqS(s,a)HA;h, (29
1

|p(s,a) " @y p|l{s € Z,} < ( 2H> Bnax, (30)

Proof. We use induction to prove these three inequalities. For the base case h = H, we have
wg, g = 0 and W, i = 0, so all three inequalities holds.

Suppose that all three inequalities holds for the case of h + 1. Below, we show that that also holds
for h.

Showing Eq. (28).  Observe that for any s’ € Sy, 1,
1\ ~
(1 + H) Wk(S/)H{S/ S Zh+1}

1 ~
< max (1 ' ) (wsc I Falols ), ¢<s',a'>wk,h+l|) s’ € Zui)

<(g) (o) i

a)l AL, <p for ' € Z,11 by Algorithm 5; using induction hypothesis Eq. (30) for h + 1)

1 1

< <1 H> BT+ (1 + H) <1 + 2H> By (by the definition of By

1 m&X
S H thl
= B €1V
Thus

( ) > (s SV{s' € Zpa}|| <BR™| Y ()| < VdBpe
s'€Sh41 9 s'€Sh4+1 2
where in the last inequality we use the linear MDP assumption (Definition 2).
Showing Eq. (29).
|6(s,a) "Wk — 6(s, @) "win] < N6, )= 1Tk = winla,- (32)

By Lemma 44 and ||wy, || < VdB*®* (which we just proved), it holds that

Wk, n — winlAy

<| X et (14 F) B € 2 - st )|+ VaBE

(s,a,s’)EDgk.n A;:1h
(33)
By Lemma 43, the first term above can be upper bounded by
d E
\/4(B;§1ax)2 (210gK+logN E;Vh)> + 8K 2€2. (34)
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where V), is the function class where (1+ %) Wk(s’)]l{s’ € Zp41} lies, and N (V) is its e-
covering number. By the form of /V[7k (s") given in Eq. (27), V), can be chosen as the that defined in
Definition 39. Then by Lemma 42 with € = % and % + 2a < K2, we have

log (NVe (V1)) < 4(d+1)log (400(d + 1)>K®) < 48d” log (12dK)
Combining this with Eq. (33) and Eq. (34), we get

12dK
| @k,n — wiep || Ay, < 15dBR™ 4 [log <5>

Further combining this with Eq. (32) proves Eq. (29).
Showing Eq. (30).
|p(s,a) T @] I{s € 21}
< |¢(s,a) "wpn|I{s € Zn} + |¢(s,a) T (Wen — wen)| I{s € 2}
1 = .
< (1 + ) sup Wi(s")I{s" € Zpi1} + CdBR™|d(s,a)| y
H §'E€8ps1 k.h
(by the definition of wy, , and Eq. (29))

(C dBmd.X)
<Bmax
< oy (10

+ al|lp(s, a)||2 -1 ) I{s € Z,} (byEq. (31) and AM-GM inequality)
k,h

1
< Bmax Bmax 2
(o o0)

(by the condition specified in the lemma and that ||¢(s, a)|| At <pforse Zy)

1
< B + ﬁBma" (by the definition of B}"**)
This proves Eq. (30). O
Lemma 23. With the definition of Eq. (24) and Eq. (25), any s € Sy, we have
1 CLdBmax 2
Bk(S, a) > bk(s,a) + (1 + H) ES/NP(~|S,(I)EQ,N7T)€("S/) [Bk(s/, a’)H{s' S Zh+1}] — (T)

where B™ax £ maxye(g) Bp™* and C, is a logarithmic term defined in Lemma 22.

Proof. Recall the definition of wy, ;, in Eq. (26), from the definition of linear MDP, for all k, h, s, a,
we have

d(s,a) win

_ <1 + H> Europ(.js.a) [W(s/)ﬂ{s’ e zhﬂ}}
1
= <1—|—H> ESNP(\sa)EaNWk (|s) |: S a H{S EZ;H_l}}
1 ~
> (1 + H) ES’NP( Is, a)Ea’Nﬂk (-]s) |:Bk s a H{S S Zh+1}:|
1 1 E E B o7 o VAN I NT (S 1 / z
= (14 57 ) BomrpoaBammrs) | (Bels' @) + 15166 s +6(5',a) T (@rnsr = winsn) ) s € Znia}]
(by the definition of By (s’,a’) in Line 7 and By (s’, a’) in Eq. (25))
1 CLdBmaX 2
> (1 + H) By np(1s,0)Earmm, (157 [Br(s',a")I{s" € Zni1}] — %

(Eq. (29) and AM-GM inequlity)
Thus, we have
Bk (57 a’)
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= bi(s,a) + o(s, a)ka,h

1
> bk(s, a) + <1 + > Es/NP(~\s,a)Ea’ka(~|s’) [Bk(s', a’)]I{s/ S Zh+1}] —

(CLdBmax)Q
H _—

(%

D.3 REGRET ANALYSIS (ACHIEVING EQ. (22) USING ALGORITHM 3)

The goal of this subsection is to prove Eq. (22) for the definitions of by (s, a) and By, (s, a) in Eq. (24)
and Eq. (25). We first decompose the left-hand side of Eq. (22).

K H
. [Z S EL [(Qu(s,) — Bi(s, ), mi(ls) — m*(]s) n{em]

<E|Y>E [(@uls.) = Qu, '>,m<-|s>>ﬂ{eh}}]

k=1h=1
bias-1
rK H o
+E | YD B [(Quls) - Qk<s,->,w*<-|s>>ﬂ{sh}ﬂ
Lk=1 h=1
bias-2
K H . N
+E |3 S B [(Tan = Bun Hils) — Ha(s)) ]I{Eh}”
Lk=1h=1 )
ftrl
rK H o
+E Z ZE,*I _<Bk(s, ) = Bi(s,),mi(-|s) — 7T*(|s)> H{Sh}w (35)
Lk=1 h=1

bias-3
wEe\re we use thaifor s € Sp, EaNﬂHs)@k(s, a) /:\<6(;/(S,7T('|S)),fk7h> aﬂEaNW(.‘s)ék(s, a) =
(Cov(s,m(-|s)), Bk,n), and we define Hy,(s) = Cov(s, mi(:|s)), Hi(s) = Cov(s, 7*(:]9)).

We further deal with the ftrl term. This term is analyzed through the standard FTRL analysis. In
order to deal with the issue that F' can be unbounded on the boundary of H 4, we define the following
auxiliary comparator:

— 1 1
7. = (1 ) B0+ g Hon)
where H i, (s) = argmin F(H)
HeHs

Applying Lemma 46 for logdet FTRL, we have

K H
+E |3 S B [(Ben — B, Hals) — Hals)) ﬂ{gh}”
k=1 h=1
<E 7 (F (H.(s)) —;ﬂinHeHs F(H))]I{éh}
penalty
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e S De(H,Hi(s))
> > E; Kgé%wk(s) —H,-By.p) - Fﬁ’“) H{é’h}}
stability-2

ii]}l; [<f}c,h —Ek,}L,F*(S) _H*(S)>H{gh}” (36)

k=1h=1

error

Below, we further bound the individual terms in Eq. (35) and Eq. (36).

D.3.1 BOUND bias-1, bias-2, bias-3 IN EQ. (35)

Lemma 24. For any policy my, there exists a qyj, such that for any s € Sy, Qi(s,a) =
#(s,a) T ap.n. Moreover, ||qp. |2 < HVd.

Proof. Define qi, p = Opn + Zs'eShH V(8" ) Earmm, 15y [Qr(s',a")], we have

Qr(s,a) = Q™ (s,a; ) = lr(s,a) + Ey o p(js,a)Bar mmy (157 [Qr (5", a")]

= ¢(37G)T ek,h + Z 1/)(5/)]Ea’~7rk(-|s’) [Qk(sla a‘l)]

s'€Shy1
= ¢(S, a)qu,h-

Moreover,

qu,h”Q = ek,h + Z w(SI)Ea’NﬂkHS’) [Qk(sl7al)] S \/&4— \/g(H — 1) = \/&H

S/ESthl 2

O

Lemma 25. Let Sp, = Byt Bon, (1) [6(5,0)0(s,0)T]. If v = 2ECUED) oy vigh
probability of 1 — 6, for all k, h,

<o (d2H2 log (dHK/(S))

N 2
H (Ek,h - Zk,h) Ak,h ||
5 T

—1
sh

Proof. This follows the fact the ||q 1 |l2 < H+/d given in Lemma 24 and the matrix concentration
bound in Lemma 14 of Liu et al. (2023a) with a union bound over k, h. Taking a union bound for
all k£, h finishes the proof. O

Lemma 26. If vy = w, then

[ d2H? B [&&E )
ias-1 < —_— x . S-1
bias-1 < 0( 3 K> + 4B ;:1: hEZIEhanms) [Irﬁ(s,a)llg;,hﬂ{eh}]
~ (d?H? B & E )
ias-2 < . x N S .
bias-2 < 0( — K) + 1B k§:1h§=1EhEa~w C1s) |:||¢(Sya)||gk)h]1{5h}:|




Proof. Let Ey, [-] be the expectation conditioned on history up to episode & — 1. We have

H
Ex lz Uy ¢

t=h

=Ex [Qr(Sk,hs akn)] = Eg [¢(3k,h7ak,h)—rqjc7h] .

Therefore,

Ey [Ak,n] = E {21;}1¢(5k,h7ak,h)(b(shh,ahh)TQk,h} = ngzhh%,h,

and for s € Sy,
Ex |Quls,0) = Qu(s, )] = Ex [6(5,0) Tain = 0(s,a) T
= ¢(s,a)’ (I - iﬁlzk,h) Qk,h

= ¢(5,G)T§ﬁl (ik,h - E;@h) Ak,h

< |l&(s, a)llga (Ek,h - Ek,h) dk,h . (Cauchy-Schwarz)
d?H?log (dK /¢
<0 <\/ IR (s, )5, (Lemma 25)
T k,h
d*H?log (dK/6) 154 9
< _ —_— S—1
<o) Dl
(AM-GM inequality)
Thus,
K H R
bias-1 =E | > > Ej [<Qk(s,~) = Qr(s,), ™ |8)>11{5h}”
k=1h=1
~ (d2H? B[ & [ ) 1
< — 7 S—1
<0 Tﬂ K) + 4HE ;};Ehanﬂk(~|s) -||¢(57G)Hzl;h]l{gh}_

Similarly, we can prove

M=
M=

/2773
bias-2<(’)(dH K)—kﬁ]E

8 iH EfEanrs(1s) _||¢<s,a>\\§;; H{en)

-
Il
-
>
Il
-

Lemma 27. Suppose that B;}** < =23z where C, = 15,/log (%). Then

- 272 max )2 K
bias-3 < O MK + i]E
« 2H

H
> Y EiBaemis [l6(s @)l H{eh}ﬂ .

k=1h=1

Proof. By Eq. (29) and AM-GM inequality, we have that with probability at least 1 — &, for all
max\2
k. h,s,a, |6(s,a)T (D —wpp)] < OB 4 e)|g(s,a)||2 -, . Combining this with the
k,h
definitions of By (s, a) in Line 7 and By (s, a) in Eq. (25), we get

~

max )2
Bi(s,a) - By(s.a) = HC.dB77)

(Sa a)”f\;i + ¢(5a a)T ({Ek,h - wk,h) > — a

H(C,dB™>)?
—

(0%
_ < —
Bu(s.a) = Bu(s,0) < 5 lo(s, )l +

With the two inequalities above, we have
bias-3
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XH: By [(Buls, ) — Buls, ). melC1s) — 7 (1s)) 11{5,,}]]
h=

K H N
<E [Z > EiEaur(1s) {Bk(& a) — By(s, a)}

K H R
_E [Z EiEqmr(1s) [Bk(& a) — Bi(s, a)”

k=1h=1 k=1h=1
- H2 dBmax)Q a K H X i
S O < le% ) + ﬁ Z ZEhEGNWk('|S) |:H¢(S,a)||A;j1H{€h}:| .
k=1h=1

O

D.3.2 BOUND penalty IN EQ. (36)

Lemma 28. penalty < %}g(m

Proof. Since H,(s) = (1 — %) H,(s)+ %Hmin(s), we have H,(s) = %Hmm(s)_ Then

7 (F(H.(s)) — mingen, FEH)) _T log det(H min(s)) < 3dr log(K)
n n det(H,(s)) — n

O

D.3.3 BOUND error IN EQ. (36)

Lemma 29. error < O (H).

Proof. By the choices of 3,7, a, it holds that g + ap? < O(K) and % < O(K). Let mpin be
o(s,a)p(s,a)"  ¢(s,a)
¢(s,a)" 1

|6(s,a) Tdk,n| < £ by the definition of Gy, and [|@,n[l2 < K>, which implies | Bi(s,a)|I{s €
2.} < 2K2.

such that H ;,(s) = E . For s € Sy, we have ]@k(s, a)| =

a~Tmin (+]S)

Therefore,

K H
Z Z Ex ka,h - ﬁkﬁha H in(s) — H*(8)> ]I{Eh}w (by the definition of H,(s))
e

,_.

>
Il

—

Sy E [{Qus,) = Bes, ) mann(-]3) w*(~|s>>ﬂ{sh}]]

D.3.4 BOUND stability-1 IN EQ. (36)

To bound stability-1, we first introduce a useful identity in Lemma 30. This is first proposed in
Zimmert and Lattimore (2022) and restated in Liu et al. (2023a).

o G+gg" g H4+hh' h
Lemma 30 (Lemma 25 in Liu et al. (2023a)). LetG = and H = ,
gl 1 hT 1
we have
Dp(G,H) = Dp(G,H) + |lg — hl|F-1 > llg = hll3
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Lemma 31 (Lemma 12 in Liu et al. (2023a)). Define Sy = EyrBanry([s) [6(s,a)p(s,a)"].
Ifv= w,for any k, h, with probability 1 — §, we have

~ 1 1 1

Ek,h = ; Z ¢(Saa)¢( ) + ’YI = ZE anﬂ'k( |s) [¢(S7a)¢(sva)T] = 7Ek,h~

2
(s,a,8")EDg. 1

Lemma 32. [f~ = 24eOHK/D) 1y,

D) IR [FONSIE ;H{eh}H.

k=1h=1

stability-1 < nH’E

Proof. In this proof, we define
* 6(5,7) = Eqmn(lo) [6(s,a)]
» Cov(s,7) = Bamr(fs) [(6(5,0) = 6(s,m)) (é(s,0) — é(s,7) "]
» Cov(s,) = Equn(le) [6(s,a)é(s, )]

Let E, [-] be the expectation conditioned on history up to episode k& — 1. Consider a fixed s € S,
and any policy 7. Let

¢(s,a)(s,a)" (s, a)

¢(s,a)" 1
We have
B [(Hu(0) - H(9) o) - DL AL
— 2
<E lw(s,m (o)) — L2 ¢’<;7”>”cov<s,m11 Lm0

N llp(s, k) 7¢(877T)||2C?S7T~ -1
< Ek [|¢(S7ﬂk) - (15(5»77)”@(5,7%)—1 ||qk7h||m(87ﬂ'k) o )

2n
< gEk [ . } (AM-GM inequality)
n A H
< §Ek X @Sk s Gk Z (Cov(s, ) = Cov(s,m))
t=h Cov(s,mr)
nH?
< 7Ek [(ﬁ Sk Ghkh) | Sy, Cov(s, ) o ®(Sk.h, a h)}

77H2 TS-1 S-1
Ex | Tr ( Sk, Ok, ) P(Sk by Ak, h) Ek,hCOV(S’Wk)Zk,h)}

= Tr (Ek hEk y, Cov (s ﬂ'k)Ek h)
< nH2 Tr (Cov(s, wk)z,;ﬁ) (Lemma 31)
B0 605, )1 |

Taking expectation and adding indicator for s, and then summing over all k, & finish the proof. [
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D.3.5 BOUND stability-2 IN EQ. (36)

Given F(X) = —logdet(X), D*°F(X) = X! ® X! where ® is the Kronecker prod-
ai

uct. For any matrix A = {al as - an}, let vec(A) = | : | which vectorizes ma-
an

trix A to a column vector by stacking the columns A. The second order directional derivative
for F is D*F(X)[A, A] = vec(A)" (X' ® X 1) vec(A) = Tr(ATXTAX~1). We define
[Allvzrx) = VTr(ATXTAX 1) and ||Allg-2p(x) = V/Tr(ATXAX). Itis a pseudo-norm,
and more discussion can be found in Appendix D of Zimmert et al. (2022). In the following analysis,
we will only use one property of this pseudo-norm which is similar to the Holder inequality. It is
standard and also appears as Lemma 8 in Liu et al. (2023a).

Lemma 33. For any two symmetric matrices A, B and positive definite matrix X,

(A, B) < ||Allv2rx) | Bllv—2r(x)

Proof. Since (X ® X)™! = X! ® X!, from Holder inequality, we have
(A, B) = (vec(A), vec(B)) < [[vec(A)| x—1gx-1[lvec(B)l[(x-10x-1)-1 = [Allv2rx)l|Bllv-2r(x)
O

Lemma 34 gives a general argument to bound stability-2 with arbitrary B € R(¢+1)x(@+1) Similar
theorems are also stated in Lemma 34 of Dann et al. (2023b) and Lemma 27 of Liu et al. (2023a).

Lemma 34. For any matrix B € RUTVX(AHY) for any state s, given \/Tr(H,(s)BH(s)B) < m,
ifn < w5

Dy (H, Hi(s))
o (Hi(s) — H,—B) - — 220

< 81||B[S-2 (1, (s)) = 81 Tr (Hi(s)BH(s)B).
Proof. Forany H € H, define

G(H) = (Hy(s) — H,—B) — 2rH Hi(s)

n
and A = | B|\v-2p(#,(s))- Since /Tr(Hy(s)BH(s)B) < mand n < 13—, we have
1
1A = 1|Bllv—2 s (s)) = 1V Te(Hi(s)BH(s)B) < nm < 6

Let H' be the maximizer of G. Since G(H(s)) = 0, we have G(H’) > 0. It suffices to show
|H" — Hy.(s)||v2rr,(s)) < 81 because from Lemma 33 it leads to

GH') < |Hi(s)—H'|v2p@ ) |Blv-—2r@, (s) < 8MAIBllv-2r@,(s)) = 81IBIZ 25, (s))

To show ||[H" — Hy(s)|[v2rH,(s)) < 8nA, it suffices to show that for all U such that ||U —
Hy(s)[[vep,ys) = 8nA G(U) < 0. This is because given this condition, if ||H' —
Hy(s)|[v2p(m,(s)) > 8nA, then there is a U in the line segment between H(s) and H' such
that |U — Hy(s)||v2p#,(s)) = 8. From the condition, G(U) < 0 < min{G(H(s)), G(H')}
which contradicts to the concavity of G.

Now consider any U such that [|U — Hy(s)||v2pm,(s)) = 87\ By Taylor expansion, there exists
U’ in the line segment between U and H . (s) such that

1
GU) < U — Hy(s)|lv2r@, s 1Bllv-2r#, (s)) — %HU —Hi(9) |32 o)
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We have |[U' — Hyy(s)| w2, (s) < U —Hi(s)||v2 g (s)) = 8nA < 4. From the Equation 2.2

in page 23 of Nemirovski (2004) (also appear in Eq.(5) of Abernethy et al. (2009)) and log det is a

;elf—concordant function, we have U — H(s)|[32pry > iU - H,(5)|%2 p(r, (s))- Thus, we
ave

G(U) < [U~E(5) o Bl -2 oy~ 0 —Hu6) o, -+ = $137— S0
O
Lemma 35. Given By (s,a) = S||¢(s, a)||2§;’1h +a(1—3) lé(s, a)H o1 +¢(S,G)ka7h defined
in Eq. (25) for s € Sy, ifn < m, we have
K H max)2
stability-2 < 71@ > ErEann, s Bi(s,){&x}] | + O ((dBa)K> .
k=1h=1

Proof. We can decompose the bonus matrix in the following form and consider stability separately

-1 -1 1. $-1 -1 1
§k = BZ,M + aAk,h §wk’h . ﬁEkﬁh + aAk,h 0 i 0 ka h
’ 1-ET 1~ET
1wk 0 0 0 LW 0
B B

Then we have

stability-2 = E

K H
5B | () - BB - P m}H
k=1h=1 s
- 51 Dr(H Hy(s)

<E ;;Eh[(,ﬁ%wk(s)ﬂ,%m HD ) )|
K H

+E |0 B | o ()~ BB ) - DFWf’““”)M&}H
k=1h=1 s

For any matrix A € R%*? with all non-negative eigenvalues, we have

Z)\ (4%) < (Z)\ >2zr(A)2

Since both ¢(s,a)¢(s,a)’ and 62; n aA,; ,, are positive semi-definite, the eigenvalues of

b(s,a)p(s,a)’ (52;}1 + ozA,;}L) are all non-negative. Thus, for any s € Zj,, we have
~ ~ ~ 2
@ (Hu()B} , Hy(5)BL,) < \/ Tr ((an.s) (605, )6(s.a) T (885 + anih )]) )

=Tr (ank(-\s) [925(8, a)¢(s,a)’ (ﬁiﬁ + aA;Z}L)D
anom (1) {5|¢>(s a)§s +a||¢(s,a)iﬂ

IN

=E
§ Tap?. (16(s. )l < pfors € )

Thus, from Lemma 34, if n < we have

64H(g+ap2) ’

i EH: E; K max (H(s) — H,—Bl ) — DF(H’H’C(S))> ]I{Sh}H

HeH, ’ 4n
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El
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Eal
>
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=]
~—
™
>
e

1k:;{h:[l{
< gm 2 2B JTr (Hk<s>B,£,th<s>B,£h)ﬂ{sh}]
k;lh;l
< o ZZ Biancio | (B0, I3, +aloolly ) Hen | o7

Now consider B% 5, forany s € Zj,, we have

\/Tr (Hi()B} ,Hi(5)B} )
= \/2 Tr ((@k,n) "Eamn, (1s) [0(5, @) Banmy(s) [0(5,0) T Wrn + (@r,n) "Eamn, (1s) [0(5,a)P(s,a)T] W n)

< 2\/1ank(.|s) {((b(& a)T@k,hﬂ <2 (1 + 21) BMex < 96H <§ T ap2> . (by Eq. (30))

Similarly, from Lemma 34, if n < 3328H2( o) < 256HBmx, then for all A € [H]| and any state

s € Z;,, we have
Drp(H,H(s))

max <Hk(s) —H, *Ei,h> - P

HEw

< 8y Tr (Hi(s)B? Hi(9)B} )

< 32NEgmy(-)s) [( ¢(s,a) " Wy p) }

= 32y (1) | (6(5,0) Twk + 6(5,0)T (@ — win))’]
)

< 64nE oy (-1s) [( (s,a) Twy, ) ] + 64nEqr(|5) {(fi)(S,a)T (W,h — whyn))
((a+b)% <

1 ~
ﬁanﬂkHS) [|¢(57 a)T (wk,h - wk7h)|]

i
2a2 + 2b°)
1

< Eank(.\s) [6(s,a) "wy,n] +

(see the explanation below)
(C,dB™ax)? 1 1 2
< T Ha + E]anﬂk(~‘s) [(ﬁ(s,a)—rwk,h] + Eanﬂk(-\s) [a H(b(&a)HA,;lh] .
(Lemma 22 and AM-GM)
where in the second-last inequality, we use the condition of 7 and that

1 _
|p(s,a) "wpp| < (1 + H) sup W(s"I{s' € Z,11} < B™™, (by Eq. (31))

s’EeSy
6(s,a) T (Whp — wip)| < |0(s,a) T Win| + [6(s,a) Twpp| < (2 + 2H) B™*. (by Eq. (30))
Thus,

E

HRAPETATE H,—ﬁi,h>—DF(Hj’““”)m}H

k=1h=

1
1 K
< [z
k=1

Mm

ErEqmry(-|s) [¢(8aa)ka,hH{5h}]]

>
Il

1

K H
> D EiEanm, 1o [0 6,013 1{ER) ]

k=1h=1

5 \

[e%

- max )2
+0 <(dB)K) . (3%)
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Combining Eq. (37) and Eq. (38), we see that if n < m, then

stability-2

k=1h=1

| /\
- 1

ZEE* vencin | (Bl 1+a¢<s,a>||ik,;)ﬂ{sh}ﬂ

K H
1 *
+ B [ S BB [¢<s,a>mhw]
k=1h=1
K H '
1 2 - (dBmax)Q
+ 178 | D EiBumrs |al6(s, @)l 1 e} | +O (aK
k=1h=1
K H
1 (dBmax)
< =B Y Y BhiEann, (s [Bi(s,a){&}]| + O ——K ).
2H o
k=1h=1
O
Lemma 36. If n < 3228H2(1§+ap2) and v = w and B < m and

nH? < 3, then we have

K H
E |3 3B [(@Qks, o) — Bils.a), mal-ls) — 7*(Js)) H{Sh}]]
k=1h=1

. 2H3 2H2 Bmax2
go(d K + THBT) K+dT)
T o U

K H
+ Z ZEh]EaNﬂ.* (|s) [bk<s a H{gh} ZZ h]Ea~7rk( ) Bk(s a)]I{Eh}]
k: =1

k=1h=1
where by (s, a) is defined in Eq. (24).

Proof. Since n < 1 )’ adding up the bound in Lemma 28, Lemma 29, Lemma 32, and

3328H2( £ +ap?
Lemma 35 following the decomposition in Eq. (36), we get

<6 (s EE ) e S Y B (s, )l 1{€n}
0 a " ol |[1005 )lls T

k=1h=1

1 K H
SH DD EiEann,(ls) [Bils, )l{€x}]. (39)

k=1h=1

[\

From the decomposition in Eq. (35) and Lemma 26, Lemma 27, and Eq. (39), under the specified
conditions, we have

E |35 E; [(Qu(s,) — Buls,a), m(-ls) — 7*(-|s)) H{&}]}

k=1h=1
< bias-1 + bias-2 + bias-3 + ftrl

27173 2172 max )2
<o<dHK+dH(B )K+d7>

78 a n
+ (4 +nH)ZZE vl 00,0 T(s € 20}

M:c

xy

k=1h

ErEanm,(1s) [Brn (s, a)I{Er}

E\H

1
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. 2173 27172 max )2
go(dHK+dH(B )K+dT>
Tf n
1 K H
+ZZE* aNTr* 5) bk S a ZZE anﬂ'k(\ ) Bk h(S a)]I{Sh}}
k=1 h=1 k:lh:l

where in the last inequality we use & + nH? < .

O]
D.4 FINAL STEPS
Lemma 37. Let s € S;,. We have
1
Bk(sa a) < Tk:(57a) + (1 + H) ]ES’NP(»|s,a)]Ea’~7rk(-\s’) [Bk(sla a/>H{5/ € Zh-i—l}]
where we define
2(C, d B™max 2
Tk(sa (1) = bk(S, CL) + ES'NP("S,CL)EG/NTUC("S,) [O‘||¢(S/7a/)||i;1h+lﬂ{3/ € Zh-i—l}] + (LT)
Proof. Since By(s,a) > 0, we have
B (s,a) = By(s, )| < |Bu(s,0) — Bi(s,a)|
= |{F 160, DIt +6(5,0)T (@ = wi,n)
LdBmax
 (CaBm)? +alols, )2 (by Lemma 22)
Thus,
d(s,a) "wep
1
= (1 + H) EQ/NP( Is, Q)Ea ~ori(-]8) [B+(S a )]I{S € Zh+1}}
1
< (1 + H) ES/NP('ls,a)Ea/NTFk("S/) [Bk(‘s/?a/)ﬂ{sl € Zh+1}]
2 CLdBmax 2
B o Barmm ey [ol66 D2 T € Zyn)] + 2GE
k,h+1 (e
and
Bk(S,CL)
== bk(57 (1) + d)(sa a)ka,h
1
< b(s,a)+ (1 + H) Es/~P(~|s,a)Ea’~7rk(-\s/) [Bk(s’, a’)ﬂ{sl € Zpi1}]
2(0 dBmax)2
2 L
+ES/NP(~|S,G)EG,N7Tk("S,) |:a||¢(sl7a/)||A;}l+1H{sl € Zh+1}:| + T
1
= rk(s,a) + <1 + H> ]ESINP(,‘S)Q)IEG/NTHC(.‘SI) [Bk(sl, a/)H{S/ S Zh+1}] .
O

Theorem 38. Suppose the parameters are properly chosen so that all conditions in Lemma 36 holds
(see the proof for the final parameters). Then the regret of Algorithm 3 has the following guarantee

E[Rx] < O (d%HgK%) .
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Proof. By Lemma 23, we have for s € Sy,

1 . , . d2 (Bmax)Q
Bi(s,a) > bg(s,a) + [ 1+ H Egnp(is,a)Earmm, (s [Br(s',a)I{s" € Zp11}] — O — )
Combining this with Lemma 36, we see that the two conditions of Lemma 21 are satisfied with
f= o (M) and g = o (dQHsK + dQHZ(BmaX)QK + di) Thus, by directly applying
« T8 «@ n )" >
Lemma 21, we have

- 2H3 2H2 pBmax 2 1 K
reg-term < O (d K+ (a VK - CZ) - (1 + ) E lz Eammy([s1) [Bk(sl,a)]]
k=1

706 H
To bound the last term, below we use induction to show that for s € Sy, the following holds:
1\ Hh
By (1s) [Br(s,a)] < (1 + H) V7 (s;78)
for the 7 defined in Lemma 37.

Base case (step H). forany s € Sy, we have
EaNﬂ'kHS) [Bk(57 CL)} = anﬂk(~\s) [bk(S, a’)] < V7 (57 Tk)

Induction. Assume that for any s € Sp, 41,
1 H—h—1
Eqmry(-1s) [Br(s,a)] < (1 + H) V7 (837%)-

Then for any s € Sy, we have
Ea~7rk(-\s) [Bk(87 a)]

1
< ]anﬂk('\s) |:?"k(8, a) + (1 + H) ES/NP(~\s,a)Ea’~7rk(~|s’) [Bk(g;’7 a/)}:| (Lemma 37)
1 H—h
< Eonmp(]s) [rk(s, a) + (1 + H) EyP(s,a) V(s Tk)}] (induction hypothesis)
1 H—h
< (1 + H) IE‘(J,r\z7rk(~|s) [Tk(sv CL) + ES'NP("S,CL) [Vﬂk (S/; rk)” (’I"k(S, CL) > 0)

L \H-h
= (1 + H) V7™ (s57%)-

Since (1 + %)H < e < 3, we have

1 K
(1 + H) 2 Ea'\‘ﬁk('\sl) [Bk(sl’ a)]

K
< 32\/”’“(81 k)
k=1
. K H (dBmax)Q
=0 (ZZESN;L’;E(INT%('S) |:ﬂ||¢(5aa)||%;1 +OL¢(S,G)||?\’:%:| + 06K>
k=1 h=1 - "

(0%

- Bmax 2
<0 <6dHK T adH + (d)K) |

Given that B = 4H (1 + %)2“{7}”1) (g + osz), we have B™2* < 36 H (g + a,o2). Thus,

reg-term < O e K e

_ (@H? _ d*HAB? d
( + B K+ HYap K + % + BAHK + adH)
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1 1 1 < O, 4
Wepick p = H-3d- iK%, 8 = VAK %, 0 = HKY, 7 = K}, 6 = L, o = 210s(0dHK)
3
2

n = %. In that case, if VK > 16200d%Hlog (dK4) = (

Lemma 36 are satisfied and reg-term < (5(d%H 3K ).

bl

v =
) all conditions in

By Lemma 15, the initial pure exploration phase takes

~ g +d4 ~ 3 3 1
Ko=0|2Z " )=06 (d5H2KZ i d4H4Kz)

6COV

episodes, which contributes to an additional regret of H Ky = @(d%H 3K %) (omitting lower-order
terms). Finally, the cost of ignoring states outside of Z is H3K ~% as calculated in Eq. (20).

Combining all parts of regret finishes the proof.

O
E AUXILARY LEMMAS
E.1 UNIFORM CONCENTRATION VIA COVERING
Consider policy class
P(s) = {p : 60\\/(5,1)) = a;gr;in{(H,Z} + F(H)},for Z € Z} (40)
€M,
where Z = [~ K3, K3](d+1)x(d+1) 0 § with S denoting the set of symmetric matrices. We define

the following function class.
Definition 39. For any h and any s € Sy,

Vi (535, A, w, p) = (”é) oy [B16(5,0) 31+ (5, a)w + 2all(s, )3 ] Ts € 2}

Vi ={V (s 5, A, w,p) | Amin (£) =7, Amin (A) > 1, [Jw]| < K?,p € P(s)}.

where P(s) is defined in Eq. (40).

We propose the following two covering lemma. Lemma 40 is standard which argues the upper bound
of the cover number of a Euclidean ball. Lemma 41 inherits from Lemma 15 in Liu et al. (2023a).
Lemma 40 (Cover number of Euclidian Ball). For any € > 0, the e-covering of the Euclidean ball
in R with radius R > 0 is upper bounded by (1 + %)d.

Lemma 41 (Covering for logdet policy class, Lemma 15 in Liu et al. (2023a)). For any s, there
exists an e-cover P'(s) of P(s) with size log |P’(s)| = (d + 1)?log M such that for any
p € P(s), there exists an p’ € P’(s) satisfying

| Cov(s.p) = Cov(s.p)|| <

Lemma 42 gives the covering number of function class V},.
Lemma 42. Let N (V) be the || - || €-covering number of function class Vy, for any h, we have

log (N.(V1)) < dlog <1+ 1652) e 10g< 16\ﬁ6’> Pl ( 16\€/&a>

1) Tog (96(d +1)% (2671 +2a + K2)> '

€

If%—i—ZaSKQ, then
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Proof. Define
B (5,0 D, B,w) = |6(s, a)|5 + 65, a) 3 + 67 (5, aw
and consider the following function classes
B={B(s,a;D,F,w) | D> < 267"\, | Fll> < 2a, w; < 252},
V = {Eqp [B(s,a; D, E,w)] | B(s,a; D, E,w) € B,p € P(s)}.
Forany Vi = E,p, [B(s,a; D1, Eq,w1)] and Vo = Eqp, [B(S, a; Da, Es, ws)], it holds that
Vi — Va| = |Eqmp, [B(s,a; D1, Ev,wi)] — Eqep, [B(s, a; Do, Ea, ws)]|
= |Eqmp, [B(s,a; D1, E1,w1)] — Eqep, [B(S,a; D2, Eg, ws)]|
 [Bamps [B(5,5 D2, Bz, w3)] — Eqn, [B(s, 03 Ds, Ea,wa)]].
On the one hand, we have
|B (s,a; D1, E1,w1) — B (s,a; Do, Eg, ws)|
= [llg(s, )| B, = 6(s,a)|[p, ]| + 6" (s,a) (w1 —wa)| +|[|6(s, a)l[E, — [6(s,a)l, |
= [é(s,a)" (D1 = D2) ¢(s,a)| + [¢" (s,a) (w1 — wa)| + [4(s,0) " (E1 — E2) é(s,a)|
< [[D1 = Dally + llwy — wall2 + [[Ex — B2, (lo(s,a)ll2 < 1)
< |[D1 = Dallp + llwr — wall2 + [ Ex — Eal|p -

Since for any matrix A € R4, ||A|p < v/d|| A2, we consider a < net on {D € R¥*? | | D||p <

2vdBy~ '}, a £ neton {w € R? | ||lw||> < 2K?},a < neton {E € R4 | ||E|r < 2Vda}. From
Lemma 40, the log size of these nets is

2
dlos <1 | 16K ) L log< 16\[5> e ( 16\/&a> |
€ €

Dy + By

=

On the other hand, define By = we have ||Bsll2 < 28771 + 2a+ K? and

W3
|Ea~p1 [B(’S»a;DQvEQaw?)] - ]E(ZNP‘Z [B(Sva; D27E2ﬂw2)]|
= <6(;7(57p1) - 60\‘/(5’1)2)7B2>’

< H(To\v(s,pl) — C/(;’(S,p2)H2 B2,

< (28y7'+2a+ K?) Hé&z(s,pl) - éaz(s,pg)HF

Moreover, we construct a ; 5y net on policy class P(s) based on Frobenius norm. From

TEp7 T+2a ¥ K7
Lemma 41, the log size of this net is

96(d +1)% (287~ +2a + L) )
. .

(d+1)2log <

Since clipping and adding more constraints will not increase the cover number, for any h, we have

~ 2
log Ne(V) < log N (V) < dlog <1 + 165{ ) + d*log < 6\[ﬂ> +d?lo < 16\6/&])

1) hog (96(d +1)% (287! + 2a + K?) ) |

€

O

Lemma 43 shows the uniform concentration of all functions in V. It also appears as Lemma D.4 of
Jin et al. (2020b), Lemma D.7 of Sherman et al. (2023b) and Lemma 24 of Sherman et al. (2023a).
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Lemma 43. Let {z.} be a stochastic process on state space S with corresponding filtration
{F;}2,. Let {¢,} be an R%-valued stochastic process where ¢, € F,, and ||¢,|| < 1. Fur-
ther, let Ay, = N[+ >0, b-¢.). Then for any § > 0, with probability at least 1 — 8, for all n > 1
and any V' € V such that |V ||s < D, we have

2.2
< 4D? (dlog (n—l—/\) —l—log'/\[E V)) + sn e

> - (V(2r) = B[V (2| Fro1)]) 9 by § A

-1
An

T=1

where N.(V) is || - ||oo €- covering number of V with difference e.

Lemma 44 (Lemma D.4 in Sherman et al. (2023b)). Let {¢;}7, € RY {y;}7, € R,\ € R and
set A = Zf:l #ip; + N, and w = A1 Zivzl biyi. Then for any w* € R¢

N

S i — st + VA
i=1

A1

[ = w*]|a <

E.2 FTRL REGRET BOUNDS

Lemma 45 (Standard FTRL bound). Let Q C R? be a convex set, g1, ...,gr € R andn > 0.

Then the FTRL update
t—1 1
wy = argmin ¢ ( w, » gr )+ —(w)
weN { < 7;1 > n

ensures for any u € Q and ng > 0,
T

. T
S - uy gy < L) T mitwea v(w) | g <H}3§<w —w,g1) - Dw<ww>> |

t=1 77 t=1 n
Penalty

Stability

Since we do not use standard FRTL but run the same policy 7 in 27 episodes. We will introduce a
blocked FTRL regret bound in Lemma 46.

Lemmad6. Let K € Z,,7 < K,J = [&], and set T; = {r(j — 1)+ 1,- -+ ,7j} forall j € [J].
Assume 1 > 0, let gi, be a sequence of input, define

1 .
96) = Z gk, Vj € [J]

kET);

W(ji1) = argmln{< ZQ(T > )}

Then if wy, € Q2 are such that wy, = w;) for all k € Ty, j € [J], for any u € Q we have

K . K
T((u) — miny, w Dy (w,w
Z<gk7wk*u> < (7/1( ) EQw( )) +Z(max<wkw,gk> w( k))
n weQ n
k=1 k=1
Proof. By applying Lemma 45 on gy, T(j, we get
J J
Y(u) — mingeq ¥ (w Dy (w,w;y)
> gy wi) —w) < 2 V) 5™ (g — w.ggy) - )
i=1 n = we n

In addition,

J I /1 17 | X
Z<9( JW() —u) = Z<7'ng’wk_u>:rzz (g, W — ) ;Z(gk,wk—m

j=1 j=1 kET;
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On the other hand,

Dy (w,w(;))
Z (max w() = w, gg)) - ————2 >

= n

Dy (w, w))

keT N

-

IA
1M
o~

max & Z<wk*wgk> = ZM

=\ T e kET; U
J

1 Dw(w,wk)
< = _ _ e\ TR
<=2 <glg§<wk w, gk) ;

J=1keT;

1 & Dy (w,wy)
= - Z max(wy — w, gg) — —————

T 1 we n

Thus, we have

K

. K
gy - ) < T M VY0) S (e, ) - Do)

k=1 N k=1 N

E.3 OTHER TECHNICAL LEMMAS

Lemma 47. Let x; be a sequence of vectors, p; a probability distribution and a; arbitrary scalars,
then

T

2
< (E Di ||$z||2> E pjaf
i J

Proof.
2 2 ) 2 2
_ 2Li _ pia; z; 2
piaiT;|| = pia; —| = bjaj;
, , i — " . p;as a; ,
7 [ 7 J J j
) 2
pia Xy
< i il Z pa? (Jensen’s)
5,0 |a =
i 3 P} v

- (Zp ||xi2> S pjal

J
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