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A Additional Experimental Setup

A.1 Implementation Details

Reinforced Fine-Tuning for Eliciting Visual Latent Planning We set 3 in GRPO to 1le—2, with
a maximum response length of 1024. To encourage diversity during rollout generation, we set the
temperature to 1.0 and use top-p sampling with p = 0.99. For computational efficiency, we use up to
16 video frames, each processed at a maximum resolution of 128 x 28 x 28 pixels for video data,
and 256 x 28 x 28 pixels for image data. The length of trajectory, K, is set to 8, and for additional
QA data, following [5]], we use accuracy as the reward for multiple-choice questions, and the average
ROUGE-1/2/L scores for free-form answers.

Reasoning-Enhanced Action Adaptation As mentioned in Sec. 4.1, the action model 7 is a
Transformer-based diffusion policy [4]]. We use a DDPM noise scheduler with 1000 timesteps for
training, and inference using 20 DDIM steps. To accelerate training, for each observation o; and
instruction ! pair, we let the MLLM JFj reason and generate the visual plan latent ¢; in an offline
manner. With these cached latents, as described in Sec. 3.3, we train the action model 7y via imitation
learning while keeping the VLM frozen. We set the number of interactions per reasoning step N to 15
for SimplerEnv [9]] and 75 for the LIBERO benchmark [[11], based on the average task length in each
environment. We provide an ablation study on the choice of N in Sec. Following OpenVLA [7],
we use a single 224 x 224 RGB image in third-person view as the observation input during training
and inference.

A.2 Training Data Preparation
A.2.1 Training Datasets

2D Trajectory of Manipulation Visual trajectories are sourced from two datasets: Open X-
Embodiment (OXE) [16] for robot manipulation, and Something-Something V2 [6] for human
manipulation. Specifically, we select the fractal20220817_data and bridge subsets from OXE for
their high quality and visually clear trajectories. As described in Sec. 4.1, we extract gripper
positions from each frame using an off-the-shelf detector[15]. From each video, we randomly
sample 3 starting frames and simplify the subsequent gripper trajectories into K keypoints using the
Ramer-Douglas—Peucker (RDP) algorithm (following HAMSTER [10]]). For Something-Something
V2, we instead use a hand detector [[19]. In case two hands appear, we select the one with the largest
movement. We apply stabilization [20] to reduce the impact of camera motion.
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RoboVQA [18] RoboVQA comprises a diverse set of real-world task episodes collected from both
robotic and human embodiments. It contains approximately 5K long-horizon and 92K medium-
horizon videos, each annotated with multiple question—answer pairs.

Reflect (RoboFail) [12] The RoboFail dataset captures robot manipulation failures in both simula-
tion and real-world scenarios. It includes 100 simulated failure cases in the AI2ZTHOR environment
and 30 real-world cases collected via URS5e teleoperation. We reformulate the original textual
annotations into a multiple-choice question format, resulting in a total of 300 question—answer pairs.

EgoPlan-Bench [2] EgoPlan-Bench consists of egocentric videos annotated with task goals,
progress histories, and current observations, designed to enhance MLLM planning capabilities
in long-horizon daily tasks. It includes EgoPlan-IT, a 50K-instance subset generated automatically,
and EgoPlan-Val, a SK-instance, human-verified subset of high-quality samples.

Video-R1-CoT [S] Video-R1-CoT comprises 165K question—answer samples with chain-of-thought
(CoT) annotations generated by Qwen2.5-VL-72B [1]. It is curated to support cold-start fine-tuning
for video reasoning and spans domains including math, spatial logic, OCR, and chart understanding.
All annotations are filtered for consistency and quality.

LLaVA-Video-178K [21] LLaVA-Video-178K includes 178K videos with detailed captions, 960K
open-ended questions, and 196K multiple-choice questions. The annotations are generated via
a GPT-40-based pipeline, providing multi-level temporal descriptions and diverse question types,
sourced from untrimmed videos across domains such as cooking, physical activities, and egocentric
perspectives.

A.2.2 Training Data Construction

Supervised Fine-Tuning for Cold Start For the SFT cold-start stage, we fine-tune the MLLM
using 2D visual trajectories from OXE [16], QA tasks from RoboVQA [18] and EgoPlan-IT [2],
as well as chain-of-thought (CoT) data from Video-R1-CoT [5]]. Specifically, the SFT dataset
comprises 30K 2D visual trajectories, S0K RoboVQA samples, SOK EgoPlan-IT samples, and 165K
Video-R1-CoT samples.

For the Video-R1-CoT data, which includes CoT annotations, we follow the original template [5I],
prompting the model to output responses in the <think>...</think> <answer>...</answer> format.
For the remaining datasets, which consist of standard QA pairs without intermediate reasoning, we
append the instruction: “Please directly provide your text answer within the <answer> </answer>
tags, without any reasoning process,” to encourage concise responses.

Reinforced Fine-Tuning for Eliciting Visual Latent Planning For the reinforced fine-tuning stage,
we use 2D visual trajectories from both OXE [[16] and Something-Something V2 [6], along with QA
datasets including RoboVQA [18]], EgoPlan-IT/Val [2]], RoboFail [12]], and LLaVA-Video-178K [8].
Specifically, the dataset consists of 12.5K 2D visual trajectories, 10K RoboVQA samples, 10K
EgoPlan-1T/Val samples, 0.5K RoboFail samples, and 10K LLaVA-Video-178K samples.

We provide the detailed prompt templates for each data type in Tab.[AT] This mixture of action-
grounded and reasoning-intensive data enables the model to plan both physically executable and
semantically coherent, while also improving generalization to diverse real-world tasks. In our
implementation, the format reward r¢yma 1S set to 1 when the model’s response adheres to the
required output structure, specifically the "<think> ... </think> <answer> ... </answer>"
format, and O otherwise.

A.3 Evaluation Benchmarks

SimplerEnv [9] SimplerEnv is a simulation benchmark featuring two evaluation settings: visual
matching and variant aggregation. It provides diverse manipulation scenarios across different lighting
conditions, table textures, backgrounds, object distractors, and robot camera poses. Built on WidowX
and Google Robot setups, SimplerEnv helps assess VLA robustness and the effectiveness of reasoning
capability under varied visual conditions.



Table Al: Reasoning prompt template for reinforced fine-tuning.

Data Type Prompt Template
2D Manipulation | Given an image of a robot manipulation scene and the task instruction
Trajectory "{Instruction}", please generate a sequence of 8 keypoints, representing

the gripper’s 2D trajectory on the image from its current position to the
task-completion position. Please think about this planning process as
if you were a human carefully reasoning through the manipulation task.
Engage in an internal dialogue while considering the scene, the goal,
possible subtasks, the motion path, and any obstacles. It’s encouraged to
include reflections on the environment, analysis of the goal state, decom-
position into subtasks, and any adjustments to the planned trajectory as
you think through the process. Provide your detailed reasoning between
the <think> </think> tags, and then give your final prediction between
the <answer> </answer> tags based on the reasoning.

Please provide the trajectory [(x1, yl), (x2, y2), ..., (x8, y8)] with coordi-
nates normalized to [0,1] within <answer> </answer> tags.

QA Tasks {Question} Please think about this question as if you were a human
pondering deeply. Engage in an internal dialogue using expressions
such as ’let me think’, *wait’, "THmm’, ’oh, I see’, ’let’s break it down’,
etc, or other natural language thought expressions. It’s encouraged to
include self-reflection or verification in the reasoning process. Provide
your detailed reasoning between the <think> </think> tags, and then
give your final answer between the <answer> </answer> tags based on
the reasoning.

(MCQ) Please provide only the single option letter (e.g., A, B, C, D, etc.)
within the <answer> </answer> tags.

OR

(Free-form) Please provide your text answer within the <answer> </an-
swer> tags.

LIBERO [11] LIBERO is a simulation benchmark for evaluating generalization in robotic manipu-
lation across four structured task suites, each targeting a distinct generalization challenge: spatial
layout variation (LIBERO-Spatial), object diversity (LIBERO-Object), goal variation (LIBERO-
Goal), and long-horizon planning with mixed variations (LIBERO-Long). Following prior work [22],
we evaluate each task suite over 500 trials using 3 random seeds.

EgoPlan-Bench2 [17] EgoPlan-Bench2 evaluates egocentric planning capabilities of MLLMs in
complex, real-world scenarios. It emphasizes long-horizon reasoning based on task goals, progress,
and current observations, spanning 24 scenarios across 4 daily-life domains. Compared to EgoPlan-
Bench [2], it features more diverse scenes and serves as a non-overlapping evaluation set. The
benchmark includes 1,321 high-quality multiple-choice QA pairs evaluated using accuracy.

RoboVQA [18] RoboVQA focuses on visual question answering in robotic manipulation, empha-
sizing long-horizon reasoning, contextual understanding, and affordance-based decision-making.
It includes real-world videos from both robot and human embodiments, covering planning, future
prediction, affordance reasoning, and outcome classification. We use its validation set, which consists
of 1,893 video—text pairs in a free-form QA format evaluated using BLEU score.

OpenEQA [14] OpenEQA is a benchmark for embodied question answering (EQA), aiming to
evaluate an agent’s ability to understand and reason about real-world environments through natural
language. It poses questions that require spatial, functional, and commonsense understanding across
diverse scenes. The dataset includes over 1,600 high-quality human-authored questions from more
than 180 real-world environments, in a free-form QA format evaluated using an LLM-based scoring
metric aligned with human judgment.



B Additional Experiment Results

B.1 Qualitative Comparisons of Robot Execution Results

To complement the quantitative results, we provide qualitative comparisons of robot execution results
between DiT-Policy [4], OpenVLA [7], and ThinkAct, which are available on our project page:
https://jasper03 14-huang.github.io/thinkact-vla/.

B.2 Additional Qualitative Results

Fig. [AT] presents a comparison of ThinkAct before and after RL fine-tuning on an EgoPlan-
Bench?2 [17]] example. Similar to Fig. 4 in the main paper, RL enhances embodied reasoning,
enabling the model to predict the correct next action.

Q: Considering the progress shown in the video and the observation in the final frame, what should be the next action to complete the task: "prepare
baking powder"?

A. close box

B. remove baking powder sachet

C. pour baking powder into basin

D. put salt on table

ThinkAct w/o RL ThinkAct
<thinkoLet me think about this carefully. The person is <think>Let me think about this carefully. The person is preparing something in a

preparing something in a green bowl, and they've just opened | | green bowl. They have already added sait, and now they are dealing with a yellow
a yellow packet labeled "MANDAZT ASIYA." Now, they re packet labeled "Mandazi." The action seems to be related to preparing a mixture,
holding the packet with both hands and appear to be pouring possibly for baking.

something from it. y . g :
Hmm, the person is opening the yellow packet and seems to be taking something out.

Wait, what is it? Hmm, it looks like they're adding something | |wait is it a bakin der? Tt looks like th ing somethin m th ket
white to the bowl. Oh, T seel It must be baking powder, as im% T'P:z 'bo(:vl,a T (L ooks like they are pouring something from the packe

it's a common ingredient in baking and is often stored in - . . 5 5

packets like this. Oh, I see. The person is likely preparing a mixture that requires baking powder.
. . B Let's break it down: they have salt and now they are adding something from the

Let's break it down: they've opened the packet, and now packet. It must be the baking powder.

they're adding its contents to the bowl. So, the next step

should be to close the packet after adding the baking powder.

Yes, that makes sense.</think>

<answer>A</answer>

Therefore, the next action should be to pour the baking powder into the basin. This
aligns with the process of preparing baking powder as part of the recipe.</think>
<answer>C</answer>

Figure A1l: Qualitative comparison of reasoning process and the derived answer for our ThinkAct
with and without RL for embodied reasoning tasks on EgoPlan-Bench2 benchmark. Red denotes the
incorrect reasoning and answer, while indicates the correct one.

B.3 More Self-Correction Samples

To further demonstrate the capacity of ThinkAct for reflection and self-correction, we present two
additional examples. In Fig.[A2] in a task where the robot is instructed to place a box into a basket,
the gripper accidentally drops the box midway. The reasoning MLLM identifies the failure, says
“Let’s reconsider how to complete the task,” and generates a revised plan that guides the gripper
back to the dropped location to regrasp the box. The robot then successfully completes the task,
demonstrating ThinkAct’s ability to reflect on errors and self-correct through structured reasoning.

B.4 Results of Smaller Model Size

To demonstrate the generalizability of our approach, we apply ThinkAct to a smaller model, Qwen2.5-
VL-3B, and compare its performance with other models of similar size. As shown in Tab. [AZ]
ThinkAct consistently outperforms other models on EgoPlan-Bench?2 [[17], RoboVQA [18]], and
OpenEQA [[14]], demonstrating its effectiveness on smaller MLLM backbone.

B.5 Results of 5-Shot Adaptation

As shown in Fig. [A3] we conduct an additional 5-shot adaptation experiment on LIBERO [11].
Specifically, we fine-tune the action model using only 5 demonstrations per task and evaluate its


https://jasper0314-huang.github.io/thinkact-vla/

Dropped!! | IReplan & Execute

r<1'hink>Le'r's start by examining the scene and the task.
The goal is to put both the cream cheese box and the butter in the baskert.
However, something unexpected has happened — oh, I see the cream cheese box has dropped from
the robot's arm. Reflection
Hmm, let's reconsider how to complete this task. First, I identify the new location of the cream &
cheese box. . ) , Self-Correction
I; siem‘f to have fallen near the robot's last movement point. The butter remains untouched near
the basket.

\A'f'rer‘ careful consideration, I believe this is the correct sequence of events.</think> |

Figure A2: More Demonstrations of self-reflection and correction capability of ThinkAct.

Table A2: Quantitative comparisons with smaller models on embodied reasoning tasks.

. . InternVL2.5- InternVL3- NVILA- Qwen2.5-VL- Qwen2.5-VL- ThinkAct-

Dataset  Split/Metric | ", = B [23] 2B [3] 3B [1] 3B*[0] 3B (Ours)
Daily life 30.9 36.9 346 29.0 449 46.6

Egoblan. WOk 278 29.9 26.7 27.0 43.0 414
Bench2 Recregtlon 28.6 35.6 33.3 30.2 422 45.9
Hobbies 33.1 315 316 28.9 40.9 425

= 30.1 334 314 28.5 43.0 44.0

BLEU-1 36.6 344 38.7 425 60.7 624

BLEU-2 337 33.9 343 36.3 56.8 573
RoboVQA BLEU-3 31.0 335 311 287 513 520
BLEU-4 294 333 292 31.8 457 496

Average 327 338 333 348 536 55.3

Obj. State 60.5 612 59.7 59.8 56.3 60.6

Obj. Recog. 437 4238 39.6 37.8 417 453

Func. Reason. 49.0 53.5 47.2 48.0 453 51.4

Spatial 36.9 38.9 36.5 3.8 36.2 39.4

OpenEQA i, Recog. 635 62.6 615 576 56.6 617
World Know. 4223 452 513 38.9 40.9 46.4

Obj. Loc. 336 372 331 29.0 353 37.6

= 471 48.8 47.0 434 446 48.9

performance over 100 trials, following the protocol of Magma [20]]. Consistent with the 10-shot
results in Fig. 5 of the main paper, ThinkAct consistently outperforms comparative methods across
all three tasks.

B.6 Ablation Study

Additional Quantitative Ablation on LIBERO and OpenEQA Benchmarks Tab.[A3]extends the
main paper’s ablation by evaluating on LIBERO [11] and OpenEQA [14]]. Results confirm that both
Tg0al aNd Tryj are crucial for effective planning, with performance dropping when either is removed
and nearing the SFT baseline when both are excluded. This further supports the importance of
action-aligned visual rewards.

Ablation Study on the Number of Actions per Reason We ablate the frequency of reasoning
updates by varying the number of actions per reasoning step N on LIBERO. Setting N to 25, 50, 75,
and 100 results in average success rates of 84.0%, 84.6%, 84.4%, and 83.7%, respectively. These
results suggest that overly sparse reasoning (e.g., N=100) might cause the model to be unable to
detect the failure and perform self-correction in time, leading to degraded performance. On the other
hand, too frequent updates (e.g., N=25) would induce additional inference cost without yielding
substantial performance gains. As a result, we set the number of actions per reasoning /N as 75 on
LIBERO.



. . . HEE OpenVLA
Table A3: Quantitative ablation study for 401 Magma
our proposed RL rewards in ThinkAct on 35| mEE ThinkAct 55
LIBERO and OpenEQA benchmarks. & 30/
()
Method LIBERO OpenEQA & 21
ThinkAct (Ours) 84.4 56.2 g 20
515
Ours W/o iz 82.1 55.9 @
Ours w/o Tgonl 81.7 55.6 101
Ours W/0 a5, Tgoal 81.6 55.7 5
SFT cold-start 79.1 >33 Spatial Object Goal Average
Figure A3: 5-shot adaptation results on LIBERO.
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