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s 1 Detailed Methodology

17 1.1 Complete Algorithm Description

Algorithm 1: Complete Reliability-Weighted Ensemble Framework

Input: Variable pairs {(X;,Y;)}? ;, textual descriptions {d; }?_;

Output: Calibrated predictions {(pred;, conf;)}_,

for each pairi =1 ton do

// Stage 1: Evidence Collection

text_evidence; < LLM_extract(d;, X;,Y;);

stat_evidence; + {};

for each method M; € {slope, RE,kNN,ANM,HSIC,CDS} do
score;j < M;(X;,Y;);
stat_evidence; + stat_evidence; U {score;; };

// Stage 2: Reliability Assessment
for each method M; do
Rij — Oz-ACCj +,B(1 —O'j)+’}/' (1 —DEOEj);

B et
// Stage 3: Evidence Pool Construction
evidence_pool; + {};
n_text_votes < max(1, |text_evidence;.confidence x 10]);
for v = 1 to n_text_votes do
L evidence_pool; « evidence_pool; U {text_evidence;.direction};

for each score;; € stat_evidence; do
n_stat_votes < max(1, min(10, f(|score;;|)));
for v = 1 to n_stat_votes do
| evidence_pool; < evidence_pool; U {sign(score;;)};

18 // Stage 4: Bootstrap Consensus
consensus_results < {};
for b =1 to B = 1000 do
sampley, + bootstrap_sample(evidence_pool;);
votes_ XY + > Iv = +1];
votes Y X < 37 coampie, 11V = —1];
if votes_ XY > votes_Y X then
L consensus_results < consensus_results U {+1};

else if votes_Y X > votes_ XY then
L consensus_results < consensus_results U {—1};

vEsampley

else
| consensus_results < consensus_results U {random({—1,+1})};

// Stage 5: Temperature Scaling and Final Prediction

reconsensus_results:ir=+1}|,
fxy U 1,

B
|[{rEconsensus_resultsir=—1}|,
frx < 5 ;

raw_con fidence < max(fxy, frx);

pred; < argmax{fxv, fyx};

// Apply temperature scaling

T* + optimize_temperature(validation_set);

. raw_con fidence .
logit < log (W)
logit \.

T* )

confi < 0(

return {(pred;, con f;)}i
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1.2 Individual Method Implementations
1.2.1 Slope-Based Heuristic

The slope-based method compares prediction errors in both causal directions:

n

1
MSEx_ v = -~ ;(Yz — fx(X:))?
1 n
MSE =) (Xi—fyr(V2)?
SEy_x n;( Ty (Yi)
score = MSEy_,x — MSEx_vy

where fx and fy are linear regression functions.

1.2.2 Random Forest Asymmetry

Random Forest method uses prediction accuracy asymmetry:

RFx_,y = RandomForest(X — Y)
RFy_, x = RandomForest(Y — X)
score = Error(RFy _, x) — Error(RFx_,y)

1.2.3 k-Nearest Neighbors Asymmetry

Similar to Random Forest but using k-NN regression:

score = Error(kN Ny _, x) — Error(kNNx_,y)

1.2.4 Additive Noise Model with Kernel Ridge Regression

ANM assumes one direction follows an additive noise model:

Y = f(X)+ Ny where Ny 1 X
X=9g(Y)+Nx where Ny LY

The method fits Kernel Ridge Regression and tests independence of residuals:

f= arg min [|¥ — FEOIZ + Al flla
rxoy =Y — f(X)
score = |corr(X,ry_x)| — |corr(Y,rxv)|
1.2.5 Hilbert-Schmidt Independence Criterion

HSIC measures independence between cause and residuals:

1
(n—1)?
score = HSIC(Y,ry_x)— HSIC(X,rx_y)

HSIC(X,TXA))/> = tr(HKXHK H)

TXY

where Kx and K, are RBF kernel matrices and H is the centering matrix.
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33 1.2.6 Conditional Distribution Similarity

34 CDS measures how similar conditional distributions are across bins:

Vxoy = Var({E[Y|X € bin,]} i) (17)
Virosx = Var({ E[X|Y € bing]}ip7) (18)
score = Vy_x — Vx_vy (19)
35 1.3 LLM Prompting Strategy
Listing 1: LLM Prompting Implementation
?1 def 1lm_causal_prompt(x_name, y_name, description):
382 system_prompt = """
393 You are an expert in causal inference. Given a description of two
404 variables, determine the most likely causal direction based on
415 domain knowledge and scientific principles.
426
437 Return JSON format: {
4438 "direction": "X->Y" or "Y->X",
459 "confidence": float between 0.5 and 0.95,
480 "reasoning": "brief explanation under 50 words"
471 }
482
493 Consider:
504 - Temporal ordering
515 - Physical mechanisms
536 - Common sense causation
537 - Domain-specific knowledge
548 nnn
589
5@0 user_prompt = f"""
521 Variables:
582 X = {x_name}
523 Y = {y_name}
604
6125 Description: {description}
626
637 Determine causal direction X->Y or Y->X with confidence.
648 e
629
£50 return query_llm(system_prompt, user_prompt)

s 2 Complete Performance Table

Table 1: Complete performance results across all methods and metrics

Method N Accuracy Precision Recall Fl DECE  Brier
Description-only 72 0.931 0.943 0916 0929 0.100 0.087
Individual Statistical Methods:

Slope-based 68 0.588 0.595 0.588 0.591 0.271 0.259
Random Forest 68 0.618 0.628 0.618 0.623 0.248 0.247
k-NN 68 0.618 0.628 0.618 0.623 0.248 0.247
ANM-KRR 68 0.515 0.521 0.515 0518 0235 0.241
HSIC 68 0.500 0.507 0.500 0.503 0.280 0.273
CDS Proxy 68 0.515 0.521 0.515 0.518 0279 0.250

Continued on next page




Table 1: Complete performance results (continued)

Method N  Accuracy Precision Recall F1 DECE Brier
Fusion Approaches:

Simple Average 68 0.647 0.658 0.647 0.652 0.198 0.221
Weighted Average 68 0.706 0.718 0.706  0.712 0.167 0.189
Majority Voting 68 0.691 0.702 0.691 0.697 0.183 0.201
Ensemble Variants:

Basic Ensemble 68 0.936 0.947 0.925 0936 0.081 0.094

+ Reliability Weighting 68 0.940 0.951 0.929 0.940 0.052 0.089
+ Temperature Scaling 68 0.944 0.954 0.934 0944 0.041 0.082

so 3 Temperature Scaling Optimization

Validation Loss
IN

0 ‘ ‘ ‘ ‘ % Temperature T’
0 2 4T"=1.156 8 10

Figure 1: Temperature scaling optimization curve showing optimal temperature 7% = 1.15

70 4 Complete Implementation Code

7
721| import numpy as np

732| import pandas as pd

743| from sklearn.ensemble import RandomForestRegressor
754| from sklearn.neighbors import KNeighborsRegressor
765| from sklearn.linear_model import LinearRegression
776| from sklearn.metrics import mean_squared_error

787| from scipy import stats

798| import openai

809 | import json

810| from typing import List, Dict, Tuple, Any

831 | import warnings

832 | warnings .filterwarnings (’ignore’)

843

834| class BootstrapConsensusFramework:

865 nmn

876 Complete implementation of the Bootstrap Consensus Framework
8a7 for uncertainty-aware causal discovery.

898 nnn

9a9

920 def __init__(self,

921 bootstrap_iterations: int = 1000,




932
94
923
984
925
986
927
10@8
1029
1030
1031
1042
1083
1064
1035
1086
1087
11068
1189
112
1130
11441
1182
1163
1124
1185
1196
120
1247
1228
123
1249
125
1260
1251
1282
129
1363
131
1334
133
1345
1356
1367
1338
1389
13%0
14®1
1412
1423
1434
1445
145
14®6
14%7
1488
14%9
150
1570
1521
153
1542
1553
156
1574

reliability_weights: Tuple[float, float, float] =
(0.5, 0.3, 0.2),
random_seed: int = 42):
self .bootstrap_iterations = bootstrap_iterations
self .alpha, self.beta, self.gamma = reliability_weights
np.random. seed (random_seed)

self.statistical_methods = {
’slope’: self._slope_based,
’random_forest’: self._random_forest_asymmetry,

’knn’: self._knn_asymmetry,

’anm’: self._anm_kernel_ridge,

’hsic’: self._hsic_independence,

’cds’: self._conditional_distribution_similarity

}

self .method_reliability = {
’slope’: {’accuracy’: 0.588, ’std’: 0.271, ’dece’: 0.259},
>random_forest’: {’accuracy’: 0.618, ’std’: 0.248, ’dece’:

0.247},

knn’: {’accuracy’: 0.618, ’std’: 0.248, ’dece’: 0.247},
>anm’: {’accuracy’: 0.515, ’std’: 0.235, ’dece’: 0.241},
’hsic’: {’accuracy’: 0.500, ’std’: 0.280, ’dece’: 0.273},
’cds’: {’accuracy’: 0.515, ’std’: 0.279, ’dece’: 0.250%}

}

def predict_with_uncertainty(self, variable_pairs: List[Tuple[np.
ndarray, np.ndarray]], descriptions: List[str]) -> List[Dict]:
results = []
for i, ((X, Y), description) in enumerate(zip(variable_pairs,
descriptions)):

text_evidence = self._extract_llm_evidence(description, f"
Variable_X_{i}", f£"Variable_Y_{il}")

stat_evidence = self._collect_statistical_evidence(X, Y)

method_weights = self._compute_reliability_weights ()

evidence_pool = self._construct_evidence_pool(
text_evidence, stat_evidence, method_weights)

consensus_results = self._bootstrap_consensus (
evidence_pool)

prediction, confidence = self._final_prediction(

consensus_results)

results.append ({
’pair_id’: i,
’prediction’: prediction,
confidence’: confidence,
’evidence_pool_size’: len(evidence_pool),
text_evidence’: text_evidence,
’statistical_scores’: stat_evidence

i)

return results

def _extract_llm_evidence(self, description: str, x_name: str,
y_name: str) -> Dict:
# Placeholder LLM logic
confidence = np.random.uniform(0.7, 0.95)
direction = np.random.choice([’X->Y’, ’Y->X’])
return {’direction’: direction, ’confidence’: confidence,
reasoning’: ’Domain knowledge analysis’}

def _collect_statistical_evidence(self, X: np.ndarray, Y: np.
ndarray) -> Dict:

evidence = {}

for method_name, method_func in self.statistical_methods.items
O:
try:
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1596
1607
1678
1629
1630
1641
1632
1683
1684
168

1685
170

1786
17387
1738
174

1789
176

1720
178

1791
180

1812
182

1833
1844
1895
1886
187

1887

1908
191

1929
193

1940
1991
1962
197

1983
1994
200

2005
202

2006
2047
2098
2089
2010
2081
2092
210

2113
2124
2135
2146
2187
21688
2119
2180
2121
220

2202
2223

def

def

def

def

def

def

score = method_func (X, Y)

evidence [method_name] = score
except Exception as e:
evidence [method_name] = 0.0

return evidence

_slope_based(self, X: np.ndarray, Y: np.ndarray) -> float:
reg_xy = LinearRegression().fit(X.reshape(-1,1), Y)
reg_yx = LinearRegression().fit(Y.reshape(-1,1), X)

mse_xy = mean_squared_error (Y, reg_xy.predict(X.reshape(-1,1))
)

mse_yx = mean_squared_error (X, reg_yx.predict(Y.reshape(-1,1))
)

return mse_yxX - mSe_Xy

_random_forest_asymmetry(self, X: np.ndarray, Y: np.ndarray)

-> float:

rf_xy = RandomForestRegressor(n_estimators=100, random_state
=42) .fit(X.reshape(-1,1), Y)

rf_yx = RandomForestRegressor(n_estimators=100, random_state
=42) .fit(Y.reshape(-1,1), X)

error_xy = mean_squared_error (Y, rf_xy.predict(X.reshape(-1,1)
))

error_yx = mean_squared_error (X, rf_yx.predict(Y.reshape(-1,1)
))

return error_yx - error_xy

_knn_asymmetry(self, X: np.ndarray, Y: np.ndarray) -> float:

knn_xy = KNeighborsRegressor (n_neighbors=7).fit(X.reshape
(-1,1), Y)

knn_yx = KNeighborsRegressor (n_neighbors=7).fit(Y.reshape
(-1,1), X)

error_xy = mean_squared_error (Y, knn_xy.predict(X.reshape
(-1,

error_yx = mean_squared_error (X, knn_yx.predict(Y.reshape
(-1,

return error_yx - error_xy

_anm_kernel_ridge (self, X: np.ndarray, Y: np.ndarray) -> float

from sklearn.kernel_ridge import KernelRidge
kr_xy = KernelRidge (alpha=0.1, kernel=’rbf’).fit(X.reshape

(-1,1), Y)
kr_yx = KernelRidge (alpha=0.1, kernel=’rbf’).fit(Y.reshape
(-1,1), X)

residuals_xy = Y - kr_xy.predict(X.reshape(-1,1))
residuals_yx = X - kr_yx.predict(Y.reshape(-1,1))

corr_x_res_yx = abs(np.corrcoef (X, residuals_yx) [0,1])
corr_y_res_xy = abs(np.corrcoef (Y, residuals_xy) [0,1])
return Corr_xX_res_yX - COTTr_y_Tres_Xy

_hsic_independence(self, X: np.ndarray, Y: np.ndarray) ->
float:

reg_xy = LinearRegression().fit(X.reshape(-1,1), Y)
reg_yx = LinearRegression().fit(Y.reshape(-1,1), X)
residuals_xy = Y - reg_xy.predict(X.reshape(-1,1))
residuals_yx = X - reg_yx.predict(Y.reshape(-1,1))

hsic_x_res_xy = np.corrcoef (X, residuals_xy) [0,1]*%2
hsic_y_res_yx = np.corrcoef (Y, residuals_yx) [0,1]*%*2
return hsic_y_res_yx - hsic_x_res_xy

_conditional_distribution_similarity(self, X: np.ndarray, Y:
np.ndarray) -> float:

n_bins = min(10, len(X)//10)

x_bins = np.percentile(X, np.linspace(0, 100, n_bins + 1))
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2228
2289
2230
23031
2382
2333
2334
234

2385
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2387
2398
2409
2410
24211
2432
244

2453
24814
2475
2486
2497
25018
2519
252

2530
2541
2552
2563
2554
2585
25356
2667
261

2638
2639
2640
2651
2662
2663
2684
26%5
270

27166
277
27%8
2749
2750
2761
2772
2783
2794
2805
28176
282

2837
2843
2859
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def

def

def

def

y_bins = np.percentile(Y, np.linspace (0, 100, n_bins + 1))
cond_means_y_given_x = []
cond_means_x_given_y = []
for i in range(n_bins):
mask_x = (X >= x_bins[i]) & (X < x_bins[i+1])
if np.sum(mask_x) > O:
cond_means_y_given_x.append(np.mean(Y[mask_x]))
mask_y = (Y >= y_bins[i]) & (Y < y_bins[i+1])
if np.sum(mask_y) > O:
cond_means_x_given_y.append (np.mean (X [mask_y]))

var_y_given_x = np.var(cond_means_y_given_x) if
cond_means_y_given_x else 0

var_x_given_y = np.var(cond_means_x_given_y) if
cond_means_x_given_y else O

return var_x_given_y - var_y_given_x

_compute_reliability_weights(self) -> Dict[str,float]:

weights = {}

total = 0

for method, m in self.method_reliability.items():
r = self.alpha * m[’accuracy’] + self.beta * (1 - m[’std’

1) + self.gamma * (1 - m[’dece’])
weights [method] = r
total +=r
for method in weights:
weights [method] /= total
return weights

_construct_evidence_pool (self, text_evidence: Dict,
stat_evidence: Dict, method_weights: Dict) -> list:

pool = []
text_dir = +1 if text_evidence[’direction’] == ’X->Y’ else -1
n_text_votes = max (1, int(text_evidence[’confidence’] * 10))

pool.extend ([text_dir]*n_text_votes)
for method, score in stat_evidence.items ():
if method in method_weights:

mag = abs(score)

n_votes = max(1l, min(10, int(mag * 5 * method_weights[
method])))

dir_ = +1 if score > 0 else -1

pool.extend ([dir_l#*n_votes)
return pool

_bootstrap_consensus (self, evidence_pool: list) -> list:
results = []
for _ in range(self.bootstrap_iterations):
sample = np.random.choice(evidence_pool, size=len(
evidence_pool), replace=True)
votes_pos = np.sum(sample == +1)
votes_neg = np.sum(sample == -1)
if votes_pos > votes_neg:
results.append (+1)
elif votes_neg > votes_pos:
results.append(-1)
else:
results.append (np.random.choice([-1, +1]))
return results

_final_prediction(self, consensus_results: list) -> Tuple[str,
float]:

freq_pos = np.mean(np.array(consensus_results) == +1)

freq_neg = np.mean(np.array(consensus_results) == -1)

if freq_pos > freq_neg:
pred = ’X->Y°
raw_conf = freq_pos




2882
2833
2934
2985
29386
2937
2948
2989
2980
29p1
2982
2993
3004
3095
3026
3037
3048
3099
30
3001
3082
309

3103
311

34
35
306
397
316

3108
3189
319

3200
3211
3222

3%

325

326
3271

3282
329

3303
3314
3325
3336
3347
3358
3369
3370
3341
3392
340

3413
3424
3435
3446
3487
3468
34719
3480
3421
352

def

if

else:

pred = ’Y->X’

raw_conf = freq_neg
T_opt = 1.15
logit = np.log(raw_conf / (1 - raw_conf))
calibrated_conf = 1 / (1 + np.exp(-logit / T_opt))
return pred, calibrated_conf

evaluate_framework () :
framework = BootstrapConsensusFramework ()
np.random. seed (42)
n_pairs = 10
variable_pairs = []
descriptions = []
for i in range(n_pairs):
n_samples = 100

X = np.random.normal (0, 1, n_samples)
noise = np.random.normal(0, 0.5, n_samples)
Y = 2 x X + noise

variable_pairs.append ((X, Y))
descriptions.append(f"Synthetic pair {i}: X affects Y through
linear mechanism")
results = framework.predict_with_uncertainty(variable_pairs,
descriptions)
print ("Bootstrap Consensus Framework Results:")
print ("="*50)
for res in results:
print (f"Pair {res[’pair_id’]}: {res[’prediction’]} (confidence
{res[’confidence’]:.3f})")
print (f" Evidence pool size: {res[’evidence_pool_size’]}")
print (f" Text confidence: {res[’text_evidence’][’confidence
’]1:.3£}F")
print ()

name == "__main__":

evaluate_framework ()

5

Statistical Validation Code

import scipy.stats as stats
from sklearn.metrics import accuracy_score, precision_score,

recall_score, fl_score

import matplotlib.pyplot as plt

def

def

mcnemar_test (y_true, pred_a, pred_b):

both_correct = np.sum((pred_a == y_true) & (pred_b == y_true))

a_only = np.sum((pred_a == y_true) & (pred_b != y_true))

b_only = np.sum((pred_a != y_true) & (pred_b == y_true))

both_wrong = np.sum((pred_a != y_true) & (pred_b != y_true))

statistic = (abs(a_only - b_only) - 1)**2 / (a_only + b_only)

p_value = 1 - stats.chi2.cdf(statistic, df=1)

return statistic, p_value, (both_correct, a_only, b_only,
both_wrong)

compute_calibration_metrics(y_true, y_prob, n_bins=10):
bin_boundaries = np.linspace(0, 1, n_bins + 1)
dece = 0
for i in range(n_bins):
bin_lower = bin_boundaries[i]
bin_upper = bin_boundaries[i + 1]
in_bin = (y_prob > bin_lower) & (y_prob <= bin_upper)
prop_in_bin = np.mean(in_bin)
if prop_in_bin > O0:
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35325
354

35826
35@7
3528
3589
359

3630
3681
3632
3633

3634
3665
3636
3687
3638
3739
3740
3721
373

3742
3783
3784
3735
3786
3797
38018
3819
3830
3831
3842
3853
3864
387

3885
38%6
3967
3968
3929
3930
39461
39%2
3963
39%4
3985
39%6
4067
4018
4029
4030
4041
4052
4063
40774
4085
4096
4a7
41178
4129
4130
4181
4182

accuracy_in_bin = np.mean(y_true[in_bin])

avg_confidence_in_bin = np.mean(y_prob[in_bin])
dece += abs(avg_confidence_in_bin - accuracy_in_bin) *
prop_in_bin
brier_score = np.mean((y_prob - y_true) **2)

return dece, brier_score

def bootstrap_confidence_intervals(metric_func, *args, n_bootstrap
=1000, alpha=0.05):
n_samples = len(args[0])

metrics = []
for _ in range(n_bootstrap):
indices = np.random.choice(n_samples, size=n_samples, replace=
True)
bootstrap_args = [argl[indices] for arg in args]
metric = metric_func (*bootstrap_args)

metrics.append(metric)
lower = np.percentile(metrics, (alpha/2)*100)
upper = np.percentile(metrics, (1-alpha/2)%*100)
return lower, upper, metrics

def plot_reliability_diagram(y_true, y_prob, n_bins=10, title="
Reliability Diagram"):
fig, ax = plt.subplots(figsize=(8,6))

bin_boundaries = np.linspace(0, 1, n_bins+1)
bin_centers, bin_accuracies, bin_counts = [], []1, []
for i in range(n_bins):

bin_lower = bin_boundaries[i]

bin_upper = bin_boundaries[i+1]

in_bin = (y_prob > bin_lower) & (y_prob <= bin_upper)
if np.mean(in_bin) > O:
bin_centers.append(np.mean(y_prob[in_bin]))
bin_accuracies.append(np.mean(y_true[in_bin]))
bin_counts.append(np.sum(in_bin))
ax.plot ([0,1],[0,1],°k--", label=’Perfect calibration’)
ax.scatter (bin_centers, bin_accuracies, s=[c*10 for ¢ in
bin_counts], alpha=0.7, label=’0bserved’)
ax.set_xlabel (’Mean Predicted Probability?’)
ax.set_ylabel(’Fraction of Positives?’)
ax.set_title(title)
ax.legend ()
ax.grid (True, alpha=0.3)
return fig, ax

def comprehensive_evaluation(framework_results, ground_truth):

print ("Comprehensive Evaluation Results\n", "="%50)
preds = [r[’prediction’] for r in framework_results]
confs = [r[’confidence’] for r in framework_results]

y_pred = np.array([1 if p=="X->Y" else O for p in preds])
y_prob np.array (confs)
y_true np.array (ground_truth)

acc = accuracy_score(y_true, y_pred)
prec = precision_score(y_true, y_pred)
rec = recall_score(y_true, y_pred)

f1 = f1_score(y_true, y_pred)

print (f"Accuracy: {acc:.3f}")
print (f"Precision: {prec:.3f}")
print (f"Recall: {rec:.3f}")
print (f"F1 Score: {f1:.3f}\n")

dece, brier = compute_calibration_metrics(y_true, y_prob)

print (f"DECE: {dece:.3f}")
print (f"Brier Score: {brier:.3f}\n")

10
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acc_ci = bootstrap_confidence_intervals(accuracy_score, y_true,
y_pred)
dece_ci = bootstrap_confidence_intervals(lambda yt, yp:

compute_calibration_metrics(yt, yp)[0], y_true, y_prob)
print (f"Accuracy 95% CI: [{acc_ci[0]:.3f}, {acc_cil[1]:.3£}1")
print (£"DECE 95% CI: [{dece_ci[0]:.3f}, {dece_cil[1]:.3f}]\n")

plot_reliability_diagram(y_true, y_prob, title="Bootstrap
Consensus Framework Calibration")

plt.show ()
return {’accuracy’: acc, ’precision’: prec, ’recall’: rec, ’fl1’:
f1,
’dece’: dece, ’brier_score’: brier,

>accuracy_ci’: acc_cil[:2], ’dece_ci’: dece_cil[:2]}
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