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A Derivation of Bayes-optimal ridge estimator for w

Given a set of context samples, we derive the Bayes-optimal ridge estimator for w. We begin by
placing a Gaussian prior on w, assumed to be a random vector with distribution w ~ N (pg, o),
where p1y denotes the prior mean and X the prior covariance matrix. Let the observed context data
consist of centered input vectors X = [&;,...,%;_1]7 and centered labels ¥ = [j1,...,%-1]".
Under the assumption of i.i.d. Gaussian noise with variance o2, the likelihood of the data given w is
expressed as

. . T 1 (7 — wTz;)?
p(y|X7w):gp(yi\wi7w)=gmexp (—202> (S1)
_ 1 _ _
p(y| X, w) x exp (—%2(@ — Xw)T(g — Xw)) , (S2)

where o denotes proportionality, and the second expression reformulates the likelihood compactly in
matrix notation.

Applying Bayes’ theorem, the posterior distribution of w conditioned on the observed data is
proportional to the product of the likelihood and the prior:

p(w|y, X) o p(g| X, w) p(w). (S3)

Substituting the previously derived expressions for the likelihood and the prior yields:

e (0~ X10)" (5~ X)) exp (5w o) 55w - ) - 59

S 1
p(w|y, X) o exp (—
To determine the form of the posterior distribution, we complete the square in the exponent by
collecting all terms involving w. Expanding the exponent in the joint expression from above, we
obtain:

1, TS B 1 _ _ -
~55% (9"y — 2" Xw + w' X" Xw) - 3 (w'Sg 'w —2pf 5w + pd S5 o) . (S5)

Grouping the quadratic and linear terms in w, we atrive at:

1 XTX XTy
——w” ( + Eal) w+ w’ ( y + Eglp()) + terms independent of w. (S6)

2 o2 o2
Defining the posterior precision and linear coefficient terms as Efl = X;X + 3 Land b =
XU Zi’ + X5 ! 1o, the exponent can be rewritten as
1 1
—inEl_l'w +wly = —i(w — ul)TEl_l(w — ;) + const, (87
where p; = 3;b; denotes the posterior mean. Expanding this expression gives:
XTX L\ XTy _
m:( = +201) < — +201u0). (S8)

Hence, the posterior distribution of w given the observed data is Gaussian:
wly, X ~ N, %), (89)
where p; is the posterior mean and ¥; is the posterior covariance matrix.

Under a squared error loss, the Bayes-optimal estimator corresponds to the posterior mean. Therefore,
the Bayes-optimal estimate of w is given by

X o XTXxX N\ T/ XTy B
wRidge=E[wy,X]:uz=< — +201> (02y+201u0>. (S10)

This expression defines the Bayes-optimal ridge estimator, derived under the assumptions of a
Gaussian prior w ~ N (p, 2¢) and additive Gaussian noise in the labels. The result minimizes the
expected squared error with respect to the posterior distribution.
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B Derivation of linearized softmax

The softmax function softmax : R* — R! is defined component-wise as
e*
Zé‘:l €%

To obtain a linear approximation, we apply a first-order Taylor series expansion around the origin
z=0:

softmax(z); := Vied{l,2,...,1}. (S11)

softmax(z) = softmax(0) + Jofimax(0)(z — 0), (512)

where Jyofimax (0) denotes the Jacobian matrix of the softmax function evaluated at z = 0. We now
evaluate the first term in the expansion:

el 1 1
softmax(0) = — == 1= 71. (513)
Zj:l € > j=11
Next, we compute the Jacobian matrix Jyrmax (0) by evaluating its entries:
-1

Jotas(0)i = softmax(0); (1 — softmax(0);) = "1 vie (1,21}, (14
1 .
Jsoftmax(o)ij = _SOftmaX(O)i . SOftmaX(O)j = _ﬁ7 A\ 7£ 7 (SIS)
Combining these expressions, we obtain a compact matrix representation:
1 1
Jsoftmax(o) = 71 - ﬁllT (816)

‘We can now write the linearized softmax function as

softmax(z) & softmax(0) + Jyofmax (0) 2, (S17)
1 1 1
=-1+-z— 117 1
i + Zz B z, (S18)
l
1 1 1
j=1

which yields the linearized attention formulation in Eq. (3). From a practical perspective, such
linearized attention mechanisms have been empirically evaluated and shown to attain performance
comparable to that of the standard softmax attention [11]].

C Linear vs. linearized attention for in-context learning

Here, we highlight the distinction between linear attention and linearized attention in the context of
the linear regression problem defined in Eq. (2). Analytically, the key difference lies in the fact that
the linearized attention model operates on centered input data, whereas the linear attention model
uses raw data without centering. Apart from this centering step, both mechanisms are equivalent,
except that linearized attention includes an additional bias term (b4 in Eq. ). However, this bias
term is inconsequential in our linear regression setting and does not affect the predictive outcome.

Thus, the data-centering operation is the principal differentiator in our analysis. Specifically, linear
attention’s omission of centering makes it sensitive to shifts in the input mean, whereas linearized
attention remains robust under such transformations. We illustrate this phenomenon in Figure
where we simulate a shift in the input mean at test time. The results demonstrate that linear attention
fails to recover Bayes-optimal performance under mean shift, indicating its limitations for in-context
learning in this setting. In contrast, linearized attention successfully compensates for the mean shift
and achieves Bayes-optimal performance as the number of context points [ increases.

Therefore, in the presence of possible distributional shifts—particularly in the input mean—Ilinearized
attention offers a more robust and theoretically grounded alternative to linear attention for in-context
learning.
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Figure S1: Comparison of linear and linearized attention under a shift in input mean. The plot
illustrates the impact of a test-time shift in input mean on the performance of linear attention and
linearized attention. While linear attention degrades under the distribution shift and fails to recover
the Bayes-optimal performance, linearized attention remains robust and asymptotically matches the
Bayes-optimal predictor as the number of context length [ increases.

ss D Expanded form of linearized attention

57 Using block matrix notation, the prediction from the linearized attention model can be expanded as:

Y(Z;V,M) = Agqs1,, (S20)
1 K2)T(QZ. 1 KZ ) '(QZ.
T l = T
71[1)T v92] Z %,lzmle (S22)
T T T l = T ’
1 X y|MzT 0T ll T y,|M[zT 0]
_ 7[,05’1 UQQHX ,y}T [ y] [ l ] _ = [ ) y} [ l ] +1], (S23)
l T l 4 T
Jj=1
1 1 M *
= v vl[X y]" <T [X — 187 y—s,1] {mi } [t 0]T+1), (S24)
L7 r(l T 1 T
= 7[’021 ’022][X y} ; (X — 131) Mllml + ; (y — Sy].) my1 2y +1 5 (825)
L r et (1 T 1 T
=7 (v, X" + vaoy™) . (X —1s]) My + - (y—syl)ymyx;+1), (526)
1 XTx Tx
= - val _ szsf + Vg9 yao_ sysf Miyixy,
T l l
1 XT T
+ - ('Ule (ly _ Sysx) + Vg9 (yly — si)) mQTl:nl + valsz + U228y, (S27)
1 1
== (’UngCm + vgngy) M x; + - (UQTICW + v22Clyy) miix; +v3 8, +vs,,  (S28)
1
== ((nglCm + vzgcfy) My + (ngley + vggny) szl) X + v3, 8, + U225y, (529)

58 where the summary statistics are defined as:

l -1
1 1
7;3377 Sy :7;%7

1< =
— T T .7 . 2 2
Chpr = 7 g T,T; — SyS, Cyy = 7 E YiT; — SySau, Cyy ==~ g Yi — Sy
i=1 i=1 i

Sy :
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Then, we define
wAtt(waa Ca:ya Cy'q7 M V) Mljl (Cz$v21 + UQQCwy) + (vglca:y + U220yy) may, (830)
bart (82,845 V) = 0385 + vazsy, (S31)

which allows us to write

. 1.
y(Za Va M) = ;wAtt(Ca:my Ca:y; ny7 M V) ] + bAtt(Sw; Sy; V) (S32)

E Derivation of the pretraining for ICL by mimicking the Bayes-optimal
estimator

Here, we derive the pretraining of the linearized attention model by mimicking the Bayes-optimal
ridge estimator (9). Recall that the prediction of the linearized attention model is

. 1.
y(Z; Vv, M) = ;wAtt (Cmm Czya ny? M, V)Tml + bAtt(sI7 Sy V)» (S33)

which is derived in Appendix [D] Furthermore, the Bayes-optimal ridge regression model’s prediction
is
- _ T
YBayes = wBayes:Bl' (S34)
Therefore, we select the parameters M and V such that
'uA)Att(Cwa:a Cauy7 nya M, V) ~ wBayesa bAtt(Swa Sy;3 V) ~ 07 (835)

which makes the prediction of the linearized attention model approximately equal to that of the
Bayes-optimal regression. Furthermore, we consider 7 = 1 for the pretraining. Let’s first focus on
WA (Crzy Cay, Cyy; M, V') as follows

'Li]Att(Cmmv Cacyy ny; M, V)

= (MlTl (C:IJ-'EUQl + UQQCIy) + (’Uglcx,y + UQQny) m21) ) (S36)
XTX XT ~ XT — —T ~
— (Mﬂ (lvgl + y> + (nglly +v22yly) mzl) . (83)

To reach the last line, we use the fact that C,,, := XTX/Z — 8,88 = XTX/I,Cpy = XTy/l -
sy8; = XTy/land Cy, = yTy/l, where X := X — sI and y = y — s, denote centered input
matrix and centered label vector. Now, recall that the Bayes-optimal ridge estimator is

XTX L/ XTy
WBaes = +3.! +3 e | (S38)
Y o2 o2

as derived in Appendix[A] Looking at equations (S38) and (S37) together, we can see that setting the
parameters as follows would make W 44y = WpBqyes hold

I (XTX -1 o2 (XTX\ "
M = o2 ( - E_1> T ( ) S e, Mo =0, vy =1

o2 l l
(S39)

However, while Bayes-optimal estimator Wpqyes is different for each sample, the attention model
should be pretrained and fixed. Thus, we replace X* X in (S39) with XTX /m as follows, where
X € R™d jg the centred input matrix including all the (pre)training data consisting of m{ samples.

. —1 P =1

l XTX _ o2 [ XTX _

My = — ( CRRE 2w1> , V21 = — < ) S i, Mo =0, wvey =1
o mo l ml

(S40)

In practice, the variance of noise o2, the mean I, and covariance 3, of the task vectors are
unknown. Yet, we can use their estimates based on the (pre)training data.
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Now, we can focus on making b (Sz, sy; V') = 0 hold as follows

bart (82, 5,5 V) = vl 8, + vansy, (S41)
where s, and s, are based on data so we have no control over them. Instead, by using Assumptions
and we can choose vy and vgo such that bgyy — 0 as [, d — oo. Note that Assumption
makes vglsl + v225, bounded with high probability for v2; and v99 given in . Therefore,
multiplying ve1, v9o given in with 1/d would make b4, — 0 as d — oo. To fix the impact of
the multiplication for w44+, we can multiply M7, with d as well. So, by applying the mentioned
multiplications, we reach the following pretrained parameters mimicking the Bayes-optimal regression
model

dl [ XTX - o (XTX\ 1
My=—5|—%5+ = , V21 = — 2w, Mo =0, vy =~
o mo dl ml d

(S42)

F Characterization of generalization error for ICL under distribution shift

Here, we characterize the generalization error for in-context learning under distribution shift, given
that M and V are pretrained and fixed. So, the impact of pretraining distribution D"%" is captured
by M and V. Suppose that D5 denotes the test distribution. To avoid additional notations, here,
we again use L, by, Xz, 2w, 0 to denote means and covariances for input and task vectors and
noise variance for the inference (test). However, note that these can be different from those used for
pretraining. We begin studying the generalization error defined in (8)) as follows

G(V, M) =Bz prest [(yl —y(z;V, M))Q] , (S43)
1 2
= E(Zﬁgl)NDteSf’ [(TwAtt (Cxw’ ny, Oyy7 ]\4’7 V)T;]jl + bAtt(Sg;, Sy, V) — yl> ] y (S44)

2
1 T
= E(Z’yl)NDtest [(7‘ (Mﬂ (Cl-l»’Ugl + UQQCa;y)) xr; — yl) ] y (S45)

where we use the parameters from pretraining (S42) together with Assumptions[3.1]and [3.2]to reach
the last line. Then,

1 T 2
Q(V,M) = ]E(Z,yl)NDtCSt [(T (M1T1 (Cmmv21 + U22Cmy)) Ty — yl) ] ) (546)
r T
1 1 1
=F - M 7 Z T2 voy + V227 Z z;(z]w + ¢;) x —wlae —¢ ,
i<l i<l—1
i (S47)
r T
1 1 1
=K ; Mﬂ 7 Z CI_,‘Z‘CI_,‘;IUm + 'UQQY Z jz(iZTw + Ei) x; — ’wTiL'l + 0-2
i<l i<l—1
i (S48)

where ; := x; — 8, = x; — %Zi<l x; and we use ¢, ~ N(0,0?) to reach the final line. We
continue by defining

1 1 1
Waiff = ;Mﬂ 7 Z %] v toay Z zi(z] w+ ) | —w, (549)
i<l—1 i<l—1
which allows us to write
G(V, M) = E [(wh;;21)°] + 0%, (S50)
=E [w?i;ffEm, [JfléﬂlT]’LUdiff] + 02, (S51)
=E [wg s (Hops + B2) waigs] + 07, (S52)
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by the law of total expectation since wyg; 7 ¢ is independent of ;. Note that when writing (S50), we
safely ignore terms with (1/1)@; &} vo; in (S48) since they vanish as | — oo by Assumptions 3.2

and[4.5] Letting A := p,pul + 3, we write

G(V,M) =E [wj,; ; Awais] + 0, (S53)
=E [Tr (wg;;p Awaiss)] +0°, (S54)
= E [Tr (Awaigwiipyp)] + 02, (S55)
= Tr (AE[waij fwyp4]) + 07, (S56)

where we first apply the cyclic property of trace and then use the linearity of expectation and trace to
reach the last line. Now, we need to calculate E[wg; s pw?; 7 ¢» for which we first take the expectation
over w. To do so, we rewrite wy; f as

1 1 o 1 _ V99 1 _
Waiff = ;Mﬂ 7 Z %] v + 227 Z xi€; | + leTq ' ziz] — I | w,
i<l—1 i<l—1 i<l—1
e D
(S57)
=e+ Dw, (858)
where we define
Ly (L 5.5 001 + Vs2 > > oz (S59)
€= — - iy - i€ | >
- 11 l £ :Bl V21 U221 , €I, €
1<l—1 i<l—1
1
D= %Mﬂj .77 — 1. (S60)
i<i—1
Since e and D are independent of w, we can easily calculate E,, [w; ¥ fwgl; ¥ f] as follows
E [Ewwaisswyfs]] = E [Ew[(e + Dw)(e + Dw)"]], (S61)
=E[ee’] +E [ep,D"| + E [Dpye”| + E [D(popr. + 3u)D], (S62)
—E[ee”] +E[Dpye”]" +E[Du,e’] +E[DBD"], (S63)

where we first apply the law of total expectation, then take the expectation over w and finally, we
define B := p,ul + X, to reach the last line. Note that ., and B are fixed while e and D are
random in the last line. Therefore, we are required to calculate the three expectations that appeared in

Before getting into the calculations of the aforementioned expectations, we provide the following
lemma that is useful for the calculation of the expectations.

Lemma F.1. Let & ~ N(0,X), where & € Re. Let &; be | — 1 independent samples of T for
i=1,...,1 — 1. Furthermore, let A be a fixed d x d matrix. Then, the following holds

1 _ 7 1 _ T -1 1 T 1
Ell7 .Z zal | Al 42 ziz] || = —-SAT+ 34 2+7Tr(AE)E. (S64)
i<l—1 i<l—1
Proof. This is proven by using Isserlis” theorem [12] in Appendix [G| O

Note that our inputs &; are centered, i.e., &; = x; — % Y i< @4, so their distribution is A/ (0, 33;) as
| — oo. Therefore, Lemma |F1]is directly applicable in our setting.



120 Next, we start the calculations of the expectations in (S63) with IE [ee”] as follows

1 1 1
E [eeT] = ﬁMﬂE 7 Z &2 v +0227 Z Ti€;

i<l—1 i<l—1
1 1
Z T ~ =T Z T
7 Vo L + Voo — Z; €; Mlla
i<l—1 i<l—1
1 1 1
T — =T T ~ =T
= ﬁMn E 7 T, T; V21 7 E V5 T T;
i<i—1 i<l—1
1 1
- T
+ V227 E ;€ Voo~ T; € M,
i<l—1 i<l—1
1 1 1 o2
_ T — =T — =T 2 -
ﬁMn E 7 T;T; | V2109 7 E T;z; | + Vo2 gy ;T
i<i—1 i<i—1 i<i—1
1 1 02(l -1)
T T T 2
= ﬁMll Ex’ljzl’l)lez + TTI' (’U21’02121) Em + 'UQQTEI M11,

1 o2
Vs (v§212x> My,

(S65)

(S66)

T
e M117

(S67)

(S68)

(S69)

121 where we first use the independence of the random variables and ¢; ~ N(0,0?) to simplify the
122 equation. Then, we apply Lemma and use the fact that E[Z;Z7] = 3, to get the penultimate line.
123 Finally, we drop the vanishing terms and simplify the result using Assumptions [3.1}3.2]and .5]in

124 order to reach the last line.

125 We continue with the calculation of E [Dp,,e”] as

E [DuweT]
1 V29 1 o 1 o 1 .
- ;]E TMﬂj Z "BlmvT -1 Hw 7 . Uglml$? + U227 | x:
isi-1 i<i—1 i<l—1

V22 T 1 _ 1 T = =T
= ;IE M, - E T,x; — 1| po 7 V5 T T; M,
i<i—1 i<i—1
1 V22 1 1
T = =T T = =T
=- L E 7 E TiZ; | P2 | 7 T, x; My,
i<i—1 i<i—1

1
— pvLE 7 > xa! | My,

i<i—1
- 1’022 T T ]. T ]. T
- ;?Mn SV Xy + jzxvgluwilm + zTr (B3, 32) By ) My
171-1
- ;TuwnglEme
V22 T T 1 T 1 iy
= ?Mll ey Va1 g + jTr (Nw'vmzx) o | My — ;H’u}v212$M117

(S72)

(S73)

(S74)

126 where we again first use the independence of the random variables and ¢; ~ N(0,0?2). Then, we
127 apply basic algebraic manipulations. To reach the penultimate line, we utilize Lemma[FI|together
128 with the fact that E[Z;Z] | = ¥,. Using Assumptions and we reach the last line.
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Finally, we calculate E [DBD7] as follows
E [DBD”]

1

v V9o 1
=E %Mﬂjzsﬁi:ﬁf—l B 227 &xl My, — 1],

i<i—1 i<i—1

1 1
“E | 22ME- z:z7 | B| -E |B ”ﬂj .z My, || + B,
T i<l—1 LTt
_ g |2 Zaij:T B EZ@-:ET M
- 2 11 (Aad's l 14 11
i<i—1 i<i—1
V22 T 1 _ T V22 1 —
- — 11]E - TiT; B - —BE - TixT; M11 + B7
! i<l—1 T i<i—1
U3y o o vl —1,
— ?Mﬂ ¥,BY,+-Tr(BX,)X, | My, — —TMHZmB
-1
_ 227 gy My, + B,
T 1
V22 V22

v2 1
= %Mﬂ (zszzz + 7 Tr (BX,) 21> M, —

T

(S75)

(S76)

(S77)

(S78)

ML®,B- —=BX,M, + B, (579)
T

where we first do basic algebraic manipulations. Then, we use Lemma|F.1|and E[Z;Z] | = X, to get

the penultimate line. For the final line, we utilize [ — oo by Assumption
Putting the found expectation results into (S63), we get
T
E [Ewlwaisswys]] =E[ee”] + E [Dpye’] +E[Dpye’] +E[DBD"],
1 1 1
= ﬁMlTlFan — —FMy + ;MﬂFQT + B.

where matrices F' and F5 are defined as

2

o 1
Fy = ’USQTEI + V22 (Ezuw'vglzl’ + jTr (lj’wvglzx) EI)

1

(S80)

(S81)

(S82)

T
1
+ Vg9 <2Iuwvg’12$ + = Tr (pwvd 25) ng) + 03, (EwBEI + 7Tr (BX,) zx) ,

l
A , 02 1 A
= (BB + (], + T (Bzgg) )=,
Fy = 3 5y + 122 B, = (B3, + v22B) S,
with B = vzguwval + 1)22’021/1/’5 + 1)%23.
Going back to generalization error in (S56), we have

G(V,M) = Tr (AE[wairjwy;f]) + 0,

1 1 1
=Tr (A (7_2M1T1F1M11 - ;FzMu + ;MﬂFQT + B)) + 02,

(S83)

(S84)

(S85)

(S86)

where F, — (zwﬁ +1 (v§20—2 +Tr (Bzz)) I) 3., and Fy = (povl} + v95B)%,. Further-

more, B is defined as B := UQQ/vaQTl + v22v21u5 + v%QB.
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G Proof of Lemma [F1]

‘We first restate the lemma as follows.

Let & ~ A(0,X), where € RY. Let &; be | independent samples of Z fori = 1,...,l. Let A be a
fixed d x d matrix. Then, the following holds

I—_ 7 Iw—_ _r\| Lo .r 1
E YZwiwi A YZ:BZ-:BZ- =SAS +;SATS + S TH(AT)S. (S87)

l
i<l i<i

Proof. Let S, = } 22:1 ;27 . First, note that E[z;27] = X since &; ~ N (0, 2).

Thus, E[S,] = 1 3! E[z;&#7] = 1 3!, & = %. We have

o
1
S.AS, = 5 SO zal Azx] (S88)
i=1 j=1
Taking the expectation, we get
ol
1 T e
E[S,AS,] = & Z Z Elz;z] Az;z]] (S89)
i=1 j=1

Elz;z] Az;z] ] = E[z;z] |AE[z;Z] ] = ZAX (S90)
When ¢ = j,
E[z;z] Az;z} ] = E[zz’ Azz”] (S91)
Let & = [x1, 2, ...,24]". Then, from Isserlis’ theorem [12]], we have
Elr,zjzra] = 230 + XX + 32X (592)

Let A = [a;;]. Then, #" AZ = 3, ; ajjx;x;. Thus, we reach

zz’ Azz" =za" >y aijzivg, (S93)
4,J
E[z;2] Az;z] | = Tr(AZ)Z + TAY + ZATS. (S94)

There are [2 terms in the double sum. [ terms are of the form E[z;z] Az;x ] and [ — [ terms are of
the form X AX. Therefore, we can write

E[S.AS,] = llz[l(Tr(AE)E + AT + ZATE) +1(1 - 1)ZAX], (S95)
= %(Tr(AZ)E +IAY +ZATE) + %EAE, (S96)
=AY + %EATE + %Tr(AZ)E, (S97)

which completes the proof. O

H Analysis of optimal temperature for ICL under distribution shift

Here, we find the optimal temperature minimizing the generalization error. First, recall that we have
the following generalization error.

1 1
G(V,M) = - Tr (AM{,F M) — —Tr (A (F2Myy + M FY)) + Tr (AB) + 0°, (S98)
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as specified in Theorem[4.6] So, we can express the generalization error as,

Grv.my =2 Vi, (S99)

T2 T

where a := Tr (AM{, F1M1,), b := Tr (A (F;My; + M{,F]')), and ¢ = Tr (AB) + o. There-
fore, we have the following optimization problem

Toptimal = argmin G(m; V., M), (S100)
b
:argmin{az_—i—c}. (S101)
- T T

To find the optimal value of 7 that minimizes the given function, we can take the derivative of the
expression with respect to 7 and set it to zero. From now on, we consider generalization error as a
function of 7, written as G(7).

Next, find the derivative of G(7) with respect to 7 as

G'(1) = —2a7° + br 2 (S102)

To find the critical points, set G'(7) = 0 as follows

G'(r)=—2a7° +br7 % =0, (S103)
Solving this equation for 7, we reach the following critical point
2
r=2 (S104)
b
Now, we need to check if this is a minimum by taking the second derivative, which is
G" (1) = 6ar™* — 2b7 73, (S105)
Evaluate G”(7) at 7 = 22 as follows
—4 -3 4 3 4
2a 2a 2a b b b
" =) =6al|— —2b( — =6a|—— ) —20|-—= | =-—. 5106
g (b) “(b) (b) “(16’@4) (8a3> 8a? (5100

. 4 . . . .
Since a,b > 0, we reach G” (%) = &5 > 0, which means the function has a minimum at 7 = 22.
Therefore, Toptimal = 27“ is the solution minimizing the generalization error G(7). Writing a, b back

into the optimal solution, we get

2Tr (AMiTlFlMll)
Toptimal = ’
pemal = T (A (Fy My, + ML FY))

(S107)

which concludes our derivation of the optimal temperature 7p¢imai-

I Experimental details and GPT-2 experiments

This secéion provides details of our experiments involving the GPT-2 model and other large language
models

L1 GPT-2: Transformer with MLP layers

After testing the linearized attention model, we explore whether the optimal temperature benefits
more complex Transformer models in linear regression tasks. We experiment with the GPT-2 model
[23]] under a shift in input covariance, as shown in Figure [S2] We observe that distribution shift
significantly degrades performance, as noted in prior work [9, 35]], even causing nonmonotonic

'The code for our experimental results will be released before the camera-ready version of this work.
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generalization error with respect to context length [. However, the optimal temperature mitigates this
nonmonotonicity and improves generalization performance for in-context learning.

—o— GPT-2
=@ = GPT-2 (Optimal Temperature)

Generalization Error

Figure S2: Experiments on GPT-2 [23] under a shift in input covariance. GPT-2 exemplifies the
Transformer architecture [27]], incorporating multi-layer perceptron layers and multi-head softmax
self-attention. The model used here is pretrained by [9] on linear regression tasks defined in (2. We
consider a shift from %" = J to !¢** = 31 in the input covariance. The attention temperature
at each layer is scaled as 7+/dy,, where dj, is the key dimension, to ensure dimension-independent
temperature 7 values.

1.2 Details of the GPT-2 experiments in Figure[S2]

For the GPT-2 experiments, we use the standard GPT2 architecture [23]], as implemented in Hug-
gingFace [32]. We utilize the pretrained model by [9]]. The training data is the same as ours while
the training procedure is slightly different. Their loss function is auto-regressive, so the objective
function is the average over the full length of the context sequence, where the full context length
is | = 40. We also use the embedding method employed during the training [9]]. Input dimension
is d = 20, number of layers is 12, and number of heads is 8. We run the GPT-2 experiments on an
NVIDIA Tesla V100 GPU, and it takes approximately 10 minutes to finish.

1.3 Details of the LLM experiments in Figure 3|

For our experiments with large language models, we use Llama2-7B model [26] and SCIQ dataset
[31]]. The dataset consists of science questions with additional supporting information. We generate
in-context learning (ICL) problems from the dataset following a prior work [8]. The in-context
demonstrations are selected based on the TopK [[17]] retrieval technique so that the demonstrations are
relevant to the test question. An ICL sample generated from the SCIQ dataset is illustrated in Table[ST]
For the distribution shift, following [8]], we consider in-context demonstrations with noisy labels that
are wrong but related to the original labels (see Appendix [[.4]for the motivation). Table [S2]illustrates
an example of in-context demonstration with a noisy label. Note that the noisy ratio is the ratio of
noisy-labeled demonstrations to all demonstrations. Thus, 0.6 means 60% of the demonstrations are
with noisy labels. For our experiments, we modify and use the code base provided by [8]], which also
utilized Huggingface [32]] and OpenICL [34]]. We run the LLM experiments on an NVIDIA A40
GPU, and a single Monte Carlo run for each plot (in Figure[3)) takes a couple of hours to complete.

L4 Why in-context demonstrations with noisy labels as an example of distribution shift?

At first glance, the relationship between introducing noisy labels to the in-context demonstrations and
its effect as a distribution shift can look unclear. Indeed, measuring distribution shifts from pretraining
to test time for pretrained LLMs is challenging since the datasets used for the pretraining are complex
mixtures of different data sources [26]]. However, we conjecture that high perplexity, an empirical
measure of uncertainty in generating new tokens with an LLM, can indicate a distribution shift for
pretrained LLMs, and it has been shown that the noisy demonstrations lead to higher perplexity
[8]. Particularly, any input that exists (or relates to existing text) in the training set would lead to
generation with high confidence (low perplexity), while any input that contradicts texts in the training
set would result in generation with low confidence (high perplexity). Since noisy demonstrations
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are expected to contradict the existing text in the training set, such noisy demonstrations lead to
high perplexity. Therefore, the noisy labels introduced into the in-context demonstrations can be
considered as a distribution shift from pretraining to test time.

In-context demonstration 1

Support: Cells are organized into tissues, tissues are organized into organs.
Question: What is considered the smallest unit of the organ?
Answer: Cells

In-context demonstration 2

Support: ... four basic types of tissue: connective, muscle, nervous, and epithelial.
Question: The four basic types of tissue are epithelial, muscle, connective, and what?
Answer: nervous

Test example

Support: All forms of life are built of at least one cell. A cell is the basic unit of life.
Question: What are the smallest structural and functional units of all living organisms?
Output: M7

Table S1: A sample illustration of in-context learning on the SCIQ dataset.

Setting In-context demonstration

True Label Support: Cells are organized into tissues, tissues are organized into organs.

Question: What is considered the smallest unit of the organ?
Label: Cells

Noisy Label ~ Support: Cells are organized into tissues, tissues are organized into organs.

Question: What is considered the smallest unit of the organ?
Label: tissues

Table S2: An example of a true label vs. a relevant but noisy label. A relevant label is related to the
question but is not necessarily true. Therefore, relevant labels can be considered noisy labels.
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