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Abstract

Large pre-trained vision-language models like CLIP have shown
amazing zero-shot recognition performance. To adapt pre-trained
vision-language models to downstream tasks, recent studies have
focused on the “learnable context + class name” paradigm, which
learns continuous prompt contexts on downstream datasets. In prac-
tice, the learned prompt context tends to overfit the base categories
and cannot generalize well to novel categories out of the training
data. Recent works have also noticed this problem and have pro-
posed several improvements. In this work, we draw a new insight
based on empirical analysis, that is, uninformative class names lead
to degraded base-to-novel generalization performance in prompt
learning, which is usually overlooked by existing works. Under this
motivation, we advocate to improve the base-to-novel generaliza-
tion performance of prompt learning by enhancing the semantic
richness of class names. We coin our approach as the Information
Disengagement based Associative Prompt Learning (IDAPL) mech-
anism which considers the associative, meanwhile, decoupled learn-
ing of prompt context and class name embedding. IDAPL can ef-
fectively alleviate the phenomenon of learnable context overfitting
to base classes, meanwhile, learning more informative semantic
representation of base classes by fine-tuning the class name em-
bedding, leading to improved performance on both base and novel
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classes. Experimental results on eleven widely used few-shot learn-
ing benchmarks clearly validate the effectiveness of our proposed
approach. Code is available at https://github.com/tiggers23/IDAPL
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1 Introduction

It is well known that the recognition performance of CLIP is usu-
ally sensitive to the prompt template. Prompt engineering based
on trial and error usually takes a large amount of time in word
tuning. To address this problem, existing works [8, 14, 45] assign a
set of learnable vectors as the prompt template and optimizes them
on downstream datasets. In practice, however, the learned prompt
context usually tends to overfit the base categories and cannot gen-
eralize to novel categories well. Hence, recent studies along this line
mainly focus on improving the cross-category generalizability of
prompt learning by learning image conditional prompt [44], multi-
modal prompt [14] and regularization stratages [15, 46]. To further
improve the generalizability of prompt learning, we turn our atten-
tion to analyzing the mechanism of cross-category generalizability
degradation in prompt learning.
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Figure 1: Novel class accuracies obtained by implementing
context optimization on the family-level task of FGVCAir-
craft dataset [21] with base class names of different qualities,
including manually-defined code-names, original name em-
bedding, name embedding enhanced by hierarchical label
set [25], and name embedding refined by images [27]. “Code-
name” indicates replacing the original base class names with
code-names (e.g., “00”, “01”). For fair comparisons, the testing
procedure is conducted with original name embedding of
novel categories.

To answer the above question, we propose a hypothesis from the
perspective of prompt composition, that is, one of the key reasons
for the learned prompts overfitting to base categories is the lack of
semantics carried in class name embedding. The focus of existing
works on prompt learning mainly lies in the context part, but ig-
nores that a prompt is composed of a prompt context and a class
name (i.e., the “learnable context + class name” paradigm). In general,
class names are assumed to carry the discriminative information for
classification, while the prompt context should be responsible for
aligning the text encoder with the corresponding visual features,
acting as a universal template. In practice, however, class names are
usually coarsely-defined or non-descriptive (e.g., “A340-200” rep-
resenting an aircraft) [23], which may degrade the discriminative
performance of CLIP. When the semantic information provided by
class names is insufficient, the learnable prompt context will try
to derive discriminative information from training data, in order
to remedy the uninformative drawback of class names. As a result,
the learned context will be biased to base categories and cause
performance degradation on novel categories out of the training
dataset. This violates the original intention of context optimization,
i.e., automatically learning a prompt context acting as a universal
template (e.g., “a photo of a”). To verify this hypothesis, we con-
duct experiments by implementing context optimization with class
names of different qualities. From the results shown in Figure 1,
we can see that context prompt learned with class names of richer
semantic richness (subclass names or optimized class names) can
be more generalizable to novel categories. When using manually-
defined code-names to replace the class names of training data, the
learned context will have very poor recognition performance on
novel categories. These experimental phenomena well confirm our
hypothesis.

Motivated by the above observations, this work advocates im-
proving the base-to-novel generalization performance of prompt
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learning by enhancing the semantic richness of class names. To
this end, we propose the Associative Prompt Learning (APL) mech-
anism to associatively optimize both the learnable context and
class name embedding. Specifically, by introducing learnable class-
specific residual vectors, APL sets class name embedding as train-
able variables to refine them. During the learning process, the
semantic richness of class name embedding can be improved by de-
riving class-related discriminative information from training data.
With trainable class name embedding to remedy the drawback of
uninformative class names, the prompt context can hence concen-
trate on its original role in finding a universal template. As a result,
the learned prompt context can achieve improved generalizability
on novel categories. In addition, APL can also use class semantic
descriptions generated by GPT [26] as additional training data to
refine class name embedding following the implementation of [8].

Moreover, although improving the semantic richness of class
name embedding can reduce the learnable context overfitting to
base classes, there is still no guarantee to prevent learnable con-
texts from carrying base class information, especially when both
context and class name embedding are optimized by a unified cross-
entropy loss. To achieve this guarantee, we further propose the
Universal and Discriminative Information Disengagement (UDID)
mechanism to ensure the prompt context and class name embed-
ding to concentrate on their original role in finding a universal
template and carrying the discriminative information of classes,
respectively. Specifically, UDID adopts an embedding discriminator
to decouple the prompt context and class names. As class name em-
bedding already carries most of the class information, decoupling
the prompt context and class names can further prevent it from
carrying base class information, as a result, avoiding the learned
prompts overfitting to the base classes. We coin our approach as
Information Disengagement based Associative Prompt Learning
(IDAPL) considering both the associative and disengagement mech-
anism of prompt context and class name embedding. The over-
all architecture of IDAPL is shown in Figure 2. IDAPL can effec-
tively alleviate the phenomenon of learnable context overfitting
to base classes, meanwhile, learning more informative semantic
representation of base classes by fine-tuning the class name em-
bedding, leading to improved performance on both base and novel
classes. The IDAPL mechanism can be easily applied into existing
prompt learning methods (e.g., CoOp [45] and MaPLe [14]). Exten-
sive experiments on diverse few-shot learning benchmarks clearly
demonstrate the effectiveness of our approach. Compared with the
previous works relying on regularization with human-engineered
prompt temples [15, 46], which potentially requires a lot of hu-
man costs, IDAPL achieves better performance as well. This result
further validates the effectiveness of our approach.

2 Related Works

2.1 Vision-Language Models

VLMs [13, 29, 40] mainly focus on learning aligned image-language
representations. In general, vision-language models consist of a
visual encoder and a language encoder and bridge the two modali-
ties by training two encoders jointly. The recent studies on VLMs
pay attentions on pre-training large-scale vision-language models
via contrastive representation learning [3, 9] on web-scale datasets.
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Figure 2: The overall architecture of Information Disengagement based Associative Prompt Learning (IDAPL). IDAPL consists
of two components, the Associative Prompt Learning (APL) mechanism and the Universal and Discriminative Information
Disengagement (UDID) mechanism. APL is proposed to learn the ideal prompts by optimizing both prompt context and class
names. Specifically, APL learns a general prompt context initialized by “a photo of a” and class-specific residual vectors which
are added to original class name embedding. To further prevent the prompt context from carrying base class information, the
UDID mechanism decouples the context and class names by minimizing the similarity score of these two embeddings.

For instance, CLIP [29] and ALIGN [13] respectively exploit about
400 million and 1.8 billion noisy image-text pairs curated from the
Internet for pre-training. Based on the rich supervision provided
by natural language, large-scale pre-trained VLMs such as CLIP
and ALIGN have been recognized to learn powerful visual repre-
sentations that are transferable across a wide range of downstream
tasks.

2.2 Prompt Learning

Inspired by the NLP community [17, 18], the prompt learning par-
adigm is also applied for VMLs adaptation [19, 34-36, 45]. For
example, Yu et al. [42] propose to add learnable residuals on clas-
sification weights. Zhou et al. [45] propose the CoOp approach to
learn continuous prompt contexts on downstream datasets. Yin et
al. [41] propose test time prompt tuning to avoid collecting labeled
training data for prompt learning. In practice, the learned prompts
usually tend to overfit the base categories and cannot well general-
ize to novel categories out of the training data. Hence, recent works
mainly focus on improving the cross-category generalization per-
formance of the prompt learning paradigm [14, 20, 39, 44, 46]. For
example, Chen et al. propose to apply optimal transport to match
learnable prompt with visual features. Khattak et al. [14] propose
MaPLe to improve alignment between the vision and language em-
bedding. Zhou et al. [44] propose the Conditional CoOp (CoCoOp)

approach to improve the cross-category generalizability of prompt
learning. Moreover, Maniparambil et al. [46] and Roy et al. [31]
propose using GPT generated class description to refine the learn-
able prompts. Zhu et al. [46] propose the Prompt-aligned Gradient
(ProGrad) mechanism to prevent prompt tuning from damaging the
prior knowledge of pre-trained VLMs. Khattak et al. [15] propose a
self-regularization strategy to improve the cross-category generaliz-
ability of learned prompt. However, the above two approaches rely
on regularization with human-engineered prompt temples, which
potentially require a lot of human costs. In addition,

In general, existing works still lack in-depth analyses of how
prompt learning effects the cross-category generalizability of VLMs.
In practice, as we found, the uninformative class name embedding
could significantly reduce the cross-category generalizability of
the learned prompt context. Several recent works have also found
the importance of improving the richness of class names for VLMs.
Novack et al. [25] and Ge et al. [7] improve the class name em-
bedding via hierarchical label set. Yu et al. [27] further propose
the Class name Optimization (CnOp) mechanism to learn optimal
class names in prompt learning by replacing the class name embed-
ding with learnable vectors which are trained on downstream tasks.
However, the above works lack further insight on the connection
between uninformative class names and biased context optimiza-
tion. In this work, we utilize class name optimization to improve
the generalizability of prompt learning in new classes.



MM °24, October 28-November 1, 2024, Melbourne, VIC, Australia

3 Methodology

In this section, we present our proposed Information Disengage-
ment based Associative Prompt Learning approach, with the moti-
vation of improving the base-to-novel generalizability of prompt
learning by enhancing the semantic richness of class names.

3.1 Preliminaries

Revisiting CLIP. CLIP [29] consists of an image encoder V and a
text encoder G. After pre-trained by a contrastive loss on large-scale
multimodal corpus, CLIP can be used for zero-shot classification.
For each test image x, the image encoder V encodes it into a visual
embedding f = V (x). The classification weight vectors {w,—}le 1
are derived by using hand-engineered text prompts (e.g., “a photo
of a [classname];”) to query the textual encoder G, where K is the
number of classes and [classname]; represents the name of class i
(e.g., “cat”, “dog” and “car”). The prediction probability that image
x belongs to class i is calculated as:

exp (sim (f, w;) /7)
25.(:1 exp (sim (£, wj) /7)

where sim (-, -) denotes the cosine similarity and z is a learned
temperature parameter.
Prompt Learning in CLIP. As CLIP’s performance is sensitive to
human-defined prompt context (e.g., “a photo of a”), the context
optimization mechanism [45] is proposed to learn the optimal con-
text by introducing a set of learnable vectors P = {v1, vy, ...,upr} to
replace the human-defined context. The prompts are hence refor-
mulated as t; = {v1,0y, ...,vp1, Ci}, where C; represents the word
embedding of class names, and M is the number of learnable context
vectors. The prediction probability is computed as:

by =ilx) = KeXp(snn.(f,Q(l‘z))/T) . @

X exp (sim (£, G (¢)) /7)

The prompt context vectors {v1,v2, ..., vy} are learned by minimiz-
ing the cross-entropy loss between p (y = i|x) and ground-truth
labels.

p(y=ilx) = (1)

3.2 Motivation

In a desired prompt t; = {v1,0g,...,0a1,Ci}, the class name em-
bedding should be responsible for carrying the discriminative in-
formation for classification, while the prompt context should be
responsible for aligning G(¢;) with the corresponding visual fea-
tures, acting as a universal template. Existing works put their main
focus on optimizing prompt contexts [45], in order to adapt CLIP
to downstream datasets, with the assumption that the class name
embedding can reveal the visual difference between categories. In
practice, however, the class names are usually coarsely-defined or
non-descriptive (e.g., “A340-200” representing an aircraft). In this
case, the context vectors {v1, 02, ..., o)} will be trained to derive
discriminative information from the training dataset, in order to
remedy the uninformative drawback of class names. As a result,
the learned prompt context will inevitably be biased towards base
categories and cannot generalize well to novel categories out of the
training dataset. Hence, the class name embedding should be re-
fined, not only for improving the discriminative ability but also for
improving the base-to-novel generalizability of the learned context.
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3.3 Method

Figure 2 shows the overall architecture of our Information Disenga-
gement based Associative Prompt Learning (IDAPL) approach.
To achieve the above motivation, IDAPL consists of two compo-
nents, the Associative Prompt Learning (APL) mechanism and the
Universal and Discriminative Information Disengagement (UDID)
mechanism. APL optimizes both prompt context and class name
embedding. With the semantically enriched class name embedding,
the generalizability of the learned prompt context can be improved.
To further prevent the prompt context from carrying base class
information, the UDID mechanism decouples the context and class
names by minimizing the similarity of these two embeddings.
Associative Prompt Learning. To improve the generalizability
of prompt context, we propose the APL mechanism to learn the
prompts by optimizing both prompt context and class name embed-
ding. In the “learnable context + class name” paradigm, the whole
prompt for class i can be defined as t; = {v1,v2, ..., vy, Ci }, where
Ci = {c(i1)> - €(i,1;) } are the embedding of class name tokens and
L; is the token length of the i-th class name. In order to improve
the semantic richness of C;, we introduce class-specific category
residuals R; = {r(i,l), . V(i,L,-)} to update it as follows:

Ci=(1-a)xCi+axR, (3)

where each r(; ;) is a learnable vector with the same dimension as
the class name embedding ¢(; ;) and « is a hyper-parameter. By
replacing the original class embedding C; in prompt t; with C7,
the refined prompt tlf‘ = {01,902, ..., UM, C;ﬁ} is received. Thereby, the
classification weight vector w} will be generated by passing the
refined prompt ¢! through the text encoder G as w} = G (t}).

Similar to existing prompt learning approaches [14, 44, 45], we
optimize prompts using base class images through the standard

classification loss function, cross-entropy loss, formally,

1
= @j;’; log (p (y = Ijlx))) (@)

Ly

where Dp represents the set of base class images, and I; repre-
sents the real label of sample x;. During training, both prompt
context vectors (i.e., {v1,v2, ..., upr}) and category residual variables
(i.e, {R;i|i € €p}) are optimized by L, with the purpose of learning
informative class embedding and generalizable prompt context. In
addition, our approach can also use class semantic descriptions gen-
erated by GPT [26] as additional training data for Dp to refine class
name embedding by optimizing the Euclidean distance between
the feature of GPT descriptions and category prompts.

Universal and Discriminative Information Disengagement.
Although improving the semantic richness of class name embedding
can reduce the learnable context overfitting to base classes, there is
still no guarantee to prevent learnable contexts from carrying base
class information. To achieve this guarantee, we propose the UDID
mechanism, which ensures the prompt context and class name em-
bedding to concentrate on there original role in finding a universal
template and carrying the discriminative information of classes,
respectively. To achieve this, UDID adopts an embedding discrimi-
nator D to decouples the prompt context P = {v1,vy, ..., upr} and
refined class names {C7, C’Z", CI*<}. The objective of D is to learn
a binary classifier to classify whether the input embedding is the
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general context or class name embedding. This decoupling process
is performed using the binary cross-entropy loss, formally,

Lp=-log(D(P) - D lg(1-D(C)). )

ieCp

where €p is the set of base classes. In this way, the similarity be-
tween prompt context and class names can be reduced. As class
name embedding already carries most of the discriminative infor-
mation, reducing the similarity can prevent it from carrying base
class information. Therefore, the disengagement mechanism can
further avoid the learned prompt context from overfitting the base
classes.

Optimization and Inference. The overall training object of our
IDAPL is the combination of the above two loss functions, formally,

£:£I+5XLD) (6)

where f is a hyper-parameter. In the inference stage, we put the op-
timized prompt context {v1, vy, ..., vy} and the original novel class
name embedding into the text encoder G to derive the classification
weights for novel classes.

Based on the above APL and UDID mechanisms, our IDAPL
approach can effectively alleviate the phenomenon of learnable
context overfitting to base classes, meanwhile, learning more infor-
mative semantic representation of base classes by fine-tuning the
class name embedding, leading to improved performance on both
base and novel classes.

4 Experiments
4.1 Experimental Setup

We conduct comprehensive experiments on diverse benchmarks to
validate the core idea of our work. Both base-to-novel and cross-
dataset generalization settings [14, 44, 45] are considered to demon-
strate the effectiveness of our proposed approach in improving the
cross-category generalizability of the prompt learning mechanism.
Specifically, in the base-to-novel setting, each dataset is divided
into subsets of base and novel categories, and only base categories
provide images for training. In the cross-dataset generalization
setting, we adopt ImageNet [32] for training and test the perfor-
mance on other datasets with categories different from the training
categories.

4.2 Dataset

Following existing works on prompt learning [14, 44, 45], we con-
duct experiments on eleven standard image recognition bench-
marks which focus on different categories, including: i) two generic-
object recognition benchmarks (i.e., ImageNet [32] and Caltech101
[5]); ii) five fine-grained recognition benchmarks (i.e., OxfordPets
[28], StanfordCars [16], Flowers102 [24], Food101 [1], and variant
level task of FGVCAircraft [21]); iii) one scene benchmark (i.e.,
SUN397 [38]); iv) one action recognition benchmark (i.e., UCF101
[33]); v) one texture benchmark (i.e., DTD [4]); vi) one satellite-
image benchmark (i.e., EuroSAT [10]).
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4.3 Implementation Details

In all the experiments, following prior works [14, 44], we randomly
select 16 samples per category for training, under the few-shot learn-
ing setting. In our experiments, we implement the IDAPL mecha-
nism under the training paradigm of CoOp [45] and MaPLe [14]
respectively. Specifically, the pre-trained ViT-B/16 CLIP model is
utilized as the backbone of our model. We directly adopt the GPT
visual descriptions collected by Maniparambil et al. [22] as the ad-
ditional training data of base classes. The training epoch number is
set to 50 and 5 for CoOp w/ IDAPL and MaPLe w/ IDAPL, respec-
tively. The adaptation stage utilizes the same iteration number as
that of the training stage. The hyper-parameter ¢ & f are set to
0.1 & 5, respectively. The rest hyper-parameter settings (e.g., learn-
ing rate, batch size, context length, prompt depth, etc) follow the
original implementation of CoOp [45] and MaPLe [14]. In addition,
to warm up the discriminator D, we optimize it by Eq. 4 with the
original general context (i.e., “a photo of a”) and class name em-
bedding before the formal training process. The hyperparameters
are fixed across all datasets. The experiments are conducted on one
4090 GPU. The implementation code will be released online upon
acceptance.

4.4 Experimental Results

Baselines. We compare our approach with the recent state-of-
the-art works on VLMs adaptation, including CLIP-Adapter (CLIP-
A) [6], Context Optimization (CoOp) [45], Class name Optimization
(CnOp) [27], Conditional CoOp (CoCoOp) [44], Prompt Learning
with Optimal Transport (CoPLOT) [2], Regularized Mask Tuning(R-
AMT) [43], Multi-modal Prompt Learning (MaPLe) [14], CLIP-A-
Self [22], PromptSRC [15], and ProGrad [46]. Of these, CLIP-A [6],
R-AMT [43] and CoOp [44] are pioneer works on adapting CLIP
towards downstream tasks. Specifically, CLIP-A introduces light-
weight additional feature adapters on either visual or language
branches, R-AMT fine-tunes VLMs via masking selected parame-
ters, while CoOp focuses on learning continuous context vectors.
CnOp [27] proposes to adapt CLIP towards downstream datasets
by optimizing class name embedding. CoCoOp [44], CoPLOT [2],
MaPLe [14], PromptSRC [15], and ProGrad [46] draw attentions on
improving the base-to-novel generalization performance of prompt
learning. CLIP-A-Self [22] further proposes to enhance prompt
learning by utilizing GPT descriptions.

Base-to-Novel Generalization. This setting splits datasets into
base and novel categories. In this setting, the model is first trained
on base categories and then tested on novel categories. Table 1 dis-
plays the performance comparison of each approach. From Table 1,
we can draw the following observations. First, the performance
achieved by our approach is on par with or even better than that of
the compared baselines on most of the benchmarks (except FGV-
CAircraft, Caltech101, and ImageNet), as well as on average. By
improving the generalizability of prompt context and enriching the
class name embedding together, our approach can obtain consistent
performance improvement over both base and novel categories.
Second, by applying the IDAPL mechanism into the training para-
digm of CoOp, our approach can achieve consistent performance
improvement over the vanilla CoOp approach. By applying the
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Table 1: Comparison with existing prompt learning methods on the base-to-novel generalization setting. H indicates the
harmonic mean of accuracies on base and novel categories.

(a) Average over 11 datasets (b) ImageNet (c) FGVCAircraft

Base Novel | H Base Novel | H Base Novel | H
CLIP 69.3 74.2 71.7 CLIP 72.4 68.1 70.2 CLIP 27.2 36.3 31.1
CLIP-A 79.9 72.3 75.9 CLIP-A 75.4 68.6 71.8 CLIP-A 34.9 33.5 34.2
CoOp 82.7 63.2 71.7 CoOp 76.5 67.9 71.9 CoOp 40.4 22.3 28.7
CoCoO 80.5 71.7 75.8 CoCoO 76.0 70.4 73.1 CoCoO 334 23.7 27.7
CoPLO 75.9 67.6 71.8 CoPLO 68.2 63.1 65.7 CoPLO 25.6 26.6 26.1
CnOp 82.8 73.1 77.7 CnOp 74.7 68.1 71.2 CnOp 44.0 33.3 37.9
R-AMT 85.7 72.2 78.4 R-AMT 77.2 70.3 73.6 R-AMT 49.2 32.1 38.9
MaPLe 82.3 75.1 78.5 MaPLe 76.7 70.5 73.5 MaPLe 37.4 35.6 36.5
CLIP-A-Self 82.5 74.5 78.3 CLIP-A-Self 76.4 68.3 72.1 CLIP-A-Self 37.8 33.0 35.2
PromptSRC 843 76.1 | 80.0 PromptSRC 77.6 707 | 74.0 PromptSRC 427 379 | 40.2
ProGrad 82.5 70.7 76.2 ProGrad 77.0 66.7 | 715 ProGrad 40.5 27.6 | 32.8
CoOp+IDAPL 83.8 75.1 79.2 CoOp+IDAPL 77.1 70.6 73.7 CoOp+IDAPL 44.8 34.2 38.8
MaPLe+IDAPL 84.2 77.7 | 80.8 MaPLe+IDAPL  76.8 70.8 73.7 MaPLe+IDAPL 44.0 35.9 39.6

(d) Food101 (e) Caltech101 (f) Flowers102

Base Novel | H Base Novel | H Base Novel | H
CLIP 90.1 91.2 90.7 CLIP 96.8 94.0 95.4 CLIP 72.1 77.8 74.8
CLIP-A 90.3 91.2 90.7 CLIP-A 97.7 93.6 95.6 CLIP-A 94.6 71.5 81.4
CoOp 88.3 82.3 85.2 CoOp 98.0 89.8 93.7 CoOp 97.6 59.7 74.1
CoCoO 90.7 91.3 91.0 CoCoO 98.0 93.8 95.8 CoCoO 94.9 71.8 81.7
CoPLO 85.0 85.2 85.1 CoPLO 95.4 90.9 93.2 CoPLO 89.6 69.2 79.4
CnOp 86.5 91.0 88.7 CnOp 97.9 94.0 95.9 CnOp 98.0 77.1 86.3
R-AMT 90.7 91.1 90.9 R-AMT 98.9 94.4 96.6 R-AMT 98.0 70.9 82.3
MaPLe 90.7 92.1 914 MaPLe 97.7 94.4 96.0 MaPLe 95.9 72.5 82.6
CLIP-A-Self 90.4 91.2 90.8 CLIP-A-Self 98.3 95.9 97.1 CLIP-A-Self 97.4 75.3 84.9
PromptSRC 90.7 915 | 911 PromptSRC 98.1 940 | 96.0 PromptSRC 98.1 765 | 86.0
ProGrad 90.4  89.6 | 90.0 ProGrad 98.0 939 | 95.9 ProGrad 95.5 71.9 82
CoOp+IDAPL 90.3 91.7 91.0 CoOp+IDAPL 98.6 95.2 96.9 CoOp+IDAPL 97.7 78.1 | 86.8
MaPLe+IDAPL 90.9 92.1 | 91.5 MaPLe+IDAPL 97.8 94.2 96.0 MaPLe+IDAPL  96.7 76.4 85.3

(g) OxfordPets (h) StanfordCars (i) SUN397

Base Novel | H Base Novel | H Base Novel | H
CLIP 91.2 97.3 94.1 CLIP 63.4 74.9 68.7 CLIP 69.4 75.4 72.2
CLIP-A 94.8 97.0 95.9 CLIP-A 70.5 73.3 71.9 CLIP-A 80.1 75.9 77.9
CoOp 93.7 95.3 94.5 CoOp 78.1 60.4 68.1 CoOp 80.6 65.9 72.5
CoCoO 95.2 97.7 96.4 CoCoO 70.5 73.6 72.0 CoCoO 79.7 76.9 78.3
CoPLO 92.1 95.9 94.0 CoPLO 63.2 66.5 64.9 CoPLO 75.2 73.2 74.2
CnOp 93.4 96.9 95.1 CnOp 80.6 75.0 77.7 CnOp 79.1 75.5 77.3
R-AMT 95.7 96.0 95.8 R-AMT 82.9 69.5 75.6 R-AMT 82.2 76.5 79.2
MaPLe 95.4 97.8 96.6 MaPLe 72.9 74.0 73.5 MaPLe 80.8 78.7 79.7
CLIP-A-Self 94.4 97.0 95.7 CLIP-A-Self 76.8 72.9 74.8 CLIP-A-Self 81.4 76.8 79.0
PromptSRC 953 973 | 96.3 PromptSRC 783 750 | 76.6 PromptSRC 82.7 785 | 805
ProGrad 95.1 97.6 76.2 ProGrad 77.7 68.6 | 72.9 ProGrad 81.3 74.2 77.6
CoOp+IDAPL 95.4 97.3 96.4 CoOp+IDAPL 81.4 75.3 78.3 CoOp+IDAPL 82.2 78.1 80.1
MaPLe+IDAPL 955 97.7 96.6 MaPLe+IDAPL  80.8 75.5 78.1 MaPLe+IDAPL 81.9 79.5 80.7

(j) DTD (k) EuroSAT (I) UCF101

Base Novel | H Base Novel | H Base Novel | H
CLIP 53.2 59.9 56.4 CLIP 56.5 64.1 60.0 CLIP 70.5 77.5 73.9
CLIP-A 74.9 53.0 62.1 CLIP-A 82.5 62.4 71.1 CLIP-A 82.9 74.9 78.7
CoOp 79.4 41.2 54.2 CoOp 92.2 54.7 68.7 CoOp 84.7 56.1 67.5
CoCoO 77.0 56.0 64.9 CoCoO 87.5 60.0 71.2 CoCoO 82.3 73.5 77.6
CoPLO 72.6 514 62.0 CoPLO 91.0 55.3 73.2 CoPLO 77.4 66.2 71.8
CnOp 80.3 60.0 68.7 CnOp 92.1 59.8 72.5 CnOp 84.1 73.9 78.7
R-AMT 84.4 57.2 68.2 R-AMT 95.8 58.3 72.5 R-AMT 87.9 77.4 82.3
MaPLe 80.4 59.2 68.2 MaPLe 94.1 73.2 82.4 MaPLe 83.0 78.7 80.8
CLIP-A-Self 81.8 62.3 70.7 CLIP-A-Self 88.5 70.5 78.5 CLIP-A-Self 84.1 76.4 80.1
PromptSRC 834  63.0 | 717 PromptSRC 929 739 | 823 PromptSRC 87.1 78.8 | 827
ProGrad 774 524 | 624 ProGrad 90.1 60.9 | 72.7 ProGrad 84.3 74.9 79.4
CoOp+IDAPL 82.2 57.1 67.4 CoOp+IDAPL 86.9 73.2 79.5 CoOp+IDAPL 84.7 74.8 79.4

MaPLe+IDAPL 834 65.3 | 73.3 MaPLe+IDAPL 939 85.8 | 89.7 MaPLe+IDAPL 844 814 | 82.9
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Table 2: Performance comparison with the existing methods of prompt learning under the cross-dataset generalization setting.

Source Target
Q ) $
~ S > & &
& S s s & 8 3 & & & e
g & F §F & & § S o § & &
¥ S S £ ¥ @)
& &S & < 5 i & & NS S i
CoOp 71.5 68.7 18.5 85.3 93.7 89.1 64.5 64.2 41.9 46.4 66.6 63.9
CoCoOp 71.0 71.9 22.9 86.1 94.4 90.1 65.3 67.4 45.7 454 68.2 65.7
MaPLe 71.6 70.8 21.8 86.1 92.1 90.1 65.6 66.5 46.7 353 67.8 64.3
PromptSRC 71.3 70.3 23.9 86.2 93.6 90.3 65.7 67.1 46.9 45.5 68.8 65.8
ProGrad 72.2 67.9 20.6 85.4 91.5 89.6 62.4 62.5 39.4 43.5 64.3 62.7
CoOp+IDAPL 72.5 71.7 23.1 86.4 94.4 89.8 65.6 67.2 47.0 39.5 69.1 654
MaPLe+IDAPL 72.1 72.6 23.8 86.0 94.0 90.1 65.6 68.0 45.9 38.7 68.9 65.4

Table 3: Ablation study on base-to-novel generation task un-
der the training paradigm of CoOp+IDAPL. We report the
average results of all the 11 datasets.

Base Novel

“a photo of a” 69.3 73.1
+ context learning (CoOp) 82.1 68.8

+ associative learning 83.5 71.9

+ GPT generated description 83.8 74.7

+ UDID (full model) 83.8 75.1

IDAPL mechanism into the training paradigm of MaPLe, our ap-
proach outperforms the vanilla MaPLe approach on most of the
benchmarks (except Caltech101), as well as on average. In addi-
tion, our approach can clearly outperform the CLIP-A-Self baseline
which also utilizes GPT descriptions to enhance prompt learning.
Finally, our approach can clearly outperform the regularization
strategy based baselines, PromptSRC [15] and ProGrad [46], which
potentially require a lot of human costs. This result shows the su-
periority of enhancing the semantic richness of class names and
decoupling the embedding of prompt context and class names in
improving the generalizability of prompt learning.
Cross-Dataset Generalization. In this setting, the model is first
trained on base categories of one source dataset and then tested on
novel categories of other datasets. Table 2 displays the performance
comparison of each approach. From Table 2, we can draw similar
observations as in the above setting. In general, our approach can
achieve improved performance compared with baseline models
and can achieve comparable (3/10) or improved (6/10) performance
compared with other comparison models on target benchmarks
(except EuroSAT). EuroSAT is a satellite-image benchmark, which
is very different from other datasets and contains only 10 classes,
making its performance unstable. Fair comparisons, we adopt the
same hyperparameters for baseline models, (i.e., CoOp and MaPLe)
and our implementation.

4.5 Analysis

Ablation Study. In order to further demonstrate the effective-
ness of the proposed associative learning mechanism, we conduct
ablation studies and show the corresponding results in Table 3.
Comparing CLIP with the context learning mechanism, we can
see that learning prompt context can significantly improve base
class accuracy, but limit the cross-category generalizability as the

Table 4: Performance on the domain generalization setting,
in which models are trained on ImageNet and then evaluated
on datasets of other domain styles.

Source Target

ImageNet -V2 -S -A -R  Avg.
CoOp 71.5 64.2 480 49.7 752 593
CoOp+IDAPL 72.6 65.1 487 504 76.1 60.1
MaPLe 70.7 64.1 49.2 509 77.0 60.3

MaPLe+IDAPL 70.9 640 49.2 50.7 769 602

Table 5: Comparison for the number of trainable parameters
on the Flowers102 dataset.

Method Parameters Performances
Num. % CLIP  Base Novel H
CoOp 2048 0.002 97.6 59.7 74.1
CoOp+IDAPL 134.7 K 0.108 97.5 78.4 86.9
MaPLe 355M 2.85 95.9 72.5 82.6
MaPLe+IDAPL  3.68 M 2.96 97.7 77.5 86.5

learned context overfits to base classes. By introducing associative
learning of both prompt context and class name embedding, we can
observe consistent performance improvements on both base and
novel classes. In addition, using class semantic descriptions gener-
ated by GPT as additional training data to refine the prompts also
achieves performance improvement. These observations show that
the APL mechanism can alleviate the phenomenon of the learned
context overfit to base classes, meanwhile, learning more informa-
tive semantic representation of base classes by fine-tuning the class
name embedding with semantic rich class descriptions and base
class images, which is consistent with our motivation. Furthermore,
comparing the fourth line with the fifth line in Table 3, it is clear
that our UDID mechanism achieves performance improvement on
novel classes, showing that decoupling the learnable context and
class name embedding could further protect the learnable context
from overfitting to base classes.

Sensitivity Analysis. To demonstrate the robustness of our ap-
proach, we further conduct sensitivity analysis for hyper-parameters
and report the corresponding results in Figure 3. From the upper
part of Figure 3, we can see that the performance of our approach
progressively improves as the epoch number grows, and is stabi-
lized after 50 epochs, while the performance of CoOp is sensitive
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Figure 3: Sensitivity analysis on DTD (left), StanfordCars (middle), and Food101 (right) datasets. The results are obtained by
varying the value of the corresponding hyper-parameter, while fixing the other hyper-parameters to the values adopted in the

experiments.

to the epoch number. This observation further shows that our
proposed associative learning mechanism is robust against base-to-
novel performance degradation during context optimization. From
the middle and bottom part of Figure 3, we can see that our ap-
proach can tolerate wide ranges of the trade-off parameters a &
B, which are used to incorporate category residuals R; into class
name embedding and balance the loss functions, respectively.
Domain Generalization. The associative prompt learning mecha-
nism is originally proposed for improving the cross-category gener-
alization performance of context optimization. Considering that our
approach usually obtains better performance on base categories, we
have concerns on whether the introduced IDAPL mechanism will
cause extra bias towards the domain style of training data. To this
end, we further examine the performance of our approach on the
domain generalization setting and report the corresponding results
in Table 4. Specifically, the model is first trained on ImageNet and
then evaluated on datasets of other domain styles (i.e., ImageNet-
V2 [30], ImageNet-S [37], ImageNet-A [12] and ImageNet-R [11]).
From Table 4, we can see that the introduced IDAPL mechanism
does not lead to clear performance degradation on new domains.
The domain generalization performance obtained by our approach
can be on par with or even better than the corresponding baselines,
although cross-domain generalization is not the original purpose
of our approach.

Prompt Complexity. As shown in Table 5, we compare the num-
ber of trainable parameters of CoOp+IDAPL and MaPLe+IDAPL
with their baselines. We can see that the IDAPL mechanism only

introduces about 0.1M extra trainable parameters (~0.1% parame-
ters of CLIP) to their baselines, but brings about clear performance
improvement on the harmonic mean metrics. Notably, since APL
does not change the visual branch, its inference speed is consistent
with the original baseline model.

5 Conclusion

This work focuses on improving the generalization ability of prompt
learning for vision-language models. To achieve this, we draw a
novel empirical-analysis-based insight on the effect of uninfor-
mative class names causing novel class performance degradation
in prompt learning. Motivated by this observation, we propose
our IDAPL approach, which consists of APL and UDID mecha-
nisms. APL alleviates the phenomenon of learnable context over-
fitting to base classes by enhancing the semantic richness of class
names, meanwhile, semantically enriched class name embedding
also brings performance improvement on base classes. In addition,
as APL cannot prevent the learnable context from learning base
class information, we further propose UDID to ensure the prompt
context and class name embedding to concentrate on their original
role in finding a universal template and carrying the discriminative
information of classes, respectively, by decoupling the embedding
of prompt context and class names. In this way, the learnable con-
text is protected from biasing to base classes. We conduct extensive
experiments on eleven widely used few-shot learning benchmarks.
Experimental results clearly validate the effectiveness of IDAPL.



Rethinking the Effect of Uninformative Class Name in Prompt Learning

Acknowledgments

This work was supported by the National Natural Science Founda-
tion of China (No. 62106204, 62176221, 61572407), the Fundamental
Research Funds for the Central Universities (No. 2682024ZTPY055),
the Sichuan Science and Technology Program (No. 2024NSFTD0036,
2024ZHCGO0166 ), the Frontier Cross Innovation Team Project of
Southwest Jiaotong University (YH1500112432297), the CSC schol-
arship, and the Engineering Research Center of Sustainable Urban
Intelligent Transportation, Ministry of Education.

References

(1]

[4

o

(5

=

[9

=

[10]

[11

[12]

[14]

[15]

Lukas Bossard, Matthieu Guillaumin, and Luc Van Gool. 2014. Food-101 - Mining
Discriminative Components with Random Forests. In Computer Vision - ECCV
2014 - 13th European Conference, Zurich, Switzerland, September 6-12, 2014, Pro-
ceedings, Part VI (Lecture Notes in Computer Science, Vol. 8694), David J. Fleet,
Tomas Pajdla, Bernt Schiele, and Tinne Tuytelaars (Eds.). Springer, 446-461.
https://doi.org/10.1007/978-3-319-10599-4_29

Guangyi Chen, Weiran Yao, Xiangchen Song, Xinyue Li, Yongming Rao, and
Kun Zhang. 2023. PLOT: Prompt Learning with Optimal Transport for Vision-
Language Models. In The Eleventh International Conference on Learning Repre-
sentations, ICLR 2023, Kigali, Rwanda, May 1-5, 2023. OpenReview.net. https:
//openreview.net/forum?id=zqwryBoXYnh

Ting Chen, Simon Kornblith, Mohammad Norouzi, and Geoffrey E. Hinton. 2020.
A Simple Framework for Contrastive Learning of Visual Representations. In
ICML, Vol. 119. 1597-1607.

Mircea Cimpoi, Subhransu Maji, lasonas Kokkinos, Sammy Mohamed, and An-
drea Vedaldi. 2014. Describing Textures in the Wild. In 2014 IEEE Conference on
Computer Vision and Pattern Recognition, CVPR 2014, Columbus, OH, USA, June
23-28, 2014. IEEE Computer Society, 3606-3613. https://doi.org/10.1109/CVPR.
2014.461

Li Fei-Fei, Rob Fergus, and Pietro Perona. 2004. Learning Generative Visual
Models from Few Training Examples: An Incremental Bayesian Approach Tested
on 101 Object Categories. In IEEE Conference on Computer Vision and Pattern
Recognition Workshops, CVPR Workshops 2004, Washington, DC, USA, June 27 -
July 2, 2004. IEEE Computer Society, 178. https://doi.org/10.1109/CVPR.2004.383
Peng Gao, Shijie Geng, Renrui Zhang, Teli Ma, Rongyao Fang, Yongfeng Zhang,
Hongsheng Li, and Yu Qiao. 2021. CLIP-Adapter: Better Vision-Language Models
with Feature Adapters. CoRR abs/2110.04544 (2021).

Yunhao Ge, Jie Ren, Andrew Gallagher, Yuxiao Wang, Ming-Hsuan Yang, Hartwig
Adam, Laurent Itti, Balaji Lakshminarayanan, and Jiaping Zhao. 2023. Improving
Zero-shot Generalization and Robustness of Multi-Modal Models. In CVPR. 11093~
11101.

Zixian Guo, Bowen Dong, Zhilong Ji, Jinfeng Bai, Yiwen Guo, and Wangmeng
Zuo. 2023. Texts as Images in Prompt Tuning for Multi-Label Image Recognition.
In CVPR. 2808-2817.

Kaiming He, Haoqi Fan, Yuxin Wu, Saining Xie, and Ross B. Girshick. 2020.
Momentum Contrast for Unsupervised Visual Representation Learning. In CVPR.
9726-9735.

Patrick Helber, Benjamin Bischke, Andreas Dengel, and Damian Borth. 2019.
EuroSAT: A Novel Dataset and Deep Learning Benchmark for Land Use and Land
Cover Classification. IEEE J. Sel. Top. Appl. Earth Obs. Remote. Sens. 12, 7 (2019),
2217-2226. https://doi.org/10.1109/JSTARS.2019.2918242

Dan Hendrycks, Steven Basart, Norman Mu, Saurav Kadavath, Frank Wang, Evan
Dorundo, Rahul Desai, Tyler Zhu, Samyak Parajuli, Mike Guo, Dawn Song, Jacob
Steinhardt, and Justin Gilmer. 2021. The Many Faces of Robustness: A Critical
Analysis of Out-of-Distribution Generalization. In 2021 IEEE/CVF International
Conference on Computer Vision, ICCV 2021, Montreal, QC, Canada, October 10-17,
2021. IEEE, 8320-8329. https://doi.org/10.1109/ICCV48922.2021.00823

Dan Hendrycks, Kevin Zhao, Steven Basart, Jacob Steinhardt, and Dawn Song.
2021. Natural Adversarial Examples. In IEEE Conference on Computer Vision
and Pattern Recognition, CVPR 2021, virtual, June 19-25, 2021. Computer Vision
Foundation / IEEE, 15262-15271. https://doi.org/10.1109/CVPR46437.2021.01501
Chao Jia, Yinfei Yang, Ye Xia, Yi-Ting Chen, Zarana Parekh, Hieu Pham, Quoc V.
Le, Yun-Hsuan Sung, Zhen Li, and Tom Duerig. 2021. Scaling Up Visual and
Vision-Language Representation Learning With Noisy Text Supervision. In ICML,
Vol. 139. 4904-4916.

Muhammad Uzair Khattak, Hanoona Abdul Rasheed, Muhammad Maaz,
Salman H. Khan, and Fahad Shahbaz Khan. 2023. MaPLe: Multi-modal Prompt
Learning. In CVPR. 19113-19122.

Muhammad Uzair Khattak, Syed Talal Wasim, Muzammal Naseer, Salman Khan,
Ming-Hsuan Yang, and Fahad Shahbaz Khan. 2023. Self-regulating Prompts: Foun-
dational Model Adaptation without Forgetting. In Proceedings of the IEEE/CVF
International Conference on Computer Vision (ICCV). 15190-15200.

[16]

(17

(18]

[19

IS
=

[21

[22]

[23

[24

[25

[26

[27]

[28

"~
20,

[30

[31

[32

[33

[34

[35

[36

@
=

MM 24, October 28-November 1, 2024, Melbourne, VIC, Australia

Jonathan Krause, Michael Stark, Jia Deng, and Li Fei-Fei. 2013. 3D Object Repre-
sentations for Fine-Grained Categorization. In 2013 IEEE International Conference
on Computer Vision Workshops, ICCV Workshops 2013, Sydney, Australia, December
1-8, 2013. IEEE Computer Society, 554-561. https://doi.org/10.1109/ICCVW.2013.
77

Brian Lester, Rami Al-Rfou, and Noah Constant. 2021. The Power of Scale for
Parameter-Efficient Prompt Tuning. In EMNLP. 3045-3059.

Xiang Lisa Li and Percy Liang. 2021. Prefix-Tuning: Optimizing Continuous
Prompts for Generation. In ACL. 4582-4597.

Yuning Lu, Jianzhuang Liu, Yonggang Zhang, Yajing Liu, and Xinmei Tian. 2022.
Prompt Distribution Learning. In CVPR. 5196-5205.

Chengcheng Ma, Yang Liu, Jiankang Deng, Lingxi Xie, Weiming Dong, and
Changsheng Xu. 2023. Understanding and Mitigating Overfitting in Prompt
Tuning for Vision-Language Models. IEEE Trans. Circuits Syst. Video Technol. 33,
9 (2023), 4616-4629.

Subhransu Maji, Esa Rahtu, Juho Kannala, Matthew B. Blaschko, and Andrea
Vedaldi. 2013. Fine-Grained Visual Classification of Aircraft. CoRR abs/1306.5151
(2013). arXiv:1306.5151 http://arxiv.org/abs/1306.5151

Mayug Maniparambil, Chris Vorster, Derek Molloy, Noel Murphy, Kevin McGuin-
ness, and Noel E. O’Connor. 2023. Enhancing CLIP with GPT-4: Harnessing
Visual Descriptions as Prompts. In ICCV. 262-271.

Sachit Menon and Carl Vondrick. 2023. Visual Classification via Description from
Large Language Models. In ICLR.

Maria-Elena Nilsback and Andrew Zisserman. 2008. Automated Flower Classifi-
cation over a Large Number of Classes. In Sixth Indian Conference on Computer
Vision, Graphics & Image Processing, ICVGIP 2008, Bhubaneswar, India, 16-19 De-
cember 2008. IEEE Computer Society, 722-729. https://doi.org/10.1109/ICVGIP.
2008.47

Zachary Novack, Julian J. McAuley, Zachary Chase Lipton, and Saurabh Garg.
2023. CHILS: Zero-Shot Image Classification with Hierarchical Label Sets. In
ICML, Vol. 202. 26342-26362.

OpenAl 2023. GPT-4 Technical Report. CoRR abs/2303.08774 (2023). https:
//doi.org/10.48550/ARXIV.2303.08774 arXiv:2303.08774

Sarah Parisot, Yongxin Yang, and Steven McDonagh. 2023. Learning to Name
Classes for Vision and Language Models. In CVPR. 23477-23486.

Omkar M. Parkhi, Andrea Vedaldi, Andrew Zisserman, and C. V. Jawahar. 2012.
Cats and dogs. In 2012 IEEE Conference on Computer Vision and Pattern Recognition,
Providence, RI, USA, June 16-21, 2012. IEEE Computer Society, 3498-3505. https:
//doi.org/10.1109/CVPR.2012.6248092

Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya Ramesh, Gabriel Goh,
Sandhini Agarwal, Girish Sastry, Amanda Askell, Pamela Mishkin, Jack Clark,
Gretchen Krueger, and Ilya Sutskever. 2021. Learning Transferable Visual Models
From Natural Language Supervision. In ICML, Vol. 139. 8748-8763.

Benjamin Recht, Rebecca Roelofs, Ludwig Schmidt, and Vaishaal Shankar. 2019.
Do ImageNet Classifiers Generalize to ImageNet?. In Proceedings of the 36th
International Conference on Machine Learning, ICML 2019, 9-15 June 2019, Long
Beach, California, USA (Proceedings of Machine Learning Research, Vol. 97), Ka-
malika Chaudhuri and Ruslan Salakhutdinov (Eds.). PMLR, 5389-5400. http:
//proceedings.mlr.press/v97/recht19a.html

Shuvendu Roy and Ali Etemad. 2023. Consistency-guided Prompt Learning for
Vision-Language Models. CoRR abs/2306.01195 (2023). https://doi.org/10.48550/
ARXIV.2306.01195 arXiv:2306.01195

Olga Russakovsky, Jia Deng, Hao Su, Jonathan Krause, Sanjeev Satheesh, Sean Ma,
Zhiheng Huang, Andrej Karpathy, Aditya Khosla, Michael Bernstein, Alexander C.
Berg, and Li Fei-Fei. 2015. ImageNet Large Scale Visual Recognition Challenge.
International Journal of Computer Vision (IJCV) 115, 3 (2015), 211-252. https:
//doi.org/10.1007/s11263-015-0816-y

Khurram Soomro, Amir Roshan Zamir, and Mubarak Shah. 2012. UCF101:
A Dataset of 101 Human Actions Classes From Videos in The Wild. CoRR
abs/1212.0402 (2012). arXiv:1212.0402 http://arxiv.org/abs/1212.0402

Hongbo Sun, Xiangteng He, Jiahuan Zhou, and Yuxin Peng. 2023. Fine-Grained
Visual Prompt Learning of Vision-Language Models for Image Recognition. In
Proceedings of the 31st ACM International Conference on Multimedia. 5828-5836.

Ximeng Sun, Ping Hu, and Kate Saenko. 2022. DualCoOp: Fast Adaptation to
Multi-Label Recognition with Limited Annotations. In NeurIPS.

Ao Wang, Hui Chen, Zijia Lin, Zixuan Ding, Pengzhang Liu, Yongjun Bao,
Weipeng Yan, and Guiguang Ding. 2023. Hierarchical Prompt Learning Us-
ing CLIP for Multi-label Classification with Single Positive Labels. In Proceedings
of the 31st ACM International Conference on Multimedia. 5594-5604.

Haohan Wang, Songwei Ge, Zachary C. Lipton, and Eric P. Xing. 2019. Learn-
ing Robust Global Representations by Penalizing Local Predictive Power.
In Advances in Neural Information Processing Systems 32: Annual Confer-
ence on Neural Information Processing Systems 2019, NeurIPS 2019, Decem-
ber 8-14, 2019, Vancouver, BC, Canada, Hanna M. Wallach, Hugo Larochelle,
Alina Beygelzimer, Florence d’Alché-Buc, Emily B. Fox, and Roman Gar-
nett (Eds.). 10506-10518.  https://proceedings.neurips.cc/paper/2019/hash/
3eefceb8087e964f89c2d59e8a249915- Abstract.html


https://doi.org/10.1007/978-3-319-10599-4_29
https://openreview.net/forum?id=zqwryBoXYnh
https://openreview.net/forum?id=zqwryBoXYnh
https://doi.org/10.1109/CVPR.2014.461
https://doi.org/10.1109/CVPR.2014.461
https://doi.org/10.1109/CVPR.2004.383
https://doi.org/10.1109/JSTARS.2019.2918242
https://doi.org/10.1109/ICCV48922.2021.00823
https://doi.org/10.1109/CVPR46437.2021.01501
https://doi.org/10.1109/ICCVW.2013.77
https://doi.org/10.1109/ICCVW.2013.77
https://arxiv.org/abs/1306.5151
http://arxiv.org/abs/1306.5151
https://doi.org/10.1109/ICVGIP.2008.47
https://doi.org/10.1109/ICVGIP.2008.47
https://doi.org/10.48550/ARXIV.2303.08774
https://doi.org/10.48550/ARXIV.2303.08774
https://arxiv.org/abs/2303.08774
https://doi.org/10.1109/CVPR.2012.6248092
https://doi.org/10.1109/CVPR.2012.6248092
http://proceedings.mlr.press/v97/recht19a.html
http://proceedings.mlr.press/v97/recht19a.html
https://doi.org/10.48550/ARXIV.2306.01195
https://doi.org/10.48550/ARXIV.2306.01195
https://arxiv.org/abs/2306.01195
https://doi.org/10.1007/s11263-015-0816-y
https://doi.org/10.1007/s11263-015-0816-y
https://arxiv.org/abs/1212.0402
http://arxiv.org/abs/1212.0402
https://proceedings.neurips.cc/paper/2019/hash/3eefceb8087e964f89c2d59e8a249915-Abstract.html
https://proceedings.neurips.cc/paper/2019/hash/3eefceb8087e964f89c2d59e8a249915-Abstract.html

MM °24, October 28-November 1, 2024, Melbourne, VIC, Australia

[38]

[39]

[40]

Jianxiong Xiao, James Hays, Krista A. Ehinger, Aude Oliva, and Antonio Torralba.
2010. SUN database: Large-scale scene recognition from abbey to zoo. In The
Twenty-Third IEEE Conference on Computer Vision and Pattern Recognition, CVPR
2010, San Francisco, CA, USA, 13-18 June 2010. IEEE Computer Society, 3485-3492.
https://doi.org/10.1109/CVPR.2010.5539970

Hantao Yao, Rui Zhang, and Changsheng Xu. 2023. Visual-Language Prompt
Tuning with Knowledge-Guided Context Optimization. In CVPR. 6757-6767.
Lewei Yao, Runhui Huang, Lu Hou, Guansong Lu, Minzhe Niu, Hang Xu, Xiao-
dan Liang, Zhenguo Li, Xin Jiang, and Chunjing Xu. 2022. FILIP: Fine-grained
Interactive Language-Image Pre-Training. In ICLR.

[41] Junhui Yin, Xinyu Zhang, Lin Wu, Xianghua Xie, and Xiaojie Wang. 2024. In-

context Prompt Learning for Test-time Vision Recognition with Frozen Vision-
language Model. CoRR abs/2403.06126 (2024). https://doi.org/10.48550/ ARXIV.
2403.06126 arXiv:2403.06126

[42

[43

[44

[46

]

Fengmao Lv, Changru Nie, Jianyang Zhang, Guowu Yang, Guosheng Lin, Xiao Wu, and Tianrui Li

Tao Yu, Zhihe Lu, Xin Jin, Zhibo Chen, and Xinchao Wang. 2023. Task Residual
for Tuning Vision-Language Models. In IEEE/CVF Conference on Computer Vision
and Pattern Recognition, CVPR 2023, Vancouver, BC, Canada, June 17-24, 2023.
IEEE, 10899-10909. https://doi.org/10.1109/CVPR52729.2023.01049

Kecheng Zheng, Wei Wu, Ruili Feng, Kai Zhu, Jiawei Liu, Deli Zhao, Zheng-Jun
Zha, Wei Chen, and Yujun Shen. 2023. Regularized Mask Tuning: Uncovering
Hidden Knowledge in Pre-trained Vision-Language Models. In IEEE/CVF Interna-
tional Conference on Computer Vision, ICCV 2023, Paris, France, October 1-6, 2023.
IEEE, 11629-11639. https://doi.org/10.1109/ICCV51070.2023.01071

Kaiyang Zhou, Jingkang Yang, Chen Change Loy, and Ziwei Liu. 2022. Conditional
Prompt Learning for Vision-Language Models. In CVPR. 16795-16804.

Kaiyang Zhou, Jingkang Yang, Chen Change Loy, and Ziwei Liu. 2022. Learning to
Prompt for Vision-Language Models. Int. . Comput. Vis. 130, 9 (2022), 2337-2348.
Beier Zhu, Yulei Niu, Yucheng Han, Yue Wu, and Hanwang Zhang. 2023. Prompt-
aligned Gradient for Prompt Tuning. In ICCV. 15659-15669.


https://doi.org/10.1109/CVPR.2010.5539970
https://doi.org/10.48550/ARXIV.2403.06126
https://doi.org/10.48550/ARXIV.2403.06126
https://arxiv.org/abs/2403.06126
https://doi.org/10.1109/CVPR52729.2023.01049
https://doi.org/10.1109/ICCV51070.2023.01071

	Abstract
	1 Introduction
	2 Related Works
	2.1 Vision-Language Models
	2.2 Prompt Learning

	3 Methodology
	3.1 Preliminaries
	3.2 Motivation
	3.3 Method

	4 Experiments
	4.1 Experimental Setup
	4.2 Dataset
	4.3 Implementation Details
	4.4 Experimental Results
	4.5 Analysis

	5 Conclusion
	Acknowledgments
	References

