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Overview

This supplementary document is organized as follows:
Section | provides more detailed ablation studies.
Section 2 offers a more qualitative results.

Section 3 provides more discussions.

1 Ablation Study

In the main text, due to page limitations, we are unable to provide a comprehensive discussion of
the core module designs. Therefore, we present these results again in Table 1. A detailed analysis is
provided as follows.

Table 1: Ablation of ALM, DC, and RMC variants on RealMCVSR.

RealMCVSR
Method _—
PSNRT  SSIMt
(a) w/o ALM 25.89 0.9145
(b) Concat+Channel Att. 26.08 0.9150
k=1 26.29 0.9155
ALM (@k=3 26.34 0.9157
e k=5 26.32 0.9156
(f) DAT [1] 26.28 0.9154
(g) MASA-SR [2] 26.19 0.9152
(h) w/o DC 25.84 0.9140
DC (i) Concat+Channel Att. 26.13 0.9149
() wlo Ffet 2599 09144
(k) w/o RMC 25.75 0.9139
(1) w/o Refine 25.95 0.9143
RMC (m) w/o Warping 26.13 0.9148
(n) Concat+Resblock 26.20 0.9151
(o) EDVR [4] 26.31 0.9156

To further analyze the impact of each module, we visualize the qualitative results in Figure 1, where
each image corresponds to the removal of a specific component from the proposed AsLeD-Net. When
the ALM module is removed, the reconstructed image exhibits noticeable detail loss and blurriness,
as highlighted by the red rectangular box. This indicates that ALM is essential for refining textures
using relevant reference features. The absence of the DC module results in significant structural

39th Conference on Neural Information Processing Systems (NeurIPS 2025).



Wio ALM wio DC w/o RMC "~ AsLeD-Net

Figure 1: The results obtained by removing different core modules.

degradation, as marked by the red circle, demonstrating that DC is crucial for maintaining spatial
consistency and reducing misalignment between adjacent frames. Without the RMC module, severe
artifacts emerge, revealing the model’s inability to properly reconstruct temporal information, which
suggests that RMC plays a pivotal role in ensuring frame-to-frame coherence and mitigating motion
inconsistencies. The rightmost image, generated by the complete AsLeD-Net, exhibits the highest
visual quality with sharp textures, well-preserved details, and minimal artifacts, confirming that each
module contributes to the overall performance.
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Figure 2: The results obtained by different variants of the ALM module.

Effectiveness of the ALM module. Table 1 presents an ablation study on the ALM module, which
enhances structural detail transfer via K -nearest neighbor aggregation. Different design choices
and variants are evaluated to assess their impact on deblurring performance. Method (a) represents
the baseline without ALM, achieving a PSNR of 25.89 dB and an SSIM of 0.9145, which serves
as the lower bound. Method (b) replaces ALM with a simple concatenation and channel attention
mechanism, slightly improving performance to 26.08 dB PSNR and 0.9150 SSIM, demonstrating
that while attention mechanisms contribute to feature refinement, they are less effective than explicit
local matching. Methods (c)-(e) explore different values of K in ALM, where increasing K allows
more reference features to contribute to the aggregation. Specifically, setting X = 1 (method
(c)) achieves a PSNR of 26.29 dB and an SSIM of 0.9155. In comparison, K = 3 (method (d))
further improves results to 26.34 dB and 0.9157, indicating that selecting multiple nearest neighbors
enhances structural detail transfer. However, increasing K to 5 (method (e)) leads to a slight drop to
26.32 dB PSNR and 0.9156 SSIM, suggesting excessive reference aggregation may introduce noise
or redundant information. Methods (f) and (g) compare ALM with alternative detail aggregation
strategies. Method (f) employs the DAT mechanism [1], achieving a competitive 26.28 dB PSNR and
0.9154 SSIM, slightly below the best-performing ALM configuration, suggesting that ALM provides
a more effective structural matching approach. Method (g) utilizes the MASA-SR framework [2],
yielding 26.19 dB PSNR and 0.9152 SSIM, which, while better than the baseline, underperforms
compared to ALM-based designs, reinforcing the advantage of ALM’s targeted local matching.

Figure 2 presents the final results of several representative variants, where the visualized outcomes
correspond to the quantitative results. The comparison highlights the impact of different ALM
configurations on deblurring quality. The baseline without ALM exhibits noticeable structural
distortions and insufficient detail restoration. Increasing K in ALM leads to progressively enhanced
structural consistency and sharper details, with i = 3 achieving the best balance between effective
detail aggregation and noise suppression. Overall, the results demonstrate that ALM significantly



enhances deblurring quality, with & = 3 providing the optimal trade-off between feature refinement
and noise control.

Figure 3: Feature maps in the DC module.

Effectiveness of the DC module. Table 1 presents an ablation study on the DC module, which
ensures spatial consistency and reduces misalignment in the deblurring process. Different design
choices and module variants are evaluated to analyze their impact on reconstruction quality. Method
(h) removes the DC module entirely, resulting in a PSNR of 25.84 dB and an SSIM of 0.9140,
which serves as the lower bound for this study. The absence of DC leads to inconsistencies in
feature alignment, causing a degradation in structural fidelity. Method (i) replaces DC with a simple
concatenation and channel attention mechanism, leading to an improved PSNR of 26.13 dB and an
SSIM of 0.9149. This indicates that attention mechanisms contribute to feature enhancement but are
less effective than explicit difference compensation in maintaining spatial consistency. Method (j)
removes F'*7¢f the reference-guided compensation feature, leading to a PSNR of 25.99 dB and an
SSIM of 0.9144. Compared to the entire DC module, the drop in performance confirms the crucial
role of reference-guided compensation in reducing misalignment artifacts and enhancing fine details.

Figure 3 visualizes feature maps from different stages within the DC module, revealing its impact
on the deblurring process. Notably, more error-related features are activated as the features are fed
to the DC module, indicating enhanced feature representation. This suggests that the DC module
effectively captures and refines crucial structural details regarding the error, leading to improved
deblurring performance.

Effectiveness of the RMC module. Table 1 presents an ablation study on the RMC module, which
enhances structural consistency through feature refinement. Removing RMC entirely (method k)
results in the lowest performance, with a PSNR of 25.75 dB and an SSIM of 0.9139, establishing a
lower bound. Omitting the Refine step (method 1) slightly improves the results to 25.95 dB PSNR
and 0.9143 SSIM, indicating that refinement contributes to better feature enhancement. Removing
Warping (method m) achieves 26.13 dB PSNR and 0.9148 SSIM, suggesting that explicit warping
aids in accurate feature alignment. Replacing RMC with a concatenation plus residual block structure
(method n) results in 26.20 dB PSNR and 0.9151 SSIM, showing that while residual learning improves
feature integration, it is slightly less effective than the complete RMC formulation. Finally, using
EDVR (method 0) achieves the best performance with 26.31 dB PSNR and 0.9156 SSIM, suggesting
that leveraging EDVR’s temporal-spatial alignment further enhances restoration quality. Overall,
the results validate the importance of RMC’s warping and refinement mechanisms, demonstrating
that they play a crucial role in improving deblurring performance. While alternative strategies like
concatenation and residual learning contribute to feature enhancement, they remain slightly inferior
to the complete RMC module, confirming its effectiveness in structural consistency restoration.

Additionally, we visualize the optical flow and observe that after applying the refining step, the details
in the optical flow become clearer, and object contours are more accurate, further confirming the
effectiveness of refinement in improving structural consistency (as is shown in Figure 4). Overall, the
results validate the importance of RMC’s warping and refinement mechanisms, demonstrating that
they play a crucial role in improving deblurring performance.

2  Qualitative Results

In Figure 5 and Figure 6, we present additional visual results to provide a more comprehensive
evaluation of our method. By comparing our approach with existing baselines across diverse test
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Figure 4: The results obtained by the RMC module.

cases, we observe that our method consistently produces sharper details, more accurate textures,
and improved structural coherence. In particular, our model excels in handling challenging motion
patterns, effectively mitigating common artifacts such as ghosting, blurring, and texture distortion.
Compared to alternative methods, our approach better reconstructs fine details, especially in regions
with high-frequency textures or intricate object boundaries, where competing models often produce
over-smoothed or distorted results.

Figure 7 presents additional optical flow estimation results. Our method exhibits better temporal
consistency, as indicated by the smoother and more coherent motion trajectories across consecutive
frames.
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Figure 5: Qualitative comparison of AsLeD performance on real-world blurry scenes captured using
an iPhone 14 Plus.

3 Limitations and Discussions

Although trained on simulated blur, our method performs strongly across a range of blur levels and
real-world videos. Nevertheless, frame averaging is a coarse approximation: it cannot model exposure-
dependent effects, non-uniform motion trajectories, rolling shutter, or lens/optical distortions, and
may introduce ghosting under large inter-frame motion (Fig. 8). The approximation is frame-rate
dependent; given the relatively low fps of ReaIMCVSR, averaging may under-represent realistic
motion blur and reduce data diversity. In extreme conditions (e.g., fast motion, large occlusions,
or low light), we observe incomplete texture recovery and occasional ghosting. Importantly, our
method does not assume perfect geometric calibration or require spatial/color pre-alignment between
dual-lens views; in real captures (iPhone 14 Plus) we preserve cross-view shifts and photometric
differences and rely on content-aware, data-driven feature alignment, while ensuring frame-level
temporal synchronization. Finally, the current model has a relatively high parameter count, increasing
computational cost and complicating deployment on mobile or edge hardware; resource limits also
prevented reproduction of a few memory-intensive baselines, which we view as a practical rather
than methodological constraint.

We will pursue four directions. (1) Develop exposure-aware and motion-aware blur synthesis and
collect paired real videos under controlled capture settings. (2) Profile and optimize efficiency via
lightweight ALM/DC/RMC variants, pruning, distillation, and hardware-aware design. (3) Explore
calibration-robust learning objectives and, where beneficial, optional geometric/color pre-alignment



- EHEy

AsLeD-Net (Ours)

Reference frame  Blur frame

Reference frame  Blur frame DSTNet AsLeD-Net (Ours) Ground truth
Figure 6: Qualitative comparison of AsLeD performance on the RealMCVSR dataset.

to enhance resilience. (4) Investigate adaptive inference that modulates computation by estimated
blur severity, exposure, and scene dynamics, thereby narrowing the simulation-to-reality gap and
enabling real-time or resource-constrained deployment. In addition, we will broaden cross-device
and cross-dataset evaluation and include non-reference metrics on real captures to provide a fuller
assessment.

Deblurring technologies offer broad benefits for assistive access, mobile imaging and video,
telemedicine (e.g., endoscopy and handheld ultrasound), safer navigation for autonomous systems in
low light or shake, and AR/VR capture and archival restoration. By improving temporal coherence
and structural fidelity, systems like AsLeD-Net can reduce eye strain and provide more reliable
inputs for detection, tracking, and recognition. Risks include expanded surveillance, erosion of
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Figure 7: Temporal consistency comparison on the AsLeD task. The optical flow (O. F.) are estimated
using the pre-trained RAFT [3].
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Figure 8: Failure case. From left to right in sequence are patches cropped from the ground truth
image, EvTexture, and MamEVSR.

practical obscurity, unintended recovery of sensitive details, and misuse of hallucinated content;
device and population shifts can yield uneven performance and bias, and in safety critical settings
overreliance may create unwarranted confidence. Resource and environmental costs also matter,
motivating energy tracking and efficiency through lightweight variants, pruning, distillation, and
hardware aware optimization.
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NeurIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the paper’s
contributions and scope?

Answer: [Yes]

Justification: The main claims in the abstract and introduction accurately reflect the contributions
of AsLeD-Net. The paper introduces the first framework for asymmetric dual-lens video deblurring
(AsLeD), proposes key modules (ALM, DC, RMC), and validates superior performance through
experiments (Section 4). Contributions are explicitly outlined in Section 1 and Section 3.

2. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
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Answer: [Yes]

Justification: Section 5 ("Discussions”) explicitly addresses limitations: (1) training data generated via
frame averaging may not fully simulate real-world motion blur, especially in high-motion scenarios; (2)
computational inefficiency (248.7 ms inference time, 8.8M parameters) limits real-time applicability.
Future directions (e.g., model compression) are suggested.

. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and a complete
(and correct) proof?

Answer:

Justification: The paper focuses on algorithmic design and empirical validation, with no theoretical
derivations or mathematical proofs. Methodology is described through architectural diagrams (Figures
3-5) and equations for feature fusion (Egs. 1-7).

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main experimental
results of the paper to the extent that it affects the main claims and/or conclusions of the paper
(regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Section 4.1 details datasets (RealMCVSR), training protocols (Adam, 300K iterations),
and hyperparameters.

. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instructions to
faithfully reproduce the main experimental results, as described in supplemental material?

Answer:

Justification: The paper references public datasets (RealMCVSR) but provides no links to code reposi-
tories or pre-trained models. Reproducibility relies on re-implementation from textual descriptions.

. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperparameters,
how they were chosen, type of optimizer, etc.) necessary to understand the results?

Answer: [Yes]

Justification: Section 4.1 comprehensively describes experimental settings: datasets, blur simulation
(7-frame averaging), input resolution (128 x 128), optimizer (Adam with Cosine Annealing), loss
function (Charbonnier), hardware (NVIDIA RTX 3090), and evaluation metrics (PSNR, SSIM, LPIPS).

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate informa-
tion about the statistical significance of the experiments?

Answer:

Justification: Results in Tables 1-3 report PSNR/SSIM/LPIPS values but lack error bars, confidence
intervals, or statistical significance tests. Variability factors (e.g., data splits, initialization) are not
discussed.

. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the computer
resources (type of compute workers, memory, time of execution) needed to reproduce the experiments?

Answer: [Yes]

Justification: The paper states training hardware (RTX 3090) but omits per-experiment memory usage,
total compute costs, or training time. Inference time (248.7 ms) is reported.

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the NeurIPS Code
of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: The “Broader impact” section addresses ethical concerns: privacy risks (enhanced
surveillance), dual-use potential (misuse in synthetic media), and model bias. The authors align with
NeurIPS ethics guidelines.

Broader impacts
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14.
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16.

Question: Does the paper discuss both potential positive societal impacts and negative societal impacts
of the work performed?

Answer: [Yes]

Justification: The paper discusses positive impacts (healthcare, autonomous systems) and negative
risks (privacy violations, misuse). While mitigation strategies are not detailed, ethical trade-offs are
acknowledged.

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible release of
data or models that have a high risk for misuse (e.g., pretrained language models, image generators, or
scraped datasets)?

Answer: [NA]

Justification: The paper does not release high-risk assets (models, datasets). AsLeD-Net is presented
as a research framework without deployment, and no safeguards are discussed.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in the paper,
properly credited and are the license and terms of use explicitly mentioned and properly respected?

Answer:

Justification: Public datasets (RealMCVSR) and methods (e.g., BasicVSR, EDVR) are cited, but
licenses are not explicitly mentioned (e.g., RealMCVSR [30] terms of use are omitted).

New assets

Question: Are new assets introduced in the paper well documented and is the documentation provided
alongside the assets?

Answer: [NA]
Justification: The paper does not introduce new datasets, codebases, or models.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper include
the full text of instructions given to participants and screenshots, if applicable, as well as details about
compensation (if any)?

Answer: [NA]
Justification: The work involves no human subjects or crowdsourcing.
Institutional review board (IRB) approvals or equivalent for research with human subjects

Question: Does the paper describe potential risks incurred by study participants, whether such
risks were disclosed to the subjects, and whether Institutional Review Board (IRB) approvals (or an
equivalent approval/review based on the requirements of your country or institution) were obtained?

Answer: [NA]
Justification: No human subjects research is conducted.
Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or non-standard
component of the core methods in this research? Note that if the LLM is used only for writing,
editing, or formatting purposes and does not impact the core methodology, scientific rigorousness, or
originality of the research, declaration is not required.

Answer: [NA]

Justification: LLMs are not used in methodology, experiments, or analysis.



