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Appendix

A Detailed Experimental Settings

Datasets. We evaluate our model on both discriminative and generative datasets, as listed below.
(a) MMVP [12] evaluates recognition and reasoning performance across nine categories of basic
visual patterns. (b) MMEval-Pro [4]] assesses cross-modal understanding through triplet-based object
and attribute recognition in natural images. (c) VMCBench [16] use adversarial distractors to test
fine-grained discriminative ability across diverse tasks such as commonsense reasoning, image-text
matching. All three datasets (a—c) adopt accuracy as the evaluation metric. (d) Bingo [1]] evaluates
bias and interference hallucinations, with GPT-40 used to score hallucination severity and response
quality. () MMHAL-Bench [11] evaluates model capabilities beyond object hallucination, with
GPT-40 used to assess hallucination rate and response informativeness.

Implementation Details. We select nine representative multimodal reasoning models to evaluate
their hallucination performance on general vision tasks. We categorize these models into two major
training paradigms: (1) the RL-only paradigm, where models are trained solely via reinforcement
learning, including LMM-R1 [9]], MM-R1[6], ThinkLite-VL[13[], MM-Eureka[8], and Ocean-R1[7];
(2) the two-stage paradigm, combining supervised fine-tuning (SFT) with reinforcement learning,
including Vision-R1[5]], R1-OneVision[14]], OpenVLThinker[3]], and Curr-ReFT [2]]. All models are
post-trained on Qwen2.5-VL-3B or Qwen2.5-VL-7B, which are used as baseline models.

Method Train Setting | Bingo MMVP MMEval-Pro | VMCBench MMHALU
Score T | Acc (%) 1 Acc (%) 1 Acc (%)T | Acc(%)7T | Hallu |
Curr-ReFT SFT+RL 3.52 28.7 60.2 73.0 2.78 0.45
Ocean-R1 RL 3.62 39.3 62.5 76.5 2.35 0.46
LMM-R1 RL 3.58 24.0 66.9 76.0 2.27 0.44
Qwen2.5-VL-3B Base 3.64 36.0 67.8 77.6 3.33 0.43
" Vision-R1 | SFT+RL | 3.62 | 440 | 2 ¢ 815 | 310 | 040

R1-OneVision SFT+RL 3.65 43.0 69.4 65.2 3.20 0.48
OpenVLThinker SFT+RL 3.45 46.5 71.5 80.5 3.00 0.36
MM-R1 RL 3.58 44.3 73.6 80.3 3.10 0.38
Ocean-R1 RL 3.65 523 73.7 823 2.80 0.35
ThinkLite-VL RL 3.30 47.0 72.0 83.4 3.30 0.38
MM-Eureka RL 3.69 46.7 74.8 82.0 3.20 0.43
Qwen2.5-VL-7B Base 3.70 47.3 76.0 84.5 3.50 0.33

Table 1: Generalization behavior of multimodal reasoning models across training paradigms (Base,
SFT+RL, RL-only) and parameter scales (3B, 7B) on five perception benchmarks. Notably, the score
range in the Bingo benchmark is from O to 5, while MMhalu includes two evaluation metrics, with
the score range also from O to 5, and the hallucination rate ranging from 0 to 1.

B Reasoning Models Attention-Based Analysis

B.1 Information Folw

Attention distribution. To elucidate the changes in internal information utilization induced by the
introduction of reasoning structures, we adopt an attention-based framework[10} [15]] to systematically
compare the output contributions of different types of tokens. Specifically, for each layer [, we
compute an information flow map as follows:

1 & oc
I(i,3) = 5 D Analid) - 5 () )
h=1

Ah,l (Za .7) ’
where Aj, ;(4, j) denotes the attention weight from token j to token 7 in the h-th head of layer [, H is
the number of heads in that layer, and £(z) denotes the cross-entropy loss computed for the input .

To quantify the contribution of different types of tokens (image, instruction, system) to the final
prediction, we measure their relative influence in the decision-making process by computing the
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Figure 1: Layer-wise analysis of intra-visual and visual-textual information flow in Qwen2.5-VL
(Non-reasoning) and R1-Onevision (Reasoning). The middle layers (highlighted) serve as critical
regions for cross-modal integration.

average information flow scores from modality-specific tokens to all input tokens:

S = ﬁz S 16,9), )

i€X jEM

where M € {S,V,Z} denotes the index set of modality-specific tokens (System, Image, and
Instruction), X is the set of all input tokens, I;(4, j) is the layer information flow score, as defined in

Eq. (1).

Visual Information Interaction. To further reveal how visual information is processed under
different architectures, we analyze the interactions between visual tokens and other tokens across
layers, focusing on two pathways: cross-modal injection into instruction tokens and intra-modal
aggregation among visual tokens. We compare these interaction patterns by computing the average
information flow scores from visual tokens to different targets, denoted as Sy, and Sy, respectively.

1 .. 1 ..
Svt:mzzll(%]% va:mzzfl(%])a 3)
JET i€V JjEViey
where .Sy, quantifies cross-modal information flow from visual to instruction tokens, and S,y captures
intra-modal integration among visual tokens.

We further analyze the cross-layer interaction of visual information within the model to assess whether
image content effectively participates in final decision-making. As shown in Figure[T} Qwen2.5-VL
exhibits active visual-to-text information flow in the middle layers (layers 10-15), indicating that
the model effectively performs multimodal alignment and semantic feature aggregation at this stage.
In contrast, the visual-to-text information flow in R1-OneVision rapidly decays beyond the shallow
layers and remains consistently low throughout the middle layers. This indicates that the model lacks
effective cross-modal interaction in the intermediate stage. Consequently, visual semantics do not
adequately propagate to the language pathway, leading the subsequent generation process to rely
more on language priors than on the actual image content. Moreover, the R1 model fails to establish
effective intra-modal aggregation among visual tokens, making it difficult to perform fine-grained
semantic refinement and structured representation of image content.

B.2 Visual Attention Heatmap

Figure 2}4] compares the visual attention distribution between multimodal reasoning models and
their corresponding non-reasoning models. The results indicate that, compared to non-reasoning
models, reasoning models exhibit weaker focus on key image details, with attention more dispersed
across other regions of the image. Specifically, reasoning models display a greater degree of attention
dispersion at lower layers, and their attention is not concentrated on critical areas of the image. In
contrast, non-reasoning models demonstrate more precise visual grounding. For instance, as shown
in Figure 3] the attention maps of the non-reasoning model at layers 10 and 15 consistently focus on
the target object, the white mouse, highlighting its sustained attention on the target.
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Figure 2: Case Study 1: Attention Heatmap in Counting Tasks.
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B.3 More Examples of the Impact of Reasoning Length on Visual Perception Degradation

This section presents an additional example, including a visual task involving counting, comparing the
results of reasoning models and their corresponding attention maps under different reasoning lengths.
It is evident that an excessively lengthy reasoning process causes the model to disregard the visual
information inherent in the image, instead relying more heavily on prior linguistic knowledge. In
Figure[5] the attention maps clearly show that, under over reasoning conditions, the model’s attention
shifts more towards the instruction tokens following the image tokens, particularly towards the latter
part of the instruction. This suggests that prolonged reasoning reduces the model’s focus on the visual
information, leading it to depend more on the guidance provided by the linguistic instructions.

7 Overthinking A @Q
How many traffic lights are <think> Upon examining the image, T observe that there are three traffic @Oveﬁhinking Normal Think
-

there in the image? lights at the intersection. Two of them, located on the left side of the image,

are likely controlling traffic from different directions. The third light on the

right appears to be a separate signal controlling another traffic flow.
Furthermore, the absence of significant obstructions on the right side of the

3 image suggests that this traffic light is fully visible. Based on this reasoning, I

conclude that there are three traffic lights at this intersection, each managing
traffic from distinct directions. </think> Thus, the answer is 3 traffic lights.

- r | ] -
. -
Normal Think ]
| |
<think> Based on the image, T see that there are four traffic lights. The two
lights on the left side of the image seem to be part of the intersection, and "
there are two more on the right side of the image, likely for contralling
traffic in dif ferent directions. </think> So, the answer is 4 traffic lights. =
Image Token Image Token

Figure 5: Attention shift in the reasoning model under different reasoning length.

B.4 Error Analysis

In this section, we further focus on the error rates of multimodal reasoning models and non-reasoning
models across different problem types, conducting a statistical analysis to compare the differences
between the two. Figure[Ga presents the error type statistics for the Bingo benchmark samples. By
combining GPT-40 evaluations with manual inspection, we analyze the reasoning process and final
answers of the reasoning model to determine whether the errors stem from reasoning or perception.
If the model’s errors arise from both reasoning and perception, we classify them as "perception
and reasoning" errors. The statistical results indicate that the proportion of perception errors in the
reasoning model decreases, with more errors originating from the reasoning process. This suggests
that the reasoning model does not completely fail to interpret the image information, but rather
diminishes its focus on perceptual information during reasoning. The evaluation results in Figure[6p
further confirm this phenomenon: the overall error rate of the reasoning model is higher than that of
the non-reasoning model, with a more prominent proportion of errors coming from reasoning.

MMVP Hallucination mmm MMhalu Hallucination

MMVP Reasoning MMhalu Reasoning
70
Perception + Reasoning
2 e
Perception Error Reasoning Error K
S 50
=
S 4w
12% £
22% g w
=
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b 5 l l
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Non-Reasoning Reasoning Qwen2.5-VL R1-Onevision Ocean-R1 MM-Eureka
@ ()

Figure 6: Error type distribution and error proportions across reasoning and non-reasoning models
in Bingo benchmark. (a) Pie charts showing the distribution of perception and reasoning errors for
non-reasoning and reasoning models, with the breakdown of perception error, reasoning error, and
combined perception & reasoning errors. (b) Bar chart illustrating error proportions in the MM VP
and MMhalu benchmarks, comparing hallucination and reasoning errors across reasoning models.
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C Reasoning Length Control

C.1 Comparison of Three Reasoning Length Control Straregies

In the manuscript, we have thoroughly explored three methods: Token Budget Forcing, Test Time
Scaling, and Latent State Steering. The first two methods directly control the model’s reasoning
length by using fixed-length truncation or soft expansion of the reasoning length, ensuring dynamic
expansion within a predefined thinking length range. However, the limitations of Token Budget
Forcing and Test Time Scaling are that they can only control the model’s reasoning length to shorten
or lengthen, lacking flexibility for more nuanced adjustments. In contrast, Latent State Steering
introduces a tuning coefficient «, allowing more flexible control over the model’s reasoning length.
By adjusting the value of «, we can effectively quantify changes in the extent of reasoning. All of our
Latent State Steering experiments are dynamically adjusted within the range of « € [—0.15,0.15].
Furthermore, in the subsequent RH-bench calculation of RH-AUC, it is precisely due to the flexibility
of the Latent State Latent State Steering Strategy that we apply it to dynamically regulate the reasoning
length and perform further quantification.

C.2 Visualization Validation of the Latent State Steering Length Control Strategy

In this section, since the Token Budget Forcing and Test Time Scaling methods directly truncate and
extend the target reasoning length, no further quantification is required. As shown in Figure[8] we
present the reasoning length variations of four reasoning models across two reasoning datasets and
two hallucination datasets, all controlled by the Latent State Latent State Steering Strategy through
the tuning coefficient o.. The results clearly indicate that as the value of « increases, the reasoning
length of the models monotonically increases. When o = 0, it represents the default reasoning length
of the model. A negative « value corresponds to a shorter reasoning length than the normal thinking
length, while a positive « value corresponds to a longer reasoning length. Overall, the reasoning tasks
require a longer thinking length than visual perception tasks. The visualizations presented above
further demonstrate that our Latent State Steering strategy effectively and dynamically regulates the
reasoning length of the model.

C.3 Model Performance Variation of the Latent State Steering Length Control Strategy

Figures [7] and [9] present the visualization of performance variations for different models under
the Latent State Steering strategy, with « ranging from [—0.15,0.15]. In Figure@], the star symbol
represents the performance under the base condition. It is clearly observed that the variation in
reasoning length shows that the optimal intervals for reasoning models differ between reasoning and
hallucination tasks, with both exhibiting non-monotonicity.
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Figure 7: Model performance variation of the Latent State Steering strategy.



Figure 8: Reasoning length variations of different models under the Latent State Steering control

(d) R1-OneVision

strategy. MathVista and MathVision are reasoning tasks, while the others are hallucination tasks.
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Figure 9: Model performance variation of the Latent State Steering strategy. The star symbol
represents the original thinking length of the model without steering or test-time intervention.



114

115
116
17
118
119
120
121

122

C.4 Result Details

This section provides a detailed presentation of the performance variation quantification results of
three reasoning length control strategies across two reasoning datasets (MathVision and MathVista)
and three hallucination datasets (MM VP, MMHalu, and Bingo). Notably, under the Token Budget
Forcing strategy, we also include the model’s performance in the zerothink state, which involves
truncating all reasoning processes. Additionally, in the Test Time Scaling strategy, Numbers of Scaling
refers to the number of times the model generates 4096 tokens, followed by a "wait" operation before
continuing the generation.

R1-OneVision-7B

Table 2: Latent State Steering Strategy

1
Dataset « Values

MathVista 52.7 584 610 623 632 586
MathVision || 20.75 25.03 274 275 29.7 26.0

Bingo 362 371 365 363 3.60 3.57
MMhual 052 045 048 053 054 0.56
MMVP 42.1 46.0 43.04 40.67 38.8 27.33

Table 3: Token Budget Forcing

Dataset Avg Token
Zerorthink 100 150 200 250 300 350
MathVista 56.4 573 58.6 612 60.8 63.7 62.6
ManVision | 232 246 _268_265 283 212 213
Bingo 3.39 341 345 346 345 341 342
MMhalu 0.50 048 045 049 0.51 0.53 055
MMVP 39.8 435 444 46.5 450 438 430

Table 4: Test Time Scaling.

Dataset Numbers of Scaling

MathVista 61.0 57.6 562 550
MathVision 274 248 23.1 228

Bingo 342 335 331 327
MMhalu 048 0.51 054 0.55
MMVP 43.04 355 32.1 27.33




ThinkLite-VL-7B

Table 5: Latent State Steering Strategy

Dataset « Values

-0.15 -0.1 0.00 0.05 0.10 0.15

MathVista 682 728 735 747 735 700
MathVision 272 294 308 303 327 275

Bingo 328 332 330 346 327 328
MMhual 035 036 038 043 047 047
MMVP 456 473 47.0 513 468 458

Table 6: Token Budget Forcing

Dataset Avg Token
Zerorthink 100 150 200 250 300 350
MathVista 70.0 723 715 734 738 749 712
MathVision || 289 295 300307 324 320 293
Bingo 3.25 325 328 334 326 3.23 3.20
MMhalu 0.42 040 0.39 037 038 042 043
MMVP 46.4 469 485 472 46.0 451 449

Table 7: Test Time Scaling

Dataset Numbers of Scaling

MathVista 73.5 70.1 67.5 65.0
MathVision || 30.8 274 248 239

Bingo 330 325 322 320
MMhalu 0.38 043 048 049
MMVP 47.1 443 439 400




OpenVLThinker-7B

Table 8: Latent State Steering Strategy

Dataset « Values

-0.15 -0.1 0.00 0.05 0.1 0.15

MathVista 67.5 688 70.0 723 705 66.0
MathVision 27.8 293 295 313 318 272

Bingo 344 352 345 344 342 343
MMhual 038 035 036 039 041 044
MMVP 443  47.6 465 460 453 453

124

Table 9: Token Budget Forcing

Dataset Avg Token
Zerorthink 100 150 200 250 300 350
MathVista 67.0 683 699 70.8 723 708 67.4
MathVision 26.2 28.5 29.7 30.8 29.7 289 285
Bingo || 348 343 347 346 344 343 342
MMhalu 0.39 040 038 035 039 043 043
MMVP 452 46.1 463 46.6 48.5 463 454

Table 10: Test Time Scaling

Dataset Numbers of Scaling

MathVista 70.0 66.2 61.5 593
MathVision || 29.5 283 27.8 27.8

Bingo 345 3.40 337 335
MMhalu 036 038 044 045
MMVP 46.2 452 445 43.0

10



Ocean-R1-7B

Table 11: Latent State Steering Strategy

Dataset « Values

-0.15 -0.1 0.00 0.05 0.10 0.15

MathVista 715 723 728 732 73.0 6938
MathVision 265 270 274 288 295 260

Bingo 356 370 365 362 359 057
MMhual 038 035 035 038 039 044
MMVP 515 552 523 510 49.6 495

Table 12: Token Budget Forcing

Dataset Avg Token
Zerorthink 100 150 200 250 300 350
MathVista 69.8 702 719 727 738 71.6 682
MathVision || 257 266 215 286 270 268 260
Bingo 3.56 357 3.68 373 3.64 3.54 3.53
MMhalu 0.41 039 036 036 038 041 043
MMVP 49.8 50.5 52.0 54.6 523 517 51.8

Table 13: Test Time Scaling

Dataset Numbers of Scaling

MathVista 72.8 683 654 64.6
MathVision || 274 253 245 24.0

Bingo 3.65 3.60 3.58 3.57
MMhalu 0.36 040 043 047
MMVP 523 493 485 47.0

11



MM-Eureka-Qwen-7B

Table 14: Latent State Steering Strategy

1
Dataset a Values

—-0.15 —-0.1 0.00 0.05 0.10 0.15

MathVista 715 727 728 73.0 739 705
MathVision 258 265 27.0 289 262 253

Bingo 363 371 368 360 358 347
MMhual 033 034 043 043 044 046
MMVP 46.6  48.0 46.7 472 423 3838

Table 15: Token Budget Forcing

Dataset Avg Token
Zerorthink 100 150 200 250 300 350
MathVista 70.05 713 724 742 733 70.0 69.4
MathVision 26.2 27.1 27,5 28.0 282 268 26.5
Bingo || 368 365 365 372 3.69 3.65 3.64
MMhalu 0.45 0.39 038 039 042 044 043
MMVP 44.2 46.0 47.6 472 462 459 458

Table 16: Test Time Scaling

Dataset Numbers of Scaling

MathVista 72.8 694 675 66.0
MathVision || 27.0 262 260 253

Bingo 3.68 3.64 3.57 3.55
MMhalu 043 045 048 049
MMVP 46.7 442 435 40.0

12
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D RH-Bench Evaluation

In this section, we present the performance variations of different reasoning models on the reasoning
and perception tasks in RH-Bench. To better dynamically control and quantify the model’s reasoning
extent, we apply the Latent State Steering Strategy to control the reasoning length for all reasoning
models when calculating the RH-AUC. The range of « is set from [—0.1,0.1], within which the
influence on the model’s reasoning extent is reasonable. It is important to note that excessive control
of o often leads to performance degradation. Figures[I0Jand [T1]show the performance variations
of eight models on the reasoning and perception tasks in RH-Bench. Notably, the gray dashed lines
represent the performance of each reasoning model under the normal reasoning process.

—e— R1-OneVision-7B —e— MM-Eureka-7B —e— OpenVLThinker-7B Ocean-R1-3B --- Base Performance
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Figure 10: Performance variation of different multimodal reasoning models on the reasoning task in
the RH-Bench benchmark with changes in reasoning length (o € [—0.1, 0.1]).
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Figure 11: Performance variation of different multimodal reasoning models on the perception task in
the RH-Bench benchmark with changes in reasoning length (o € [—0.1, 0.1]).
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E More Examples from RH-Bench

In this section, we present samples from different tasks and question types in the RH-Bench benchmark.
As shown in Figures[T2h and [T2, we display samples of open-ended responses and multiple-choice
questions for the visual perception task. Additionally, Figures[I3p and [I3p showcase samples of
multiple-choice questions and open-ended responses for the visual reasoning task. The focus of the
questions differs across tasks. For instance, the visual perception task typically emphasizes image
content recognition and understanding, whereas the visual reasoning task places more focus on the
ability to draw conclusions from the image. To ensure the accuracy of the evaluation, we select
samples that maintain as much independence between tasks as possible, minimizing interference
between different tasks. This independence allows each task to reflect the model’s performance in a
specific task type, thereby providing a more accurate assessment of the model’s performance across
various tasks and its ability to balance performance between different task types.

?
§ How many teddy bears are
on the stairs?

What can you see in the
reflection from the sunglasses?

Question: In which period the number of full time
employees is the maximum? Choicesi(A) Jul 21 (B)
Jun'21 () Mar ‘21 (D) May ‘21 (E) Apr ‘21

()

Figure 13: Examples of visual reasoning in RH-Bench.

Clare Jaccard has $5,000 to invest. Because she is only
25 years old, she is not concerned about the length of the
investment's life. What she is sensitive fo is the rate of
return she will earn on the investment..... Calculate, to the
nearest 1%, the rate of return on investment B available
to Clare. Choices: (A) 6% (B) 9% (C) 10% (D) 8%

Investment Single amount _ Investment life (years)
A $ 8,400 6
B 15,900 15
@© 7,600 4
D 13,000 10

14

7

Is the elephant's trunk raised or

lowered? Choices: (A) Raised (B)
Lowered

(b)

Figure 12: Examples of visual perception in RH-Bench.

Every one of these six building blocks
consists of 5 little cubes. The little cubes
are either white or grey. Cubes of equal
colour don't touch each other. How many
little white cubes are there in total?

13
Where is the toy relative to the dog?
Choices: (A) behind the dog, and the dog's nose is

facing right. (B) the right of the dog's nose, and the.
dog's nose is facing right. (C) directly in front of the
dogs nose. the dogs nose is facing left. (D) above the
dog's head, and the nose is pointing backward.

The sum of the points on the opposite sides of a
common dice is 7 . This dice is placed in the first
square as shown in the figure, and then rolled as

shown in the figure, to the fifth square. When the
dice reach the last square, what is the product of the
numbers of points shown on the two colored vertical
faces?

an
=N

(b)
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F Visualization Results

This section presents the responses of reasoning models and their corresponding non-reasoning
models across different visual tasks. As shown in Figures[T4]and [I3] in these error examples, it
is evident that reasoning models typically exhibit errors during the reasoning process, leading to
inaccurate reasoning results and, consequently, the emergence of hallucinations in the final answers.

7 N

Non-Reasoning Model
() The sign has large, green, stylized letters that read "PENARTH PIER," followed by
I~ Is the word in the logo
"penarth pier built 1894"?

"BUILT 1894" underneath. The layout and font suggest it's a title or landmark sign. T

also notice a smaller logo on the bottom right which includes the words "VALE OF
GLAMORGAN LEISURE," indicating it may be part of a local council or tourism boar: Q
Given the context, this is likely a historical pier with some heritage value.

Reasoning Model

<think>
Okay, so I need to figure out if the word in the logo is “Penarth Pier Built 1894." Let me
start by looking directly at the image itself. As seen in the image, there is a sign that reads
"Penarth Pier" with "Built 1894" underneath it. The text is in green on a white background,
and there's also a logo for "Valley Glamorgan Leisure." However, the question specifically
asks about the word in the logo, not the entire sign.
The logo mentioned is part of the Valley Glamorgan Leisure branding, which includes a
stylized design with a green leaf motif. This logo is separate from the main sign that
mentions Penarth Pier and its construction date. Therefore, the word in the logo is likely
Jjust the name “Valley Glamorgan Leisure,” not “Penarth Pier Built 1894."So, putting it all
together, the word in the logo isn't “Penarth Pier Built 1894’; it's something else. </think>
& No. The word in the logo is "Valley Glamorgan Leisure," not "Penarth Pier Built 1894."

Figure 14: Hallucination example 1 of reasoning models in visual tasks.

Non-Reasoning Model

I closely examined the buildings in the image. The ones on the left are mostly made of

red brick and white walls, while those on the right appear to be covered in light gray or

beige materials. The tall structure near the center-right looks more like it has a light

brown or cream-colored surface, not the distinct tone or texture of yellow brick.

Therefore, no building in the image clearly appears to be made of yellow brick. @Q
<think> Okay, so I need to determine if there's a yellow brick building in the image based on
the provided content. Let me go through this step by step. First, I'll examine the image
itself. The image shows an urban street scene with multi-story buildings on the left side.
These buildings have a mix of architectural styles and colors—some are white with red
accents, others are red-brick with white trim. There's also a modern building with a flat roof
and a wooden facade visible further down the street. Next, I'll look at the bounding boxes
provided. One box is labeled “a yellow brick building” with coordinates xmin: 208, ymin: 175,

xmax: 346, ymax: 292. This indicates that within these specific coordinates, there is indeed
ayellow brick building present in the image. Therefore, based on both the image and the
R

?
@)There a yellow brick
building in the image?

Reasoning Model

bounding box information, there is a yellow brick building in the image.
</think> Yes, there is a yellow brick building in the image. The image shows a yellow bric
g‘ building within the specified coordinates, confirming its presence.

Figure 15: Hallucination example 2 of reasoning models in visual tasks.

15



153 G RH-Bench Evaluation Prompts

RH-Bench Visual Reasoning MCQ & Open-Ended Prompt

MCQ: You are an impartial evaluator assessing the correctness of a model’s answer to a
multiple-choice question.

Question: {question}

Choices: {choices}

Model’s Answer: {model answer}
Correct Answer: {ground truth}

Please evaluate whether the model’s answer is correct by considering:

1. Whether the model’s answer matches the correct answer exactly (e.g., same option letter).
2. If the model’s answer is a value, whether it matches the value of the correct option.

3. Whether the model’s reasoning (if provided) supports its answer.

Your response should be a JSON object with the following structure:

{

"is_correct": <true or false>,

"reason": "<brief explanation of your evaluation>"

}

Open-Ended: You are an impartial evaluator assessing the correctness of a model’s answer
to a multiple-choice question.

Question: {question}
Model’s Answer: {model answer}
Correct Answer: {ground truth}

Please evaluate whether the model’s answer is correct by considering:

1. Whether the model’s answer matches the correct answer exactly (e.g., same option letter).
2. If the model’s answer is a value, whether it matches the value of the correct option.

3. Whether the model’s reasoning (if provided) supports its answer.

154

RH-Bench Visual Perception MCQ Prompt

Please evaluate whether the model’s answer to the multiple-choice question is correct by
considering: 1. Whether the model’s answer matches the correct answer exactly (same option
letter).

2. If the model’s answer is a value, whether it matches the value of the correct option.

3. Whether the model’s reasoning (if provided) supports its answer.

Question: {}

Options: {}

Correct Answer: {}

Model’s Answer: {}

Your response should be a JSON object with the following structure:

{

"is_correct": <boolean>,
n,on

"reason": "<explanation of your evaluation>",
"model_answer_extracted": "<the extracted answer from the model’s response>"

155
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RH-Bench Visual Perception Open-Ended Prompt

Please act as an impartial and objective judge to evaluate the presence and severity of
hallucination in the response provided by a Large Multimodal Model (LMM) to the user
question. Hallucination, in this context, refers to a situation where the LMM generates
a response that includes information not present or implied in the image or previous
conversation. A hallucination could be a false claim about an object, action, emotion, or any
other detail not grounded in the image.

Your task is to determine whether hallucination exists and, if present, to categorize its severity
based on the extent and impact of the false information. Use the provided image contents,
question, standard human-generated answer, and LMM response to make your judgment.

Evaluation Guidelines:

Compare the LMM response with the standard human-generated answer. Identify any claims
in the LMM response that are not supported by the image or question. Assess the severity
of hallucination based on the nature and extent of the false information. The standard
human-generated answer may not describe all objects or details comprehensively, so focus on
whether the LMM introduces false claims rather than omitting details. Detailed reasoning or
analysis by the LMM that is consistent with the image contents is acceptable and should not
be considered hallucination.

Task: Evaluate the LMM response for hallucination based on the provided image contents,
question, and standard human-generated answer. Provide a brief explanation of your analysis,
identifying any false claims and their severity. Then, assign a rating from the following six
levels:

Rating: 5: No hallucination (response is fully consistent with image contents).

Rating: 4: Minimal hallucination (minor, negligible false detail that does not significantly
alter the response’s accuracy, e.g., a slight misdescription of color or background).

Rating: 3: Mild hallucination (small false claim that adds unsupported but non-critical detail,
e.g., mentioning a minor object or attribute not present).

Rating: 2: Moderate hallucination (clear false claim that affects the response’s accuracy, e.g.,
incorrect object count or unsupported environmental detail).

Rating: 1: Severe hallucination (significant false claim that misrepresents key elements, e.g.,
entirely wrong objects or actions).

Rating: 0: Extreme hallucination (response is largely or entirely detached from the image
contents, with multiple or critical false claims).

Question { }

Ground-Truth Answer {}

LMM Response to Evaluate {}

Your response should be a JSON object with the following structure:

"hallucination_score": <integer from 0 to 5>,

n,oon

"reason": "<brief explanation of your evaluation>"

H Social Impacts

All experiments were conducted using publicly released models and datasets. No personal or sensitive
data were collected, used, or inferred in this study. Furthermore, all qualitative illustrations are derived
from publicly available industrial or web imagery, ensuring no breach of individual privacy. Our
approach does not involve human subject interaction or raise specific ethical concerns. Its intended
use is to support safe and interpretable model development and evaluation in academic and industrial
Al research communities.
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