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A Additional information for related works

Online Continual Learning (OCL) is an evolving paradigm designed to address the pressing demands
of real-time learning systems where data is received sequentially and the underlying distributions
shift over time. Unlike traditional batch learning that assumes availability of the entire dataset
upfront, OCL algorithms are forced to adapt continually with restricted memory and computational
resources [2]. This constraint necessitates a delicate balance between two competing objectives:
acquiring new knowledge efficiently and retaining previously learned information to prevent catas-
trophic forgetting. Early efforts in OCL primarily focused on rehearsal-based techniques, where
a small buffer of past data was maintained to refresh the model’s memory, but these approaches
struggled with scalability and domain shifts [16]. More recently, architectural and optimization-based
mechanisms have been developed to address these challenges more flexibly. Architectural methods
often incorporate expandable network modules or dynamic parameter allocation strategies, allowing
models to grow or specialize in response to new tasks without overwriting critical representations
[20, 4]. Optimization-driven methods include meta-learning approaches and adaptive regularization
techniques that modulate plasticity dynamically based on task similarity or uncertainty [13, 12].
Moreover, practical variants of OCL attempt to mirror real-world scenarios more faithfully by decou-
pling the arrival of inputs and their corresponding labels—such as in robotics or healthcare—where
labels may be delayed, sparse, or noisy [13]. Benchmarking OCL methods has also gained attention,
with recent initiatives designing evaluation protocols that incorporate realistic distributional shifts,
including abrupt changes and non-stationary sequences, which better simulate operational environ-
ments [12]. However, a major deficiency in most current OCL frameworks lies in their insufficient
consideration of robustness. Real-world deployments, especially in safety-critical domains like
autonomous driving and cybersecurity, expose models to adversarial manipulations and unforeseen
environmental variations, which many OCL methods fail to robustly address [19]. The gap between
continual adaptability and robust performance remains a central challenge and an active area for
future research.

The issue of adversarial robustness has dominated the machine learning security discourse for
years, evolving from heuristic, often ad-hoc solutions towards more principled and theoretically
grounded defenses. Initial attempts at mitigating adversarial attacks included input preprocessing
methods—such as JPEG compression and randomization techniques—as well as ensemble-based
approaches that aggregated predictions from multiple independently trained models to dilute the
effect of perturbations [21, 1]. While these methods provided a degree of empirical defense, they
often faltered against adaptive attacks that specifically target their weaknesses [11]. Adversarial
training emerged as the most effective and widely adopted defense mechanism, wherein models
are exposed to adversarially perturbed inputs during training to harden their decision boundaries
[8, 10]. This approach, despite its computational intensity, has consistently improved robustness
against a variety of white-box and black-box attack models. Complementary strategies such as
defensive distillation—which smooths model gradients—and robust knowledge distillation—which
transfers robustness properties from larger models to smaller ones—have further enriched the defense
toolkit [7, 24]. Integrating adversarial robustness within the continual learning framework introduces
unique complexities. Continual learning demands model plasticity to absorb new tasks while resisting
forgetting, but adversarial robustness requires stability under malicious perturbations, which can
resemble structured shifts in data distributions. Recent works have proposed reinterpreting adver-
sarial perturbations as task-like domain shifts, leveraging this insight to embed adversarial training
procedures into expanding architectures that maintain robustness across tasks [23]. Feature-level
and output-level distillation techniques are employed to transfer and preserve robust representations
without compromising the model’s ability to learn incrementally. This emerging line of work is
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crucial for constructing lifelong learning systems capable of withstanding adversarial threats in
dynamic environments.

Dynamic expansion models represent a prominent direction in lifelong learning, offering struc-
tural plasticity by progressively increasing model capacity in response to incoming tasks. Such
approaches mitigate catastrophic forgetting by isolating task-specific components—neurons, layers,
or subnetworks—thus reducing interference between tasks [4, 15, 18]. This strategy contrasts with
fixed-capacity models that rely heavily on regularization or rehearsal to maintain performance. Histor-
ically, convolutional neural networks (CNNs) have dominated this space, given their proven success
in computer vision tasks. However, the rise of Vision Transformers (ViTs) has ushered in a new era
of flexible and scalable architectures for continual learning. ViTs leverage self-attention mechanisms
to capture global dependencies and can be naturally extended with modular components tailored for
incremental learning [5, 6]. Modern ViT-based methods incorporate task-specific attention modules
or decoupled task heads to preserve performance on previously learned tasks while facilitating
smooth integration of new knowledge [6, 22, 14]. Beyond pure vision architectures, hybrid models
that integrate ViTs with large multimodal language models are gaining traction, aiming to enhance
both task transferability and domain generalization in lifelong learning settings [17]. Such models
combine rich visual and semantic information streams, offering a more comprehensive foundation
for adaptation. Despite these architectural advancements, the vast majority of dynamic expansion
techniques prioritize mitigating forgetting and enhancing plasticity, often neglecting the equally vital
challenge of adversarial robustness and resilience to distributional shifts. Addressing these gaps
requires novel frameworks that synergize architectural dynamism with robust learning principles,
ensuring lifelong learners are both adaptable and secure in real-world deployments.

Although existing works in online continual adversarial defense have contributed valuable insights,
they suffer from several notable limitations that hinder their effectiveness in dynamic, real-world
scenarios. Many approaches utilize static or monolithic backbone architectures, which inadequately
capture the rich multi-scale representations needed to maintain plasticity and robust adaptation across
tasks, especially under adversarial perturbations. Moreover, previous methods often overlook the
importance of regulating the optimization process to selectively constrain shifts in both predictions
and internal representations of historical experts, resulting in substantial forgetting of previously
acquired robust knowledge. Additionally, knowledge integration from prior tasks tends to rely on
heuristic or uniform fusion strategies without rigorously measuring the relevance between historical
experts and the current task, which may lead to negative transfer or inefficient exploitation of useful
prior information. In contrast, our paper advances the field by proposing a Dynamic Siamese Expert
Fusion (DSEF) framework that effectively manages a Siamese backbone to capture complementary
global and local representations, thereby significantly enhancing the model’s plasticity and robustness.
Complementing this, our Robust Dynamic Representation Optimization (RDRO) carefully controls
optimization dynamics to selectively minimize prediction and representation shifts for each historical
expert, preventing forgetting while preserving previously learned robust abilities under adversarial
conditions. Furthermore, the proposed Robust Feature Fusion (RFF) employs a mutual information
criterion to quantitatively evaluate knowledge similarity between each history expert and the new task,
enabling adaptive, weighted fusion of features that promotes positive knowledge transfer and reduces
negative interference. Collectively, these innovations overcome the deficiencies of earlier methods by
providing a more flexible, adaptive, and theoretically grounded framework that robustly integrates
past knowledge while efficiently learning new tasks under evolving adversarial environments, thus
significantly improving lifelong learning performance in online continual adversarial defense settings.

B Algorithm pseudocode
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Algorithm 1 The learning process of the proposed DSEF.

Input: The number of tasks (N ), a series of tasks C = {C1, · · · , CN}.
Output: The model’s parameter set

1: for i < N do
2: Step 1: Model expansion process:
3: if i = 0 then
4: Build the foundational backbone Fθa

5: Build the dynamic and static backbones Fθd and Fθs , respectively.
6: Build the first expert E1 = {Fφf

1
, Fφc

1
, Fγ1

}
7: else
8: Build a new expert Ei = {Fφf

i
, Fφc

i
, Fγi

}
9: end if

10: Step 2: Calculate robust optimization loss terms:
11: for j < n′ do
12: Get the data batch (X ,Y) from Ci
13: Calculate F ′

pre using Eq.6
14: Calculate Ffeature using Eq.14
15: Step 3: Mutual information fusion:
16: Calculate the mutual information weights using Eq.17
17: Calculate the augmented representations using Eq.18
18: Get the final prediction using Eq.19
19: Step 4: Optimizing the model’s parameters:
20: Update the model’s parameters using Eq.20
21: end for
22: end for

C Additional information for the experiment setting

C.1 Training details of DSEF

We utilize one Vision Transformer (ViT) as the dynamic backbone and another ViT as the static
backbone. To enhance feature extraction, we adopt a Siamese mechanism that effectively combines
the representational strengths of both backbones. The network parameters are optimized using the
Adam optimizer with a learning rate of 0.03 and a batch size of 32.

C.2 Datasets

To comprehensively assess the proposed DSEF model, we conduct experiments on four well-
established benchmark datasets commonly used in image classification tasks. First, CIFAR-10
consists of 60,000 tiny color images (32×32 pixels) evenly split across 5 distinct object categories,
providing a standard baseline for classification performance. The more granular CIFAR-100 dataset,
also containing 60,000 images of the same resolution, extends this challenge by offering 100 fine-
grained classes organized into 10 broader superclasses, enabling evaluations at multiple semantic
levels. We also include the CUB-200 dataset, a specialized fine-grained collection focusing on bird
species, which contains nearly 12,000 images across 200 classes, offering a domain with subtle
inter-class variations. Lastly, TinyImageNet is employed as a computationally efficient subset derived
from the larger ImageNet corpus, comprising 200 categories with a balanced number of training,
validation, and test images, all resized to 64×64 pixels. This diverse selection of datasets ensures
that the evaluation covers a range of classification difficulties, from general object recognition to
fine-grained categorization, and varying dataset scales.
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Methods Train Params↓ Train Time↓

Refresh 86.30M 09.20m
Refresh(Adv) 86.30M 16.51m
DER 86.30M 09.20m
DER(Adv) 86.30M 16.51m
DER++ 86.30M 09.20m
DER++(Adv) 86.30M 16.51m
AIR 86.30M 04.91m
DSEM 91.26M 07.63m

Table 1: Comparison of our method with other SOTA methods in terms of training parameters and
training time under the TinyImageNet dataset. Arrows (↑, ↓) indicate whether higher or lower values
are preferred for each metric.

C.3 Baselines

In this section, we provide a comprehensive comparison between our proposed method and several
well-established continual learning baselines, with a particular emphasis on experience replay-based
techniques, which have demonstrated strong performance in mitigating catastrophic forgetting by
storing and revisiting past data. The first baseline, Refresh [9], employs a straightforward replay
mechanism combined with regularization to maintain stability of learned representations. While
Refresh is effective in preserving prior knowledge through replay buffers, its reliance on a fixed
backbone network limits its adaptability to new tasks or distributional shifts, especially in adversarial
contexts. Building upon this, DER and DER++ [3] introduce distillation-enhanced replay strategies,
where knowledge distillation is used alongside replay to better align feature representations over time
and reduce forgetting. DER++ further improves on DER by incorporating more refined distillation
losses and exemplar selection methods, enhancing stability and plasticity trade-offs. However, both
DER and DER++ still operate with static backbones, which restrict their flexibility in accommodating
task-specific variations and adversarial perturbations.

Given that our framework integrates adversarial training to bolster robustness, it is crucial to evaluate
how these baselines perform under adversarial conditions. Thus, we also consider their adversarially
trained variants: Refresh (Adv), DER (Adv), and DER++ (Adv). These variants apply adversarial
perturbations during training to improve model resilience against attacks. Although adversarial
training improves robustness to some extent, these methods often suffer from increased computational
overhead and may still experience degraded performance when facing evolving or stronger adversarial
threats in continual learning settings. The static nature of their backbone architectures further
exacerbates the challenge of balancing plasticity and robustness over time.

Additionally, we incorporate AIR [23], a novel method specifically developed for continual adversarial
defense. AIR addresses the challenge of adapting to a sequence of evolving adversarial attacks by
introducing an innovative replay mechanism that balances model plasticity and stability. It employs
isotropic replay to maintain consistency in the local data distribution, aligning the model’s predictions
between past and new tasks, while anisotropic replay allows the model to capture a richer, mixed
semantic representation to better prepare for future attacks. Complementing these, AIR integrates
a simple yet effective regularizer that further alleviates the trade-off between retaining previous
defenses and learning new ones. Experimental results show that AIR can achieve performance
comparable to, or even surpassing, the ideal scenario of joint training with access to all attack data,
making it a strong baseline for lifelong adversarial defense.

Overall, these baselines represent a diverse spectrum of continual learning strategies, ranging from
simple replay to advanced distillation and dynamic expansion mechanisms, each with their respective
strengths and limitations. Our comparative analysis highlights the need for approaches that not
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Task Index Static Only (%) Dynamic Only (%) Full Model (%) Static vs. Dynamic Gap (%)

Task 1 67.6 68.0 68.17 -0.4
Task 5 65.7 67.1 68.05 -1.4
Task 10 63.6 66.7 67.95 -3.1
Task 15 61.1 65.6 67.65 -4.5
Task 20 60.1 65.9 67.38 -5.8

Table 2: Long-term stability analysis on Split CIFAR-100 (20 tasks).

only prevent forgetting but also maintain robustness and adaptability in adversarial, non-stationary
environments—a gap our proposed method aims to fill effectively.

D Additional ablation studies

D.1 Analysis of computational efficiency

We conduct a comparative analysis of the computational cost of our approach and several baselines
on the Split TinyImageNet dataset. The evaluation considers both the number of trainable parameters
(in millions) and the total training time (in minutes), as summarized in Tab. 1. Results show that
our method introduces only a marginal increase in model size while maintaining a practical training
cost. In contrast, static baselines such as DER(Adv) and DER++(Adv) exhibit significantly higher
computational time during training.

D.2 Long-Term Stability and Static Branch Decay Analysis

To further assess the complementary roles and stability of different components in our framework,
we conduct an additional analysis on a 20-task Split CIFAR-100 sequence.

We compare three variants: (1) Static Only: model using only the semi-static anchor branch; (2)
Dynamic Only: model using only the ensemble of dynamic experts; (3) Full Model: our proposed
model combining both static and dynamic components.

As shown in Table 2, the static branch exhibits a gradual accuracy decay from 67.6% (Task 1) to
60.1% (Task 20), corresponding to a nonlinear but bounded degradation ( 5.8%) over 20 tasks. This
degradation is compensated by the dynamic experts, leading to stable performance in the full model
(68.17 → 67.38%). Notably, the fusion mechanism (KRA) mitigates potential loss of expressivity by
re-weighting task-relevant experts, maintaining both long-term stability and adaptability.

D.3 Stability of Mutual Information Estimates (αk)

To further understand the reliability of the fusion mechanism, we conduct a statistical analysis of the
mutual information weights αk across tasks on CIFAR-100. We evaluate four metrics: the maximum
value maxαk, standard deviation Std(αk), entropy H , and the number of dominant experts activated
per task. As shown in Table 3, αk tends to concentrate on a few experts while maintaining a smooth
distribution across tasks.

Observations. We find that αk distributions are stable and interpretable: (1) αk typically concentrates
on 1-3 experts, avoiding over-fragmentation of task routing; (2) incorporating softmax with label
smoothing mitigates mutual information overestimation under class imbalance; and (3) entropy
trends reflect a meaningful knowledge transfer distribution, rather than degenerate or collapsed αk

assignments.
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Table 3: Statistical analysis of mutual information weights

Task ID Maxαk Std(αk) Entropy (H) Dominant Expert Count
T1 1.00 0.00 0.00 1
T3 0.54 0.12 0.98 2
T6 0.43 0.17 1.14 3
T9 0.36 0.22 1.27 3-4

E Broader Impact

This work presents a new framework for continual learning that effectively mitigates catastrophic
forgetting while strengthening resilience against adversarial attacks. The proposed approach is well-
suited for deployment in real-world scenarios where machine learning models must maintain reliable
performance over time, even under evolving and potentially hostile conditions. Examples include
autonomous driving systems, healthcare monitoring technologies, and security-critical infrastructures.

By emphasizing robustness and long-term reliability, our method contributes to the development
of safer and more trustworthy machine learning applications in sensitive domains. In addition, we
provide a comprehensive benchmark and evaluation strategy that can support the broader research
community in building more resilient continual learning algorithms.

At the same time, we acknowledge that such powerful capabilities come with important responsi-
bilities. Without proper governance, continual learning techniques could be misapplied in areas
such as surveillance or defense. Furthermore, although the proposed methods improve robustness,
they do not guarantee immunity to all types of attacks. To mitigate these concerns, we advocate for
careful validation in safety-critical settings and strict adherence to ethical standards throughout the
development and deployment process.
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