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A Implementation Details and Samples of RefSpatial Dataset42

In this section, we present a comprehensive exposition of the implementation details and representative43

data samples underpinning the construction of the RefSpatial dataset. As this dataset is intended to44

equip general VLMs with the ability to adapt to spatial referring tasks, thereby enhancing spatial45

understanding and reasoning in a bottom-up manner, we meticulously design a multi-data-source46

generation pipeline. We elaborate on the three core components of this pipeline as follows:47

• 2D Web Image (Appx. A.1): We present a 2D data pipeline comprising image filtering, pseudo-3D48

scene graph construction, hierarchical referential description generation—from coarse categories to49

fine-grained spatial referents—and diverse QA pair creation.50

• 3D Embodied Video (Appx. A.2): This section outlines the 3D data selection process from CA-51

1M [1], discusses its limitations and mitigation strategies, and presents methods for enriched scene52

graph construction compared to the 2D data source. We further describe a QA generation framework53

that leverages detailed 3D annotations (e.g., depth maps, oriented 3D bounding boxes) to capture54

richer spatial relations. Finally, we detail how to generate QA pairs for the problem of “feasibility55

assessment for object placement in free space”.56

• Synthetic Data from Simulator (Appx. A.3): We describe how to synthesize 3D scenes, select57

and annotate digital assets, efficient scene assembly and rendering, and the generation of QA pairs58

grounded in these simulated scenes.59

In the following subsections of each section, we detail the employed models, prompt design rationale,60

data processing steps, filtering criteria, and illustrative examples, providing a clear and thorough61

overview of the construction pipeline and core technical details of the RefSpatial dataset.62

A.1 2D Web Image63

A.1.1 Multi-Stage Image Filtering64

2D Web Images aim to endow the model with basic spatial concepts and comprehensive depth65

perception across both indoor and outdoor scenes. Here we use OpenImage1 [2] as 2D data source.66

Overall Motivation and Goals for Filtering. The OpenImages dataset offers a vast collection67

of 2D internet images (1.7 M images in training split) with extensive visual diversity, but many68

images, such as text-only graphics, QR codes, medical scans, or abstract art, lack relevance for spatial69

understanding and referring with reasoning. To curate a dataset tailored for these tasks, we employ70

a two-stage filtering pipeline: a coarse pre-filtering using SigLIP2 [3], followed by fine-grained71

selection via Qwen2.5-VL [4], to retain images rich in spatial semantics.72

Stage 1: Initial Coarse Filtering. We employ the siglip2-giant-opt-patch16-384 model for73

initial filtering to efficiently discard low-quality or off-theme images (e.g., irrelevant scenes or74

content lacking multiple everyday objects). This step greatly reduces data volume, streamlining75

subsequent processing. Specifically, the SigLIP2 model is guided by predefined positive and negative76

textual labels. Positive labels represent desired image characteristics, while negative labels describe77

undesired content. For each image, the model computes cosine similarity between its embedding and78

all label embeddings. The label with the highest similarity is selected; if it belongs to the positive79

set, the image is retained, otherwise discarded. Label sets are manually refined iteratively to balance80

recall and precision, ensuring relevance while excluding noise. These labels act as semantic anchors81

for visual-text alignment. In this stage, only 934k images are qualified to be retained. Positive and82

negative label lists are provided in Listings 1 and 2. For more details about the compute resources83

needed in this stage, please see Appx. D.1.84

Listing 1: Positive Labels used during SigLIP2 filtering.
Positive Labels = [85

"Mid -distance observation of some objects on a table",86

"Some objects on the desktop",87

"Distant view of some animals",88

"Mid -distance observation of some animals",89

"Distant view of one object",90

1https://storage.googleapis.com/openimages/web/index.html
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"Mid -distance observation of one object",91

"Distant view of some objects",92

"Mid -distance observation of some objects",93

"Distant view of a person",94

"Mid -distance observation of a person",95

"Distant view of some people",96

"Mid -distance observation of some people",97

"Distant view of indoor scene",98

"Distant view of outdoor scene",99

"Distant view of traffic",100

"Distant view of Urban architecture"101

]102

Listing 2: Negative Labels used during SigLIP2 filtering.
Negative Labels = [103

"Macro shot of an animal",104

"Macro shot of one object",105

"Macro shot of a person",106

"Macro shot of flowers",107

"A piece of text",108

"A person displayed in front of a white background",109

"A product displayed in front of a white background",110

"A screenshot of the graphics user interface",111

"A dimly lit environment"112

]113

SigLIP2 preserves images rich in object diversity, depth cues, and scene context (indoor/outdoor)114

through the above labeling process, but its performance declines on certain image types, including:115

1. Paintings/Artworks: Especially those with visible brushstrokes or canvas textures.116

2. Low-Light Scenes: Images with minimal illumination and strong shadows.117

3. Grayscale Photographs: Black-and-white imagery lacking color cues.118

4. Distorted Images: Those exhibiting warping, mirroring, or other geometric anomalies.119

5. Multi-Scene Collages: Images containing three or more distinct scenes with hard borders.120

SigLIP2 struggles to detect and interpret these categories reliably, highlighting the need for a121

secondary, fine-grained filtering stage.122

Stage 2: Fine-grained Filtering Due to SigLIP2’s limitations in handling certain visual content123

mentioned above, we introduce a fine-grained filtering stage using the Qwen2.5-VL-7B model to124

further improve dataset quality. This step ensured the final images are clear, authentic, and125

well-suited for spatial understanding and reasoning required for spatial referring tasks. Qwen2.5-126

VL processed 934k images filtered by SigLIP2, retaining 846k. Although Qwen2.5-VL offers127

higher filtering precision, its slower speed necessitated the use of SigLIP2 for initial fast filtering,128

significantly improving overall efficiency. To ensure accurate and consistent fine-grained filtering, we129

adopt a structured prompt engineering strategy for the Qwen2.5-VL model. The process begins with130

a system prompt (See Listing 3) that defines the model’s role as an image analysis expert, specifying131

key visual attributes to assess and negative categories to detect, and enforcing a strict workflow. For132

each image, a corresponding user prompt (See Listing 4) instructs the model to determine whether133

the image belongs to any predefined negative categories. The model’s response follows a structured134

format: if the segment after the pipe symbol (|) is “Yes”, the image is classified as negative and135

discarded; otherwise, it is retained. This prompting scheme ensures that the model adheres to a136

consistent output, enhancing the reliability of filtering outcomes. Please refer to Appx. D.1 for details137

on the computational requirements of this stage.138

Listing 3: System Prompt for Qwen2.5-VL-7B filtering.
system_prompt = """139

You are an image analysis expert. Follow this workflow rigidly:140

141

1. ** Content Analysis **:142
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- Inspect: Main subjects , artistic style , visual characteristics143

- Check: Lighting intensity , color channels , geometric integrity ,144

composition structure145

146

2. ** Category Verification ** (YES if matches ANY):147

a) Painting/Artwork - Visible brushstrokes/canvas texture148

b) Dim Lighting - Very low brightness , heavy shadows149

c) B&W Photo - Grayscale only (0 color channels)150

d) Distorted Image - Warping/mirroring anomalies151

e) Multi -image Collage - >=3 distinct scenes with hard borders152

153

3. ** Structured Response **:154

Output EXACTLY in this format:155

"[ Analysis sentence ]. | Yes/No"156

- Analysis must contain observable evidence157

- Final answer MUST use pipe separator158

159

Examples of VALID responses:160

"This image is a composite created by stitching together multiple161

smaller images , with distinct white borders visible between162

the individual components. | Yes"163

"This image features vibrant colors , is neither an artistic164

painting nor a composite of multiple images , and does not165

conform to any of the specified categories. | No"166

"""167

Listing 4: User Prompt for Qwen2.5-VL-7B filtering.
user_prompt = """168

Analyze if this image belongs to ANY of these categories:169

1. Painting/artwork170

2. Dim lighting171

3. Black -and -white172

4. Geometric distortion173

5. Multi -image collage174

175

Respond EXACTLY FORMATTED as:176

"[Your evidence -based analysis ]. | Yes/No"177

"""178

Visualizing Overall Filtering Results. Fig. 1 presents a visual overview, showing the effectiveness179

of our multi-stage filtering pipeline. The first row shows the output of SigLIP2, which effectively180

removes images lacking spatial semantics, such as macro shots of animals, people, or flowers, textual181

content, and GUI screenshots. The second row demonstrates how Qwen2.5-VL-7B further eliminates182

unsuitable categories, including artworks, dimly lit scenes, black-and-white images, geometrically183

distorted content, and image collages. The third row displays the retained images after both stages,184

which exhibit rich spatial relationships, confirming their suitability for spatial understanding and185

reasoning and the overall quality of our dataset.186

A.1.2 Pseudo-3D Scene Graphs Construction187

Although filtered 2D images contain some spatial cues, QA pairs containing sufficient 3D spatial188

information (e.g., “near” vs. “far”, distances) derived directly from these 2D images are challenging.189

Inspired by prior work [5, 6], we construct pseudo-3D scene graphs from 2D images to enhance190

the generation of QA pairs with rich 3D spatial semantics. In these graphs, nodes represent object191

attributes, while edges encode inter-object spatial relations. We detail the process of converting 2D192

images into pseudo-3D scene graphs below.193

Object Detection and Annotation. Although the OpenImages dataset provides annotations, its194

limited vocabulary and coarse labeling are insufficient for open-world scenarios. To address this, we195

leverage state-of-the-art foundation models for enhanced object detection and annotation. Specifically,196

our scene graph construction pipeline integrates the Recognize Anything Model (RAM) [7] and197

GroundingDINO [8] to assign semantic labels and bounding boxes to key objects in filtered raw 2D198

images. The workflow is broadly as follows:199

5



Remain

SigLIP2
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Qwen-VL
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Distant view of traffic  Some objects on the 
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outdoor scene
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A piece of text Macro shot of flower  Macro shot of a person A screenshot of graphics 
user interface

Macro shot of an 
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Painting/Artwork B&W Photo  Multi-image Collage Dim Lighting Distorted Image 

Figure 1: Visual overview of the multi-stage filtering results. Row 1: Images discarded by SigLIP2
due to insufficient spatial context (e.g., close-ups, text). Row 2: Additional filtering by Qwen2.5-VL
removes non-natural content (e.g., artwork, collages). Row 3: Remaining high-quality images suitable
for spatial understanding and referring.

1. Semantic Labeling via RAM: RAM analyzes each image to generate category labels for200

all recognized objects. Its broad recognition capability ensures comprehensive semantic201

coverage, guiding subsequent localization.202

2. Bounding Box Localization via GroundingDINO: The labels from RAM are used as text203

prompts for GroundingDINO, an open-vocabulary detector that localizes the corresponding204

objects and outputs precise bounding boxes.205

Although recent VLM, i.e., Florence-2-Large supports instruction-based recognition and detec-206

tion simultaneously, we find that combining RAM with GroundingDINO yields superior results.207

In Fig. 2, Florence-2 (top) often produces ambiguous or redundant detections (e.g., vague labels,208

multiple boxes for a single object, or single boxes covering multiple objects), which are unsuitable209

for precise object referring. In contrast, GroundingDINO+RAM (bottom) generates concise labels210

and one-to-one object-bounding-box mappings, better satisfying the requirements of referring tasks.211

3D-aware information Extraction. To further extract 3D-aware information from 2D images, we212

adopt UniDepth V2 [9] for metric depth estimation due to its recent state-of-the-art performance,213

surpassing models such as DepthPro and Metric3Dv2 across multiple benchmarks. For camera214

intrinsic prediction, we employ WildeCamera [10]. Together, these models enable robust 3D point215

cloud reconstruction of the scene. Based on previously annotated object bounding boxes, we216

apply SAM 2.1 [11] to generate instance masks. Each resulting Pseudo-3D scene graph comprises217

object labels (via RAM), 2D bounding boxes (via GroundingDINO), instance masks (via SAM 2.1),218

and object-level point clouds (via UniDepth v2 with WildeCamera), resulting in axis-aligned 3D219

bounding boxes. A visualization is provided in Fig. 3.220

A.1.3 Hierarchical Object Description Generation221

While 3D scene graphs encode basic object categories, real-world scenes often contain multiple222

instances per category. Prior datasets [12, 13] simplify reference by assuming a single object per223

category, limiting their utility in spatial referring tasks. To overcome this, we augment object224

descriptions with attributes and spatial relations, enabling finer-grained disambiguation among225

similar instances of the same category. We present our two-stage generation pipeline below.226

Stage 1: Generating Object and Image Dense Descriptions in image space. We first generate227

detailed descriptions for each detected object and the entire image, employing the Qwen2.5-VL-7B228

model. This stage involves both object-level captioning and comprehensive image-level captioning.229

The global captions are essential for providing contextual grounding to downstream large language230

models (QwQ-32B) during LLM QA generation (detailed in Appx. A.1.4), enhancing the relevance231

and accuracy of the outputs. Prompt templates are detailed in Listings 5 and 6. In particular, the232
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Figure 2: Object detection comparison: Florence-2 (above), GroundingDINO+RAM (below)

Figure 3: Scene graph visualization with image, detected objects, and corresponding point clouds.

object_caption_user_text_prompt uses a dynamic placeholder [class_name], which is filled233

with the object category predicted by the RAM model (See Appx. A.1.2).234

Listing 5: Prompts for Image Caption Generation with Qwen-VL.
image_caption_system_text_prompt = """235

You are an expert image analysis assistant. Your task is to236

generate a detailed and comprehensive description of the image237

.238
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Please focus on accurately capturing all visual elements present239

in the image , including objects , scenery , colors , shapes ,240

textures , and lighting.241

Your description should be clear , precise , and professional.242

Additionally , ensure that your description begins with either243

‘this image ’ or ‘the image ’.244

"""245

246

image_caption_user_text_prompt = """247

Please carefully examine the provided image and generate a248

detailed description.249

Include all visible elements such as objects , scenery , colors ,250

shapes , textures , and lighting.251

Ensure that your description is thorough , accurate , and complete ,252

and that it starts with either ‘this image ’ or ‘the image ’.253

"""254

Listing 6: Prompts for Object Caption Generation with Qwen-VL.
object_caption_system_text_prompt = """255

You are a visual localization analyzer working with TWO distinct256

images:257

1. [POSITION -REFERENCE] (First Image):258

- Contains ONLY location clues with background259

- Strictly use ONLY for determining spatial position (left/right/260

upper/lower/center)261

- Ignore all visual features except object placement262

263

2. [DETAIL -SOURCE] (Second Image):264

- Shows the object ’s TRUE APPEARANCE without background265

- Extract EXCLUSIVELY from this: color , texture , material , shape266

- Never infer details from the first image267

268

Generate phrase in pattern: [Color ][ Material ][ Object] at [Position269

]270

Example: "Matte black laptop on the left" NOT "Red -boxed laptop"271

"""272

273

object_caption_user_text_prompt = """274

For the [class_name] marked by red box in FIRST image and fully275

shown in SECOND image:276

-> COLOR/MATERIAL: Must come from SECOND image277

-> POSITION: Only from FIRST image ’s placement278

Forbidden actions:279

x Mention ’red box ’ or background elements280

x Use location terms in second image281

x Combine features across images282

283

Describe the [class_name] marked by red box in FIRST image and284

fully shown in SECOND image with this format:285

[Color][ Material/Texture ][ Object] at [Position]286

Samples:287

- "Brushed metal water at bottle left"288

- "Glossy ceramic mug at upper center"289

- "Faded denim jacket at lower right"290

"""291

Stage 2: Generating Object Description with Spatial Cues. To enhance referential specificity292

in object captions, particularly when multiple instances of the same category coexist, we adopt a293

heuristic strategy that appends spatially indicated relative information, such as “the third chair from294

the front”. This method leverages 3D object positions from the scene graph (See Appx. A.1.2). By295

comparing same-category objects along the three principal axes (front–back, left–right, top–bottom),296

we identify the axis with the largest spatial variation as the primary arrangement direction to guide297

relative spatial reference generation. Once the main sorting axis is identified, we retrieve appropriate298
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templates from a predefined library (see Listing 7) to augment the initial object descriptions. These299

templates are designed to capture diverse natural language patterns. For instance, for a row of chairs300

arranged left to right, templates may include: “{dense_caption}, which is the {ordinal} {class_name}301

from left to right,” or “{dense_caption}, the {ordinal} {class_name} in the left-to-right sequence”.302

Here, dense_caption denotes the initial description generated by the Qwen2.5-VL model, ordinal303

indicates the object’s position in the sorted sequence, and class_name is the category label predicted304

by RAM. This spatially-aware enhancement is applied only when multiple instances of the same305

category are detected to avoid redundancy. If an object appears only once, its original dense caption306

is used directly. To ensure spatial diversity, we set a variance threshold across the three principal axes;307

images with multiple same-category objects but low variance on all axes are discarded, resulting in308

a final set of 466k images. By integrating spatial ordering with visual descriptions, this heuristic309

enables the generation of precise and discriminative referential expressions, essential for producing310

high-quality, unambiguous question-answer pairs.311

Listing 7: Templates for Spatial Order Description Enhancement.
TEMPLATES = {312

"left_to_right ": [313

"{ dense_caption}, which is the {ordinal} {class_name} from314

left to right",315

"{ dense_caption}, marked as the {ordinal} {class_name} in a316

left -to-right arrangement",317

],318

"right_to_left ": [319

"{ dense_caption}, the {ordinal} {class_name} viewed from the320

right",321

"{ dense_caption}, the {ordinal} {class_name} from the right",322

],323

"front_to_back ": [324

"{ dense_caption}, which appears as the {ordinal} {class_name}325

when viewed from the front",326

"{ dense_caption}, positioned as the {ordinal} {class_name} in327

front -to-back order",328

],329

"back_to_front ": [330

"{ dense_caption}, which is counted as the {ordinal} {331

class_name}, starting from the back",332

"{ dense_caption}, the {ordinal} {class_name} in the back -to-333

front sequence",334

],335

"top_to_bottom ": [336

"{ dense_caption}, the {ordinal} {class_name} viewed from the337

top",338

"{ dense_caption}, placed as the {ordinal} {class_name} when339

sorted from top to bottom",340

],341

"bottom_to_top ": [342

"{ dense_caption}, which ranks as the {ordinal} {class_name} in343

bottom -to-top order",344

"{ dense_caption}, arranged as the {ordinal} {class_name} when345

ordered from the bottom",346

]347

}348

Examples of Object and Image Descriptions This part qualitatively shows the representative349

examples with the generated descriptions. As shown in Fig. 4, we present two types of object captions.350

The top row shows simple captions produced by Qwen2.5-VL for single-instance object categories,351

where spatial ordering is unnecessary. The bottom row includes captions augmented with spatial order352

information to distinguish multiple instances of the same category. Additionally, Fig. 5 demonstrates353

Qwen2.5-VL’s ability to generate detailed global descriptions of entire images used in the following.354
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black frying pan at left yellow cup at upper left white book at lower left

woman at left, which is 
the first person from the 
left

black motorcycle at left, 
the second motorcycle 
from the left

black chair at left

black goose at right, placed 
as the first goose when 
sorted from right to left

red barrel,which is the 
first barrel in back-to-
front order   

Figure 4: Generated object descriptions. Top: Unique-category captions. Bottom: Spatially-aware
captions for the same categories. Red boxes indicate referenced objects.

This image captures a bustling urban street scene, likely taken during the daytime as indicated 
by the bright lighting and clear skies. The street is lined with a mix of historic and modern 
buildings, showcasing a variety of architectural styles. On the left side of the street, there are 
older, multi-story buildings with brick facades and classic designs, featuring large windows and 
decorative cornices. A prominent sign reading "TENNESSEE" is visible, suggesting the location 
could be in Tennessee. The right side of the street features a taller, contemporary glass building, 
reflecting the surrounding environment, which indicates a blend of old and new architecture 
typical of many cities. The street itself is well-maintained, with a few vehicles parked along the 
sides and others moving, as suggested by some visible headlights and taillights. The vehicles are 
a mix of sedans and SUVs, reflecting a typical urban car ownership. The sidewalks are spacious, 
with lampposts lining the street, providing a warm glow that enhances the urban ambiance. In 
the background, a lush green hillside rises, offering a natural contrast to the urban setting. The 
hill is densely covered with green foliage, suggesting a park or a natural reserve, which may be a 
significant feature in this area. The overall scene conveys a lively yet harmonious blend of urban 
activity and nature. The lighting in the image is soft and natural, indicative of a sunny day, and 
the shadows are not harsh, suggesting it might be taken either in the morning or late afternoon.

Figure 5: Visualization of generated image detailed descriptions.

A.1.4 Generating Diverse QA Pairs via Pseudo-3D Scene Graphs355

After constructing scene graphs and generating hierarchical object descriptions, we can leverage this356

information to generate diverse QA pairs from pseudo-3D scene graphs to support SFT training for357

improved single-step spatial understanding.358

Template, Choice and Fact QA Generation. We first adopt a template-based method to generate359

structured preliminary QA pairs, multiple-choice questions, and factual statements. The templates360

are derived from scene graph information (e.g., object attributes, positions) and refined hierarchical361

object descriptions. When designing QA templates using pseudo-3D scene graphs from 2D images,362

we explicitly account for the spatial ambiguity inherent in single-view pseudo-3D representations363

(e.g., inaccuracies in monocular depth, lack of object orientation, absence of 3D oriented bounding364

boxes). Consequently, our QA templates from 2D data source focus mainly on qualitative spatial365

understanding and reasoning, while incorporating quantitative cues only when they can be inferred366

reliably from 2D or pseudo-3D signals. The spatial concepts covered in the QA templates fall into367

the following categories:368

1. Relative position relations: capture spatial layouts (left/right, above/below, front/behind).369

2. Relative size comparisons: describe object attributes (e.g., bigger/smaller, taller/shorter,370

wider/thinner) often inferred from image-plane projections.371

3. Quantitative information from 2D or pseudo-3D label: include spatial reasoning based on372

estimated depth maps, 2D object coordinates, and coarse monocular depth approximations.373

Accordingly, we design diverse QA templates in these types for spatial understanding:374

1. Templates assess spatial and size relations:375

• Position relation: “Is [A] to the left of [B]?”376
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• Size comparison: “Which object is larger, [A] or [B]?”377

2. Templates query 2D point of a uniquely identified object ‘[A]’ (defined in Appx. A.1.3):378

• “Where is [A] located? Provide its 2D coordinates.” (e.g., “Where is379

the red apple at left, which is the second apple from left to right, located? Provide its380

2D coordinates.”)381

3. Templates query attributes at a specific 2D point ‘[X]’ (formatted as ‘(x, y)’):382

• Depth retrieval: “What is the depth at point [X]?” (e.g., “What is the depth383

at (0.528, 0.317)?”)384

• Object identification: “Which object is at point [X]?” (e.g., “Which object is385

at (0.753, 0.839)?”)386

We further design fact templates to generate declarative statements, forming a structured basis for387

prompting Reasoning LLM to produce richer and more natural QA pairs. Example templates include:388

1. Approximate depth: “Point [A] and the camera are [X] apart.” (based on depth389

estimation).390

2. Precise 2D object location: “[A] is located at point [X].”, “[A] is to the391

right of [B].”392

Reasoning QA Generation. To generate more natural, complex, and diverse QA pairs beyond393

templated formats, we leverage a powerful reasoning LLM, QwQ-32B [14]. It takes the factual394

statements, initial QA pairs, and multiple-choice questions (if available) as input, along with global395

image captions and precise object descriptions. QwQ-32B then produces more challenging and396

conversational spatial reasoning QA. The prompt design is shown in Listing 8.397

Listing 8: Prompt for QwQ-32B QA Diversification and reasoning QA Generation.
"""398

You are a helpful assistant tasked with generating spatial reasoning -399

based questions and answers from provided descriptions of scenes.400

401

Rules:402

1. **We have three types of input information **:403

- **[ Scene ]**: A general description of the entire image , which404

provides context for the objects and their surroundings.405

** Example :**406

[Scene]: The image shows a tranquil lakeside with a small wooden407

dock on the right and calm , reflective water in the center.408

The sky is overcast.409

410

- **[ Objects ]**: A list containing one or more object labels separated411

by "|".412

** Example :**413

[Objects ]: teal glossy water at lower center | green bamboo dock414

at lower right.415

416

- **[ Objects Description ]**: Provides spatial or comparative details417

between those objects.418

** Example :**419

[Objects Description ]: teal glossy water at lower center is taller420

than green bamboo dock at lower right.421

422

423

2. **When crafting a Question **:424

- ** Always use the provided [Scene] description as context ** to ensure425

the question aligns with the overall image.426

- ** Mention all object labels from [Objects ]** in the question.427

- **Do not modify or paraphrase the object labels **; they must appear428

** exactly ** as given in ‘[Objects]’.429

- **Do not assume or invent additional scene details ** beyond what is430

provided in ‘[Scene]’.431
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- **Do not reveal the specific details in [Objects Description ]** (432

like which object is taller , shorter , wider , etc.).433

- Always generate questions related to the description using the434

object labels from [Objects ].435

- Each object label in ‘[Objects]’ **must appear exactly once** in the436

Question.437

- The question should read from **an observer ’s perspective **.438

- The description should always be used to answer and not leak into439

the question.440

441

3. **When crafting an Answer **:442

- ** Mention at least one object label from [Objects ]** in the answer.443

- **Use the ‘[Objects Description]’ to provide a correct answer **.444

- ** Ensure the answer is concise , factual , and directly related to the445

provided ‘[Scene]’ and ‘[Objects ]’**.446

- **You may restate or summarize the relevant details from ‘[Objects447

Description]’, but do not introduce new assumptions **.448

449

450

Here ’s several examples:451

452

[Scene]: The image depicts a modern living room with a large window453

allowing warm sunlight to enter. The room has a wooden floor , a454

patterned rug in the center , and a coffee table with a few455

magazines neatly stacked on it. A yellow leather sofa is456

positioned centrally , facing the television mounted on the457

opposite wall. To the left of the sofa , a black metal chair with a458

cushioned seat is placed beside a tall bookshelf filled with an459

assortment of books and decorative items. The furniture460

arrangement leaves an open pathway between the sofa and the chair.461

[Objects ]: yellow leather sofa at lower center , black metal chair on462

the left.463

[Objects Description ]: The path between yellow leather sofa at lower464

center and black metal chair on the left is 1.5 meters.465

"Question ": You are a cleaning robot that is 1 meter wide. Now you are466

standing in a living room and see the image; you want to move467

from here to the door that leads to the backyard. Do you think you468

can go through the path between the yellow leather sofa at lower469

center and the black metal chair on the left?470

"Answer ": The path between the yellow leather sofa at lower center and471

the black metal chair on the left is 1.5 meters , so yes , the472

robot can go through the path between the yellow leather sofa at473

lower center and the black metal chair on the left since it is474

wider than the robot ’s width.475

476

[Scene]: The image showcases a modern kitchen with a wooden countertop477

that extends across the space , separating the cooking area from478

the dining area. On the left side of the countertop , a fruit bowl479

holds a variety of fresh produce. A red fresh apple is placed on480

the left side of the bowl , while a bright fresh orange sits neatly481

on the right side. Behind the fruit bowl , a glass pitcher filled482

with orange juice and a stack of white ceramic plates are visible.483

Natural light streams in from a large window above the sink ,484

reflecting off the stainless steel appliances and giving the space485

a bright , clean feel.486

[Objects ]: red fresh apple on the left , fresh orange on the right.487

[Objects Description ]: red fresh apple on the left is positioned on488

the left side of fresh orange on the right.489

"Question ": You see two fruits , a red fresh apple on the left and a490

fresh orange on the right. Which one is more on the left side?491

"Answer ": The red fresh apple on the left is more on the left.492

493

Now its your turn!494

"""495
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Training data visualization. For specific examples of training data generated from 2D web images496

and their visualizations, please refer to Appx. E, which contains detailed sample presentations.497

A.2 3D Embodied Video498

A.2.1 Why Use CA-1M and How to Pre-process It499

Rationale for Selecting CA-1M as the 3D Data Source. To enable fine-grained spatial reasoning500

in indoor environments, we adopt Apple’s open-source CA-1M2 [1] dataset as our primary 3D data501

source. CA-1M aligns closely with our objectives due to the following key attributes:502

1. Dense 2D/3D Annotations: CA-1M provides per-frame 2D/3D oriented bounding boxes,503

enabling spatial localization (e.g., 3D spatial occupancy) and accurate interaction modeling.504

2. Comprehensive Camera and Depth Data: The inclusion of camera intrinsics, extrinsics, and505

depth maps supports accurate 3D reconstruction and geometric reasoning.506

3. Large-Scale Coverage: Its extensive volume enables training/evaluation of VLMs at scale.507

These features offer a strong foundation for constructing 3D scene graphs and generating spatial508

reasoning data involving 3D geometry, object interactions, and egocentric understanding.509

Comparative Analysis with Alternative 3D Datasets. While several high-quality 3D datasets exist,510

they fall short of meeting the specific requirements of our project, motivating our selection of CA-1M:511

1. ARKitScenes [15]: As a predecessor to CA-1M, it provides only global 3D bounding boxes512

without per-frame 3D or 2D annotations. Projecting these 3D boxes to 2D yields oversized513

and contain irrelevant objects. Additionally, its annotations are less comprehensive, and514

image resolution is also much lower compared to CA-1M.515

2. ScanNet V2 [16]: Lacks 3D bounding boxes, making object orientation estimation infea-516

sible. Although EmbodiedScan introduces per-frame 3D bounding boxes, it still lacks 2D517

annotations, and projected 2D boxes remain imprecise and contain irrelevant objects.518

3. 3RScan [17]: Suffers from low image quality, hindering spatial information extraction and519

limiting its usability.520

In summary, despite some limitations (See Appx. A.2.2), CA-1M provides large-scale egocentric521

video, per-frame 2D/3D annotations, depth, and camera parameters, making CA-1M the most522

suitable choice for generating rich and complex 3D spatial data from an embodied perspective.523

Pre-processing. Video datasets capturing continuous activities, such as CA-1M, exhibit high tem-524

poral redundancy, as consecutive frames often contain near-identical visual content with minor525

variations. Processing all frames is computationally intensive and yields redundant samples with526

limited informational gain for model training. To mitigate this, we adopt a frame sampling strategy,527

selecting one frame every 20 frames. This reduces redundancy while preserving meaningful scene528

and viewpoint transitions. The resulting subset maintains scene diversity and supports efficient529

downstream processing, including 3D scene graph construction and question-answer generation. In530

Fig. 6, the top row shows four consecutive frames before sampling, revealing minimal variation; the531

bottom row, sampled at 20-frame intervals, demonstrates significantly greater scene variation.532

A.2.2 Inherent Challenges and Limitations in CA-1M533

Although the CA-1M dataset is chosen for its large scale, egocentric perspective, and rich annotations,534

it presents inherent limitations that undermine scene graph construction if unaddressed.535

Ambiguous or Meaningless Object Annotations. A major issue is the prevalence of ambiguous536

or semantically insignificant object annotations. Many instances are difficult to interpret, even for537

humans, due to unclear boundaries or a lack of identifiable semantics. For example, some bounding538

boxes enclose small, indiscernible regions such as a patch of wall or vague background elements539

(see Fig. 7). Incorporating such annotations into model training introduces noise, hampers spatial540

understanding, and may mislead the model’s perception of object relationships.541

2https://github.com/apple/ml-cubifyanything
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Before sampling time step +

After sampling time step +

Figure 6: Comparison of frame sequences before and after sampling. Top: Four consecutive frames
from the original video. Bottom: Corresponding frames sampled every 20 frames, exhibiting
increased temporal variation between adjacent frames.

Widespread Absence of Semantic Labels. Another major limitation of CA-1M is the lack of542

semantic labels for most annotated objects. Unlike datasets (e.g., ARKitScenes and ScanNet V2),543

which provide object category annotations, CA-1M includes only a few structural categories (e.g.,544

floors, walls, doors), leaving the majority of object instances unlabeled. Although bounding boxes545

indicate the presence of objects (i.e., labeled as “object”), their categories (e.g., “chair”, “table”)546

remain unknown. This absence of semantic information hinders spatial understanding, making it547

impossible to generate category-dependent queries such as “Is the red chair to the left of the table?”548

Figure 7: Example of some meaningless annotations in CA-1M.

A.2.3 Addressing Limitations: Object Annotation and Bounding Box Filtering549

To address the limitations of the CA-1M dataset, particularly the lack of semantic labels and the550

prevalence of noisy bounding boxes (See Appx. A.2.2 above), we develop a dedicated annotation and551

filtering pipeline. This enhances the dataset’s usability for downstream tasks such as 3D scene graph552

construction and spatial reasoning. We detail the two-stage pipeline below.553

Stage 1: Initial Annotation and 2D Bounding Box Prediction. We employ a multi-model combi-554

nation strategy to annotate unlabelled objects and refine bounding boxes in CA-1M video frames.555

Specifically, we integrated GroundingDINO, RAM, and Florence-2 to perform object semantic556

labeling and 2D bounding box prediction. Our approach yields semantically meaningful and557

visually coherent object bounding boxes compared to the often difficult-to-discern or ambiguous558

bounding boxes from the original CA-1M annotations. To maximize recall, we intentionally lower559

the confidence thresholds of GroundingDINO and RAM, ensuring the inclusion of low-confidence560

but potentially relevant objects. These candidates are retained for further validation in subsequent561

matching and filtering stages.562

Stage 2: Bidirectional 2D Bounding Box Matching. To associate model-predicted 2D bounding563

boxes (with semantic labels) with unlabeled boxes in CA-1M, we propose a bidirectional matching564

and refinement strategy. This not only enables semantic annotation of meaningful objects but565

14



also filters out noisy or ambiguous CA-1M bounding boxes, thus enhancing the utility of its 3D566

annotations (e.g., 3D oriented bounding boxes). The strategy consists of two steps:567

1. Matching CA-1M Bounding Boxes to Model Predictions. We first match original CA-1M568

2D bounding boxes to model-predicted bounding boxes based on the IoU metric. Due569

to the sparsity, occlusions, and fragmentation of annotation, multiple CA-1M boxes may570

correspond to a single prediction, resulting in many-to-one matches.571

2. Refining Model Predictions via One-to-One Mapping. To resolve many-to-one matches,572

we retain only predicted boxes that match at least one CA-1M bounding box. For each, we573

assign the CA-1M bounding box with the highest IoU as its unique match. This enforces a574

one-to-one correspondence, eliminating redundant or weakly aligned CA-1M boxes. The575

result is a refined set of original bounding boxes with strong semantic alignment.576

Visualizing Matching Results. Fig. 8 shows the effectiveness of our bounding box matching577

procedure. The first row shows successfully matched CA-1M bounding boxes annotated with578

RAM-predicted object labels, while the second row highlights unmatched bounding boxes, typically579

corresponding to ambiguously annotated objects. This demonstrates that our method reliably filters580

out uncertain annotations and assigns semantic labels to clearly identifiable objects. For subsequent581

scene graph generation, we adopt the model-predicted bounding boxes instead of the original CA-1M582

ones, as they better align with the visible object extents, facilitating more accurate instance mask583

extraction via models like SAM2.584

air conditioner cabinet paper towellamp

Figure 8: Visual comparison of 2D bounding box matching. The top row shows matched CA-1M
bounding boxes with object labels; the bottom row displays unmatched or ambiguous cases.

A.2.4 3D Object Description Generation and Scene Graph Construction.585

The process of 3D scene graphs construction largely follows the 2D scene graph pipeline in586

Appx. A.1.2 and the description generation in Appx. A.1.3. The resulting graphs are structurally587

similar to those from OpenImages in Fig. 3. The key distinction is CA-1M’s focus on indoor en-588

vironments and its provision of high-precision geometric data (e.g., ground-truth depth, camera589

intrinsics/extrinsics, 3D oriented bounding boxes). The enhanced 3D scene graph outperforms590

2D-based counterparts in object localization and spatial relation accuracy, enabling structurally591

rich and quantitatively grounded 3D QA data across 28 spatial relation types..592

A.2.5 Free Space QA Generation for Object Placement593

A key challenge in spatial referring is identifying unoccupied regions suitable for object placement.594

We propose a multi-step pipeline to address this.595

Step 1: Detecting Viable Platforms via Qwen2.5-VL. We first filter out scenes lacking plausible596

placement surfaces (e.g., only walls or ceilings). To this end, we employ the Qwen2.5-VL-7B,597

initialized with a system prompt (Listing 9) that specifies its role and procedure. For each image, a598

user prompt (Listing 10) directs the model to detect candidate images with surfaces such as tables,599
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floors, or shelves. Fig. 9 shows the filtering results. The first row shows scenes without platforms,600

while the second row shows scenes with platforms. This filtering enables subsequent computationally601

intensive analysis to focus on semantically relevant scenes for placement queries.602

Listing 9: System Prompt for Qwen2.5-VL to identify images with suitable platforms.
image_have_platform_system_text_prompt = """603

You are an expert visual scene understanding assistant.604

605

Your task is to analyze an image and determine whether it contains **606

any obvious flat horizontal surfaces ** where physical objects can607

be placed. These include **floors , tabletops , bed surfaces , or608

other flat and stable areas **.609

610

IMPORTANT:611

- If you can see any part of the ** floor**, ** tabletop**, **bed**, or612

** similar flat surfaces**, you MUST assume it can support physical613

objects (\eg, books , boxes , pillows).614

- Do NOT consider whether the surface is cluttered , partially visible ,615

or obstructed. If the platform exists and is horizontal , assume616

it can hold objects.617

- Your answer must be based strictly on visible surfaces.618

619

You must provide a short reasoning based on visual evidence in the620

image , followed by a final conclusion.621

622

Your response MUST strictly follow this format:623

"[Your analysis ]. | Yes/No"624

625

Examples of valid responses:626

627

Example 1:628

The image shows a wooden floor that is flat and unobstructed. And it629

could potentially support physical objects. | Yes630

631

Example 2:632

There is a bed clearly visible in the scene with a flat top surface633

where items like pillows or books can be placed. | Yes634

635

Example 3:636

A rectangular table is visible in the center of the image , providing a637

flat surface suitable for placing objects. | Yes638

639

Example 4:640

The image contains mostly a wall with a window and no visible floor ,641

table , or other flat surfaces. | No642

643

Do NOT provide any extra commentary or formatting outside this exact644

format.645

"""646

Listing 10: User Prompt for Qwen2.5-VL to identify images with suitable platforms.
image_have_platform_user_text_prompt = """647

Please examine the image and determine whether it contains any **clear648

horizontal platforms ** where physical objects can be placed.649

These platforms include: **floors , tabletops , bed surfaces , or650

other flat and stable horizontal areas **.651

652

Important notes:653

- As long as **any part** of a **floor**, ** tabletop**, **bed surface654

**, or similar platform is visible in the image , you must assume655

it is capable of supporting physical objects (such as books , boxes656

, pillows , etc.).657
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- Do NOT consider whether the surface is messy , partially blocked , or658

whether there ’s enough space. If the platform exists and is659

horizontal , you must assume it can hold objects.660

- Your answer must be based entirely on visible visual evidence in the661

image.662

663

You must respond in the following exact format:664

"[Your analysis ]. | Yes/No"665

666

Refer to the following examples to guide your response:667

668

Example 1:669

The image shows a wooden floor that is flat and unobstructed. And it670

could potentially support physical objects. | Yes671

672

Example 2:673

There is a bed clearly visible in the scene with a flat top surface674

where items like pillows or books can be placed. | Yes675

676

Example 3:677

A rectangular table is visible in the center of the image , providing a678

flat surface suitable for placing objects. | Yes679

680

Example 4:681

The image contains mostly a wall with a window and no visible floor ,682

table , or other flat surfaces. | No683

684

Please strictly follow the format and do not add any extra commentary.685

"""686

no platform

have platform

Figure 9: Visualization of platform filtering results. Row 1: Examples of images filtered out (lacking
platforms). Row 2: Examples of images retained (containing platforms).

Step 2: Gravity Alignment and Top-Down Projection. To enable top-down (orthographic) scene687

projection, we apply gravity alignment matrices from the CA-1M to transform point clouds and688

object 3D bounding box into a consistent frame where gravity uniformly points downward. This689

normalization allows for projection onto a plane orthogonal to the gravity vector, revealing object690

layouts and spatial relations more clearly. Fig. 10 shows the point cloud and coordinate axes before691

and after alignment.692

Step 3: Programmatic Platform Association. After gravity alignment, we associate objects with693

supporting platforms based on their spatial relationships. For relationships such as “front/behind/left-694

/right”, we identify the platform supporting a target object by checking the top surfaces of candidate695

platforms. A platform qualifies if its top surface is within 0.05 meters of the object’s bottom surface696

and overlaps at least 70% of the object’s bottom area in top-down view. For the “below” relationship,697

when an object may be suspended in mid-air, we identify the supporting platform as the one located698
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(a) Before gravity alignment (b) After gravity alignment

Figure 10: Visualization of gravity alignment. (a) The scene before alignment. (b) The scene after
alignment, with the Y-axis oriented along the gravity vector.

beneath it, whose top surface is nearest to the object’s bottom, and whose top-down intersection699

with the object exceeds 70% of the object’s area. For the “above” relationship, the object’s own top700

surface is treated as the reference platform, eliminating the need for additional platform search. For701

the “between” relationship involving two objects, each object’s supporting platform is determined702

independently using the same procedure as in the “front/back/left/right” cases. The space between703

them is considered valid only if both share the same supporting platform, ensuring spatial reasoning704

occurs within a unified physical context.705

Step 4: Identifying Other Objects on the Platform. After identifying the target object and706

its supporting platform, we locate other relevant objects co-occurring on the same platform. For707

“front/behind/left/right/between”, candidate objects are selected based on the following criteria:708

1. Their bottom must not be significantly higher than the top of the target object.709

2. Their top must remain above the platform surface.710

3. Their XZ-plane footprint must intersect with that of the target object.711

4. Their volume must not exceed 4.236 times that of the target object.712

To mitigate the over-filtering of solid objects during visible point selection via depth matching, we713

introduce a volumetric constraint (thresholded at approximately 4.236, i.e., (1/0.618)3, the cube of714

the reciprocal of the golden ratio). This prevents large, potentially hollow objects—such as tables with715

substantial under-space—from being misclassified as fully occluding based solely on their bounding716

box volume, which would mislead placement reasoning on the primary platform. Instead, the filter717

targets small to medium-sized objects, where the bounding box volume more accurately reflects718

actual occupancy. For such objects, even if hollow, the limited under-space is typically negligible for719

placement purposes. This behavior is shown in the top-view occupancy maps in Fig. 11a and Fig. 13a,720

where a large table is excluded due to exceeding the volume threshold. Despite being present in the721

scene, its hollow geometry allows for usable space beneath, justifying its omission.722

For the “below” relation, an object on a platform is considered below the target object (when the723

target might be suspended or on a higher tier) if:724

1. Its footprint (XZ-plane projection) intersects with that of the target;725

2. Its bottom is no higher than the top of the target;726

3. Its top is not below the top surface of its supporting platform.727

For the “above” relation, an object is considered above the platform of target object if:728

1. Its bottom is within 20 cm above the platform’s top surface;729

2. Its top is not below the platform’s top surface;730

3. Its footprint (projection on the XZ plane) overlaps with that of the platform.731
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Step 5: Sampling Unoccupied Points in the Top-View Occupancy Map. After identifying the732

target object, its supporting platform, and adjacent objects, we determine the surrounding free space.733

This includes regions in front, behind, left, right, above, or below the target. To locate free space734

in the horizontal directions (“front/behind/left/right”), we define a 90◦ sector centered on the735

target and oriented in the respective direction. The sector radius is set to the maximum of either the736

diagonal of the object’s footprint or a fixed 20 cm, ensuring adequate coverage. For vertical directions737

(“above/below”), we project the object’s top or bottom surface onto the supporting platform. To738

mitigate overestimation from coarse 3D bounding boxes, we shrink the projection to 80% of its739

original size (centered), reducing overlap with nearby objects and better approximating usable space.740

To identify free space “between” two target objects, we define the search region as the planar area741

enclosed by the projections of both objects onto their shared supporting surface. This region is742

evaluated for occupancy by other objects. Across all spatial contexts (“above/below/between”),743

we enforce a minimum free area constraint: the unoccupied region must exceed 0.036m2 (half744

an A4 sheet) in a top-down view. This threshold filters out trivial cases and ensures the queried745

space can accommodate small objects such as a book or cup. Free space is computed by analyzing746

object footprints in the gravity-aligned top-down view. In Fig. 11a, 12a, 13a, blue-shaded regions747

indicate the final sampling areas after accounting for bounding box scaling and occlusions. These748

visualizations highlight viable unoccupied regions for subsequent placement analysis.749

Step 5: Projection and Visibility Filtering. Given candidate points sampled in the top-down view750

(XZ-plane) as free space or target locations, we project them into the original 2D camera image751

to assess visibility. Each point is assigned the y coordinate of the platform’s top surface, forming752

full 3D coordinates. Using camera intrinsics, extrinsics, and gravity alignment, we project these 3D753

points onto the 2D image plane, as shown in Fig. 11b, 12b, 13b. To determine visibility, we compare754

the z-coordinate of each 3D point with the corresponding depth value in the aligned depth image.755

Points are discarded as occluded if this difference exceeds 2.5 cm. For the front, behind, left, and756

right directions, we sample 9, 000 points per direction and retain the direction if at least 2, 000 points757

remain visible. For the above, below, and between relations, we sample 10, 000 points and require a758

minimum of 6, 000 visible points. We compute the mean position of the remaining visible points as759

the representative target location. If its depth deviates from the depth image by more than 2.5 cm,760

we instead choose the nearest point within this threshold. Fig. 11c, 12c, 13c illustrate this process,761

highlighting visible points and the final selected target (blue circle).762

Platform
Target
Other Obstacle
Other Obstacle
Right Points

(a) Top-view occupancy map with
right-side search area

(b) Sampled points projected onto
the 2D image

(c) Visible points with the final
placement center

Figure 11: Visualization of right-side free space identification. (a) Top-view occupancy map with the
target’s right-side search area. (b) Projection of sampled candidate points into the image plane. (c)
Non-visible points are removed; the final placement center is marked with a blue circle.

A.2.6 Generating Diverse QA via precise 3D annotations763

Building on the 2D QA generation pipeline (Appx. A.1.4), we utilize a template-based approach764

augmented with QwQ-32B to generate diverse QA pairs for 3D scenes. Unlike 2D images, 3D765

datasets offer rich and precise spatial annotations—such as depth maps, camera poses, and766

per-object 3D bounding boxes—which enable the construction of more complex QA with spatial767

referring with reasoning. Additionally, QA generation from 3D data accounts for above/below768

relations in both world and camera reference frames: the former reflects gravity, while the latter769

corresponds to vertical image orientation. Leveraging these annotations, we design both qualitative770

and quantitative QA templates grounded in the following spatial concept categories:771
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Platform
Target
Below Points

(a) Top-view occupancy map of the
object’s bottom surface

(b) Sampled points projected into
the 2D image

(c) Visible points with the final
placement center

Figure 12: Visualization of bottom-side free space identification. (a) Top-view occupancy map of the
target’s bottom surface on the platform. (b) Projection of candidate points into the image plane. (c)
Non-visible points are filtered; the final placement center is indicated.

Platform
Target1
Target2
Other Obstacle
Placeable Area

(a) Top-view occupancy map with
between search area

(b) Sampled points projected into
the 2D image

(c) Visible points with the final
placement center

Figure 13: Visualization of between-object free space identification. (a) Top-view occupancy map
showing the area between two target objects on the same platform. (b) Projection of sampled points
into the image plane. (c) Non-visible points are filtered; the final placement center is indicated.

1. Relative Position Relations: Encompasses spatial relations such as left/right, above/below,772

front/behind, inside/outside, touching/separated, and near/far. These queries require accurate773

3D positioning and spatial layout to infer inter-object relationships in physical space.774

2. Orientation and Rotation Reasoning: Involves reasoning over face/back direction, ori-775

entation (horizontal/vertical), and relative angles, using 3D object or camera poses (e.g.,776

orientation vectors, rotation matrices) to infer facing direction or viewpoint shifts.777

3. Geometric Attribute Comparisons: Covers attributes like size (big/small), height (tal-778

l/short), and width (wide/thin). These comparisons rely on true 3D dimensions, mitigating779

distortions from 2D projections.780

4. Quantitative Spatial Reasoning: Involves computing depth, distance, relative angles, and781

spatial betweenness using precise 3D coordinates and metric reasoning.782

5. Free Space Reasoning: Identifies free space above, below, or between objects. As illustrated783

in Fig. 11, 12, and 13, blue-shaded regions represent unoccupied areas computed from object784

footprints and platform segmentation. To mitigate overestimation from large bounding boxes,785

we apply a shrink factor (e.g., 80%) to the projected surfaces for above/below queries.786

6. Location and Placement Prediction for Spatial Referring: Involves predicting precise787

2D coordinates from language descriptions, e.g., “Point to the second chair from the left”788

— identifying a target object, or “Indicate a free spot to the right of the white box on the789

second shelf ” — selecting a valid placement location. These tasks require accurate 2D-3D790

projection and fine-grained spatial understanding, forming a vital bridge between visual791

perception and physical interaction and execution.792

Building on the structured templates, we design a diverse suite of 3D QA covering spatial reasoning,793

geometric comparison, viewpoint inference, environmental understanding, and coordinate-level794

localization. Leveraging QwQ-32B’s powerful capabilities, our pipeline also generates complex795

reasoning QA pairs that are both structurally diverse and semantically rich.796
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3D training data visualization. For specific examples of 3D training data and their visualizations,797

please refer to Appx. E, which contains detailed sample presentations.798

A.3 Synthetic Data Generation in the simulator799

We want to arm our model with multi-step referring capabilities with spatial reasoning. While 2D and800

3D data enable single-step spatial understanding, they are less scalable for multi-step spatial referring801

with reasoning. Therefore, we generate synthetic data in the simulator.802

A.3.1 Indoor Scene Generation803

Initial Scene Generation. We utilize Infinigen [18] to generate a large corpus of indoor804

scenes. To be specific, we configure the generation process to exclude small objects by setting805

compose_indoors.solve_steps_small=0 to avoid pre-existing clutter on target surfaces. This806

allows us to reserve space for the subsequent placement of our curated 3D assets. This initial step807

yields over 3k unique indoor scenes.808

Scene Filtering. The generated scenes underwent a rigorous filtering process to ensure their suitability809

for our downstream tasks. The primary filtering criteria included:810

• Adequate Tabletop Area: Selected scenes contain at least one sufficiently large, continuous811

tabletop surface (e.g., desk, table, counter) suitable for object placement. Scenes with absent812

or impractically small surfaces are excluded.813

• Acceptable Lighting Conditions: Scenes with extreme lighting issues (e.g., darkness,814

oversaturation, unnatural hues) are discarded to ensure a viable baseline for subsequent815

lighting adjustments.816

• Scene Realism and Coherence: Scenes with severe geometric inconsistencies or implausi-817

ble layouts are removed to maintain physical plausibility.818

• Camera Accessibility: Scenes are required to support feasible camera placement with clear819

views of the target surfaces. Highly cluttered or confined environments are deprioritized.820

Scene Adjustments. To enhance diversity and control experimental variables, filtered scenes821

underwent automated modifications:822

• Lighting Randomization: Light source intensities (e.g., ceiling lights, lamps) are uniformly823

scaled within [0.6I, 1.4I], where I denotes the original intensity.824

• Camera Pose Adjustment: For each tabletop, camera viewpoints are defined with pitch825

angles randomly sampled from [−60◦,−30◦] relative to the tabletop plane, oriented toward826

the region center.827

• Camera Height and Distance Variation: Camera height is uniformly sampled from 0.3–828

0.8m above the tabletop. Distance to the target area is adjusted to maintain full visibility,829

conditioned on surface size and field of view.830

Some typical cases of scene filtering are shown in Fig.14.831

A.3.2 3D Asset Selection and Preparation832

Our 3D assets are sourced from the Objaverse [19] LVIS dataset and undergo a two-stage filtering833

process to ensure quality and relevance.834

Stage 1: Category Filtering. We select objects based on LVIS annotations, following categories:835

• Are typically placeable on surfaces.836

• Have a maximum dimension under 1 meter, suitable for tabletop scenarios.837

Stage 2: Attribute-based Filtering. Next, we apply fine-grained filtering using attributes from the838

OrienText300K [20] dataset. Retained assets satisfy the following criteria:839

• Axis Alignment: Key features (e.g., edges, handles) align with canonical camera axes.840
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The scene remains unsolved, and the layout is unrealistic. The room lacks sufficient lighting.

The area of the object placement platform is not big enough.

Figure 14: Cases of Scene Filtering

• Single Object: Represents a standalone object, not a scene or object collection.841

• Color Diversity: Contains colors beyond white or gray.842

• No Ground Plane: Excludes auxiliary visualization ground planes.843

• High Quality: Clean, well-constructed geometry without artifacts.844

• Distinguishable Views: Canonical views (front, back, top, bottom, left, right) exhibit845

meaningful visual or semantic differences.846

• Reasonable Object: Represents a common, identifiable object, not an abstract shape or an847

unidentifiable entity.848

This process yields a curated set of over 9k high-quality 3D assets.849

Stage 3: Manual Filtering. Due to the suboptimal quality of annotations, we perform manual850

verification based on the seven defined rules. Since object size estimation relies on LVIS-labeled851

categories with a ±30% tolerance, we additionally discard instances whose irregular geometry (e.g.,852

entangled cables of a wired mouse) distorts the bounding box and hinders reliable scaling. After853

filtering, we retain over 3k high-quality 3D assets compliant with our criteria.854

Fig.15 shows the screening results for some representative 3D assets, which encompass all the criteria855

mentioned above.856

A.3.3 3D Asset Annotation with LLM857

To generate diverse annotations, we leverage OrienText300K’s orientation and caption data, processed858

via GPT-4o with tailored prompts to extract structured textual attributes for each sample.859

Generated Attributes:860

• Orientation Descriptions: Prepositional phrases indicating the object’s canonical front,861

salient parts, or intrinsic orientation (e.g., “on the front of ...”, “on the handle side of ...”),862

suitable for insertion into sentence templates.863

• Color Labels: A single-word descriptor of the object’s dominant color. If multiple colors864

are prominent, the attribute is marked as “none” (e.g., “blue”, “none”).865

• Object Labels: Concise noun phrases specifying the object category (e.g., “coffee mug”,866

“computer mouse”), usable as subjects or objects in templates.867
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 The size is too large to be placed on 

the indoor platform.
It cannot be placed stably on the 

plane in the illustrated posture.
It contains an object collection.

 Although it was originally a cake 
model, it is not identifiable.

The mouse cord significantly affects 
the normal mouse’s bounding box.

It includes an auxiliary visualization 
ground plane.

 It’s not aligned with axes.
 The mesh is not clean.

It looks similar from different angles.
It contains only white/gray.

This is a qualified 3D asset.

Figure 15: Cases of 3D assets Filtering

• Category Consistency: A boolean flag indicating alignment between the object’s visual868

category and its textual description.869

LLM Prompt: The exact prompt used to obtain these annotations is provided in Listing 11.870

Listing 11: Prompt of generating brief description, color and orientation preposition.
Your objective is to generate four distinct labels derived from the871

provided 3D asset information. Each asset is characterized by the872

following attributes:873

874

Category: {category}875

Detailed description: {description}876

Direction hint: {direction_hint}877

878

Based on the information above , you are required to perform879

the following four tasks:880

881

Task 1: Consistency Verification882

Evaluate whether the asset ’s specified category aligns semantically883

with its detailed description. Output "True" if consistent ,884

and "False" otherwise.885

886

Task 2: Object Description Phrase Generation887

ormulate a concise and unambiguous object description phrase. This888

phrase must encapsulate the primary characteristics of the object ,889

not contain any articles (\eg, "a", "an", "the"), and be890
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grammatically suitable for use as either the subject or object891

within a template sentence.892

893

Task 3: Simplified Directional Phrase Generation894

Generate a concise and clear simplified directional description phrase895

based on the provided direction_hint. This phrase must be capable of896

functioning as a prepositional phrase to describe the relative897

position of other objects within a template sentence. In the generated898

phrase , the current object should be represented by "OBJECT ".899

900

Task 4: Color Extraction901

Extract the dominant color of the asset based on the detailed902

description , adhering to the following criteria:903

1. The extracted color must be a single English word in lowercase.904

2. If the detailed description does not explicitly state a color ,905

return the string "none".906

907

Please ensure your output strictly adheres to the following JSON908

format. The output must be a valid JSON object without any909

supplementary explanations , comments , or introductory/closing910

remarks.911

{912

"consistent ": (True/False),913

"simple_desc ": "simplified object description phrase",914

"simple_dir ": "simplified directional description phrase",915

"color": "the main color"916

}917

Category Bible

Description The images depict a 3D model of 
an old book with reddish-brown 
covers and visible pages. The 
covers have a worn, textured 
appearance while the sides show 
the pages.

Direction Hint spine

Direction Vec (0, -1, 0)

Consistent True

Simple Description Bible

Direction Prep on the spine side of the OBJECT

Color brown

Figure 16: A Sample of generating object phrases, colors, and orientation descriptions from 3D asset
information and orientation hints.

A.3.4 Scene Population and Data Rendering918

The curated 3D assets are then programmatically placed into the filtered and adjusted indoor scenes.919

Asset Placement Strategy:920

• Assets are placed predominantly on identified tabletop surfaces.921

• To enhance the model’s understanding of object orientation and inter-object relationships,922

placement strategies included:923

– Increasing the proportion of objects with orientation vectors within the X-Y plane (e.g.,924

laptops, teddy bears, mugs) in many scenes.925

– Increasing the co-occurrence of objects from the same category that have significantly926

different features. (e.g., a ceramic cup with a handle and a cola cup).927

– Ensuring plausible physical arrangements (e.g., no excessive interpenetration, objects928

placed upright).929

• The number of assets per scene varied from 3 to 9.930

Rendering Details:931

• Renderer: High-fidelity, physically-based images are rendered using the Blender Cycles.932

• Image Resolution: Output images are rendered at 960× 540 pixels.933
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• Render Quality: The configure_render_cycles.num_samples parameter is set to934

2048 to achieve high-quality renders while maintaining reasonably controlled noise.935

A.3.5 Question-Answer Pair Generation936

Based on the rendered scenes and their corresponding ground truth information (scene graphs, object937

properties, masks), we generate question-answering (QA) pairs. This process involves two steps:938

Step 1: Generating Unique Object Referring Expressions. For each object in a scene, we formulate939

unique identifiers or referring expressions based on a combination of its attributes and relationships:940

• Feature Category: The semantic class of the object (e.g., “the mug”, “the laptop”).941

• Color: The primary color of the object (e.g., “the red mug”).942

• Left-Right Rank: Ordinal position from left to right (e.g., “third bottle from left to right”).943

• Front-Back Rank: Ordinal position from front to back (e.g., “farthest LEGO minifigure”).944

• Distance Rank from Anchor: Ordinal position based on distance from a salient anchor945

object (e.g., “the closest plate to the blue mug”).946

• Height Rank: Ordinal position based on the height (e.g., “the second tallest teddy bear”).947

These components are combined to create unambiguous references (e.g., “the second red object from948

the left”). When filling objects into template structures in the subsequent process, we can randomly949

select from all referring expressions.950

Step 2: Applying QA Templates. Due to the heavy reliance on spatial relationships between objects,951

we initially developed a template structure to formalize these relationships:952

• Position: Location of an object relative to another (e.g., “on the left of the green bottle”).953

• Orientation: Questions involving an object’s intrinsic orientation (e.g., “on the handle side954

of the red mug”).955

• Distance Queries: The precise distance (e.g., “0.2 meters to the left of the plate”).956

• Betweenness: Identifying an object located between two other objects (e.g., “between the957

stapler and the telephone”).958

• Specific Surface Locations: Locating objects relative to parts of a surface (e.g., “at the far959

left corner of the table”).960

QA Template Types:961

• Locate from Description: Given a unique referring expression for an object, ask for its962

location (e.g., “Give me the position of ...”).963

• Identify from Relations: Provide several spatial relationships an object satisfies and ask to964

identify the object (e.g., “Please specify an object on the desktop that satisfies the following965

spatial constraints: ...”).966

• Locate Empty Space: Define a point in an empty area on a surface based on its spatial967

relationships with surrounding objects, and ask to confirm this empty location (e.g., “Please968

provide a point in the vacant area on the desktop that simultaneously satisfies the following969

spatial conditions: ...”).970

Generation of Thought Processes (Reasoning Steps): For each QA pair, a structured thought971

process or chain of reasoning is also generated. This involved selecting the pertinent pieces of972

information from the complete scene graph and ground truth data that are necessary to arrive at the973

answer. This recorded reasoning follows a predefined format.974

B Implementation Details and Samples of RefSpatial-Bench975

The RefSpatial-Bench benchmark evaluates spatial referring with reasoning in complex 3D indoor976

scenes. It includes two primary tasks—Location Prediction and Placement Prediction—as well as977

an Unseen split featuring novel query types absent from existing datasets. Each sample comprises a978
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manually selected image, a referring caption, and precise mask annotations. The dataset contains 100979

samples each for the Location and Placement tasks, and 77 for the Unseen set.980

Location Task: Given an indoor scene and a unique referring expression, the model predicts a 2D981

point indicating the target object. Expressions may reference color, shape, spatial order (e.g., “the982

second chair from the left”), or spatial anchors.983

Placement Task: Given a caption specifying a free space (e.g., “to the right of the white box on984

the second shelf”), the model predicts a 2D point within that region. Queries often involve complex985

spatial relations, multiple anchors, hierarchical references, or implied placements.986

Unseen Set: This set includes queries with novel spatial reasoning or question types, designed to987

assess model generalization and compositional reasoning.988

Notably, we introduce a metric termed reasoning steps (step) for each text instruction, quantify-989

ing the number of anchor objects and their associated spatial relations that effectively constrain990

the search space. Specifically, each step corresponds to either an explicitly mentioned anchor object991

or a directional phrase linked to an anchor that greatly reduces ambiguity (e.g., “on the left of”,992

“above”, “in front of”, “behind”, “between”). We exclude the “viewer” as an anchor and disregard the993

spatial relation “on”, since it typically refers to an implied surface of an identified anchor, offering994

minimal disambiguation. Intrinsic attributes of the target (e.g., color, shape, size, or image-relative995

position such as “the orange box” or “on the right of the image”) also do not count towards step.996

A higher step value indicates increased reasoning complexity, requiring stronger compositional997

and contextual understanding. Empirically, we find that beyond 5 steps, additional qualifiers998

yield diminishing returns in narrowing the search space. Thus, we cap the step value at 5.999

Instructions with step ≥ 3 already exhibit substantial spatial complexity. Detailed statistics on1000

step distributions and instruction lengths are provided in the Tab. 1. To further show the diversity1001

and reasoning complexity of RefSpatial-Bench , we present representative examples from both the1002

Location and Placement tasks. Fig. 33, 34, 35, and 36 show Location queries with varying reasoning1003

step counts, where RoboRefer accurately localizes the target object (marked by a blue dot). Similarly,1004

Fig. 37, 38, 39, and 40 show Placement queries involving the identification of free space based1005

on spatial relations. These examples highlight the step-wise complexity of the queries and the1006

effectiveness of RoboRefer in addressing challenging spatial referring tasks.1007

Table 1: Statistics of the RefSpatial-Bench benchmark across three splits.
Split Step Samples Avg. Prompt Length

Location
Step 1 30 11.13
Step 2 38 11.97
Step 3 32 15.28

Avg. (All) 12.78

Placement

Step 2 43 15.47
Step 3 28 16.07
Step 4 22 22.68
Step 5 7 22.71

Avg. (All) 17.68

Unseen

Step 2 29 17.41
Step 3 26 17.46
Step 4 17 24.71
Step 5 5 23.8

Avg. (All) 19.45

C Implementation Details for RoboRefer1008

C.1 Architecture1009

We adopt NVILA [21] as base model, including a visual encoder, an LLM, and a multimodal projector.1010
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Table 2: Details about the training datasets used in the SFT and RFT stages. D.A. and S.U.E denote
the Depth Alignment and Spatial Understanding Enhancement step in the SFT stage, respectively.
Stage Categories Datasets

SFT (D.A) Spatial RefSpatial (RGB-D)

SFT (S.U.E)
Spatial RefSpatial (RGB), RefSpatial (RGB-D), SAT [26], EmbSpatial [27]
General COCO [28], GQA [29], OCR-VQA [30], TextVQA [31], VG [32], LRV [24]
REC RefCOCO/+/g [25]

RFT Spatial RefSpatial (RGB-D) w/ Reasoning Processing

Visual Encoder. We use the same image encoder as siglip-so400m-patch14-448 [22] from1011

NVILA [21], supporting 448× 448 resolution for richer visual details. Rather than simply resizing1012

the image to a fixed resolution and producing the same number of tokens, this image encoder processes1013

inputs at dynamic resolutions, yielding more visual tokens from higher-resolution images via finer1014

patch division. This enables fine-grained vision-language understanding, crucial for tasks like point1015

prediction that require detailed perception beyond VQA. We further incorporate a dedicated depth1016

encoder, structurally mirroring the image encoder and initialized with its weights. It encodes relative1017

depth maps as special images, providing spatial cues to enhance 3D understanding.1018

Large Language Model. We adopt the Qwen2 LLM backbone from NVILA [21], which has been1019

fully fine-tuned with extensive data during supervised training. This endows the model with rich1020

visual knowledge, facilitating downstream 3D spatial understanding and reasoning tasks.1021

Multi-Modal Projector. To align multi-modal representations (e.g., image to language, depth to1022

language), we use linear connectors, the same as NVILA [21], which is better than Q-Former, to allow1023

the LLM to focus on visual understanding and improve generalization. Separate connectors for image1024

and depth embeddings ensure modality-specific processing and prevent cross-modal interference.1025

C.2 Training Data1026

Here we highlight the training data used at each stage, including the number of samples per dataset1027

and the overall total. See Tab. 2 for details.1028

SFT stage. Specifically, in the first step of the SFT stage, i.e., depth alignment, we train a depth1029

projector to align depth and language space using the RefSpatial (RGB-D) dataset with 2.5M samples.1030

To increase training efficiency, we slice multi-turn conversations (up to 15 turns per sample), yielding1031

3.4M samples post-processing to train our model. In the second step, i.e., spatial understanding1032

enhancement via full-parameter fine-tuning—we use both RefSpatial (RGB) and RefSpatial (RGB-1033

D) datasets, yielding 6.8M samples after slicing. To further improve instruction-following and1034

referring capabilities, we incorporate auxiliary datasets: 965k samples from instruction-tuned data1035

(LLaVA-1.5 [23], LRV [24]), 321k from referring datasets (RefCOCO/+/g [25]), 176k from SAT [26]1036

benchmark training sets, and 127k from EmbSpatial [27] benchmark training sets. These additions1037

help bridge distribution gaps between RefSpatial and benchmark-style queries. After slicing, the1038

total number of samples used in this stage reaches 8.5M post-slicing.1039

RFT Stage. In the RFT stage, we train the model using RefSpatial data annotated with detailed1040

reasoning processes, including key intermediate steps and final answers. To ensure both training1041

efficiency and effective learning, we use moderately difficult samples (typically involving three1042

reasoning steps), resulting in a 100k-sample dataset.1043

C.3 SFT Training Details1044

We formulate the SFT training stage as follows: given a dataset D consisting of samples in the form1045

of triplets (O, Q, A), where O is a sensor image (either RGB or RGB-D), Q is a textual question,1046

and A is the corresponding answer. The answer A may be a direct response (e.g., a point coordinate)1047

or include intermediate reasoning steps (e.g., perceptual results followed by the final answer). The1048

training objective is to maximize the likelihood of generating the answer given the input pair (Q, A):1049
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LSFT = −E(O,Q,A)∼D

T∑
t=1

log πθ(yt | O,Q, y<t), (1)

where πθ is the model’s token distribution. The output model πSFT serves as the initialization for the1050

next RFT stage, ensuring a robust foundation for reinforcement learning.1051

To be specific, our SFT consists of two steps. In the first step, depth alignment, only the depth1052

projector is updated by using the RefSpatial (RGB-D). We employ a maximum learning rate of 1e-4,1053

a weight decay of 0, and a warm-up ratio of 0.03. The 2B variant is trained with a batch size of 71054

per GPU, and the 8B variant with 3, both for one epoch. In the second step of spatial understanding1055

enhancement, we fine-tune all model parameters using the datasets described in Sec. C.2. Training is1056

conducted for one epoch with a maximum learning rate of 5e-5. We use a batch size of 6 per GPU for1057

the 2B model and 2 for the 8B model. Other hyperparameters follow those in the first step. For more1058

details, please refer to NVILA [21] settings during alignment and SFT.1059

C.4 RFT Training Details1060

During the RFT stage, we refine πSFT via GRPO [33], a reinforcement learning method designed1061

for efficiency and scalability. Unlike PPO [34], which relies on a costly value network, GRPO esti-1062

mates relative advantages by comparing intra-group rewards, reducing computation, and simplifying1063

optimization. This makes it well-suited for reasoning-intensive spatial referring tasks. In detail, we1064

modify R1-V [35] to support our 3D-aware architecture. Training is conducted for two epochs with a1065

batch size of 1 per GPU and 8 outputs in GRPO. For details about hyperparameters, see R1-V 3.1066

C.4.1 Sampling Action Groups1067

Given an input state s = (O,Q), where O denotes the visual encoding of the RGB or RGB-D obser-1068

vation and Q the textual encoding of the question, GRPO samples a set of actions {a1, a2, . . . , aN}1069

from the current policy πθ, initialized from πSFT. The sampling process is:1070

ai ∼ πθ(a | O,Q), for i = 1, 2, . . . , N (2)

This strategy ensures diverse responses, promoting exploration and preventing premature convergence.1071

C.4.2 Reward Design and Policy Update1072

Each sampled action ai is assigned a reward R(ai) based on verifiable criteria, yielding a reward set1073

r1, r2, . . . , rN . For spatial referring tasks, R(ai) integrates two outcome-based and our proposed two1074

process-based components. The outcome-based reward functions are defined as follows:1075

Outcome Format Reward ROF . This component ensures structured and interpretable outputs by1076

requiring the model to a predefined format: reasoning within “<think> . . . </think>” and the final1077

answer in “<answer> . . . </answer>”. A reward is assigned 1 for strict compliance, 0 otherwise.1078

Point L1 Reward RP . This component evaluates the accuracy of the model’s final point prediction1079

by comparing it with the ground truth from the annotations of RefSpatial . Following the criterion1080

inspired by Seg-zero [36], a stricter reward of 1 is assigned if the L1 distance between the predicted1081

and ground-truth points is within 50 pixels; otherwise, the reward is 0.1082

Notably, most process-based rewards depend on a Process Reward Model (PRM), typically a fine-1083

tuned LLM or VLM tasked with providing feedback. However, applying such an approach in our1084

setting presents two main challenges. (1) LLMs cannot process images, making it impossible to1085

determine whether predicted coordinates match the target object. (2) Although VLMs integrate visual1086

and textual information, prior work [37] has shown they may lack precise visual understanding when1087

dealing with textual coordinates. Since the correct assessment of predicted coordinates is paramount1088

for reward assignment, additional or specialized methods are needed to ensure reliable feedback.1089

To address this issue, we propose a rule-based process reward for spatial referring that obviates1090

the need for a Process Reward Model. Our approach directly evaluates key intermediate perceptual1091

3https://github.com/Deep-Agent/R1-V
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steps using the ground-truth step-wise annotations provided in RefSpatial . This contrasts with most1092

existing methods on process-based rewards [38, 39], which emphasize strictly sequential reasoning1093

and rely on a PRM for evaluation. In contrast, our method employs metric-sensitive rule-based1094

process reward functions to assess intermediate perceptual results in an order-invariant manner.1095

Our key insight lies in two aspects: (1) Metric-sensitivity: Different spatial attributes require1096

distinct metrics due to inherent differences in their representations (e.g., points for positions, vectors1097

for orientations). (2) Order-invariance: The reasoning process in spatial referring is not strictly1098

sequential; for instance, identifying the position of the keyboard or the mouse first does not affect the1099

final interpretation of “the free area between the keyboard and the mouse”.1100

In detail, we have two process-based reward functions:1101

Process Format Reward RPF . Similar to the Outcome Format Reward strategy, this compo-1102

nent enforces a structured and interpretable reasoning process, thereby facilitating accurate reward1103

computation. In particular, the model is required to produce outputs in the following format:1104

[Perception Type] [Target Object]: [Value] (3)

where “Perception Type” must be one of three categories: “Position”, “Orientation”, or1105

“Size”. The “Target Object” corresponds to a uniquely identifiable entity (e.g., “the second1106

largest cup” or “the second large cup from large to small”). The “Value” depends1107

on the selected “Perception Type”:1108

• For “Position”, the value should be a normalized 2D coordinate of the form [(x, y)],1109

where both x and y lie in the interval [0, 1], rounded to three decimal places.1110

• For “Orientation”, the value is a 3D unit vector (x, y, z).1111

• For “Size”, the value represents a scalar measured in meters.1112

Below are examples to illustrate the expected format:1113

• [Position] [the second largest cup]: [(0.245, 0.147)]1114

• [Orientation] [the handle of the second largest cup]: (1.000, 0.000, 0.000)1115

• [Size] [the second largest cup]: 0.121116

Accuracy Reward RAcc. The reward is computed only for steps annotated as key steps in RefSpatial .1117

In detail, we use regex matching to determine whether the “Target Object” in the current process1118

format appears in the key-step annotations. If not, the step receives no reward. Since the model has1119

already undergone a cold-start phase in SFT, it can interpret instructions and identify relevant target1120

objects. Thus, a failed match implies that the model cannot accurately refer to the object linguistically,1121

and no reward is assigned. For each perception type, we apply a specific metric to compute the1122

reward: (1) “Position”: If the L1 distance between the predicted point and the ground truth is below1123

50 pixels, the reward is 1; otherwise, 0. (2) “Orientation”: If the cosine similarity between the1124

predicted and ground-truth vectors exceeds 0.8, the reward is 1; otherwise, 0. (3) “Size”: If the1125

predicted value falls within ±15% of the ground truth, the reward is 1; otherwise, 0.1126

We prioritize the correctness of the final outcome over intermediate steps. To prevent reward1127

accumulation from multi-step processes, we scale the process reward by 0.25. The final reward1128

function is defined as:1129

ri = ROF (ai) +RP (ai) +RPF (ai) +RAcc(ai) (4)

By normalizing the rewards within the sampled group, we obtain the set of relative advantages1130

{A1, A2, . . . , AN} defined as1131

Ai =
ri − mean({rj})

std({rj})
, (5)

which measures how each reward compares to the mean in units of standard deviation. We then1132

update the policy based on these advantages, reinforcing actions with higher relative advantages1133

while reducing the likelihood of those deemed less effective. To ensure stable reinforcement learning,1134

the update is further constrained by minimizing the KL divergence between the updated policy and1135

its reference counterpart, thereby promoting incremental and controlled policy adjustments.1136
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D Experimental Setting and Details1137

D.1 Experiments Compute Resources1138

We conduct experiments on an A100 GPU cluster, with each node equipped with 8 GPUs.1139

2D Web Data Coarse Filtering. We perform the initial coarse filtering of 1.7M OpenImages using1140

SigLIP2. The process runs on 1 node and takes 8.5 hours and yields 933k high-quality samples.1141

2D Web Data Fine-grained Filtering. We further filter 933K samples using Qwen 2.5-VL 7B to1142

ensure high visual quality and spatially relevant QA pairs. The process is conducted on 1 node (two1143

models per GPU) over 2.5 days, yielding approximately 845k high-quality samples.1144

Pseudo-3D Scene Graphs Construction. We construct pseudo-3D scene graphs for 845k samples1145

using 3 nodes, requiring 10 hours for depth estimation and another 10 hours for camera parameter1146

extraction, segmentation masks, and point cloud generation. Additionally, we generate object-level1147

captions for all instances using 4 nodes over 18 hours by using Qwen 2.5-VL.1148

Reasoning QA Generation from 2D data source. To enrich factual statements with contextual1149

scenarios, we employ QwQ-32B to construct reasoning QA, utilizing 4 nodes over 3.75 days.1150

3D Data Filtering and Scene Graphs Construction. Given the limited amount of 3D data (100k)1151

and the availability of precise annotations, only 2D bounding box bidirectional matching is required.1152

This process is completed in 3 hours using 1 node.1153

Reasoning QA Generation from 3D data source. To enrich factual statements with contextual1154

scenarios, we employ QwQ-32B to construct reasoning QA, utilizing 4 nodes over 1.5 days.1155

Synthetic Data Generation in Simulator. We use 4 RTX 4090 GPUs to generate data for one week.1156

Depth Alignment in SFT. The process is conducted on 10 nodes over 12 hours for 2B variants and 81157

nodes over 40 hours for 8B variants. Both variants training use ZeRO-3.1158

Spatial Understanding Enhancement in SFT. The process is conducted on 10 nodes over 2 days1159

for 2B variants and 10 nodes over nearly 1 week for 8B variants. Both variants training use ZeRO-3.1160

Spatial Referring in RFT. The process is conducted on 1 node over 3 days for 2B variants. However,1161

our model is over twice as slow as other Qwen 2/2.5-VL-based methods [35, 40], mainly because1162

they process only a single RGB image during training and can leverage vLLM for group inference1163

acceleration. In contrast, our method requires RGB-D inputs and modifies the original NVILA1164

architecture, making it incompatible with vLLM or SGLang acceleration.1165

D.2 Spatial Understanding Benchmarks1166

We evaluate several public single-step spatial understanding benchmarks, including CV-Bench [41]1167

(2D Spatial Relation, 3D Depth Order, 3D Distance), the BLINK [42] validation set (Spatial Relation,1168

Relative Depth), RoboSpatial [13] (configuration), SAT [26], and EmbSpatial [27], following their1169

official evaluation protocols. We exclude non-spatial tasks from our evaluation, such as 2D Counting1170

in CV-Bench and Art Style or IQ Test in BLINK. Since all these benchmarks are multiple-choice1171

tasks, we report accuracy as the evaluation metric.1172

We compare 3 categories of models: (1) proprietary VLMs, such as Gemini-2.5-Pro [43], which1173

show strong spatial perception, as shown in the Gemini-Robotics [44] paper; (2) open-source VLMs1174

trained on general VQA datasets; and (3) spatially specialized models trained on spatially relevant1175

datasets, offering basic spatial understanding.1176

D.3 Spatial Referring Benchmarks1177

We evaluate three recent robotic referring benchmarks—RoboRefIt [45], Where2Place [46], and1178

RoboSpatial [13], all limited to 2 reasoning steps. Specifically, RoboRefIt concentrates on object lo-1179

cation referring by leveraging object attributes and spatial relations with anchor objects. Where2Place1180

further explores how to place objects relative to anchor objects in the camera’s coordinate frame.1181

RoboSpatial builds on this idea, considering the same form of placement relative to anchor objects,1182

but many samples in benchmarks consider the object-centric coordinate frame. We also evaluate1183

more complex multi-step spatial referring on RefSpatial-Bench , a challenging benchmark based on1184

30



real-world cluttered scenes, as introduced in Appx. B. For all these benchmarks, we use the same1185

evaluation protocol: we first compute the proportion of predicted points that fall within the ground1186

truth mask for each sample, and then average the results across all samples to obtain the success rate.1187

We compare two main categories of models: (1) Proprietary models (i.e., Gemini-2.5-Pro) with1188

strong spatial referring capabilities, and (2) spatially specialized models trained on spatially relevant1189

datasets, exhibiting basic spatial referring abilities.1190

D.4 Simulation Evaluation1191

We use the same evaluation protocol of Open6DOR V2 introduced in SoFar [20], following the1192

official repository4. Specifically, we only test the position track as this work focuses on location1193

and placement via spatial referring rather than executing 6DOF manipulation tasks. Notably, we1194

find that our model achieves nearly 100% success in the perception stage (i.e., determining location1195

and placement), with failures primarily attributed to motion planning errors such as IK failures or1196

collision-prone trajectories. We show more demonstrations of simulation evaluation in Appx. E.1197

D.5 Real-world Evaluation1198

D.5.1 UR5 Manipulation1199

We show two demos for UR5 5 Manipulation: human disturbance and voice interruption. In the human1200

disturbance case, RoboRefer runs at 2.5Hz. Significant shifts in predicted 2D coordinates trigger1201

motion interruption and re-planning. In the voice interruption case, incoming speech commands are1202

continuously monitored. Upon detection, the current task is halted. We use the Whisper [47] ASR1203

model to transcribe speech, which RoboRefer processes into new 2D coordinates for task redirection.1204

For grasping, the 2D coordinates are fed into SAM2 [11] to generate a segmentation mask, which1205

filters the target object’s point cloud from the scene captured by a third-person Intel RealSense L515 61206

depth camera. The extracted point cloud is input to AnyGrasp [48] to predict a grasp pose in the1207

camera coordinate frame. Using an eye-to-hand calibration method, the grasp pose is transformed1208

into the UR5 robot’s base frame for execution.1209

For placement, RoboRefer predicts the 2D placement point, which is converted to 3D coordinates1210

using the camera’s intrinsic parameters and depth data. The 3D point is then transformed into the1211

robot’s coordinate system to guide the placement action.1212

D.5.2 G1 Humanoid Mobile Manipulation1213

For grasping, we employ a head-mounted Intel RealSense D4357 on the Unitree G1 humanoid to1214

capture RGB-D images, which are processed by RoboRefer to extract 2D target coordinates. These1215

coordinates guide SAM2 [11] to generate a segmentation mask, which filters the third-person D4351216

point cloud to isolate the target object. The filtered point cloud is then passed to AnyGrasp [48] to1217

predict a grasp pose in the third-person frame, which is transformed to the robot’s base frame using1218

known camera-to-robot calibration.1219

For navigation, the chest-mounted L515 camera continuously captures images used by RoboRefer to1220

detect nearby landmarks (e.g., a table near the robot). The resulting 2D locations, combined with1221

depth and intrinsics, are projected into 3D world coordinates and integrated into a global map via1222

FAST_LIO_LOCALIZATION_HUMANOID8 for SLAM-based navigation, as shown in Fig 17, 18.1223

For placement, the head-mounted D435 captures images processed by RoboRefer to localize the1224

target placement region. The corresponding 3D coordinates, computed from depth and intrinsics, are1225

transformed into the robot’s base frame for accurate placement execution.1226

4https://github.com/Zhangwenyao1/Open6DOR_V2_Execution
5https://www.universal-robots.com/products/ur5e/
6https://www.intelrealsense.com/lidar-camera-l515/
7https://www.intelrealsense.com/depth-camera-d435/
8https://github.com/deepglint/FAST_LIO_LOCALIZATION_HUMANOID/tree/main
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Figure 17: Map Visualization (RViz).

Figure 18: SLAM Navigation (RViz).

D.6 More Ablation Studies1227

We conduct additional ablation studies to identify which design choices enhance the performance.1228

RefSpatial RGB and RGB-D combination for SFT training encourages the image encoder to1229

learn spatial understanding beyond depth cues. In Tab. 3, incorporating both RGB and RGB-D1230

data from RefSpatial in the second stage of SFT training effectively enhances the image encoder’s1231

spatial understanding. In contrast, training solely with RGB-D may lead to over-reliance on the depth1232

encoder, limiting the image encoder’s ability to learn spatial cues from RGB images alone.1233

E More Demonstrations1234

Visualization of RefSpatial . We present dataset examples in Fig 20, 21, 22, 23, 24, 25, 26, 27, 28,1235

29, 30, 31, which cover 31 distinct types of spatial relationships.1236

Visualization of Simulation Evaluation. We present example rollouts of RoboRefer in Fig. 32.1237
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Table 3: Ablation on the combination of RGB/RGB-D from RefSpatial for SFT training (i.e., spatial
understanding enhancement). Top-1/Top-2 accuracies are represented using bold text, and underlines.

Method Input CV-Bench [41] BLINKval [42]
2D-Relation 3D-Depth 3D-Distance 2D-Relation 3D-Depth

Only RGB-D from RefSpatial

RoboRefer-2B-SFT RGB 87.69 86.83 82.50 79.02 81.45

Combination of RGB and RGB-D from RefSpatial

RoboRefer-2B-SFT RGB 96.15 95.83 90.67 83.92 88.71
RoboRefer-2B-SFT RGB-D 96.31 97.17 90.83 87.41 91.13

Visualization of RefSpatial-Bench . We present examples of location in Fig. 33, 34, 35, 36 and1238

placement in Fig. 37, 38, 39, 40 with RoboRefer predictions.1239

Visualization of Simulator. We present example rollouts with RoboRefer predictions in Fig. 32.1240

Visualization of Real-world Evaluation. We present examples in Fig. 41, 42, 43.1241

F More Discussion on Limitations and Future Work1242

Despite achieving promising results, our model still has limitations. In particular, it relies on precise1243

textual descriptions to pinpoint specific object locations and placement targets, including accurate1244

references to anchor objects. However, in practical real-world robotics scenarios, human instructions1245

are often ambiguous. While such utterances may still imply a unique location, resolving them1246

typically requires sophisticated visual-linguistic reasoning and a process of elimination grounded in1247

human prior knowledge, capabilities that challenge our current model.1248

We show two representative but interesting examples that highlight the need for human intent1249

understanding and visual-linguistic reasoning: (1) Probabilistic Preference. As shown in Fig. 19,1250

humans may refer to a sushi plate as “pick the one facing the drink”. In the depicted scene, there1251

are four drink bottles, yet only the two in the middle align with the second sushi plate from the left1252

in the farthest row; the leftmost drink aligns with the first plate, and the rightmost with the third.1253

Despite this ambiguity, people often judge the second plate to be the intended reference due to its1254

higher likelihood of being aligned with two out of the four drinks, reflecting a probabilistic bias in1255

interpretation. (2) Spatial Compatibility. As shown in Fig. 19, a user might instruct, “Place another1256

sushi between the plate and the soy sauce dish”. Although multiple plate–soy sauce pairs exist, only1257

the pair closest to the observer affords sufficient physical space to place another sushi plate. Thus,1258

implicit spatial feasibility guides the correct interpretation, even without explicit constraints.1259

Our model struggles with these cases because RefSpatial lacks multi-step referring data that embeds1260

human priors and intent understanding. As RefSpatial is procedurally generated, incorporating1261

such characteristics at scale remains challenging. Future work may explore procedural synthesis1262

of intent-aware data or improve model performance via co-training with datasets supporting intent1263

comprehension, such as PixMo-Points [49].1264

G Broader Impacts1265

RoboRefer can serve as a versatile visual assistant with advanced spatial understanding and reasoning.1266

Due to its integration with large language models (LLMs), it inherits both potential benefits and1267

risks, similar to other VLMs, such as output hallucinations, biases from base models, and heightened1268

energy consumption associated with model upscaling. Beyond these considerations, RoboRefer1269

can also function as a high-level planner with spatial referring abilities, guiding robots in tasks like1270

manipulation and navigation. While such capabilities substantially enhance robotic control, they also1271

pose safety challenges when combined with existing control policies.1272

Despite these concerns, releasing RoboRefer to the broader research community would be highly1273

advantageous. Open access would foster continued development and refinement of spatial referring1274
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Figure 19: Discussion about the limitation of human prior knowledge and intent understanding.

with reasoning, ultimately benefiting diverse robotics platforms (e.g., robotic arms, humanoids)1275

performing various tasks (e.g., manipulation, navigation).1276

H Licenses1277

(1) 2D web image data: OpenImages [2] is released under Apache License 2.0.1278

(2) 3D embodied video data: CA-1M [1] is released under CC-by-NC-ND.1279

(3) Procedural scene generation: Infinigen [18] is released under BSD 3-Clause License.1280

(4) 3D digital assets: objaverse-xl [19] is released under Apache License 2.0.1281

Angle
Q: What is the angle between the facing 
direction of green matte carton at center, 
placed as the first bottle when sorted 
from left to right, and the facing direction 
of brushed metal refrigerator at left?

A: The facing directions of green matte 
carton at center, placed as the second 
bottle when sorted from back to front, 
and brushed metal refrigerator at left are 
93 degrees apart.

Distance
Q: You are a gardener who needs to place a new 
decorative statue that is 3 feet wide between the 
brown rough bark tree at left and the white stone 
cherub at center. Is there enough space between 
them to fit the statue without moving either object?

A: The distance between the brown rough bark 
tree at left and the white stone cherub at center is 
8.82 feet, which is much more than enough to 
accommodate the 3  feet wide statue without 
needing to move either object.

Figure 20
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Left & Right
Q: Can you confirm if matte 
purple fabric belly dancer is 
positioned to the left of 
orange sheer fabric belly 
dancer? (A) yes (B) no

A: (B) Indeed, matte purple 
fabric belly dancer is on the 
left side of orange sheer 
fabric belly dancer.

Q: Pinpoint a point to the green matte plant at center, acting as 
the 1st houseplant starting from the left.

A: [(0.588, 0.672)]

Q: Select a point located 0.170m on the left 
of the right Bible on the desktop.

A: [(0.447, 0.752)]

Q: Can you confirm if gray cotton shirt at 
center is positioned to the right of light blue 
jeans at center? (A) yes (B) no

A: (A) Indeed, gray cotton shirt at center

A: [(0.657, 0.393)]

Q: In the image, point out the rightmost 
detergent and supply its pixel coordinate.

Q: Is brown cardboard box on the right side of 
white plastic power outlet from the viewer's 
perspective?

A: No.

Figure 21

Close & Far

Q: Find out which object is the farthest to gull.

A: [(0.229, 0.682)]

Q: Which object is the second closest to the 
sculpture? Please provide its 2D coordinates.

A: [(0.556, 0.322)]

Q:  Based on relat iv e 
distances, which object 
is nearer to the bottle 
(highlighted by a red 
box)? Choose from bath 
towel (highlighted by a 
blue box) and clothing 
(highlighted by a green 
box).(A) bath towel (B) 
clothing

A: (B)

Q: Which object is closer to the dark 
gray suit at left among (A) pink dotted 
tie at right (B) brown dotted tie at right 
(C) brown checkered suit at right?

A: (C)

Q: Which is farther from 
the horse? (A) blue denim 
j e a n s  ( B )  w h i t e  m a t t e 
cowboy hat at center

A: (B)

Q: Which one is positioned 
f a r t h e r  f r o m  t h e  s t o o l 
(highlighted by a red box)? 
Select from the kitchen 
appliances (highlighted by 
a blue box) and the oven 
(highlighted by a green 
box).(A)kitchen appliances 
(B)oven

A: (A)

Figure 22

Depth

Q: How far away is point (0.402, 
0.522) from the camera?

A: A distance of 18.45 meters exists 
between point (0.402, 0.522) and 
the camera.

Q: Is matte black minivan at left 
further to the viewer compared 
to matte blue hatchback at 
center?
A: No, matte black minivan at 
left is in front of matte blue 
hatchback at center.

Above & Below (World)

Q: From the real-world perspective, 
can you find the picture frame that 
is above the light gray fabric couch 
at lower left?

A: [(0.168, 0.779)]

Q: From the real-world 
perspective, does plastic 
bottle at right sit  lower 
t h a n  b l u e  s t r i p e d  b a t h 
towel at left? (A) yes (B) no

A: (A) Correct.

Figure 23
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Above & Below (Image)
Q :  F r o m  t h e  i m a g e ' s 
perspective, would you 
say gold textured tray at 
center is positioned over 
glossy white cabinet at 
upper center?

A: Yes.  Gold textured 
tray at center appears 
below white cabinet in 
the image.

Q: From the image's perspective, is  black iron 
streetlight at upper left above white glossy car at right?

A: Yes. Gold textured tray at center appears below 
glossy white cabinet at upper center in the image.

Q: From the image's perspective, is 
wooden chair at right below gold brass 
saxophone at center? (A) no (B) yes
A: (B) yes.

Q: From the image's perspective, is 
wooden chair at right below gold brass 
saxophone at center? (A) no (B) yes

A: (B) Indeed, light wood/wooden 
chair at right is positioned under gold 
brass saxophone at center.

Figure 24

Between
Q :  A  w h i t e  p a p e r 
towel can be found 
between translucent 
plastic bag at center 
a n d  t r a n s p a r e n t 
glass jar at center, 
which is the second 
glass jar from left to 
right, in the front-
b a c k  d i r e c t i o n . 
Please provide its 
2D coordinates.

A: [(0.526, 0.691)]

Q: Please mark a point on the 
desktop that lies between the 
leftmost object and the beer 
bottle, and is located on the 
side with the handle of the the 
nearer cup.

A: [(0.616, 0.805)]

Rotation (Horizon & Vertical)

Q: To directly face white glossy 
coffee maker at center, should I 
rotate upward or downward?

A: You should rotate down by 
18.701 degrees.

Q: If I want to look at the white 
matte radiator at lower left, should 
I rotate to the left or to the right?

A: It's best to rotate left around 
19.945 degrees.

Figure 25

Corner & Edge

Q :  S e l e c t  a  p o i n t  t h a t  i s 
positioned in the free space at 
the right edge on the desktop.

A: [(0.768, 0.655)]

Q: Please denote the thermos 
bottle positioned at the far left 
corner area on the desktop.

A: [(0.352, 0.285)]

Free Space
Q: In this image, 
there is a matte 
table at center. 
P l e a s e  f i n d  a 
location within 
the vacant space 
o n  t h e  w h i t e 
matte table at 
center.

A: 
[(0.539,0.772)]

Q: Please choose a spot located 
in the free space between the 
red camera and the right camera.

A: [(0.616, 0.805)]

Figure 26
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Tall & Short

Q: You are organizing a display of tobacco tins 
and need to stack them vertically. Given that 
you have a space that can only accommodate 
items up to the height of the taller object 
between the red matte tin can at left and the 
matte plastic peterson university flake at 
center, which tin should you choose to ensure 
it fits?
A: The matte plastic peterson university flake 
at center is taller than the red matte tin can at 
left, so choosing the matte plastic peterson 
university flake at center will ensure it fits 
within the space designated for the taller 
object.

Q: Is transparent glass jar at 
center, which is the second 
glass jar from left to right, 
shorter than transparent 
glass jar at lower left? (A) no 
(B) yes

A: (B) Yes.

Q: Which of these two, plastic 
recycling bin at right or dark 
blue quilted mattress at lower 
left, stands shorter?

A: With less height is the dark 
blue quilted mattress at lower 
left.

Q: Where is the tallest vodka bottle 
with a red label located? Please 
provide its 2D coordinates.

A: [(0.616, 0.258)]

Q: Give me position of the shorter 
b o t t l e  w i t h  a  b l u e  c a p .  P l e a s e 
provide its 2D coordinates.

A: [(0.383, 0.398)]

Q: Which object is taller, the 
stone fireplace at center or 
the wooden photo frame at 
on the left side?

A:  The stone f i replace at 
center is taller than wooden 
photo frame.

Figure 27

Front & Behind

Q: Which object is closer to the camera, 
the white fabric trash bin at center or the 
wooden photo frame at left?

A: The wooden photo frame at left.

Q: Is the position of metallic chair more 
distant than that of white radiator at 
upper right? (A) yes (B) no

A: (B) No.

Q: Give me position of the nearest blue orange juice. 
Please provide its 2D coordinates.

A: [(0.415, 0.523)]

Q: Among these objects, which one is 
nearest to the camera? (A) blue fabric 
shirt at center (B) dark blue t-shirt at left 
(C) light blue jeans at center (D) black 
cotton shirt at center

A: (B) dark blue t-shirt at left

Q: Point out the lamp,  which is found 
behind the light gray fabric couch at 
lower left.

A: [(0.127, 0.734)]

Q: Provide the coordinates of a location in the free 
space on the desktop that fulfills both of the following 
spatial criteria: 1. on the left side of the rightmost pepsi 
can; 2. behind the duck.

A: [(0.476,0.432)]

Figure 28
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Big & Small

Q: What is 2D location of the biggest doughnut? 
Please provide its 2D coordinates.

A: [(0.669, 0.518)]

Q: Give me position of the smaller ashtray. 
Please provide its 2D coordinates.

A: [(0.405, 0.346)]

Q: Does the black fabric baby 
carriage at lower center have a 
larger size compared to fluffy 
white stuffed animal at lower 
center? (A) yes (B) no

A: Yes, the black fabric baby 
carriage at lower center is bigger 
than fluffy white stuffed animal 
at lower center.

Q: Can you confirm if neon glass 
coca-cola sign at upper center is 
smaller than yellow matte taxi at 
center? (A) yes (B) no

A: (B) Incorrect, neon glass coca-
cola sign at upper center is not 
smaller in size than yellow matte 
taxi at center.

Q: Considering the relative 
sizes of shiny metallic pot at 
left and brushed metal faucet 
a t  u p p e r  l e f t  i n  t h e  i m a g e 
provided, is shiny metallic pot 
at left smaller than brushed 
metal faucet at upper left? (A) 
no (B) yes

A: (A) Incorrect.

Q: Considering the sizes of the black 
plastic  laptop at  center  and the 
checkered paper notebook on the 
desk, which one should you place first 
to ensure they both fit comfortably?

A: The laptop is larger, so you should 
place the laptop first to ensure both 
fit comfortably on the desk.

Q: Is golden-brown bread 
at  center  b igger  than 
b l a ck  m e t a l  w a t c h  a t 
upper left? (A) yes (B) no

A: (A)Yes, golden-brown 
bread at center is larger 
in size than black metal 
watch at upper left.

Figure 29

Face & Back

Q: Is beige fabric couch at upper 
right aimed at wooden photo frame 
at left? (A) no (B) yes
A: (B) Yes.

Q: Is the picture frame oriented 
away from white fabric lampshade 
at left? (A) no (B) yes
A: Yes.

Q: Select a point in vacant space 
located on the facing side of the 
cap.

A: [(0.470, 0.561)]

Q: Locate a point within free space 
situated on the back side of the 
SpongeBob SquarePants.
A: [(0.626, 0.423)]

Wide & Thin

Q: Does black fabric shirt at left have a 
greater width compared to plaid shirt at 
right? (A) no (B) yes

A: (B) Yes.

Q: Is shiny red car at center thinner than 
silver metallic hatchback at left? (A) yes 
(B) no

A: (B) No.

Q: Is the white 
pillow at lower 
right, the 1th 
pillow viewed 
from the front, 
w i d e r  t h a n 
picture frame 
at upper left?

A :  Y e s ,  t h e 
white pillow is 
wider than the 
picture frame.

Q: Is the deer 
head thinner 
than golden 
sculpture at 
center? (A) no 
(B) yes

A: (B) Yes. 
The caramic 
deer head  is 
thinner.

Figure 30

Touch & Far from

Q: Is black matte sink at center next 
to white plastic dish rack at center 
and touching it? (A) no (B) yes

A: (A) No.

Q: Is there a large distance 
between the natural woven 
placemat at lower center and 
green leafy plant at upper right?

A: Yes.

Inside & Outside

Q: Would you say the plastic toaster 
at right is outside matte cabinet at 
lower center?

A: Yes.

Q: Is white matte radiator at 
lower left inside floral fabric 
curtain at left? (A) yes (B) no

A: (A) Yes, floral fabric curtain 
at left is surrounding white 
matte radiator at lower left.

Figure 31
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Place the cup behind the skillet on the table

Location Placement Pick-Move-Place Execution

Place the cup in front of the spatula on the table

Location Placement Pick-Move-Place Execution

Place the tissue box to the left of the wineglass on the table

Location Placement Pick-Move-Place Execution

Place the wineglass to the right of the hard drive on the table

Location Placement Pick-Move-Place Execution

Place the skillet between the hard drive and the box on the table

Location Placement Pick-Move-Place Execution

Place the shoe at the center of all the objects on the table

Location Placement Pick-Move-Place Execution

Figure 32: Visualization of RoboRefer’s prediction (blue point) on Open6DOR V2 [20] benchmark.
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Please point out the third chair from 
the left to the right.

Please point out the monitor closest 
to the viewer in the image.

Please point out the box with the 
person logo in the picture.

Reasoning Step = 1 Reasoning Step = 1 Reasoning Step = 1

Please point out the black framed 
painting on the right of the lamp.

Please point to the farthest white 
cabinet in the picture.

Please point to the top piece of paper 
on the white table.

Reasoning Step = 2 Reasoning Step = 1 Reasoning Step = 3

Please point out the sofa on the right 
side of the picture that is closest to 
the viewer.

Please point to the wooden plate on 
the far left of the picture.

Please point out the third object from 
left to right on the closest platform.

Reasoning Step = 2 Reasoning Step = 1 Reasoning Step = 1

Please point out the painting hanging 
on the wall.

Please point out the second silver 
box from left to right in the picture.

Please point to the rightmost box in 
the picture.

Reasoning Step = 1 Reasoning Step = 1 Reasoning Step = 2

Figure 33: Some Location Examples. The model is asked to identify the object referred to by a
prompt. The blue point shows the RoboRefer’s prediction (all correct).
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Please point to the third card from 
right to left on the cabinet.

Please point out the card closest to 
the wooden door.

Please point out the blue toothbrush 
farthest from the faucet.

Reasoning Step = 2 Reasoning Step = 2 Reasoning Step = 2

Please point out the yellow five-
pointed star in the picture.

Please point out the orange box on 
the white table on the left.

Please point out the leftmost black 
object on the same platform as the 
micro-wave oven.

Reasoning Step = 3 Reasoning Step = 2 Reasoning Step = 1

Please point out the vase closest to 
the TV.

Please point out the object between 
the white box and the farthest black 
pot in the picture.

Please point to the pillow closest to 
the remote controller.

Reasoning Step = 2 Reasoning Step = 3 Reasoning Step = 2

Figure 34: Some Location Examples. The model is asked to identify the object referred to by a
prompt. The blue point shows the RoboRefer’s prediction (all correct).
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Please point to the white box closest 
to the remote control.

Please point out the blue object on 
the table in the picture.

Please point out the cardboard box 
under the bed which is closest box to 
the viewer.

Reasoning Step = 3 Reasoning Step = 2 Reasoning Step = 2

Please point to the pillow closest to 
the right nightstand.

Please point to the rightmost blue 
box on the refrigerator.

Please point out the object under the 
table.

Reasoning Step = 3 Reasoning Step = 2 Reasoning Step = 2

Please point out the silver bottle on 
the right edge of the sink.

Please point out the farthest chair 
from the viewer.

Please point out the tallest bottle on 
the black table.

Reasoning Step = 2 Reasoning Step = 1 Reasoning Step = 2

Figure 35: Some Location Examples. The model is asked to identify the object referred to by a
prompt. The blue point shows the RoboRefer’s prediction (all correct).
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Please point out the paper tube 
closest to the viewer.

Please point out the blue object on 
the third level of the wooden shelf.

Please point out the plant on the far 
left of the second shelf of the cabinet.

Reasoning Step = 3 Reasoning Step = 3 Reasoning Step = 2

Please point out the white object on 
the first shelf of the cabinet.

Please point to the stool which is the 
third stool from the front.

Please point out the remote control 
on the right side of the picture.

Reasoning Step = 1 Reasoning Step = 1 Reasoning Step = 3

Please point out the orange box in 
the picture.

Please point out the farthest chair 
from the viewer.

Please point out the second object 
from right to left on the platform 
with the banana.

Reasoning Step = 3 Reasoning Step = 1 Reasoning Step = 1

Figure 36: Some Location Examples. The model is asked to identify the object referred to by a
prompt. The blue point shows the RoboRefer’s prediction (all correct).
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Please point out the free space 
between the black water bottle, the 
pot lid, and the scissors.

Please point out the free spot 
halfway between the blue cup and 
the green cup to place another 
identical one.

Please point out the free space 
between the black cloth box to the 
bottom-right of the monitor and the 
keyboard.

Reasoning Step = 4 Reasoning Step = 4 Reasoning Step = 3

Please point out the free space in the 
direction the logo of the closest 
white bottle to the viewer.

Please point out the free space 
midway between the first and 
second green cups from the left.

Please point out the free spot to the 
left of the can, where an object of 
the same size can be placed at an 
equal distance between the can and 
the bag.

Reasoning Step = 3 Reasoning Step = 4 Reasoning Step = 2

Please point out the sofa on the 
right side of the picture that is 
closest to the viewer.

Please point out the free space 
between the red box on the left and 
the black box.

Please point out the free spot, 
equidistant from both the blue bowl 
and the red bowl, and between them, 
where a new, similar-sized bowl can 
be placed.

Reasoning Step = 4 Reasoning Step = 3 Reasoning Step = 1

Figure 37: Some Placement Examples. The model is asked to identify a valid free space based on
spatial reference. The blue point shows the RoboRefer’s prediction (all correct).
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Please point out the free space 
between the white chair and the 
brown shelf.

Please point out the free space below 
the table.

Please point out the free space inside 
the closest pot.

Reasoning Step = 2 Reasoning Step = 2 Reasoning Step = 2

Please point out the free space below 
the black shelf.

Please point out the free space below 
the white table.

Please point out the free space on the 
table between the pillow and the 
brown bowl.

Reasoning Step = 4 Reasoning Step = 2 Reasoning Step = 2

Please point out the free space in 
front of the brown object on the 
shelf.

Please point out the free space in the 
facing direction of the orange box.

Please point out the free area in the 
direction of the handle of the 
rightmost green cup.

Reasoning Step = 2 Reasoning Step = 2 Reasoning Step = 3

Figure 38: Some Placement Examples. The model is asked to identify a valid free space based on
spatial reference. The blue point shows the RoboRefer’s prediction (all correct).
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Please point out the free space 
between the bathtub and the toilet.

Please point out the free space 
between the scissors and the 
microwave.

Please point out the free space in the 
direction of the white side of the can.

Reasoning Step = 2 Reasoning Step = 3 Reasoning Step = 3

Please point out the free space on the 
right of the farthest pot.

Please point out the free space in 
front of the white vase which is on 
the top level of the shelf.

Please point out the free space in 
front of the blue box which is on the 
top level of the shelf.

Reasoning Step = 4 Reasoning Step = 2 Reasoning Step = 2

Please point out the free area on the 
table in facing direction of the 
second chair from the front on the 
right side.

Please point out the free space in the 
top corner of the table.

Please point out the free space 
between the black plate, blue can and 
closest water glass.

Reasoning Step = 4 Reasoning Step = 2 Reasoning Step = 3

Figure 39: Some Placement Examples. The model is asked to identify a valid free space based on
spatial reference. The blue point shows the RoboRefer’s prediction (all correct).
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Please point out the free space on 
the right part of the table between 
the mouse and the picture frame.

Please point out the free space on the 
table between the speaker to the 
right of the monitor and the mouse.

Please point out the free area on the 
table that the first chair from the 
front on the left side is directly 
facing.

Reasoning Step = 3 Reasoning Step = 5 Reasoning Step = 4

Please point out the free space on the 
lowest shelf of the cat tree.

Please point out the free space on 
the third level from the top of the 
cat tree.

Please point out the free area in the 
top-left corner of the table.

Reasoning Step = 2 Reasoning Step = 3 Reasoning Step = 2

Please point out the free space 
between the pot and the black box .

Please point out the free space 
between the mouse and the green 
cup.

Please point out the free spot 
between the blue water kettle and 
the orange.

Reasoning Step = 3 Reasoning Step = 3 Reasoning Step = 3

Figure 40: Some Placement Examples. The model is asked to identify a valid free space based on
spatial reference. The blue point shows the RoboRefer’s prediction (all correct).
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Where should an additional panda 

be placed in a line? Please mark 

the location on the desktop.

Identify the panda that is the 

closest to the cup.

Find a location in blank space 

located 0.2 meters to the left of 

the table.

Please choose a spot located in the 

free space between the car and 

the flashlight.

Locate a point within vacant space 

located 0.05 meters to the front-

facing side of the teddy bear.

Locate a point within vacant space 

located 0.13 meters to the right of 

the cup.

Reasoning Step = 3 Reasoning Step = 2 Reasoning Step = 5

Reasoning Step = 3 Reasoning Step = 3 Reasoning Step = 3

Point to the free space between 

the green and pink plates.

Please indicate the cup located at 

the left edge on the desktop.

Locate a point within the vacant 

space located on the handle side of 

the cup.

Please indicate the cup located at 

the near-left corner on the 

desktop.

Please indicate the hamburger 

located at the far-left corner on 

the desktop.

Point to the hamburger between 

the car and the mug.

Reasoning Step = 2 Reasoning Step = 3 Reasoning Step = 3

Reasoning Step = 2 Reasoning Step = 2 Reasoning Step = 2

Figure 41: Visualization of RoboRefer’s prediction (blue point) in the real-world evaluation.
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Please select a point located in the 

vacant area at the far-left corner 

of the desktop.

Please select a point located in the 

vacant area at the far edge of the 

desktop.

Please select a point in the vacant 

area between the cup and the car.

Please select a point located in the 

vacant area at the far-right 

corner of the desktop near the 

green plate.

Point to the highest hamburger.

Please provide a point in the 

vacant area on the desktop that 

simultaneously satisfies the 

following two spatial 

conditions:1.On the left side of the 

car;2.In front of the brown toy.

Reasoning Step = 3 Reasoning Step = 2 Reasoning Step = 2

Reasoning Step = 3 Reasoning Step = 1 Reasoning Step = 5

Point to the hamburger on the 

green plate.
Point to the rightmost blue plate.

Point to the hamburger closest to 

the cup.

Point to the plate that the flashlight 

is facing.
Point to the biggest panda. Point to the closest plate.

Reasoning Step = 2 Reasoning Step = 1 Reasoning Step = 1

Reasoning Step = 2 Reasoning Step = 1 Reasoning Step = 1

Figure 42: Visualization of RoboRefer’s prediction (blue point) in the real-world evaluation.
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Point to the biggest panda. Point to the closest plate.

Reasoning Step = 1 Reasoning Step = 1

Point to the farthest panda.

Reasoning Step = 1

Point to the free space on the 

front-facing side of the teddy bear.
Point to the hamburger that the 

flashlight is illuminating.

Reasoning Step = 3 Reasoning Step = 1

Point to the hamburger that is first 

close to the nearest mug to the 

camera.

Reasoning Step = 2

Point to the nearest panda.
Point to the plate illuminated by 

the flashlight.

Reasoning Step = 1 Reasoning Step = 2

Point to the leftmost panda.

Reasoning Step = 1

Place the apple on the table, 

aligned with the apple row.
Navigate to the nearest table.

Reasoning Step = 3 Reasoning Step = 1

Pick the apple in front of the logo 

side of the leftmost cup.

Reasoning Step = 2

Figure 43: Visualization of RoboRefer’s prediction (blue point) in the real-world evaluation.
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