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A Supplementary Video331

We invite readers to view the supplementary video attached for a visual demonstration of our work’s332

overview and additional qualitative examples. Understanding how video content differs between333

forward and reverse playback—a key aspect of our study—is most effectively conveyed through334

video. Therefore, the supplementary video will offer readers a more intuitive grasp of how ArrowRL335

successfully enhances temporal sensitivity in LMM responses and how AoTBench effectively probes336

this crucial capability.337

B Method Details338

B.1 Temporal Sensitivity Analysis339

The temporal sensitivity analysis, visualized in Fig. 2 of the main paper, is conducted using340

LLaVA-OV-7B [29] across several evaluation benchmarks: EgoSchema [39], LongVideoBench [60],341

MVBench [31], NExT-QA [62], PerceptionTest [11], TemporalBench [6], VITATECS [32], and342

VideoMME [17]. To ensure consistent and fair evaluation, we utilize lmms-eval
2 and a standardized343

setting of 16 input frames across three conditions: forward, reversed and shuffled video. We specifi-344

cally select deterministic MCQ tasks to obviate the need for potentially unreliable third-party LLM345

evaluators and mitigate evaluation ambiguity.346

Our subsequent analyses, including the development of AoTBench, focus on short videos. This347

approach allows for a targeted investigation of AoT awareness, separating it from complexities348

specific to long video processing, especially since current LMMs already struggle with shorter349

temporal sequences. Table 3 presents the forward, reversed, and shuffled frame performance (i.e.,350

MCQ accuracy) for three selected LMMs (LLaVA-OV-7B [29], LLaVA-Video-7B [76], and Qwen2.5-351

VL-7B [3]) on several VQA benchmarks: VITATECS [32], TemporalBench [6], NExT-QA [62],352

PerceptionTest [43], VideoMME [17], Vinoground [71], TempCompass [38] and TVBench [12].353

These results, which supplement the TDS-based benchmark sensitivity analysis in Fig. 3 of the main354

paper, further illustrates the great variance in temporal order sensitivity across benchmarks: some,355

such as Vinoground, TempCompass, and TVBench, demonstrate a stronger ability to probe this,356

whereas others, like VITATECS, show extreme insensitivity.357

2https://github.com/EvolvingLMMs-Lab/lmms-eval
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Table 3: Impact of video frame order manipulation (forward, reversed, shuffled) on MCQ Accuracy
(%) for three LMMs across various VQA benchmarks. S: short, V: video, T: text.

Benchmark LLaVA-OV-7B LLaVA-Video-7B Qwen2.5-VL-7B
forward reverse shuffled forward reverse shuffled forward reverse shuffled

VITATECS 85.27 83.00 84.98 87.74 85.87 87.28 82.95 81.33 81.54
TemporalBench (S) 61.92 57.53 59.04 62.85 58.43 59.57 68.36 66.24 67.23
NeXT-QA 78.29 77.31 77.85 81.97 80.27 80.80 81.47 79.80 79.80
PerceptionTest 57.15 55.72 56.52 67.63 65.07 65.57 68.81 64.86 65.89
VideoMME (S) 70.89 69.22 68.89 76.33 72.89 73.67 72.33 71.00 69.56
Vinoground (V) 58.00 56.90 52.30 56.90 54.20 49.90 56.00 53.40 48.60
Vinoground (T) 68.20 35.80 53.80 65.90 36.80 51.80 61.10 38.70 49.50
TempCompass 69.78 53.34 62.16 72.09 55.29 63.24 73.88 57.15 65.21
TVBench 49.11 33.86 40.51 53.19 34.73 42.77 54.69 33.66 42.34

B.2 ArrowRL358

Post-training Data To enhance AoT understanding, our training data incorporates three core tasks.359

For MCQ-based sequence direction classification, we use selected videos from UCF101 [50]. For360

video captioning, we leverage the RTime dataset [14] with a varied set of 16 prompts. For open-ended361

QA, we employ original questions from LLaVA-NeXT-178K [76]. The prompts used for MCQ and362

captioning tasks are detailed below. For the MCQ-based sequence direction classification task, we363

follow [71] to concatenate the forward video and its reversed version—separated by a 2-second black364

frame—into a single video input, as LMMs typically process one video stream at a time.365

Training Prompt I (MCQ-based Sequence Direction Classification)

This video contains two segments showing the same action, separated by a 2-second black frame.
One segment is played forwards, and the other is played in reverse. Which video segment is
played in reverse?
A. The first segment (before the black frame)
B. The second segment (after the black frame)
Answer with the option’s letter from the given choices directly.

366

Training Prompt II (Video Captioning)

Describe the following video in detail.
Provide a detailed description of the given video.
Give an elaborate explanation of the video you see.
Share a comprehensive rundown of the presented video.
Offer a thorough analysis of the video.
Explain the various aspects of the video before you.
Clarify the contents of the displayed video with great detail.
Characterize the video using a well-detailed description.
Break down the elements of the video in a detailed manner.
Walk through the important details of the video.
Portray the video with a rich, descriptive narrative.
Narrate the contents of the video with precision.
Analyze the video in a comprehensive and detailed manner.
Illustrate the video through a descriptive explanation.
Examine the video closely and share its details.
Write an exhaustive depiction of the given video.

367

Reward Calculation Fig. 8 demonstrates ArrowRL’s reward calculation using a VQA example that368

necessitates causal-temporal reasoning. Here, the fidelity reward (rfid
i

) alone might be insufficient;369

for instance, candidates o1 and o3 both exhibit high similarity to the target oω. The reverse reward370

11



[Target response !⋆] The person 
steps into the closet appearing to 
search for something, specifically to 
retrieve a brown cardboard box.

[Candidate response !"] The person steps into the closet likely 
to fetch an item or retrieve a package. This is supported by the 
fact that the person seems to be looking around inside the 
closet, and then retrieves a cardboard box, which suggests it was 
inside the closet. The box's presence in their hands at the end of 
the sequence indicates what they were searching for.

"#$%&= 0.7
"#'()= 1.0

"*$%&= 0.85
"*'()= 0.7

"+$%&= 0.7
"+'()= 0.2

Q. Why does the person step 
into the closet? 

[Reverse response !#] The person 
steps into the closet to place the box 
inside. This suggests they are 
organizing or storing the box, 
possibly to keep it out of the way or 
to make space in the room.

[Candidate response !,] The person steps into the closet to 
retrieve a box from the shelf.

[Candidate response !-] The person steps into the closet likely 
to retrieve the item they are carrying, which appears to be a 
cardboard box. It seems that they are either placing the box in the 
closet, retrieving something from it, or organizing items. The 
action suggests a purposeful movement to fetch or store the box.sim

Figure 8: An illustration of the reward calculation process for ArrowRL, using one VQA example
from LLaVA-Video-178K [76]. An auxiliary LLM is employed to compute similarity scores between
responses. While the fidelity reward r

fid
i

ensures candidate responses oi align with the target oω, the
reverse reward r

rev
i

cultivates AoT sensitivity by using dissimilarity from the reverse response õ

as its signal. Consequently, temporally correct and sensitive responses that diverge from õ (like o1)
are favored, while those that misunderstand AoT (like o3, highlighted red) are penalized via a lower
reward.

distinguishes them by leveraging the semantic difference between forward and reverse video plays. A371

response õ to the reversed video (e.g., describing “organizing or storing the box”) is used as a negative372

reference. The reverse reward, rrev
i

= 1→ Similarity(oi, õ), then penalizes forward-video responses373

like o3 if they incorrectly align with the reverse response õ (as indicated by red highlighting), thereby374

favoring temporally aware responses like o1 that accurately reflect the forward video’s AoT.375

Implementation As discussed in Sec. 3.2 of the main paper, Similarity(·, ·) return a similarity376

score between 0 and 1 and is implemented as follows. For MCQ tasks, it uses deterministic value377

checking (1.0 for a correct match, 0.0 otherwise); For open-ended QA and captioning, we employ378

Llama-3.1-70B-Instruct [20] as an LLM judge, which is prompted to output a semantic similarity379

score within the [0, 1] range, using the prompts below. The previously defined language query l,380

target response o
ω, candidate response oi and reverse response õ are referenced here.381

LLM-based Similarity Calculation

[Open-ended QA prompt]

Please compare the following two answers for the question below and rate their similarity on a
scale of 0 to 1.
Question: l
Answer 1: oi
Answer 2: õ
Output only a single numeric value between 0 and 1 (no additional text or explanation).

[Captioning Prompt]

Compare the following video caption with the ground truth caption and rate their similarity on a
scale of 0 to 1.
Generated caption: oi
Ground truth caption: oω
Output only a single numeric value between 0 and 1 (no additional text or explanation).

382

During training, candidate responses oi are generated with a temperature of 1.0 to encourage ex-383

ploration. The reverse-conditioned response õ is generated deterministically (temperature set to 0).384
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ArrowRL training for each model involves 2000 RL steps over approximately 3 days on 6 NVIDIA385

GH200 GPUs.386

To ensure a fair comparison, inference settings for base LMMs and their ArrowRL-enhanced are387

identical, differing only by model checkpoint. Our default input configuration is 16 frames for388

LLAVA-OV-7B, and 1 FPS (with a maximum of 16 frames) for Qwen2-VL-7B and Qwen2.5-VL-7B.389

Benchmark-specific adjustments include processing up to 32 frames (sampled at 1 FPS for Qwen390

models) for TVBench (due to video length) and reporting Vinoground at 4FPS for Qwen models to391

align with [71] (further frame rate analysis in Fig. 10). For TempCompass, adhering to [73], we report392

only on its deterministic subtasks (multi-choice QA, yes/no QA, caption matching; 5536 samples).393

B.3 AoTBench394

To evaluate AoT perception in LMMs, we construct AoTBench. The dataset composition is detailed395

in Table 4, with illustrative examples in Fig. 9. For the first and second T2V task, we concatenate the396

forward, a two-second black video and reversed video segments into a single input, and use the same397

prompt as Training Prompt I above, but with shuffled MCQ options to test model generalization.398

Furthermore, Table 5 quantifies the increased AoT sensitivity of our selected VQA subset, showing399

significantly higher TDS values compared to the original benchmark.400

Table 4: AoTBench Dataset Breakdown. The benchmark comprises three distinct tasks, derived from
a diverse suite of video sources, designed to assess AoT awareness of LMMs.

Task Video Source # VQA

Sequence Direction Classification ReverseFilm [58] 144
UCF101 [50] 500

Directional Caption Matching (V2T) RTime [14] 1,992
Directional Caption Matching (T2V) RTime [14] 1,992

AoT-sensitive VQA
VITATECS [32], TemporalBench [6], NExT-QA [62],

PerceptionTest [43], VideoMME [17], Vinoground [71],
TempCompass [38], TVBench [12]

1,800

Table 5: Comparing Temporal Divergence Score (TDS) averaged for all samples vs. top 200 selected
high-TDS samples across nine existing VQA benchmarks. The selection process yields a 1,800-
sample subset with substantially increased average TDS, specifically designed to challenge LMM
temporal perception.
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C Additional Results401

C.1 Quantitative Results402

Further Results Analysis From Table 1 in the main paper, we see that ArrowRL appears to leverage403

inherent base model strengths for improvements. For instance, the visually adept Qwen2-VL-7B404

(evidenced by its base performance on T2V caption matching) sees a +21.0% gain with ArrowRL405

on the visually-focused sequence direction classification task. Meanwhile, Qwen2.5-VL-7B, which406

exhibits greater language proficiency (reflected in its base V2T caption matching scores), achieves its407

largest gains (+9.2%) on the more language-centric AoT-VQA task after ArrowRL enhancement.408
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[Sequence Directionality Classification] Two video segments are presented: one plays forward, the other in reverse. 
Which video segment is played in reverse?

AoTBench

[Directional Caption Matching – T2V] Two video segments are presented: one plays forward, the other in reverse.
Which video segment matches the caption “someone taking personal care items out of a clear plastic bag”?

[Directional Caption Matching – V2T] Which caption best describes the video?
- A bulb is installed to the white round lamp shade by a person and is lighted up.
- A person removes the luminous bulb from the white round lamp shade with his hands.

[AoT-sensitive VQA] What change is occurring to the 3D house model? 
- being constructed 
- being dismantled 
- being renovated

Figure 9: Visual overview of the three core task components in AoTBench, designed to evaluate
different facets of AoT understanding in LMMs.

Expanded Ablation Study Table 6 provides full ablation study results, expanding upon Table 2409

in the main paper. Our results validate the design of the reverse reward: its overall contribution410

(row 2) and dynamic weighting (row 3) are crucial for optimal performance. Note that the reverse411

reward is not directly applied during training of MCQ-based sequence direction classification; its412

influence is observed on captioning matching and AoT-VQA tasks (columns 3-5). In addition, the413

limitations of standard SFT become evident in the direction classification task. As we modify the414

inference template to be different from training (i.e., by shuffling options), SFT goes through a415

notable degradation, showcasing its poor generalization under such pertubations, unlike ArrowRL.416

These ablations collectively demonstrate the importance of ArrowRL’s components for enhancing417

AoT perception.418

Table 6: Ablation study of ArrowRL on AoTBench using Qwen2.5-VL-7B as the base LMM. The
effectiveness of ArrowRL’s components is demonstrated: (i) the reverse reward is crucial (removing
it in row 2 drops performance below base); (ii) dynamic thresholding for this reward greatly boosts
gains (row 3); (iii) SFT fails to generalize on direction classification tasks (row 4).

Model Direc. Cls. Cap. Match AoT- Aver
RFilm UCF T2V V2T VQA age

Qwen2.5-VL-7B [3] 50.0 → 51.6 → 53.4 → 66.6 → 49.6 → 56.2 →
+ ArrowRL (ω = 0) 51.4 ↑ 59.2 ↑ 49.8 → 63.7 → 52.3 ↑ 55.6 →
+ ArrowRL (ε = 1) 54.9 ↑ 60.0 ↑ 50.8 → 68.4 ↑ 55.4 ↑ 58.3 ↑
+ SFT 49.3 → 46.2 → 53.9 ↑ 66.1 → 55.3 ↑ 57.4 ↑
+ ArrowRL 51.4 ↑ 54.8 ↑ 55.6 ↑ 69.6 ↑ 58.8 ↑ 60.7 ↑

Frame Rate Analysis Fig. 10 presents our inference frame analysis on Vinoground, comparing419

ArrowRL-enhanced Qwen2.5-VL-7B against its base model across different frame settings (1-4420

FPS). Crucially, although ArrowRL training utilizes a fixed 16 frames per input (for efficiency), the421
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performance gains provided by ArrowRL remain consistent across varying temporal granularities at422

inference, showcasing its generalization beyond the specific training setup, and giving evidence that423

the base models overlook temporal detail even with higher framerates.424

Figure 10: Impact of inference frame rate analysis on Vinoground. The ArrowRL’s performance
gains remain consistent across different frame settings (1-4FPS), showcasing its generalizability.

C.2 Qualitative Results425

More Qualitative Results Supplementing Fig. 7 in the main paper, Fig. 11 presents additional426

qualitative examples that reinforce the effectiveness of ArrowRL. These comparisons highlight how427

base LMMs often overlook temporal progression or direction, often relying on static cues or language428

biases. Conversely, our ArrowRL-enhanced models exhibit improved AoT sensitivity, leading to429

more accurate and temporally coherent responses across these challenging scenarios.430

Failure Cases Fig. 12 presents one failure case on AoTBench, where neither the base LMM nor431

the ArrowRL-enhanced version answers correctly. The failure stems from the uniform sampling of432

16 frames (6 visualized here) not capturing the key visual moments where a man in a dark suit holds433

a ring—a crucial cue for inferring he is about to get married. Such failures suggest potential avenues434

for future improvement, like advanced keyframe selection methods over uniform sampling, or the435

incorporation of auxiliary modalities such as audio, which in this case contains helpful cues.436

D Limitations437

Our construction of AoTBench relies on using selected LMMs as evaluators, meaning its sensitivity438

is inherently dependent on the initial AoT perception capabilities of these models. Potentially chal-439

lenging samples might be missed if current evaluator models universally fail to exhibit sensitivity440

(i.e., yield low TDS) despite underlying temporal relevance. Nevertheless, to provide a quantitative441

check of AoTBench, we manually verify a small subset and find our TDS-based selection of tempo-442

rally challenging examples aligns with human judgment 44 out of 50 times, suggesting reasonable443

concordance where models do possess baseline sensitivity.444

Additionally, the reward calculation for ArrowRL utilizes an auxiliary LLM to generate similarity445

scores; this dependence on an LLM judge, while common [77, 21, 63], can introduce a degree of446

uncertainty or potential bias into the reward signal. Nevertheless, we found this approach viable for447

our purposes, as the LLM performs a relatively easy, straightforward text-to-text similarity assessment.448

We empirically find that (also illustrated in Fig. 5 of the main paper and Fig. 8) the resulting similarity449

scores, which underpin our reward calculation, are consistent and appear reasonable.450

Furthermore, our current investigation focuses on short videos, a scope chosen due to the significant451

temporal challenges already evident in these scenarios for leading LMMs. We view this work as a452

initial step towards improving AoT understanding. Future directions include extending these methods453

to long videos (potentially incorporating keyframe selection) and exploring integration with temporal454

reasoning tasks that necessitate explicit reasoning traces (e.g. Chain-of-Thought).455
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Q. Which caption best describes this video?
Qwen2.5-VL-7B: A woman is speaking while she is handling an air filter with both hands. Using her right hand to 
hold in place the filter device, the left hand pulls the filter out of its place in the device. Both hands then pick up 
the outer shield of the filter from the table.
Qwen2.5-VL-7B + ArrowRL: A woman is speaking while she is handling an an air filter with both hands. Using her 
right hand to hold in place the filter device, the left hand pushes the filter into its place in the device. Both hands 
then pick up the outer shield of the filter from the table.

Q. Provide a one-sentence description of the video, focusing solely on the primary actions taking place.
LLaVA-OV-7B: The video captures the serene and dynamic movement of clouds against a tranquil blue sky, 
creating a peaceful and picturesque scene. 
LLaVA-OV-7B + ArrowRL: The video features a series of images capturing the movement of clouds in the sky, with 
the clouds transitioning from lighter to darker shades as the light diminishes.

Q. Why does the dog walk toward the lady after the lady reaches her hand toward it?
Qwen2-VL-7B: to catch the food
Qwen2-VL-7B + ArrowRL: let the lady hug it

Figure 11: Additional qualitative examples comparing base LMMs with their ArrowRL-enhanced
counterparts. ArrowRL enables models to succeed on AoT-sensitive VQA and produce temporally
coherent captions, while base LMMs often struggle with understanding temporal progression.

Q. According to the video, who is about to get married? 
A. The man in the dark suit. 
Qwen2.5-VL-7B: It is unclear 
Qwen2.5-VL-7B + ArrowRL (ours): It is unclear. 

Figure 12: A failure case from AoTBench. Uniformly sampling 16 frames (6 visualized) fails to
capture the critical visual moments (i.e., the man in the dark suit holding a wedding ring).

E Societal Impacts456

This work focuses on improving a fundamental aspect of temporal perception (AoT sensitivity) in457

LMMs. Positive impacts stem from creating more reliable and rational AI systems. Better AoT458

perception can lead to LMMs with more accurate internal world models, improving their utility459

in tasks requiring understanding of processes, procedures, or event timelines. This could benefit460

applications like education, assistive technology and robotics. The primary risks are associated with461

the general capabilities of advanced LMMs rather than AoT sensitivity specifically. Any improvement462

could potentially be misused if integrated into systems for generating disinformation or invasive463

surveillance, though our method doesn’t directly enable these.464
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