A Related Work

A.1 Unified multimodal LLMs

Autoregressive Paradigms: End-to-End and Two-Stage Modeling. Autoregressive (AR) modeling
remains a core strategy for unified multimodal understanding and generation, but recent advances
have led to two distinct AR-based paradigms.

The first is the end-to-end AR paradigm, in which all modalities—including images, text, video,
and even audio—are tokenized into a unified discrete space and directly modeled within a single
AR sequence framework. Representative works such as Unified-1O [[101} [102]], Chameleon [54]],
AnyGPT [103]], and Emu3 [[18]] follow this approach: a transformer autoregressively predicts the
next token across modalities, with image tokens directly decoded back to pixels via learned decoders
such as VQGAN. DDT-Llama [104] further improves tokenization by introducing recursive diffusion
timestep tokens, enabling better alignment with language modeling and image reconstruction. This
approach enables strong performance in both understanding and generation, and supports flexible
modality conversion (e.g., AnyGPT covers speech and music). Building on this foundation, models
like Janus [20] and Janus-Pro [26] decouple visual encoding for understanding and generation
to address the granularity mismatch, while VILA-U [90], LWM [69], and LaVIT [55]] focus on
efficient tokenization, unified visual-text alignment, and scaling to long-context and video scenarios.
Iume [21] and Ilume+ [52] further enhance data efficiency and token alignment, with Illume+
introducing dual visual tokenization and a diffusion-based decoder for higher-fidelity image synthesis
and editing.

By contrast, the two-stage AR+diffusion paradigm separates sequence modeling and image synthesis:
AR models first generate image tokens, which are then used as conditions for downstream diffusion
decoders to boost image quality and diversity. Representative works include DreamLLM [105]], which
enables free-form interleaved multimodal generation; MiniGPT-5 [106], which improves image-
text coherence with a two-stage pipeline; NExT-GPT [107]], which supports any-to-any modality
conversion by connecting AR sequence modeling with modular diffusion decoders; MetaMorph [88]],
which efficiently adapts LLMs for unified text and visual token generation; SEED-LLaMA [17], which
aligns image token semantics with text for scalable multimodal autoregression; and SEED-X [73]],
which further enables arbitrary-size and multi-granularity image generation. Recently, BLIP3-o [108]]
advanced this paradigm by generating CLIP-based image features using a diffusion transformer and
adopting sequential pretraining to better balance understanding and generation. Collectively, these
models demonstrate the flexibility and high image fidelity achievable with the two-stage approach,
highlighting a distinct trade-off with end-to-end AR models in reasoning and generation quality.

Hybrid Paradigm: Integrating AR and Diffusion within a Unified Framework. To bridge the
gap between the reasoning strengths of AR models and the generative power of diffusion models,
hybrid paradigms have emerged that combine both mechanisms in a unified architecture. For example,
JanusFlow [109]] employs a continuous reactified flow for image generation, Show-o [56] adopts a
discrete MaskGIT-style diffusion, while Transfusion [19] utilizes a continuous U-Net-based DDPM.
Despite their differences in diffusion implementation, these hybrid models all enable more flexible and
controllable vision-language generation, further blurring the boundaries between AR and diffusion
approaches.

Diffusion Paradigm: Fully Diffusion-Based Multimodal Generation. In parallel, fully diffusion-
based approaches have also been proposed for unified multimodal modeling. UniDisc [48] and
D-Dit [46] formulate both text and image generation as a discrete diffusion process, starting from
masked sequences and enabling joint inpainting, editing, and controllable multimodal generation. By
leveraging the iterative denoising process, diffusion models typically achieve superior generation
fidelity and support fine-grained, high-quality editing. Moreover, unlike autoregressive models that
generate tokens sequentially, diffusion-based approaches can produce multiple tokens in parallel
during inference, improving efficiency and enabling more globally consistent outputs. While these
models offer enhanced controllability and flexible inference, they may still face challenges in com-
plex instruction following and sequential reasoning. Nevertheless, fully diffusion-based paradigms
represent a promising direction for scenarios requiring fine-grained editing, state-of-the-art generation
quality, and efficient parallel decoding across modalities.

Comparisons with Bagel [25]. Bagel [23] is a very strong recent advance in unified multimodal
understanding and generation. While both FUDOKI and Bagel aim for unified multimodal mod-
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eling, they are based on fundamentally different generative paradigms and architectural choices.
Specifically, Bagel employs a large Mixture-of-Transformer-Experts (MoT) architecture and follows
the autoregressive (AR) modeling paradigm, enabling it to efficiently scale with massive, carefully
structured interleaved multimodal data. In contrast, FUDOKI is the first general-purpose unified
multimodal model built entirely on discrete flow matching, which allows for bidirectional information
integration and iterative self-correction during generation. In terms of empirical performance, Bagel
demonstrates strong results on both multimodal generation and understanding, including advanced
tasks such as free-form image manipulation. We acknowledge that FUDOKI currently lags behind
Bagel, which can be attributed mainly to Bagel’s novel data scaling strategies and substantially larger
model size (14B parameters for Bagel vs. 1.5B for FUDOKI). We will explore integrating similar
scaling approaches in future work.

A.2  Flow Matching

Flow matching offers a fundamentally different approach to generative modeling compared to
diffusion models. While diffusion models rely on repeatedly injecting random noise into data and
then iteratively denoising it, flow matching instead learns a smooth, continuous transformation,
formulated through ordinary differential equations (ODEs), that maps a simple distribution (such as
Gaussian noise) directly to real data. This approach eliminates the need for repeated noise addition
and removal.

Pioneering this direction, Lipman et al. [42] introduced Continuous Normalizing Flows (CNFs) and
the flow matching framework, which trains neural networks by regressing vector fields along flexible
probability paths. This work laid the foundation for subsequent advances in CNF-based generative
modeling. Building on this, Liu et al. [41] proposed Rectified Flow, which learns neural ODEs
along straight-line paths between distributions, enabling more efficient and scalable training for
tasks such as image generation and domain adaptation. More recently, Albergo and Vanden-Eijnden
[110] presented InterFlow, which simplifies training by directly inferring the velocity field from the
probability flow of an interpolant density, thus avoiding costly ODE backpropagation and supporting
efficient likelihood estimation and high-resolution generation.

A key advantage of flow matching is its sampling efficiency: by allowing deterministic sampling
in just a few ODE steps, it achieves competitive FID scores with orders of magnitude fewer steps
compared to diffusion-based samplers. This remarkable efficiency has quickly made flow matching a
dominant approach in state-of-the-art image and video generation models.

Recent studies have also extended flow matching to discrete data domains. Campbell et al. [39]]
introduced Discrete Flow Models (DFMs), which generalize flow matching to discrete spaces using
continuous-time Markov chains, improving multimodal modeling of both continuous and discrete
data over discrete diffusion models. Similarly, Gat et al. [37]] proposed Discrete Flow Matching,
a framework that supports general probability paths and scalable non-autoregressive generation,
significantly narrowing the performance gap between discrete flow and autoregressive models on
coding benchmarks.

Thanks to these advances, flow matching methods have demonstrated strong performance across
a wide range of domains, including image synthesis [[14}[15]], video generation [[111H114], speech
and audio generation [115H117]], protein design [[L18H120], and robot control [121]. These successes
underscore the broad applicability and effectiveness of flow matching frameworks.

A.3 Discrete Diffusion Models

Diffusion models have achieved remarkable success in continuous domains such as images and
audio [57, 122} [123]]. However, their adaptation to natural language poses unique challenges due
to the discrete nature of text. Early attempts to overcome this primarily injected Gaussian noise
into token embedding spaces, followed by denoising to reconstruct discrete sequences [[124} [125]].
Representative models in this line include Diffusion-LM [124]], DiffuSeq [1235]], and Plaid [[126].
While these approaches show promise for controllable generation and sequence-to-sequence tasks,
the need to map between discrete and continuous representations complicates training and inference.

Recent research has shifted to discrete noise-based diffusion models to address these limitations,
where noise injection and denoising are directly defined in the symbol space. The most influential
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early works in this direction are Argmax Flows [127] and D3PM [33]. D3PM, in particular, provides
a systematic framework for discrete diffusion, formalizing both absorbing (mask-based) and uni-
form (categorical) noise processes for sequence corruption. These foundational studies enable the
progressive corruption of discrete sequences through distinct forward processes: in the absorbing
(mask-based) process, tokens in the original sequence are gradually replaced with a special absorbing
token (e.g., <MASK>); in the uniform (categorical) process, tokens are progressively replaced with
randomly sampled tokens from the vocabulary. The diffusion model is then trained to reverse these
processes, denoising the corrupted sequence back to the original data. Building on these foundations,
subsequent models such as DiffusionBERT [58], LLaDA [44], and MD4 [35]] introduce improve-
ments in noise scheduling, scalability, and training objectives. Methods like MaskGIT [128] and
FiLM [129], although originally proposed for vision or general infilling tasks, are methodologically
aligned with mask-based diffusion, employing iterative generation with absorbing masks. These
models have achieved performance competitive with, or even superior to, autoregressive models in
language modeling, infilling, and reasoning tasks.

In addition to mask-based approaches, the uniform (categorical) transition process, also formalized
in D3PM, corrupts sequences by progressively replacing tokens in the original data with tokens
sampled uniformly from the vocabulary, rather than a single mask token. SEDD [34] extends score
matching to discrete data via a score entropy loss, achieving state-of-the-art results and in some cases
surpassing autoregressive baselines. RDM [[130] introduces a reparameterized sampling framework
to improve training and sampling efficiency. Furthermore, recent studies [[131}[132]] model discrete
diffusion as a continuous-time Markov chain, advancing theoretical understanding and practical
efficiency. Most recently, Discrete Flow Matching (DFM) [37/] was proposed as a novel discrete
flow paradigm for generative modeling of high-dimensional discrete data. Unlike flow matching and
diffusion models designed for continuous domains, DFM introduces a general family of probability
paths that interpolate between source and target distributions in discrete space, and provides a unified
formula for sampling from these paths using learned posteriors such as probability denoisers and
noise predictors. Empirically, DFM demonstrates that adopting a uniform (categorical) transition
process, rather than an absorbing (mask-based) process, consistently leads to improved generative
performance.

Recent scaling studies further demonstrate that, in addition to matching autoregressive models in
perplexity and generation quality, discrete diffusion models have achieved strong performance on
complex reasoning and planning tasks, underscoring their flexibility and potential as competitive
alternatives for natural language generation and understanding [133H136/ 44, |35]. Recent work [49]
explores directly adapting pretrained autoregressive language models into non-autoregressive dif-
fusion models via continual finetuning, enabling efficient knowledge transfer between paradigms.
Building on this line, Dream 7B [45] further advances diffusion LMs by consistently outperforming
previous diffusion models and matching the performance of top autoregressive models of similar size.

B More Comparison with State-of-the-arts

Qualitative Comparisons on Visual Generation. Figure|6|presents qualitative comparisons of visual
generation results produced by three models: Janus [20]], D-DiT [46], and our method, FUDOKI,
across a diverse set of text prompts. Each row corresponds to a different prompt, covering scenarios
such as animals in unusual environments, cartoon avatars, and objects with specific attributes. As
shown in the figure, FUDOKI consistently produced images that more accurately captured the
semantics of the prompts, demonstrating superior text-image alignment and higher visual fidelity.

Qualitative Comparisons on Visual Understanding. Figure|7 presents qualitative comparisons
of visual understanding capabilities among Janus (AR) [20], D-DiT (mask-based discrete diffusion,
MDD) [46], and our FUDOKI (discrete flow matching, DFM). The upper section shows selected
intermediate outputs from each model’s answer generation process, illustrating their reasoning
dynamics. The lower section presents additional visual question answering cases, where FUDOKI
demonstrates higher reasoning accuracy and better alignment with ground truth answers, highlighting
its superior ability to generate reliable and precise responses.
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Figure 6: Qualitative Comparisons on Visual Generation. Comparison among Janus [20], D-DiT [46]]
and FUDOKI on various text prompts. The results demonstrate that our method (FUDOKI) achieved superior
text-image alignment and aesthetics.

C Further Results

The Denoising Process of FUDOKI. Fig. [8]illustrates the iterative refinement process enabled by the
discrete flow matching framework in FUDOKI, demonstrating its application to both generation and
understanding tasks. The top panel visualizes how images are progressively denoised over iterations,
transitioning smoothly from an initial noisy prior x to the final high-fidelity image z;. Across
diverse generation examples—ranging from animals to objects—the model incrementally sharpens
semantic details and corrects spatial structure at each refinement step. The bottom panel depicts a
similar iterative refinement for the understanding task, where the model extracts text from an image.
Starting from a noisy token sequence, irrelevant or incorrect tokens are gradually replaced with
accurate tokens (e.g., “Sara Lee”) as the model converges to the correct answer. The red arrows
highlight token-level updates during each step, emphasizing the model’s ability to systematically and
continuously correct errors and align predictions. This figure showcases how discrete flow matching
enables fine-grained control and progressive improvement in both modalities by modeling transitions
in discrete space, leading to more accurate and coherent outputs. More cases can be found in our
project page: fudoki-dfm.github.io/fudoki/,

Maze Navigation. In this section, we train our proposed FUDOKI model on a novel task—maze
navigation—which simultaneously requires understanding and generation capabilities. To this end,
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Ground Truth: A
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Ground Truth: No
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FUDOKI: No. @

Question: Is the word in the logo "angle's"?
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Ground Truth: No
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Janus: Metal
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Figure 7: Qualitative Comparisons on Visual Understanding. The upper part of the figure shows selected
intermediate outputs from the answer generation process of different models—Janus (AR), D-DiT (mask-based
discrete diffusion, MDD), and our FUDOKI (discrete flow matching, DFM)—to illustrate their reasoning
approaches. Specifically, Janus, the AR-based model, is unable to revise its initial incorrect response (i.e., "Yes,
it is summertime ..."), even after generating the correct rationale later (i.e., "The large pumpkins ... suggest that it
is autumn"), making its response inconsistent overall. Meanwhile, D-DiT, the mask-based diffusion model, fails
to handle this reasoning task, often producing empty outputs (i.e., only </s> tokens). In contrast, our discrete
flow matching model, FUDOKI, demonstrates a coherent and accurate reasoning trajectory, producing consistent
and correct answers. The lower part of the figure provides additional qualitative examples on visual question
answering tasks. FUDOKI consistently delivers more accurate and well-aligned reasoning with the ground truth.

Fig. O] presents a series of multimodal decision-making scenarios where FUDOKI and GPT-40/GPT-
Image-1 are evaluated on their ability to reason over spatial layouts and produce both textual and
visual outputs. Each case involves a frozen lake grid of increasing size (3x3, 4x4, and 5x5), with a
defined goal and a character’s current position. The task is to select a safe move that avoids hazards
(dark blue holes) while progressing toward the treasure. We notice that while GPT-40 provided well-
reasoned textual explanations that include safety considerations, goal alignment, and environmental
awareness, its visual updates lacked consistency with its textual responses, and even altered the
maze structure (in the third row of the figure). In contrast, FUDOKI consistently predicted plausible
directions and generated coherent visual updates aligned with the task constraints, showing basic
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Figure 8: Visualization of the iterative refinement process enabled by discrete flow matching in FUDOKI,
demonstrating denoising process for text-to-image generation and visual understanding tasks.
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Table 5: Performance Comparisons on the MathVista Benchmark.

Method Janus-1.5B Janus-Pro-1B FUDOKI

MathVista 324 35.1 38.6

spatial awareness. Furthermore, as shown in Fig. [I0, FUDOKI is capable of completing the entire
maze navigation sequence, moving from the initial position to the treasure step by step.

Results on the MathVista Benchmark. We also evaluated our proposed FUDOKI on a more
challenging mathematical reasoning benchmark, MathVista (testmini) [137]. As shown in Table[5,
we find that FUDOKI achieved the best performance compared to AR-based models at the same scale.
We attribute this improvement to FUDOKI’s discrete flow matching framework, which leverages
bidirectional context modeling to facilitate complex reasoning.

D Dataset Collections

Our training set comprises a total of 12.62 million samples, divided into two main categories:
Generation (8.76M, 69%) and Understanding (3.86M, 31%), as shown in Fig.l'l;ﬂ The Generation
subset, which is entirely composed of in-house data, is constructed for text-to-image generation
tasks. In contrast, the Understanding subset covers a diverse set of information extraction and
comprehension tasks. This balanced and large-scale collection ensures comprehensive support for
both generative and understanding capabilities.

Specifically, the public Understanding of data covers the following aspects:

* General (1506.8K, 40.6%): ShareGPT-40 (57.2K) [138], VSR (12.8K) [139], ALLaVA-
Instruct (680.4K) [140], IconQA (29.9K) [[141], LVIS-Instruct4V (10.0K) [142],
ShareGPT4V (613.3K) [143], VIQUAE (18.5K) [144], RAVEN (0.3K) [143], Visual7W
(14.4K) [146]), In-house (70.0K)
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User: Task: Find a safe path through the frozen lake to FUDOKI:
reach the goal. Down
Game Information: (2, 2)

- You're on a 3x3 frozen lake grid

- Your goal is to reach the treasure

- Avoid falling into holes (dark blue areas)

- Current position: (1, 2)

- Goal position: (3, 3)

What direction should you move (Up, Down, Left, Right)?
Also provide the coordinates you'll reach after this move.
Then, generate an image of the frozen lake after making
this move.

£

User: Task: Find a safe path through the frozen lake to FUDOKI:
reach the goal. Right
Game Information: (2, 3)
- You're on a 4x4 frozen lake grid

- Your goal is to reach the treasure

- Avoid falling into holes (dark blue areas)

- Current position: (2, 2)

- Goal position: (4, 4)

What direction should you move (Up, Down, Left, Right)?

Also provide the coordinates you'll reach after this move.

Then, generate an image of the frozen lake after making

this move.
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User: Task: Find a safe path through the frozen lake to FUDOKI:
reach the goal. Left
Game Information: (5, 2)
- You're on a 5x5 frozen lake grid

- Your goal is to reach the treasure

- Avoid falling into holes (dark blue areas)

- Current position: (5, 3)

- Goal position: (2, 2)

What direction should you move (Up, Down, Left, Right)?

Also provide the coordinates you'll reach after this move.

Then, generate an image of the frozen lake after making

this move.
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GPT-40/GPT-Image-1: Based on the
current position (1, 2), the best
direction to move is Down to (2, 2) to
safely progress toward the goal (3, 3).
Here is the updated frozen lake grid
after the move:

oThe character has moved from (1, 2) to
(2, 2).

oThe treasure remains at (3, 3).

84

&

GPT-40/GPT-Image-1: Based on the
current position (2, 2), the best
direction to move is Right to (2, 3) to
safely progress toward the goal (4, 4)
while avoiding the hole at (3, 2).

Here is the updated frozen lake grid
after the move:

zThe )charac'rer has moved from (2, 2) to
2, 3).

oThe treasure remains at (4, 4).

oThe hole at (3, 2) is still present.

GPT-40/GPT-Image-1: Based on the
current position (5, 3), the best
direction to move is Up to (4, 3) to
safely progress toward the goal (2, 2)
while avoiding the holes.

Here is the updated frozen lake grid
after the move:

'(I'he c)hamcfer has moved from (5, 3) to
4, 3).

The treasure remains at (2, 2).

The holes remain in their respective
positions.
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Figure 9: Comparison of FUDOKI and GPT-40/GPT-Image-1 on frozen lake maze navigation tasks. GPT-
40/GPT-Image-1 offered well-reasoned textual outputs with safety and goal awareness but generated inconsistent
visuals, even altering the maze (e.g., the third row). FUDOKI, by contrast, consistently produced valid directions
and coherent visual updates aligned with task constraints, demonstrating stronger spatial consistency.

« OCR (428.0K, 11.5%): LLaVAR (59.3K) [61]], SROIE (17.1K) [147], FUNSD (6.8K) [148],
OCRVQA (80K) [149], MLHME-38K (30K) [150], Rendered Text (10.0K) [62]], IIITSK
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User: Task: Find a safe path through the frozen lake to reach the goal. FUDOKI: Right (4, 2)

Game Information:

- You're on a 5x5 frozen lake grid 22 2 ("\/"’?f"; P’
- Your goal is to reach the treasure T . TRLEN 5
- Avoid falling into holes (dark blue areas)

- Current position: (4, 1) 7
- Goal position: (5, 4) A

o) Vs |
What direction should you move (Up, Down, Left, Right)? Also provide & v ¥ 2
the coordinates you'll reach after this move. Vo) 2D ﬁ

Then, generate an image of the frozen lake after making this move.

User: Task: Find a safe path through the frozen lake to reach the goal.
FUDOKI: Down (5, 2)

Game Information:
- You're on a 5x5 frozen lake grid R 2] [ ] R M)
- Your goal is to reach the treasure e ==
Avoid falling into holes (dark blue areas)
- Current position: (4, 2) Vi) ™
Goal position: (5, 4) ) )

What direction should you move (Up, Down, Left, Right)? Also provide L] 5 “ \ 72
the coordinates you'll reach after this move. . .
& & € ¢ B

Then, generate an image of the frozen lake after making this move.

User: Task: Find a safe path through the frozen lake to reach the goal.
FUDOKI: Right (5, 3)

Game Information: )
- You're on a 5x5 frozen lake grid m*’?f"n /"ﬁ m”?m f"
- Your goal is to reach the treasure N : e L 5
Avoid falling into holes (dark blue areas)

- Current position: (5, 2) 2 F
- Goal position: (5, 4) & &
= P

What direction should you move (Up, Down, Left, Right)? Also provide » - R :
the coordinates you'll reach after this move. m §‘ E ("\ ] E
Then, generate an image of the frozen lake after making this move.
User: Task: Find a safe path through the frozen lake to reach the goal. FUDOKI: Right (5, 4)
Game Information: P Ve Vi) Py ~ T jr—
- You're on a 5x5 frozen lake grid D & e &P D &S 5
- Your goal is to reach the treasure
- Avoid falling into holes (dark blue areas)
- Current position: (5, 3) (‘\ ‘ (‘\
- Goal position: (5, 4) - 4

] A (] =
What direction should you move (Up, Down, Left, Right)? Also provide - =
the coordinates you'll reach after this move. ( |- K - €2 @
Then, generate an image of the frozen lake after making this move. Success!

Figure 10: FUDOKI successfully completed the full maze navigation task step by step. Starting from the
initial position at (4, 1), it sequentially selected safe moves—Right — Down — Right — Right—while avoiding
holes and progressing toward the treasure at (5, 4). At each step, FUDOKI generated an updated image of the
frozen lake, reflecting the character’s new position and preserving the environment’s structure, culminating in a
successful arrival at the goal. Notably, in rows 2 through 4, the input images were taken directly from FUDOKI’s
previous outputs, demonstrating the model’s ability to maintain coherent state tracking and visual continuity
throughout the multistep decision-making process.

(6.0K) [151], HME100K (74.5K) [152], SynthDoG-EN (29.8K) [153], POIE (9.4K) [154],
IAM (5.7K) [[155], TextCaps (60.5K) [156], COCO-Text V2.0 (28.1K) [157]], ChromeWrit-
ing (8.8K) [62], ORAND-CAR (2K) [158]

* Document (155.8K, 4.2%): DocVQA (122.4K) [63], FUNSD (6.8K) [148], Deepform
(9.2K) [159], Kleister CharityAl (15.2K) [160], TAT-DQA (2.2K) [161]
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Figure 11: Training Dataset Distribution. The overall training data consists of 8.76M Generation samples
(69%) and 3.86M Understanding samples (31%), as shown on the left. The right chart depicts the composition
of the Understanding subset by category.

« Table (180.2K, 4.9%): TabFact (65.6K) [161], WikiTable (29.5K) [162], TabMWP
(38.4K) [163], RoBUT WTQ (38.2K) [[164], RoBUT SQA (8.5K)

« Chart (362.6K, 9.8%): ChartQA (62.9K) , Chart2Text (27.0K) [64], PlotQA
(10K) [166], DVQA (200K) [167], Infographic VQA (47.6K) [168], VisText (10.0K) [169],
Diagram Image2Text (0.3K) [170], LRV Chart (1.8K) [171]]

* Screen (24.6K, 0.7%): WebSRC (5.1K) [172], VisuaIMRC (19.5K) [63]]

« Math/Science (544.9K, 14.7%): MAVIS (187.3K) [173], G-LLaVA (162.4K) [66],
GeoQA+ (72.3K) [67], GeoM Verse (9.3K) [174], Geometry3K (3.0K) [175], MathVi-
sion (3.0K) [176], Cambrian Data Engine (50.8K) [177], Textbook QA (21.8K) [178],
ScienceQA (19.2K) [179], AI2d (18.8K) [180]

» Language (510.2K, 13.7%): MathInstruct (81.5K) [181]], Evol-Instruct (142.8K) [182],
MathPlus (95.2K) [183], Magpie Pro (L3 MT) (50.0K) [68], ShareGPT4 (40.7K) [[184],
Magpie Pro (L3 ST) (50.0K) [68]], Magpie Pro (Qwen2 ST) (50.0K) [68]]

E Mathematical Formulations of Kinetic Optimal Velocity

To facilitate understanding, we use a simplified notation here and let 7 denote the finite discrete
state space, with elements z, z € T (in the main paper, we have x?, z* € T). A probability path is a
time-varying distribution p; (), and a velocity field u;(z, z) describes mass transport between states
over time. In this way, we have the Continuity Equation as follows.

pe(x) +dive(j;) =0, VxeT

with the discrete divergence given by div,(j:) = >_, ., ji(2, @) — >° ., je(x, 2) and ji (2, 2) is the
flux, defined by ji(z, z) = us(x, z) p:(2), which represents the flow of probability mass from z to

Ji(z,2) if 0
x. In this way, the velocity can be obtained by u;(z, z) = { Pt(2) it pi(2) ,>
0 otherwise

ut(2,2) = — 3,4, ut(x, 2) to ensure the rate condition in Eq. 2| With such notations, we expect to
minimize the kinetic energy during the flow process, namely,

when z # z and

Dt Jit
subject to:

* Continuity Equation: div,(j;) = —p:(x)
* Non-negativity of the flux: j;(z,2) >0 V& #z
* Boundary conditions: pop =p, p1 =¢q
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Here, w(z, 2z) > 0 is a problem-specific weight controlling the "cost" of mass moving from z to
x. As evidenced in [38]], when p; is given and let w;(x, z) = 1/p:(x), the kinetic optimal solution
can be obtained via j; (z, 2) = [pi(2)pe(x) — pe(2)pe(z)] . Va # z. In this way, if we apply this
kinetic optimal j; (x, z) for the probability path in Eq. 4| we can obtain the velocity defined in Eq.

F Limitations and Broader Impacts

Limitations. Despite its promising results, FUDOKI also presents several limitations that warrant
further investigation. First, despite the advantages of discrete flow matching—such as being agnostic
to token order and compatible with bidirectional Transformers—the current implementation requires
the sequence length to be fixed prior to sampling. This constraint limits flexibility in generation and
makes dynamic-length outputs challenging. A promising direction for future work is to extend the
sampling scheme to support variable-length generation, which would broaden the applicability of the
model across open-ended tasks and enhance the flexibility on the computational cost during inference.
Besides, as shown in Fig. [I2, while FUDOKI shows strong performance, it still faces challenges
under certain scenarios, such as performing text-to-image generation given complex prompts or
prompts involving rendering specific texts in images, as well as performing visual understanding
tasks that demand expert-level reasoning and domain-specific knowledge.

Image Understanding Image Generation

Question: What is the substance
that is developing on these | ?
A. Algae

B. Downy mildew

C. Powdery mildew

D. Sooty mould

Ground Truth: A

FUDOKI : To determine the substance developing on the leaves,
let's analyze the image. The leaves show a yellowish-green
patchy appearance, which is characteristic of downy mildew.
Downy mildew is a fungal disease that affects many plants,
causing discoloration and fuzzy growth on the underside of the

\ s. The oth tions, such as al d ild d New York Skyline with A keyboard made of water,
:o‘:;e .mol: odoe"rofpf 'o?c;" ucca:seafaiase'ki':lzwo:rz‘o’:‘vlthew' an 'Diffusion’ written with the water is made of light,
14 ! ypica’ly 9 : fireworks on the sky. the light is turned off.

Therefore, the correct answer is B. Downy mildew.

Figure 12: Examples of failed cases on visual understanding and generation. While FUDOKI demonstrated
strong performance, it still struggled with harder tasks—such as generating images from complex prompts
involving specific texts, and understanding visuals that require expert-level knowledge.

Broader Impacts. FUDOKI introduces a novel paradigm for unified multimodal modeling that
departs from the long-dominant autoregressive approach, potentially redefining how future multimodal
systems are designed. By leveraging discrete flow matching with metric-induced probability paths,
FUDOKI enables controllable and interpretable generation processes, which could prove valuable
in critical applications such as education, embodied Al, and autonomous driving. Its iterative, self-
correcting refinement process aligns well with human reasoning patterns and may support safer,
more reliable Al agents in domains requiring high precision, such as medicine and law. Furthermore,
FUDOKT’s unified architecture for both understanding and generation fosters more integrated, general-
purpose agents—an important step toward realizing practical artificial general intelligence (AGI).
However, as with any generative technology, ethical considerations around bias, misuse, and content
safety must be carefully addressed as adoption scales.
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