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1 Datasets and Data Curation Pipeline

1.1 Limitations of Existing Datasets

One example of problem with MoleculeNet [57] is the SIDER dataset [29]. SIDER is a dataset
for predicting side effect from the small molecule structure. It contains 27 classification tasks,
corresponding to the 27 system organ classes following MedDRA classifications [1]. If taking a
closer look at the MedDRA classification on the system organ level on its website, we can find
a claim of “System Organ Classes (SOCs) which are groupings by aetiology (e.g. Infections and
infestations), manifestation site (e.g. Gastrointestinal disorders) or purpose (e.g. Surgical and medical
procedures). In addition, there is a SOC to contain issues pertaining to products and one to contain
social circumstances.”!. This means, not all system organ classes are disease related, but could
be related to product or social circumstances, which is irrelevant to small molecule structures. In
fact, the two tasks among the 27 tasks are named “Social circumstances” and “Product issues”, that
corresponds to the claims above. Predicting such label from molecular structure alone is futile and
therefore does not serve the purpose of a benchmarking dataset. The other problematic example
in MoleculeNet is the PCBA dataset, originally used in [44]. However, as claimed in the original
paper, “It should be noted that we did not perform any preprocessing of our datasets, such as
removing potential experimental artifacts”. And we have demonstrated the importance of removing
the experimental artifacts in the data processing pipeline in the main text. There are more example
issues with MoleculeNet that can be found in [52].

For Therapeutics Data Commons (TDC) [24], we used filters in our pipeline on small molecule-related
tasks on and found issues with them. Tab. 1 lists the details.

Tab. 1: Examples of issues found with our filters in small molecule & drug discovery related datasets
in TDC. The promiscuity filter is not applied due to the long running time. Note that some datasets
display significant large ratio of actives not passing (ANP) the filters, compared to their total number
of actives, such as HIV.
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HTS SARSCoV2_Vitro_Touret 88 1484 4 0 586 3 4
HTS SARSCoV2_3CLPro_Diamond 78 880 1 1 15 0 2
HTS HIV* 1443 41127 0 55 3087 0 294
Tox hERG 451 655 7 0 12 7 17
Tox hERG_Karim 6718 13445 0 0 301 11 212
ADME Pgp_Broccatelli 650 1218 6 0 0 8 63
ADME CYP2C19_Veith 5819 12665 0 8 521 199 318
ADME CYP2D6_Veith 2514 13130 0 7 549 134 126
ADME CYP3A4_Veith 5110 12328 0 6 549 245 193
ADME CYP1A2_Veith 5829 12579 0 6 542 498 333
ADME CYP2C9_Veith 4045 12092 0 7 538 167 236
Tox Tox21* 309 7265 0 113 233 5 18

* These datasets appear in MoleculeNet as well.

As mentioned in the introduction in the main paper, there are also issues with inconsistent representa-
tions and undefined stereochemistry. We list an example for each in Fig. 1 and Fig. 2.

"https://www.meddra.org/how-to-use/basics/hierarchy, Accessed Jun 2024
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Fig. 1: An example of inconsistent molecular representations for the same molecule found in
MoleculeNet’s BBBP dataset. These two should be the same molecule (Acetylsalicylate is known
as Aspirin) but the left one is represented as kekulized form while the right one in aromatic form.
Moreover, these two have different labels.

CH,

H,C NH,
CID: BACE_412 CID: BACE_1206
SMILES: Fclnccecl- SMILES: Fclnceecl-clec(cecl)
clec(cecl)CA(N=C(N)N(C)C1=0)clcn(ncl)CC [C@@]1(N=C(N)N(C)C1=0)clcn(ncl)CC
pIC50=38.0 pIC50 = 5.7077441

Fig. 2: An example of undefined stereochemistry MoleculeNet’s BACE dataset. The highlighted circle
marks a chiral center, which have several possible 3D arrangements. On the left, it is not specified
how it is arranged (undefined stereochemistry). On the right, it is specified ( the wedge denotes the
bond is pointing outward, while the dash denotes the bond pointing inwards). This lack of definition
can lead to ambiguity, as different stereoisomers of the same molecule can have vastly different
biological activities. If stereochemistry is not explicitly defined, the model may incorrectly assume
that different stereoisomers are the same compound, potentially leading to erroneous predictions.



1.2 Dataset Description & Hierarchical Curation Details

In a typical HTS campaign, there are many bioassays, which fall into three categories. The primary
screen is the initial screen for compound activity against a certain target, reducing the available
compound library to a smaller set for further validation of activity. The activity threshold is typically
set loosely to reduce the number of false negatives, resulting in a high false positive rate at this stage
[11]. A confirmatory screen is a follow-up assay that validates the putative actives identified in the
primary screen. A counter screen is set up to exclude compounds that show activity for an unwanted
target, as a potential drug compound should have specificity for its intended target to reduce the
chance of off-target toxicity.

In our curation process, each bioassay undergoes manual inspection of the PubChem description to
determine the relationships between assays and their experimental details. This manual inspection
ensures that the bioassays are accurately linked in a step-by-step manner, forming a hierarchical
structure of curation. Hierarchical curation involves organizing bioassays in levels, starting from
primary screens, followed by confirmatory screens, and finally counter screens. This method reduces
the false positive rate in the datasets by systematically validating and filtering the compounds through
multiple layers of screening.

In the following diagrams, the AIDs can be used to look up the original bioassays on PubChem.
Please note that the number of compounds shown in the diagrams are before other filters (e.g., PAINS
filter) are applied.
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Fig. 3: Hierarchical curation pipeline for AID435008

AID435008

This dataset focused on identifying Orexin receptor type 1 (OX1R) antagonists. Through its selective
interaction with neuropeptide orexin A, OX1R demonstrates critical functions in feeding [21], sleep
[16, 21], mood [2], and addiction [SO]. Two primary screens, AID434989 and AID485270, identified
antagonists of OX1R through fluorescence-based cell-based assay and FRET-based cell-based assay
technologies. AID463079 countered AID434989 through a similar fluorescence-based assay that
evaluated non-selectively inhibition of Gq signaling in the parental CHO cell line (without GPCR
transfection). Compounds that were active in the primary screen AID434989 and inactive in the
counter screen AID463079 were subjected to a second layer of confirmatory screen AID492963 and
counter screen AID492965, both using fluorescence-based cell-based assays with conditions similar
to AID434989. Compounds that were active in the primary screen AID485270 were confirmed by
the confirmatory screen AID492964 and tested for selectivity by the counter screen AID493232,
both being Homogeneous Time Resolved Fluorescence (HTRF)-based cell-based assays. Actives
from the confirmatory screen AID492963 that were inactive in AID492965 were confirmed by the
last layer of confirmatory screens AID504699, while actives from AID492964 that were inactive in
AID493232 were confirmed by AID504701. The two confirmatory screens in this last layer were
both dose-response assays.

Since the two experimental pipelines used two separate technologies in identifying OX1R antagonists,
the final actives were taken from the union of the active subsets from the last two confirmatory screens,
AID504699 (A in Fig. 3), and AID504701 (3 in Fig. 3). The final inactive compounds were taken
from the intersection of the two inactive subsets of the two primary screens, AID434989 (C in Fig. 3),
and AID485270, (D in Fig. 3) to reduce false-negative rate, since we found some inactive compounds
in one screen that were active in the other. Note that we also found some compounds that were
not strictly aligned with the assay descriptions (red, dashed arrows), i.e., being inactive in previous
primary and confirmatory screens or active in the counter screens but still included in the follow-up
confirmatory screens. Such occurrences are often due to the fact that experimentalists might decide
to move on with compounds whose activities were found to be close to the threshold defined for
active compounds or sharing common scaffolds with confirmed active compounds. Therefore, active
readouts from such compounds were kept in the final active set, and inactive ones were included in
the final inactives. This practice reduced both false-positive and false-negative rates and enabled more
rigorous training tasks by ensuring that similar scaffolds were present in both classification labels.

Dose-response data as the additional experimental measures (IC50) were averaged from the readouts
of AID504699 and AID504701 for active compounds. For inactive compounds whose IC50 values
were not available, an arbitrarily high IC50 of 1000 M was chosen. See Sec. 1.5 for details.
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Fig. 4: Hierarchical curation pipeline for AID1798

AID1798

The G,-coupled GPCR M1 Muscarinic Receptor is a seven-transmembrane domain receptor that plays
a significant role in cognitive function and has been targeted for therapeutic purposes, particularly in
treating Alzheimer’s Disease and schizophrenia [28, 35, 10, 6]. This dataset focuses on identifying
small agonists for M1 receptors (Fig. 4), which potentially improve cognitive performance and reduce
psychotic symptoms. The primary screen AID626 used a cell-based fluorometric calcium assay to
discover positive allosteric modulators of the M1 muscarinic receptor. Actives from this assay were
further confirmed by the confirmatory screen AID1488 and tested for selectivity by the counter screen
AID1741, which evaluated cross-activity with the closely-related M4 muscarinic receptor.

The final active set included compounds that were active in AID1488 (A in Fig. 4) without demon-
strated activity in AID1741 (B in Fig. 4). The final inactive set was retrieved from inactive readouts
in the primary screen AID626 (C in Fig. 4).
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Fig. 5: Hierarchical curation pipeline for AID435034

AID435034

This dataset presents the HTS result from a collection of 4 HTS BioAssays aiming at identifying
antagonists of the M1 Muscarinic Receptor, relevant to treatments of form-deprivation myopia [4]
and impaired visual recognition [56]. The primary screen AID628 shared the same tested compound
set with the assay AID626 (refer to the AID1798 dataset description above). Potential antagonists
identified by AID628 were tested by the confirmatory screen AID677 through a cell-based fluoromet-
ric calcium assay. Actives from AID677 were subjected to another layer of a confirmatory screen
(AID859, with the same condition with AID677) and a counter screen (AID860, with similar assay
condition but for non-specific activity against the M4 muscarinic receptor).

Final active set included active compounds from AID859 (A in Fig. 5), subtracted by non-specific
binders revealed in AID860 (15 in Fig. 5). Final inactive set was taken from the inactive subset of the
primary screen AID628 (C in Fig. 5).
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Fig. 6: Hierarchical curation pipeline for AID1843

AID1843

This dataset focused on developing small molecular inhibitors to the Inward-rectifying Potassium
Ion Channel Kir2.1 (IRK-1) (Fig. 6). Modulators of the Kir2.1 channel serve as leads for developing
anti-arrhythmic drugs, including treatments of short- and long-QT syndromes, Andersen syndrome,
and a range of other cardiovascular, neurological, renal and metabolic disorders [15, 51, 59]. The
primary screen AID1672 identified compounds that inhibit/block IRK-1 using a thallium assay on
the IRK-1-expressed HEK293 cell line. Actives from this assay were confirmed by the confirmatory
screen AID2032 under the same assay condition as AID1672. A subset of 320 active compounds
from AID1672 were confirmed by the confirmatory screen AID463252 with high precision with an
automated population patch-clamp electrophysiology assay. A series of counter screens, AID 2105
(parental HEK293 cells), AID 2236 (hERG CHO cells), AID 2329 (KCNK9-expressed HEK293
cells), and AID2345 were performed to identify active compounds exhibiting non-specific binding
effects against IRK-1. The last counter screen AID2345 was retrieved from a separate project, in
which active compounds against KCNQ2 channels from AID2239 (see the section on AID2258,
dataset for KCNQ?2 Potassium Channels) were tested for activity against IRK-1. Compounds returning
active readouts in AID2345, therefore, should have non-specific activity against IRK-1 and need
to be discarded from the final actives. Among tested compounds in AID2032, we found 1163
compounds that were inactive in the primary screen AID1672 (red, dashed arrow). However, all
of them returned inactive readouts and should be included in the final inactive set. Similarly, 33
inactives from AID1672 were tested in AID463252 but did not demonstrate activity against IRK-1.

Despite its significantly smaller size, the confirmatory screen AID463252 has a much more stringent
assay condition than AID2032, given its patch-clamp method. Therefore, final actives were taken
from the intersection of the active subset from this dataset (C in Fig. 6) and active compounds in
AID2032 (A in Fig. 6), removing any compounds that demonstrated non-specific activity against
IRK-1 from the counter screens (union of B, D, £ and F in Fig. 6). The final inactive set was taken
from the inactive subset of the primary screen (G in Fig. 6).
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AID2258

This dataset presents the HTS result from a collection of 5 HTS BioAssays aiming at identifying
potentiators of KCNQ2 Potassium Channels (Fig. 5). This channel belongs to the Kv7 voltage-
gated potassium channel family, important for the regulation of neural excitability and resting state
of cells [7, 19]. Dysregulation of KCNQ2 was shown to be involved in severe neonatal-onset
developmental and epileptic encephalopathy [36, 25]. The primary screen AID2239 identified
potentiators of the KCNQ2 potassium channel that caused an increase in fluorescent signal intensity
measured by a thallium assay. The confirmatory screen AID2287 tested actives from the primary
screen under similar conditions in duplicate. Three counter screens were included in our dataset,
identifying non-selective compounds showing response for CHO-K1 cell activity (AID2282), non-
specific effects on KCNQI1 (AID2283), and response in KCNQ2-W236L-CHO cells (AID2558).

The final active set included active compounds in AID2287 (A in Fig. 7), subtracted by compounds
that demonstrated activity in any of the three counter screens (union of B, C and D in Fig. 7). The
final inactive set was taken from the inactive subset of the primary screen (€ in Fig. 7). Six inactive
compounds in the primary screen AID2239 were found to be re-tested in the follow-up screens (red,
dashed arrow). Final active readouts among these six compounds caused their exclusion from the
final inactive set.
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AID463087

This dataset was compiled from 6 BioAssays aiming at finding inhibitors of Cav3 T-type Calcium
Channels. The Cav3 Transient-type (T-type) calcium channel is a T-type low voltage-activated calcium
channel expressed throughout the nervous system and is involved in various physiological functions,
such as modulating neuronal firing patterns [23, 26]. It serves as an attractive target for treating chronic
pain [12], epilepsy, and pulmonary hypertension [39, 42]. The primary screen AID449739 identified
inhibitors of Cav3 T-type calcium channels by measuring calcium fluorescence modulation in a Cav3.2
expressing cell line. We selected five follow-up dose-response assays, AID489005, AID493021,
AID493022, AID493023, and AID493041 to include in this dataset. While AID489005 employed
the same assay as AID449739, the other four dose-response assays applied similar conditions to the
primary Screen but were tested in 11-point 3-fold CRC experiments in triplicate. Note that because
AID493022, AID493023, and AID 493041 tested compounds synthesized at Vanderbilt, they do
not share any compound with the primary screen (whose tested compounds came from the small
molecule library provided by the Molecular Libraries Small Molecule Repository). Therefore, these
assays were referred to as Extra Reasonable Sets, and only AID489005 and AID493021 were referred
to as confirmatory screens.

As shown in Fig. 8, the final set of active compounds was acquired by taking the union of all
confirmatory screens (D, £ in Fig. 8) and extra reasonable sets (A, B and C in Fig. 8). The final
inactive set included the inactive subset of the primary screens (Z in Fig. 8) and all inactive compounds
in the extra reasonable sets (F, G and H in Fig. 8).
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Fig. 9: Hierarchical curation pipeline for AID488997

AID488997

This dataset presents the HTS result from a collection of 5 HTS BioAssays aiming at identifying
inhibitors of the human high-affinity Choline Transporter (CHT). Acetylcholine (ACh) has vital
modulatory functions over arousal, motor and cognition [43, 20], and its pathway was found to
be vulnerable in certain neurological disorders such as Alzheimer’s Disease (AD) [55] . Without
the capability to synthesize choline de novo, cholinergic neurons rely on choline uptake for ACh
synthesis through the high-affinity CHT [40]. CHT therefore is suggested as a promising target for
cholinergic therapies in AD and other diseases whose pathology is regulated by cholinergic signaling.
The Primary Screen AID488975 identified compounds that inhibit the choline-induced membrane
depolarization by CHT in the CHT-expressing HEK293 cell line through a choline-induced membrane
potential assay. Active compounds from AID488975 were confirmed by a series of confirmatory
Screens, among which the three confirmatory Screens, AID504840, AID493221, and AID588401,
were chosen for their significantly larger sizes than the other screens. These screens employed the
same conditions as presented in the Primary Screen in duplicate (for AID493221) or similar but with
5-point concentration response curve (CRC) (for AID504840) or 10-point CRC (for AID588401). The
counter screen AID493222 evaluated active compounds from AID488975 for non-specific activity in
the parental HEK293 cell line.

As shown in Fig. 9, the final active set included the intersection of active subsets in AID504840
(A in Fig. 9), AID493221 (B in Fig. 9), and AID588401 (C in Fig. 9), removing any non-specific
compound that was active in AID493222 (D in Fig. 9). Compounds found inactive in AID488975
(€ in Fig. 9) were included in the final inactive set. In addition, we found 17, 38, and 2 inactive
compounds from AID488975 (red, dashed arrows) that were tested in AID504840, AID493221,
and AID588401, respectively. Among those, some were found to be active in these confirmatory
screens. Since the conditions of confirmatory screens were more stringent than the primary screen,
we decided not to remove these compounds from our dataset and include any inactive readout from
these compounds in our final inactive set.

Dose-response as the additional experimental measures (IC50) was taken from the average IC50
values reported in the two assays AID504840 and AID588401. For inactive compounds, an arbitrarily
high IC50 value of 1000u4M was chosen. See Sec. 1.5 for details.

11



321,808 Legends

€321,574
(Inactive

235
(Active)

29

|
YA

B 174
(Inactive/ Inactive) (Active)
Inconclusive)

Final Actives: B — A
Final Inactives: ¢

Fig. 10: Hierarchical curation pipeline for AID2689

AID2689

The goal of this project is to identify inhibitors for Serine/Threonine Kinase 33 (STK33), a pro-tumor
protein involved in mitotic DNA damage checkpoint and protein autophosphorylation and shown to be
important for survival and proliferation of mutant KRAS-dependent cancer cells [46, 8]. The primary
screen AID2661 identified inhibitors of STK33 by measuring the change in luminescent signal, an
indication of kinase activity of purified STK33 when preincubated with potential inhibitors (cell-free
assays). The confirmatory screen AID2821 re-tested actives from AID2661 by a dose-response assay
similar in experimental conditions. The counter screen AID504583 evaluated a subset of compounds
for STK33 selectivity by measuring Protein Kinase A inhibition.

The final active set included compounds that were found active in AID2821 (B in Fig. 10), removing
any active compounds in the counter screen (A in Fig. 10). The final inactives were taken from the
inactive subset of the primary screen (C in Fig. 10).

The additional experimental measures data (EC50) was extracted from AID2821 for final active
compounds. Since the EC50 (M) values reported for actives ranged from 0.100 to 120.0, an
arbitrarily high EC50 value of 1000 M was chosen for inactive compounds. See Sec. 1.5 for details.

12
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AID485290

The Human tyrosyl-DNA phosphodiesterase 1 (TDP1) is involved in the repair of DNA lesions caused
by topoisomerase 1 (Topl) inhibitors, which are used in chemotherapy. This dataset compiled HTS
screenings focused on developing small molecular inhibitors for TDP1, which potentially enhance
the cytotoxic effects of Topl inhibitors, making cancer cells more susceptible to chemotherapy [32,
3]. The primary screen AID485290 identified inhibitors of TDP1. The follow-up counter screen
AID489007 used the AlphaScreen (AS) detection method measuring the loss in AS signal due to the
cleavage of the bond between TDP1’s oligonucleotidic DNA substrate and fluorescein isothiocyanate.

The final active set contained any active compound in AID485290 (A in Fig. 11), excluded by actives
in AID489007 (B in Fig. 11). The final inactive set included inactives in AID485290 (C in Fig. 11).

13



1.3 Data Processing - PAINS Filters

There are three layers of filters employed to detect PAINS: Promiscuity Filter, Optical Interference,
and Other Interference Patterns Filter. Details of them can be seen below.

Promiscuity Filter

Promiscuous compounds refer to compounds that demonstrate activity against multiple, often unre-
lated, targets. These compounds hold less interest in drug discovery due to their potential to trigger
unintended effects and adverse interactions [58]. [45] establishes Frequency of Hits (FoH), the ratio
of the number of assays in which a compound is tested active and the number of assays in which it
was tested, as a measure of promiscuity. A FoH larger than 0.26 is considered a potential nonspecific
binder. FoHs for all compounds in our datasets were calculated through the following steps adapted
from [45]:

 For each compound, the information on its tested assays was retrieved from PubChem’s
FTP record?.

* For each of the assays tested, the sequence of the protein target was retrieved by the
Biopython API [14] to the Entrez database of NCBI [54].

* Given all sequences of the proteins tested for each compound, a Multiple Sequence Align-
ment was performed to find the Percent Sequence Identity (%SI) between these proteins.
The Clustal Omega [47] server provided by the EMBL-EBI Job Dispatcher framework [31]
was used for this purpose.

» The general rule is that an assay whose target is highly similar to other targets should con-
tribute less significantly to a compound’s promiscuity. Therefore, the percentage identities
were used to calculate the weight of each assay: w =1 - %SI/100.

» FoH for each compound was calculated by the formula: FoH = wACC/nTAC, with wACC
being the weighted total number of assays tested where the compound was identified as
active. nTAC is the total number of assays tested, normalized by weights. Only assays with
over 10,000 compounds tested were considered.

* Compounds with FoH over 0.26 were discarded.

Optical Interference Filter Recent HTS efforts have been done to identify frequent hitters that cause
false-positive signals due to their chromo/fluorogenic properties [48]. In this benchmark, we filter
potential fluorescent interferences by eliminating compounds that were experimentally confirmed by
autofluorescent assays, including AID 587, AID 588, AID 590, AID 591, AID 592, AID 593, and
AID 594.

Other Interference Patterns Filter PAINS compounds were identified in the rest of our data through
a SMARTS substructural matching filter provided by RDkit [30]. This substructural filter includes
a catalog of SMARTS versions of compounds previously identified as PAINS from a number of
protein-protein interaction screens using the AlphaScreen technology [S]. Any compound that returns
a True flag from this filter was discarded.

1.4 Additional Format Details

1.4.1 SDF Generation

The resulting .txt data files from the curation were converted into SDF files by Corina Classic [13] vS5.
3D conformations of molecules were generated from input SMILES strings with missing hydrogens
added (driver option -d wh) and aromatic bonds explicitly included as 4 in the output file (ouput
option -o mdlbond4). PubChem CID for each compound was included in the title line, and the activity
label for each compound (Active/Inactive) was included in the comment line of the SDF format. An
example of converting an input.txt file into an output.sdf file is shown below:

corinab -i t=smiles,sep=";",scn=2,ncn=1,ccn=4 -o pascom,mdlbond4 -d wh
input.csv output.sdf

“https://ftp.ncbi.nlm.nih.gov/pubchem/Bioassay/Extras/bioassays.tsv.gz , Accessed Jun 2024
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Tab. 2: Node features

Indices Description
One-hot encoding of element type: H, C, N, O, F,

0-11 Si, P, S, Cl, Br, I, other
12-15 One-hot encoding of node degree: 1, 2, 3, 4
16 Formal charge
17 Isin aring
18 Is aromatic
19 Explicit valence
20 Atom mass
21 Gasteiger charge
22 Gasteiger H charge
23 Crippen contribution to logP
24 Crippen contribution to molar refractivity
25 Total polar sufrace area contribution
26 Labute approximate surface area contribution
27 EState index
Tab. 3: Edge features
Indices Description
0 Is aromatic
1 Is conjugate
2 Isin aring
3-6 One-hot encoding of bond type: 1, 1.5, 2, 3

1.4.2 Node and Edge Attributes in the Graph Format

The 2D and 3D graphs both contain node features. Since the edge of 2D graphs are defined to be
chemical bonds, those edges have chemical bond features associated. 3D graphs defines a edge
existence based on 3D Euclidean distance within a distance cutoff. Therefore 3D graph has no edge
features but and only has two states: outside the cutoff (no edge) or within the cutoff (has edge).

We use the node and edge features from [34], as listed in Tab. 2 and Tab. 3. However, note that these
are general molecular features. We encourage the community to design more specialized features for
specific tasks to better advance the drug discovery field.

1.5 Additional Experimental Measurement

Our data is curated from actual biochemical experiments stored and detailed on PubChem database.
The floating-valued labels correspond to measured activity values, typically expressed as EC50
or IC50 in the unit of micromolar (uM). These measurements, requiring extensive biochemical
experiments, are more expensive to obtain compared to binary active/inactive labels, so they are
usually only available for confirmed active compounds to manage costs effectively. For other
compounds, the data remains binary (active/inactive).

Of the nine datasets, three include these costly measurements for confirmed actives, providing them
with floating-value labels. Active compounds in these datasets generally show activity in the tens
of micromolar range (detailed below). To represent inactive compounds lacking floating-value
measurements, we assign a value of 1000 uM (or 1 mM), which is commonly accepted as inactive in
drug discovery.

We acknowledge that setting this artificial value of 1000 uM could skew the results. The chosen value
of 1000 uM was selected as a default to indicate inactivity, but it may not be optimal for all use cases.

We encourage researchers with a deep understanding of drug discovery to leverage the floating-value
information in the dataset and consider adjusting the default value of 1000 uM according to their
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specific needs. For instance, they might choose to set this value to the maximum detectable activity
or another relevant threshold. For other researchers, as noted in the paper, we recommend sticking to
binary classification tasks, especially if they are not comfortable with the implications of using this
artificial value.

We list the specifications of these three datasets with additional experimental measures.

AID435008: The additional experimental measure data was extracted from AID504699 and
AID504701. The IC50 values were averaged from those assays (given their identical experimental
condition). The final IC50 data contains 247 unique compounds (before other filters), stored in the
“activity_value” in the .csv files with unit uM.

AID2689: The additional experimental measure data was extracted from AID2821. The final EC50
data contains 224 unique compounds(before other filters), stored in the “activity_value” in the .csv
files with unit uM.

AID488997: The additional experimental measure data was extracted from AID588401 and
AID504840. The IC50 values were averaged from those assays (given their identical experimental
condition). The final IC50 data contains 896 unique compounds (before other filters), stored in the
“activity_value” in the .csv files with unit pM.

1.6 Visualization of the Chemical Space

A example T-SNE visualization of chemical space before and after curation was created and shown
in Fig. 12. We could observe two key points:

1. The number of actives is significantly reduced after curation, highlighting the high false positive
rate in the primary screen. This underscores the importance of our pipeline in identifying confirmed
actives.

2. After curation, the actives are well-distributed across the chemical space, rather than being
clustered. This broad representation is crucial for training robust AI models.

Control Data (AID1798) WelQrate Data (AID1798)

Inactives Inactives
- Actives . - Actives

40 ot

-SNE Component 2
°

t-SNE Component 2
°

—40

—40 =20 0 20 40 —40 -20 o 20 40
t-SNE Component 1 t-SNE Component 1

Fig. 12: A T-SNE visualization of the ECPF4 embedding of AID1798, before and after curation.
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2 Evaluation Framework

2.1 Evaluation Metric Details

Logarithmic Receiver-Operating-Characteristic Area Under the Curve with the False Positive
Rate in the Range [0.001, 0.1] (1ogAUC|0.001,0.1))

Ranged LogAUC ([38]) features in a high decision cutoff corresponding to the left side of the
Receiver-Operating-Characteristic (ROC) curve, i.e., those False Positive Rates (FPRs) with small
values. Also, because the threshold cannot be predetermined, the area under the curve is used to
consolidate all possible thresholds within a certain small FPR range. Finally, the logarithm is used to
bias towards smaller FPRs. Following prior work ([34, 18]), we choose the FPR range between 0.001
and 0.1. A perfect classifier achieves a logAUC|g g1,0.1) of 1, while a random classifier reaches a
logAUC9.001,0.1) of around 0.0215, as shown below:

f096101 zdlogygz f:31 10%du ~ 0.0215
0.1 - -1 ~
0.001 1dlog; o J 5 1du

Boltzmann-Enhanced Discrimination of Receiver Operating Characteristic (BEDROC)

BEDROC ([41]) bounded by the interval [0,1], emphasizes the model’s ability to rank active com-
pounds early in the prediction list. It is derived from the robust initial enhancement (RIE), its
minimum value RIF,,;, (when all the actives are ranked at the tail of the list), and its maximum
value RIFE,,,, (when all the actives are ranked at the beginning of the list), defined as follows:

1sn  -awm;
RIE —_n Zz:l €
1 ([ 1-—e—>
¥ (F7)
1 — el
RIE g0 = ————
R, (1 —e™@)
1 — e*fla
RIEpin = 57—
R, (1 —e%)

Where n and IV are the numbers of actives and total compounds tested, respectively. x; is the relative
rank of the ith active such that x; = r; /N for r; being its rank in the prediction list. R,, is the ratio of
actives (n/N), and « is a tunable parameter that controls the metric’s sensitivity to early recognition.
we used the recommended value of a=20 as suggested in the original paper. The BEDROC score is
calculated as:

RIE — RIE; n—eni/N Rg sinh (a/2) 1
BEDROC = mn o =i=l @
RIE 4z — RIEmin n ( 1—/7\70 ) x cosh (a/2) — cosh (a/2 — aR,) + 1 — ea(1—-Ra)
N \ e> —1

Enrichment Factor with Cutoff 100 (EF100)

Enrichment factor ([22]) is often used metric in virtual screening. It measures how well a screening method can
increase the proportion of active compounds in a selection set, compared to a random selection set. Here we
select the top 100 compounds as the selection set. And the EF19¢ can be defined as follows:

n100/N10o
n/N

where nioo is the number of true active compounds in the ranked top 100 predicted compounds given by the

model, N1go is the number of compounds in the top 100 predicted compounds (i.e., 100), n is the number of
active compounds in the entire dataset, N is the number of compounds in the entire dataset. It is essentially
a measure of the model’s ability to “enrich” the set of compounds for further testing. A random selection set
receives an EFgo of 1. If no true active compounds are in the top 100 compounds, the EF199 becomes 0.

Discounted Cumulative Gain with Cutoff 100 (DCG10)

EFi90 =

DCG ([27]) is a measure of ranking quality often used in web search. In a web search, it is obvious that a
method is better when it positions highly relevant documents at the top of the search results. Virtual screening
has a similar evaluation logic where we desire the active molecules to appear at the top of the selection set. To
calculate DCG, a simpler version metric named Cumulative Gain (CG) ([27]) is introduced below. CG is the
sum of the relevance value of a compound in the selection set. In our case, a true active compound receives a
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relevance value of 1, while a true inactive compound receives a relevance value of 0. So, the CG with cutoff 100
(CGi100) equals the number of true active compounds in the top 100 compounds, i.e.,

100

CGroo =Y ui
=1

It can be observed that CG1oo is unaffected by changes in the ordering of compounds. DCG hence aims to
penalize a true active molecule appearing lower in the selection set by logarithmically reducing the relevance
value proportional to the predicted rank of the compound, i.e.,

100

DCGhoo =Y _yi/loga(i+ 1)

i=1

2.2 Cross-Validation

Traditional cross-validation is a technique used to assess the performance of a machine learning model by
partitioning the dataset into a number of equally sized subsets or folds. The process typically involves dividing
the entire dataset into k folds, where one fold is set aside as the testing set and the remaining k£ — 1 folds form
the training set. This process is repeated k times, with each fold used exactly once as the testing set. The
performance metric is calculated for each of the k iterations and then averaged to produce a single estimation of
the model’s performance. Traditional cross-validation allows the model to be trained and tested on different
subsets of the data, providing a more robust estimate of the model’s performance compared to a single train-test
split. This approach helps reduce overfitting and offers insights into how the model generalizes to independent
datasets. This is particularly important for WelQrate dataset collection because the number of active compounds
in reality is limited, and evaluating the performance on just one test set would be biased.

Nested cross-validation is an advanced technique used to evaluate the performance of machine learning models,
especially when hyperparameter tuning is involved. It consists of two levels of cross-validation: an outer loop for
model evaluation and an inner loop for hyperparameter tuning. The outer loop divides the dataset into & folds,
with each fold serving as the test set while the remaining folds form the training set. Within each outer loop
iteration, the inner loop further splits the training set into m folds to perform hyperparameter tuning, ensuring the
test data is never used in the tuning process. The optimal hyperparameters from the inner loop are used to train
the model on the entire outer training set, which is then evaluated on the outer test set. This process is repeated
k times, and the performance metrics from all iterations are averaged to provide a final performance estimate.
Nested cross-validation provides an unbiased and reliable assessment of model performance by preventing data
leakage and overfitting, making it particularly useful for selecting the best model and hyperparameters.

However, nested cross-validation is computationally expensive due to the many loops it involves. Therefore, we
employ an adapted cross-validation approach, where the validation set is always fixed as the fold immediately
prior to the test set (in cases where the test set is the first fold, the validation set becomes the last fold). This
method strikes a balance between computational efficiency and rigorous evaluation.
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3 Experimental Benchmarking

3.1 Model Details

3.1.1 Descriptor Used in Domain Baseline Model

The descriptor used in the domain baseline is generated with BCL. There are three types of features in the
generated descriptor: scalar, signed 2D autocorrelations (2DA_Sign) [49], and signed 3D autocorrelations
(3DA_Sign) [49].

The original unsigned version of 2D_Sign is proposed in [37] (denoted as 2DA). The original unsigned version
of 3D_Sign is proposed in [9] (denoted as 3DA). 2DA defines bond distance as the distance measure, while the
3DA defines the 3D Euclidean distance as the distance measure. The 2DA and 3DA calculate the autocorrelation
value for a distance bin between r, and r, based on the following formula:

Autocorrelation(rq, ry) = Z Z 1(rs;) P P; )
i

where ¢ and j are two nodes (atoms), n is the total number of nodes, P is an atomic property, 1 is an indicator
function, which evaluates to 1 if the distance 7;; satisfies 7, < r;; < 73, otherwise evaluates to 0. 2DA_Sign
and 3DA_Sign extend the original 2DA and 3DA by having 3 values for each distance bin, corresponding to the
positive-positive, positive-negative, and negative-negative pairs of atomic properties, to circumvent the situation
where a negative and a positive cancels out during the summation. The atomic properties used in 2DA_Sign and
3DA_Sign are listed in Tab.4.

There are 23 scalars (see Tab. 4), each taking one dimension.

The 2DA_Sign evaluates up to 11 bonds (exclusive). It has 32 one-dimensional values corresponding to 11
distance bins (3 values per bin originally take 33 dimensions. However, the first bin is for O bonds away,
essentially the square of the property of an atom, which has no positive-negative pairs, therefore excluded) for
each atomic property. With 4 atomic properties, there are 32*4=128 dimensions for 2DA_Sign.

The 3DA_Sign evaluates up to 6 A(exclusive). There are 24 distance bins for a step size of 0.25 A. However, the
distance bin [0, 0.25) reduces to 2D_Sign, therefore excluded. [0.25, 0.5), [0.5, 0.75], [0.75, 1) are generally
evaluates to O, therefore are excluded as well. This results in a total number of 20 distance bins. Each bin has
3 values so there are 60 one-dimensional value for each atomic property. With 4 atomic properties, there are
60*4=240 dimensions for 3DA_Sign.

The final descriptor is of 391 dimensions (23+128+240 = 391).
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Tab. 4: Details of the descriptor used in the domain baseline.

Feature Type

Molecular Weight
Hydrogen Bond Donor
Hydrogen Bond Acceptor
LogP
Total Charge
Number of Rotatable Bonds
Number of Aromatic Rings
Number of Rings
Topological Polar Surface Area
Girth - Widest Diameter of Molecule (A)
Bond Girth - Maximum Number of Bonds Between Two Atoms
Number of Atoms in the Largest Ring Scalar
Number of Atoms in the Smallest Ring
Number of Atoms in Aromatic Fused Ring
Number of Atoms in Fused Ring
Min of Sigma Charge
Max of Sigma Charge
Standard Deviation of Sigma Charge
Sum of Absolute Values of Sigma Charge
Min of V Charge
Max of V Charge
Standard Deviation of V Charge
Sum of Absolute Values of V Charge

Atomic Sigma Charge
Atomic VCharge

Is H (1 for H, -1 for Heavy Atoms) 2DA_Sign
Is In Aromatic Ring (1 for Yes, -1 for No)
Atomic Sigma Charge
Atomic VCharge 3DA_Sign

Is H (1 for H, -1 for Heavy Atoms)
Is In Aromatic Ring (1 for Yes, -1 for No)
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3.2 Hyperparameters

Initially, all models undergo fine-tuning on either random split 1 or scaffold split seed 1 to determine optimal
hyperparameters for each dataset. These identified hyperparameters are then applied to training on other data
splits across various experiments. The following are the hyperparameter pools for all models, all datasets across
two splits. All models were trained using the AdamW optimizer with a default weight decay ratio of 0.01.
Additionally, we implemented a learning rate scheduler featuring a polynomial decay with a linear warmup
phase. The learning rate linearly increases from O to the peak learning rate during the 2000 warmup iterations,
then decays polynomially to the end learning rate 10~° over the total number of iterations, following a power
law. For SchNet, DimeNet++, and SphereNet, we referred to the search space reported by [33]. We applied an
early stopping limit of 30 epochs to halt training if the validation logAUC does not improve for 30 consecutive
epochs. [33] and the default hyperparameters in the forch-geometric [17] and DGL [53] libraries. Here, we
present the tunable hyperparameter pools for all models, and in each of the following tables.

Next, we present the tuned hyperparameters for each model under random and scaffold split across all datasets.
The tuned hyperparameters for each model are represented as a list, where each value corresponds to the
hyperparameters in the pool with the same order.

Tab. 5: Hyperparameter pool for the Naive
Model.

Tab. 6: Hyperparameter pool for the Domain
Model.

Hyperparameters Search Space & Values Hyperparameters Search Space & Values
Peak Learning Rate  0.001,0.0001, 0.00001 Peak Learning Rate  0.001, 0.0001, 0.00001
Hidden Channels 32,64,128 Hidden Channels 32,64, 128
Number of Layers 3,4,5 Number of Layers 3,4,5

Tab. 7: Hyperparameter pool for the GCN.

Tab. 8: Hyperparameter pool for the GIN.

Hyperparameters Search Space & Values Hyperparameters Search Space & Values
Peak Learning Rate 0.01,0.001, 0.0001 Peak Learning Rate 0.01,0.001,0.0001
Number of Layers 2,3,4,5 Number of Layers 2,3,4,5
Hidden Channels 16, 32,64, 128 Hidden Channels 16,32, 64, 128

Tab. 9: Hyperparameter pool for the GAT.

Tab. 10: Hyperparameter pool for the SchNet.

Hyperparameters Search Space & Values
Hyperparameters Search Space & Values Peak Learning Rate 0.0001, 0.001,0.01
Peak Learning Rate 0.01,0.001,0.0001
Number of Layers 5,6,7
Number of Layers 3,4,5 .
Hidden Channels 32,64
E?’:i‘gs Channel " 3’286.}161 28 Number of Filters 16,32, 64
1acen L-hannets it Number of Gaussians 25,50, 75
Tab. 11: Hyperparameter pool for the
SMILES2Vec. Tab. 12: Hyperparameter pool for the
Hyperparameters Search Space & Values TextCNN.
Peak Learning Rate 0.001, 0.0001 Hyperparameters Search Space & Values
Embedding Dimension 25,50, 100 Peak Learning Rate 0.001, 0.0001
Kernel Size 3,5,7 Embedding Dimension 25,50, 75,100
Number of Strides 1,2,3

Tab. 13: Hyperparameter pool for the DimeNet++ model.

Hyperparameters Search Space & Values
Peak Learning Rate 0.001,0.0005, 0.0001
Number of Blocks 4,5,6

Basis Embedding Size 6,8

Number of Spherical Harmonics 3,5,7
Number of Radial Basis Functions 4,6,8

Y )
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Tab. 14: Hyperparameter pool for the SphereNet model.

Hyperparameters Search Space & Values
Peak Learning Rate 0.001, 0.0001
Number of Layers 2,3,4

Basis Embedding Size (Distance)
Basis Embedding Size (Angle)
Basis Embedding Size (Torsion)
Number of Spherical Harmonics

O
Ut 0o Co 0o

CV Hyperparameter List  Scaffold Hyperparameter List

AID1798 [0.001, 128, 5] [0.01, 16, 5]
AID1843 [0.0001, 64, 3] [0.0001, 32, 3]
AID2258 [0.001, 128, 3] [0.01, 64, 3]
AID2689 [0.001, 128, 4] [0.01, 64, 2]
AID435008 [0.01, 32, 3] [0.01, 128, 4]
AID435034 [0.01, 32, 3] [0.001, 64, 4]
AID463087 [0.01, 128, 2] [0.001, 128, 4]
AID485290 [0.001, 64, 3] [0.01, 128, 3]
AID488997 [0.001, 128, 4] [0.001, 128, 5]
GIN CV Hyperparameter List ~ Scaffold Hyperparameter List
AID1798 [0.001, 64, 4] [0.0001, 32, 3]
AID1843 [0.0001, 128, 2] [0.0001, 32, 2]
AID2258 [0.001, 128, 3] [0.001, 128, 3]
AID2689 [0.0001, 64, 4] [0.0001, 128, 4]
AID435008 [0.01, 64, 4] [0.01, 32, 2]
AID435034 [0.001, 64, 2] [0.001, 64, 3]
AID463087 [0.001, 128, 4] [0.001, 128, 3]
AID485290 [0.001, 32, 4] [0.001, 32, 3]
AID488997 [0.001, 64, 4] [0.01, 32, 4]

GAT CV Hyperparameter List ~ Scaffold Hyperparameter List
AID1798 [0.01,5, 8, 32] [0.01, 5, 4, 128]
AID1843 [0.01, 5, 8, 64] [0.0001, 4, 4, 128]
AID2258 [0.001, 5, 8, 128] [0.01, 5, 8, 64]
AID2689 [0.001, 5, 8, 32] [0.001, 4, 4, 128]
AID435008 [0.01, 4, 8, 64] [0.01, 5, 4, 128]
AID435034 [0.01, 5, 4, 32] [0.001, 5, 8, 128]
AID463087 [0.001, 4, 8, 128] [0.001, 5, 4, 64]
AID485290 [0.01, 5, 8, 128] [0.01, 5, 8, 128]
AID488997 [0.01, 3, 4, 128] [0.001, 4, 8, 128]
Naive Model CV Hyperparameter List Scaffold Hyperparameter List
AID1798 [0.001, 64, 4] [0.0001, 32, 3]
AID1843 [0.0001, 128, 5] [0.001, 64, 3]
AID2258 [0.001, 128, 4] [0.001, 128, 5]
AID2689 [0.001, 128, 3] [0.0001, 32, 5]
AID435008 [0.001, 64, 5] [0.0001, 32, 3]
AID435034 [0.0001, 128, 3] [1e-05, 32, 5]
AID463087 [0.001, 128, 5] [0.001, 128, 4]
AID485290 [0.001, 32, 4] [0.001, 128, 3]
AID488997 [0.001, 128, 3] [0.001, 128, 3]

22



Domain Model CV Hyperparameter List ~ Scaffold Hyperparameter List
AID1798 [0.001, 128, 5] [0.001, 128, 4]
AID1843 [0.0001, 64, 3] [0.0001, 32, 5]
AID2258 [0.001, 128, 3] [0.001, 32, 3]
AID2689 [0.0001, 128, 3] [0.001, 64, 4]
AID435008 [0.0001, 32, 3] [0.001, 64, 3]
AID435034 [0.0001, 128, 3] [1e-05, 64, 3]
AID463087 [0.001, 128, 3] [0.001, 128, 3]
AID485290 [0.001, 128, 3] [0.001, 32, 3]
AID488997 [0.0001, 128, 4] [0.0001, 64, 4]
SMILES2Vec CV Hyperparameter List Scaffold Hyperparameter List
AID1798 [0.001, 50, 3, 2] [0.001, 50, 5, 1]
AID1843 [0.001, 100, 7, 2] [0.001, 50, 5, 3]
AID2258 [0.001, 100, 5, 2] [0.001, 25, 5, 2]
AID2689 [0.001, 50, 5, 3] [0.001, 25, 7, 3]
AID435008 [0.001, 50, 3, 2] [0.001, 25, 7, 3]
AID435034 [0.0001, 50, 5, 2] [0.001, 50, 7, 3]
AID463087 [0.0001, 100, 7, 1] [0.001, 50, 5, 1]
AID485290 [0.001, 25, 3, 3] [0.001, 50, 5, 1]
AID488997 [0.0001, 50, 3, 2] [0.0001, 50, 7, 3]
TextCNN CV Hyperparameter List ~ Scaffold Hyperparameter List
AID1798 [0.0001, 75] [0.001, 50]
AID1843 [0.0001, 50] [0.001, 75]
AID2258 [0.0001, 75] [0.001, 75]
AID2689 [0.001, 50] [0.0001, 100]
AID435008 [0.0001, 75] [0.001, 25]
AID435034 [0.001, 100] [0.001, 100]
AID463087 [0.0001, 100] [0.001, 100]
AID485290 [0.0001, 75] [0.0001, 100]
AID488997 [0.001, 100] [0.001, 100]
SchNet CV Hyperparameter List ~ Scaffold Hyperparameter List
AID1798 [0.001, 5, 64, 16, 75] [0.001, 7, 64, 16, 50]
AID1843 [0.001, 6, 64, 16, 25] [0.001, 7, 32, 32, 75]
AID2258 [0.001, 6, 64, 16, 50] [0.001, 5, 64, 16, 75]
AID2689 [0.001, 6, 32, 16, 75] [0.001, 6, 32, 64, 25]
AID435008 [0.001, 5, 64, 32, 50] [0.001, 6, 64, 64, 50]
AID435034 [0.001, 5, 32, 32, 50] [0.001, 6, 32, 64, 75]
AID463087 [0.001, 5, 64, 64, 25] [0.001, 5, 32, 64, 25]
AID485290 [0.001, 6, 32, 32, 25] [0.001, 6, 32, 16, 75]
AID488997 [0.001, 5, 64, 16, 25] [0.001, 7, 32, 64, 25]
DimeNet++ CV Hyperparameter List Scaffold Hyperparameter List
AID1798 [0.0001, 6, 6, 3, 6] [0.0005, 4, 8,7, 8]
AID1843 [0.0001, 6, 6, 3, 6] [0.0001, 4, 6, 3, 8]
AID2258 [0.0001, 4, 6, 5, 4] [0.001, 4, 6, 5, 4]
AID2689 [0.0001, 5, 6, 5, 6] [0.0001, 5, 8, 5, 8]
AID435008 [0.0001, 4, 6, 3, 4] [0.001, 5, 6, 5, 4]
AID435034  [0.0001, 6, 6, 5, 4] [0.0001, 5, 6, 3, 4]
AID463087 [0.0001, 4, 6, 3, 4] [0.0001, 6, 8, 3, 4]
AID485290 [0.001, 6, 8, 3, 6] [0.0001, 6, 6, 5, 8]
AID488997  [0.0001, 5, 6, 3, 4] [0.001, 4, 8, 3, 4]
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SphereNet  CV Hyperparameter List ~ Scaffold Hyperparameter List

AID1798 [0.001, 1, 4, 4, 4, 3] [0.0001, 3, 8, 8, 4, 5]
AID1843 [0.001, 4, 4, 4, 4, 3] 0.001, 4, 8, 8, 4, 3]
AID2258 [0.0001, 4, 4,4, 4, 3] 0.001,
AID2689 [0.001,4,8,8,4,3 0.001,
AID435008 [0.001,4,8,8,4,5
AID435034 [0.001, 4, 4,8,4,5
AID463087 [0.001,4,4,4,4,3
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3.3 Training Details

In our current work, we addressed class imbalance by employing a straightforward oversampling approach.
Specifically, during model training, we used a strategy where molecules were sampled based on a probability
inversely proportional to their class label frequency. This ensured that in each training batch, there was a roughly
equal number of molecules from both classes, thereby mitigating the imbalance.

We recognize that class imbalance is a complex problem, and while oversampling is a practical approach, it is
not the only solution. In fact, our previous research has explored dedicated methods for handling imbalance
in graph-based models, including imbalanced graph classification. We agree that this is an interesting area
for further exploration, and we will include a discussion in the paper about potential future directions beyond
oversampling, such as the use of advanced techniques like undersampling, synthetic data generation, and
specialized algorithms for imbalanced data.
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4 Additional Contents

4.1 Assets and Computing Resources

4.1.1 Asset Licenses

PubChem is the source of data in this work and it is a free to use database”.

BCL, which is used to generate the domain-driven descriptor, is under MIT license®*.

RDKit, which is used for most part of the data processing, is under the 3-Clause BSD License’.
Corina v5.0, that is used to generated SDF, is a commercial software and is licensed to the Meiler lab.

All of our experiments are executed with Python. Python is developed under an OSI-approved open-source
license, making it freely usable and distributable, even for commercial use. Python’s license is administered by
the Python Software Foundation®.

Graph formats are generated with PyTorch Geometric under the MIT license’.

The dataset diagrams in the main paper and supplement were created with BioRender.com, with an academic
license.

4.1.2 Computing Resources

The experiments were carried out on a DGX cluster equipped with an AMD EPYC 7742 64-Core CPU processor,
2.0TiB of RAM, and eight NVIDIA A100-SXM4 GPUs, each with 80GB of memory.

3https://pubchem.ncbi.nlm.nih.gov/docs/downloads, Accessed Jun 2024
*https://github.com/BCLCommons/bcl/blob/master/LICENSE, Accessed Jun 2024
Shttps://github.com/rdkit/rdkit/blob/master/license.txt, Accessed Jun 2024
Shttps://www.python.org/about/, Accessed Jun 2024
https://github.com/pyg-team/pytorch_geometric/blob/master/LICENSE, Accessed Jun 2024

26


https://pubchem.ncbi.nlm.nih.gov/docs/downloads
https://github.com/BCLCommons/bcl/blob/master/LICENSE
https://github.com/rdkit/rdkit/blob/master/license.txt
https://www.python.org/about/
https://github.com/pyg-team/pytorch_geometric/blob/master/LICENSE

References

(1]
(2]

3

—

[4

—_

[5

—

(6]

[7

—

(8

—_—

[9

—

(10]

(11]

[12]

(13]

(14]

[15]

(16]

(17]

(18]

MEDDRA. https://www.meddra.org/. [Online; accessed 05-June-2024].

Md G Abbas, Hirotaka Shoji, Shingo Soya, Mari Hondo, Tsuyoshi Miyakawa, and Takeshi Sakurai.
Comprehensive behavioral analysis of male ox1r-/- mice showed implication of orexin receptor-1 in mood,
anxiety, and social behavior. Frontiers in behavioral neuroscience, 9:324, 2015.

Smitha Antony, Christophe Marchand, Andrew G Stephen, Laurent Thibaut, Keli K Agama, Robert J
Fisher, and Yves Pommier. Novel high-throughput electrochemiluminescent assay for identification of
human tyrosyl-dna phosphodiesterase (tdp1) inhibitors and characterization of furamidine (nsc 305831) as
an inhibitor of tdp1. Nucleic acids research, 35(13):4474-4484, 2007.

Baskar Arumugam and Neville A McBrien. Muscarinic antagonist control of myopia: evidence for m4 and
m1 receptor-based pathways in the inhibition of experimentally-induced axial myopia in the tree shrew.
Investigative Ophthalmology & Visual Science, 53(9):5827-5837, 2012.

Jonathan B Baell and Georgina A Holloway. New substructure filters for removal of pan assay interference
compounds (pains) from screening libraries and for their exclusion in bioassays. Journal of medicinal
chemistry, 53(7):2719-2740, 2010.

NC Bodick, WW Offen, HE Shannon, J Satterwhite, R Lucas, R Van Lier, and SM Paul. The selective
muscarinic agonist xanomeline improves both the cognitive deficits and behavioral symptoms of alzheimer
disease. Alzheimer disease and associated disorders, 11:S16-22, 1997.

Matteo Borgini, Pravat Mondal, Ruiting Liu, and Peter Wipf. Chemical modulation of kv7 potassium
channels. RSC medicinal chemistry, 12(4):483-537, 2021.

Bastienne Brauksiepe, Alejandro O Mujica, Harald Herrmann, and Erwin R Schmidt. The serine/threonine
kinase stk33 exhibits autophosphorylation and phosphorylates the intermediate filament protein vimentin.
BMC biochemistry, 9:1-12, 2008.

P Broto, G Moreau, and C Vandycke. Molecular structures: perception, autocorrelation descriptor and sar
studies. perception of molecules: topological structure and 3-dimensional structure. European journal of
medicinal chemistry, 19(1):61-65, 1984.

Neil T BURFORD and Stefan R NAHORSKI. Muscarinic m1 receptor-stimulated adenylate cyclase
activity in chinese hamster ovary cells is mediated by gs « and is not a consequence of phosphoinositidase
¢ activation. Biochemical Journal, 315(3):883-888, 1996.

Mariusz Butkiewicz, Yanli Wang, Stephen H Bryant, Edward W Lowe Jr, David C Weaver, and Jens Meiler.
High-throughput screening assay datasets from the pubchem database. Chemical informatics (Wilmington,
Del.), 3(1),2017.

Song Cai, Kimberly Gomez, Aubin Moutal, and Rajesh Khanna. Targeting t-type/cav3. 2 channels for
chronic pain. Translational Research, 234:20-30, 2021.

Structure Generator CORINA Classic. 3d structure generator corina classic. Niirnberg: Molecular
Networks GmbH. Available online at: www. mn-am. com, 2019.

Peter JA Cock, Tiago Antao, Jeffrey T Chang, Brad A Chapman, Cymon J Cox, Andrew Dalke, Iddo
Friedberg, Thomas Hamelryck, Frank Kauff, Bartek Wilczynski, et al. Biopython: freely available python
tools for computational molecular biology and bioinformatics. Bioinformatics, 25(11):1422, 2009.

Amit S Dhamoon, Sandeep V Pandit, Farzad Sarmast, Keely R Parisian, Prabal Guha, You Li, Suveer
Bagwe, Steven M Taffet, and Justus MB Anumonwo. Unique kir2. x properties determine regional and
species differences in the cardiac inward rectifier k+ current. Circulation research, 94(10):1332-1339,
2004.

Christine Dugovic, Jonathan E Shelton, Leah E Aluisio, Ian C Fraser, Xiaohui Jiang, Steven W Sutton,
Pascal Bonaventure, Sujin Yun, Xiaorong Li, Brian Lord, et al. Blockade of orexin-1 receptors atten-
uates orexin-2 receptor antagonism-induced sleep promotion in the rat. Journal of Pharmacology and
Experimental Therapeutics, 330(1):142-151, 2009.

Matthias Fey and Jan Eric Lenssen. Pytorch geometric, 2019. URL https://github.com/rustyls/
pytorch_geometric. Accessed: 2024-06-11.

Vladimir Golkov, Alexander Becker, Daniel T Plop, Daniel éuturilo, Neda Davoudi, Jeffrey Mendenhall,
Rocco Moretti, Jens Meiler, and Daniel Cremers. Deep learning for virtual screening: Five reasons to use
roc cost functions. arXiv preprint arXiv:2007.07029, 2020.

27


https://www.meddra.org/
https://github.com/rusty1s/pytorch_geometric
https://github.com/rusty1s/pytorch_geometric

(19]

(20]

(21]

(22]

(23]

[24]

[25]

[26]

[27]

(28]

[29]

(30]
(31]

(32]

(33]

(34]

(35]

[36]

[37]

George A Gutman, K George Chandy, John P Adelman, Jayashree Aiyar, Douglas A Bayliss, David E
Clapham, Manuel Covarriubias, Gary V Desir, Kiyoshi Furuichi, Barry Ganetzky, et al. International union
of pharmacology. xli. compendium of voltage-gated ion channels: potassium channels. Pharmacological
reviews, 55(4):583-586, 2003.

Talita H Ferreira-Vieira, Isabella M Guimaraes, Flavia R Silva, and Fabiola M Ribeiro. Alzheimer’s
disease: targeting the cholinergic system. Current neuropharmacology, 14(1):101-115, 2016.

Jim J Hagan, Ron A Leslie, Sara Patel, Martyn L Evans, Trevor A Wattam, Steve Holmes, Christopher D
Benham, Stephen G Taylor, Carol Routledge, Panida Hemmati, et al. Orexin a activates locus coeruleus
cell firing and increases arousal in the rat. Proceedings of the National Academy of Sciences, 96(19):
10911-10916, 1999.

Thomas A Halgren, Robert B Murphy, Richard A Friesner, Hege S Beard, Leah L Frye, W Thomas Pollard,
and Jay L Banks. Glide: a new approach for rapid, accurate docking and scoring. 2. enrichment factors in
database screening. Journal of medicinal chemistry, 47(7):1750-1759, 2004.

Sarah E Heron, Hilary A Phillips, John C Mulley, Aziz Mazarib, Miriam Y Neufeld, Samuel F Berkovic,
and Ingrid E Scheffer. Genetic variation of cacnalh in idiopathic generalized epilepsy. Annals of neurology,
55(4):595-596, 2004.

Kexin Huang, Tianfan Fu, Wenhao Gao, Yue Zhao, Yusuf Roohani, Jure Leskovec, Connor W Coley, Cao
Xiao, Jimeng Sun, and Marinka Zitnik. Therapeutics data commons: Machine learning datasets and tasks
for drug discovery and development. arXiv preprint arXiv:2102.09548, 2021.

Anton Iftimovici, Angeline Charmet, Béatrice Desnous, Ana Ory, Richard Delorme, Charles Coutton,
Francoise Devillard, Mathieu Milh, and Anna Maruani. Familial kenq2 mutation: a psychiatric perspective.
Psychiatric Genetics, 34(1):24-27, 2024.

Mircea C Iftinca and Gerald W Zamponi. Regulation of neuronal t-type calcium channels. Trends in
pharmacological sciences, 30(1):32-40, 2009.

Kalervo Jérvelin and Jaana Kekéldinen. Ir evaluation methods for retrieving highly relevant documents. In
ACM SIGIR Forum, volume 51, pages 243-250. ACM New York, NY, USA, 2017.

Christoph PR Klett and Tom I Bonner. Identification and characterization of the rat m1 muscarinic receptor
promoter. Journal of neurochemistry, 72(3):900-909, 1999.

Michael Kuhn, Ivica Letunic, Lars Juhl Jensen, and Peer Bork. The sider database of drugs and side effects.
Nucleic acids research, 44(D1):D1075-D1079, 2016.

Greg Landrum. Rdkit documentation. Release, 1(1-79):4, 2013.

Weizhong Li, Andrew Cowley, Mahmut Uludag, Tamer Gur, Hamish McWilliam, Silvano Squizzato,
Young Mi Park, Nicola Buso, and Rodrigo Lopez. The embl-ebi bioinformatics web and programmatic
tools framework. Nucleic acids research, 43(W1):W580-W584, 2015.

Zhiyong Liao, Laurent Thibaut, Andrew Jobson, and Yves Pommier. Inhibition of human tyrosyl-dna
phosphodiesterase by aminoglycoside antibiotics and ribosome inhibitors. Molecular pharmacology, 70
(1):366-372, 2006.

Yi Liu, Limei Wang, Meng Liu, Xuan Zhang, Bora Oztekin, and Shuiwang Ji. Spherical message passing
for 3d graph networks. arXiv preprint arXiv:2102.05013, 2021.

Yunchao Lance Liu, Yu Wang, Oanh Vu, Rocco Moretti, Bobby Bodenheimer, Jens Meiler, and Tyler Derr.
Interpretable chirality-aware graph neural network for quantitative structure activity relationship modeling
in drug discovery. In Proceedings of the AAAI Conference on Artificial Intelligence, volume 37, pages
14356-14364, 2023.

Aharon Medina, Neil Bodick, Ary L Goldberger, Margaret Mac Mahon, and Lewis A Lipsitz. Effects
of central muscarinic-1 receptor stimulation on blood pressure regulation. Hypertension, 29(3):828-834,
1997.

John J Millichap and Edward C Cooper. Kcng2 potassium channel epileptic encephalopathy syndrome:
divorce of an electro-mechanical couple? keng2 potassium channel epileptic encephalopathy syndrome:
divorce of an electro-mechanical couple? Epilepsy Currents, 12(4):150-152, 2012.

Gilles Moreau and Pierre Broto. The autocorrelation of a topological structure: A new molecular descriptor.
1980.

28



(38]

(391

(40]

[41]

(42]

[43]

[44]

[45]

[46]

[47]

(48]

[49]

[50]

[51]

(52]

(53]

[54]

[55]

[56]

(571

Michael M Mysinger and Brian K Shoichet. Rapid context-dependent ligand desolvation in molecular
docking. Journal of chemical information and modeling, 50(9):1561-1573, 2010.

MT Nelson, SM Todorovic, and E Perez-Reyes. The role of t-type calcium channels in epilepsy and pain.
Current pharmaceutical design, 12(18):2189-2197, 2006.

Takashi Okuda and Tatsuya Haga. High-affinity choline transporter. Neurochemical research, 28:483-488,
2003.

David A Pearlman and Paul S Charifson. Improved scoring of ligand- protein interactions using owfeg free
energy grids. Journal of medicinal chemistry, 44(4):502-511, 2001.

Edward Perez-Reyes. Molecular physiology of low-voltage-activated t-type calcium channels. Physiologi-
cal reviews, 83(1):117-161, 2003.

Marina R Picciotto, Michael J Higley, and Yann S Mineur. Acetylcholine as a neuromodulator: cholinergic
signaling shapes nervous system function and behavior. Neuron, 76(1):116-129, 2012.

Bharath Ramsundar, Steven Kearnes, Patrick Riley, Dale Webster, David Konerding, and Vijay Pande.
Massively multitask networks for drug discovery. arXiv preprint arXiv:1502.02072, 2015.

Sebastian G Rohrer and Knut Baumann. Maximum unbiased validation (muv) data sets for virtual screening
based on pubchem bioactivity data. Journal of chemical information and modeling, 49(2):169-184, 2009.

Claudia Scholl, Stefan Frohling, Ian F Dunn, Anna C Schinzel, David A Barbie, So Young Kim, Serena J
Silver, Pablo Tamayo, Raymond C Wadlow, Sridhar Ramaswamy, et al. Synthetic lethal interaction between
oncogenic kras dependency and stk33 suppression in human cancer cells. Cell, 137(5):821-834, 2009.

Fabian Sievers, Andreas Wilm, David Dineen, Toby J Gibson, Kevin Karplus, Weizhong Li, Rodrigo Lopez,
Hamish McWilliam, Michael Remmert, Johannes Soding, et al. Fast, scalable generation of high-quality
protein multiple sequence alignments using clustal omega. Molecular systems biology, 7(1):539, 2011.

Anton Simeonov, Ajit Jadhav, Craig J Thomas, Yuhong Wang, Ruili Huang, Noel T Southall, Paul Shinn,
Jeremy Smith, Christopher P Austin, Douglas S Auld, et al. Fluorescence spectroscopic profiling of
compound libraries. Journal of medicinal chemistry, 51(8):2363-2371, 2008.

Gregory Sliwoski, Jeffrey Mendenhall, and Jens Meiler. Autocorrelation descriptor improvements for gsar:
2da_sign and 3da_sign. Journal of computer-aided molecular design, 30:209-217, 2016.

Rachel J Smith, Ronald E See, and Gary Aston-Jones. Orexin/hypocretin signaling at the orexin 1 receptor
regulates cue-elicited cocaine-seeking. European Journal of Neuroscience, 30(3):493-503, 2009.

Haiyan Sun, Xiaodong Liu, Qiaojie Xiong, Sojin Shikano, and Min Li. Chronic inhibition of cardiac
kir2. 1 and herg potassium channels by celastrol with dual effects on both ion conductivity and protein
trafficking. Journal of biological chemistry, 281(9):5877-5884, 2006.

Pat  Walters. We Need Better Benchmarks for Machine Learning in Drug
Discovery. https://practicalcheminformatics.blogspot.com/2023/08/
we-need-better-benchmarks-for-machine.html?m=1, 2023. [Online; accessed 05-June-2024].

Minjie Wang, Jinjing Zhou, Quan Gan, and Zheng Zhang. Deep graph library (dgl), 2019. URL
https://www.dgl.ai. Accessed: 2024-06-11.

David L Wheeler, Tanya Barrett, Dennis A Benson, Stephen H Bryant, Kathi Canese, Vyacheslav
Chetvernin, Deanna M Church, Michael DiCuccio, Ron Edgar, Scott Federhen, et al. Database resources
of the national center for biotechnology information. Nucleic acids research, 36(suppl_1):D13-D21, 2007.

Peter ] Whitehouse, Donald L Price, Arthur W Clark, Joseph T Coyle, and Mahlon R DeLong. Alzheimer
disease: evidence for selective loss of cholinergic neurons in the nucleus basalis. Annals of Neurology:
Official Journal of the American Neurological Association and the Child Neurology Society, 10(2):122-126,
1981.

‘Wei Wu, Richard C Saunders, Mortimer Mishkin, and Janita Turchi. Differential effects of m1 and m2
receptor antagonists in perirhinal cortex on visual recognition memory in monkeys. Neurobiology of
learning and memory, 98(1):41-46, 2012.

Zhenqgin Wu, Bharath Ramsundar, Evan N Feinberg, Joseph Gomes, Caleb Geniesse, Aneesh S Pappu,

Karl Leswing, and Vijay Pande. Moleculenet: a benchmark for molecular machine learning. Chemical
science, 9(2):513-530, 2018.

29


https://practicalcheminformatics.blogspot.com/2023/08/we-need-better-benchmarks-for-machine.html?m=1
https://practicalcheminformatics.blogspot.com/2023/08/we-need-better-benchmarks-for-machine.html?m=1
https://www.dgl.ai

[58] Zi-Yi Yang, Jun-Hong He, Ai-Ping Lu, Ting-Jun Hou, and Dong-Sheng Cao. Frequent hitters: nuisance
artifacts in high-throughput screening. Drug discovery today, 25(4):657-667, 2020.

[59] Elena Zaks-Makhina, Yonjung Kim, Elias Aizenman, and Edwin S Levitan. Novel neuroprotective k+
channel inhibitor identified by high-throughput screening in yeast. Molecular pharmacology, 65(1):
214-219, 2004.

30



	 
	Datasets and Data Curation Pipeline
	Limitations of Existing Datasets
	Dataset Description & Hierarchical Curation Details
	Data Processing - PAINS Filters
	Additional Format Details
	SDF Generation
	Node and Edge Attributes in the Graph Format

	Additional Experimental Measurement
	Visualization of the Chemical Space

	Evaluation Framework
	Evaluation Metric Details
	Cross-Validation

	Experimental Benchmarking
	Model Details
	Descriptor Used in Domain Baseline Model

	Hyperparameters
	Training Details

	Additional Contents
	Assets and Computing Resources
	Asset Licenses
	Computing Resources




