Technical Appendices and Supplementary Material

A Broader Impacts

This work advances spatial reasoning in multimodal large language models by enabling 3D under-
standing purely from 2D visual inputs. Such capability may broaden the accessibility of spatially
aware Al in domains such as robotics, autonomous systems, and visual content understanding, without
requiring costly 3D data. As with other vision-language models, considerations of data privacy and
ethical deployment remain important to ensure positive social outcomes.

B Additional Method Details

B.1 Details of Space-Aware Frame Sampling

Our space-aware frame sampling algorithm consists of three stages: (1) Scene geometry preprocessing,
(2) Voxelization and coverage calculation, and (3) Greedy maximum coverage selection. Beginning
with the original video sequence V = {f;}}V,, we first perform uniform subsampling to obtain
N, = 128 candidate frames {f} . For each subsampled frame, we leverage the backbone and
head of VGGT [32]] to compute {E*, K"} and {D*} ¥ as illustrated in the main paper. Then
we reconstruct 3D point maps P;" through depth reprojection:

Pt =D K ulv1]" - B ®)
where (u, v) denote pixel coordinates. In practice, we also obtain a confidence value ¢(p) € [0, 1]

for each point p € P" from the depth head. Although VGGT [32]] can also directly decode point
maps from 3D dense features, we find that using depth and camera produces more accurate results.

The voxelization and coverage calculation process first establishes a 3D bounding box encompassing
all valid scene points:
an
Puatia = U{p € P | e(p) > 0.1 A ¢(p) > Percentile({c(p)}, 50%)}. )
i=1
We then discretize the bounding box into voxels. To handle relative scales in VGGT [32] outputs, we
use an adaptive way to set the voxel size A to % of the minimum dimension of the scene’s bounding
box:
1
A= X min(max(Pyaiia) — min(Pyaiid) ), (10)

where \ is a hyperparameter and we set it to 20. Each frame’s voxel coverage V(f/™) is then
calculated by discretizing its valid points:

V(") = { {pmlz(vahd)J ‘P eEPMN Pvalid} - (11

Finally, we can formulate frame selection as the typical maximum coverage problem [62]:
£ . =N 12
s iEJSV(, )| st S| =N, (12)

In practice, we set N, = 16 and use a greedy approach [63| 25]] to iteratively select the frame that
provides the maximum new coverage, which is illustrated in Algorithm [I]

B.2 Details of Feature Fusion

Both the 2D and 3D encoders use a spatial patch size of 14. The 2D encoder further reduces the
token sequence length by merging tokens spatially (2x2 adjacent tokens) and temporally (every 2
consecutive frames). As a result, the 2D encoder outputs exactly one-eighth the number of tokens
compared to the 3D encoder (we exclude register and camera tokens). To align these tokens, we
first apply the same spatial-temporal merging strategy as used in the 2D encoder. After merging,
we rearrange the tokens into sequence, ensuring the two sets of tokens are precisely aligned in both
position and number. Then we project both tokens into language model’s hidden dimension with a
two-layer MLP and fuse them by element-wise addition.
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Algorithm 1 Greedy Maximum Coverage Sampling

Input Frame voxel sets {V (f*)} ¥, target selection size Ny,

Output Selected frame indices S C {1, ..., N;» }

IS+ 0 > Selected frames
2: C« 0 > Covered voxels
33 R« {l,...,Nn} > Remaining candidates
4: fort <+ 1to N do

5 if R = () then

6: break > No remaining candidates
7 end if

8 i* + argmax |V () \ C| > Max coverage gain

=

9: if |V (f7?) \ C| = 0 then
10: break > No additional coverage
11: end if
12: S+ Su{i*} > Update selection
13: C+—CUV(r) > Update covered voxels
14: R+ R\ {i*} > Remove from candidates
15: end for
16: return S

B.3 Details of Dataset Construction

We follow a similar approach to that used in [18] to construct the self-created part of training
dataset. Specifically, the construction involves three main processes: video preprocessing, metadata
computation, and QA pair generation.

Video Preprocessing. In this stage, we extract frames from the raw ScanNet [64] scans and convert
them into videos at 24 FPS with a resolution of 640 x 480.

Metadata Computation. In this stage, we extract spatial and semantic metadata from raw ScanNet
scans and their associated semantic annotations. First, we align each raw scene mesh using the
provided axis alignment matrices and convert it to the Open3D [73]] point cloud. At the room level,
we compute the room size using the alpha-shape algorithm and determine the center coordinates.
At the object level, we generate oriented bounding boxes (OBBs) for each valid object instance and
assign semantic labels from the annotations, excluding structural elements (e.g., walls, floors) and
ambiguous categories (e.g., otherstructure). To ensure consistency across categories, we remap the
original ScanNet semantic labels to a new label set based on the NYU40 classes [74,[75] (which we
manually add and remove some categories to align with VSIBench [18]). In addition, we collect
the projected 2D semantic annotation of each scene video for the appearance order task. The final
metadata for each scene includes: (1) room size and center coordinates; (2) the projected 2D semantic
annotation of the scene video; (3) object instances and their OBB parameters, including rotation
matrices, extents, and centers; and (4) semantic labels for each object.

QA Pair Generation. Finally, we generate QA pairs of different tasks, including object counting,
object size, room size, absolute distance, appearance order, relative distance, and relative direction.

* Object counting (numerical): We first count how many times each object category appears in the
scene, then randomly sample a category that appears at least twice. Question template: “How
many <category>(s) are in this room?”

* Object size (numerical): We randomly sample a unique object in the scene and take the longest
side of its oriented bounding box (OBB) as the ground-truth length (in cm). Question template:
“What is the length of the longest dimension (length, width, or height) of the <category>,
measured in centimeters?”

* Room size (numerical): We use the pre-computed room size (in m?) as the ground-truth value.
Question template: “What is the size of this room (in square meters)?”

* Absolute distance (numerical): For a pair of objects, we uniformly sample points inside each
OBB and take the minimum Euclidean distance between the two point clouds as the ground-truth
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(in m). Question template: “Measuring from the closest point of each object, what is the direct
distance between the <category_A> and the <category_B> (in meters)?”

L]

Appearance Order (multiple choice): We calculate the first appearance timestamp of each cate-
gory, which is the timestamp when its visible pixel count exceeds a predefined threshold. Using
these timestamps, we generate the correct order of appearance among the categories, along with
other options. Question template: What will be the first-time appearance order of the following
categories in the video: <category_A>, <category_B>, <category_C>, <category_D>

Relative distance (multiple choice): We use an “anchor” object that is unique in the scene and then
select four additional objects while enforcing 15-30cm separation thresholds between options.
Question template: “Which of these objects (<category_A>, <category_B>, <category_C>,
<category_D>) is closest to the <anchor_category>?"

Relative direction (multiple choice): For triple {position, facing, query} of unique categories, we

compute the horizontal angle between the vectors position — facing and position — query. The
angle is then discretized into directional classes (easy: left/right, medium: left/right/back, hard:
front-left/front-right/back-left/back-right). Question template (easy example): “If I am standing
by the <position-category> and facing the <facing-category>, is the <query-category> to the
left or the right?”

B.4 Details of Cold Start

To align the model with the desired reasoning format, we perform a simple cold start for 200 steps
before GRPO training. The key to this stage is the construction of a spatial reasoning dataset with
chain-of-thought (CoT) annotations. The construction process is as follows:

Subset Sampling. We begin by sampling a subset Dy = {Z;} Y, = {(Q;, A, Vi, M)}, from
our training dataset.

Multi-path CoT Generation. For each item Z; € Dy, we utilize Qwen2.5-VL-72B [14] to generate
K independent reasoning processes ﬁ(k) and corresponding answers flgk) We then compute a reward
rgk) = Reward(A(k), A,;) for each reasoning-answer pair, where Reward(-, -) is the reward function

described in Sec Consequently, we obtain a set of outputs O; = {(ﬁ(k), Agk), rgk))}szl for
eachZ;, € Dy.

Adaptive Filtering. Since Qwen2.5-VL-72B [14] may generate incorrect reasoning processes
and answers, we apply a filtering process based on the computed rewards. While using a global
reward threshold is straightforward, it often results in an imbalance across question types in the
selected subset. To mitigate this, we adopt an adaptive filtering strategy. Specifically, for each item
T; € Dy, we first keep the output with the highest reward to get O; = {('f;(k ), Afk ), rl(k ))} where
k* = argmaxy, rfk). Let#; = rl(k ) denote the maximum reward. We then categorize all items based
on their question type and compute a question type-dependent threshold 7;(;), where ¢(7) denotes the
type of problem ¢. The item is added into the cold start set if and only if:

Ty > Tys) and 7 >0,

where the type-dependent threshold satisfies 7,(;) := Quantile({#; | ¢(j) = ¢()},0.5). This rule
preserves approximately the top 50% of generations per question type while discarding degenerate
(zero-reward) outputs. In practice, we set N, = 5000 and K = 3, and finally we get 2459 items in
the cold start set. We provide a pseudocode for this process in Algorithm 2}

B.5 Details of SFT and GRPO Training

Reward Calculation. Given predicted answer A,q and ground truth answer Ay, the reward
function Reward(Apreq, Agi) consists of a format reward R and a task-specific reward:

Rumc, multiple-choice
Reward(Apred, Agt) = A1 Riormat + A2 ¢ Rvra,  numerical (13)
RVerbal s verbal

24



Algorithm 2 Cold Start Dataset Construction

Input Original dataset D

1: Qwen2.5-VL model M

2: Reward function Reward(-, )

3: Sample size N, Paths per item K
Output Filtered dataset D qjq

4: Initialize Dy < Sampling(D, N;)

5: Deotd < 0
6: for each item Z; = (Q;, A;, Vi, M;) € Dy do
7 Generate K reasoning paths: {’f;(k)}szl — M(9;,V;)
8

Compute rewards: rl(k) — Reward(/lgk), A;), Yk

9: Select best path: k* < arg maxy Tz(k)
10: Record 7; + Tfk ), O; + (ﬁ(k )7"211('k ))
11: end for

12: Group items by type: {G;} «+— GroupByType({#;})

13: for each question type ¢ do

14: Compute threshold: 7 «— Quantile({7;|j € G;},0.5)
15: end for

16: for each item Z; € Dy do

17: if 7; > Ty(s) and 7; > 0 then

18: Deotd <= Deola U {O;}

19: end if

20: end for

21: return D.yq

where \; and )\, are hyperparameters, both of which are set to 1 in our implementation. For
multiple-choice questions, we implement exact match criterion:

Rwmc (-Apreda Agt) =1 (Q/J(Apred) = w(Agl)) (14)

where 1(-) performs answer normalization through whitespace stripping and I(-) denotes the indicator
function. For numerical tasks, we compute mean relative accuracy (MRA) [18]]:

1 |o(Aprea) — a(Ag)|
Rura (Apred, Agt) = — ]I( P < (15)
pealces 420 = 77 2 o+
where «(-) normalizes numeric values, ¢ = 10~8 prevents division by zero, and 7 =

{0.50,0.55,...,0.95} defines accuracy thresholds. For verbal answer questions, we compute a
normalized similarity score using the Levenshtein ratio:

_ DLev(¢(Apred)7 ¢(Agt))
|¢(Aprea)| + |9 (Ag)|

RVerbal (-Apred7 -Agt) =1 (16)

where Dy, denotes the Levenshtein edit distance, and ¢(-) represents the text normalization function.
In practice, we use the implementation provided by the Levenshtein library. In addition to the format
and task-specific rewards, we also incorporate a reasoning length reward following Video-R1 [12]],
which encourages the model to perform more thinking before generating the final answer.

Other Details. Figure [6] presents the prompts used in the SFT and GRPO stages. For both stages,
we adopt the default system prompt of Qwen2.5-VL [14], namely, "You are a helpful assistant." In the
SFT stage, the user prompt consists of a question and a type template. In the GRPO stage, the user
prompt comprises a question, a question post string, and a type template. We conduct all experiments
on Intel(R) Xeon(R) Gold 6430 platform with 80G NVIDIA A800 GPUs.
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4 Question \( GRPO Stage N
Example 1:
Question : " How many chair(s) are in this room?" System Prompt
E e 2: “You are a helpful assistant.”
xamp'e = User Prompt

Question : " If | am standing by the sofa and facing the stove, is the
tv to my left, right, or back? \nAn object is to my back if | would have
to turn at least 135 degrees in order to face it. Options:

A. back B. right C. left"

{Question} +
“Please think about this question as if you were a human pondering
deeply. Engage in an internal dialogue using expressions such as ‘let

\ / me think’, 'wait’, ’Hmm’, ‘oh, | see’, ‘let’ s break it down’, etc, or
other natural language thought expressions. It' s encouraged to
( SFT Stage ) include self-reflection or verification in the reasoning process. * +

Type Template[‘problem type”]

System Prompt Type Template
“ You are a helpful assistant.” * Multiple choice: " Please provide your detailed reasoning between

User Prompt the <think> </think> tags, and then answer the question with the
{Question} + Type Template["problem type’] option's letter from the given choices (e.g., A, B, etc.) within the

Type Template <answer> </answer> tags."

* Multiple choice: " Please answer with the option's letter from the «  Numerical: " Please provide your detailed reasoning between the
given choices (e.g., A, B, etc.) within the <answer> </answer> <think> </think> tags, and then answer the question with the only
tags." numerical value (e.g., 42, 3.14, etc.) within the <answer> </answer>
Numerical: " Please answer with the only numerical value (e.g., tags."

42, 3.14, etc.) within the <answer> </answer> tags. " « Verbal:" Please provide your detailed reasoning between the
Verbal: " Please answer the question simply within the <answer> <think> </think> tags, and then answer the question simply within the
</answer> tags." <answer> </answer> tags"

. AN J

Figure 6: Illustration of the prompts used in the SFT and GRPO stages. We use the default
system prompt of Qwen2.5-VL [14] (i.e., , "You are a helpful assistant") for both stages. In the SFT
stage, the user prompt consists of a question and a type template. In the GRPO stage, the user prompt
includes a question, a question post string, and a type template.

Table 5: Macro average scores on VSI-Bench [[18] for Qwen2.5-VL [[14]] series and Spatial-MLLM.

Methods | Numerical Question Multiple-Choice Question | Avg
| Obj. Cnt. Abs. Dist. Obj. Size Room Size | Rel. Dist. Rel. Dir. Route Plan Appr. Order |
Qwen2.5-VL-3B [14] 24.3 24.7 31.7 22.6 38.3 42.6 26.3 21.2 29.0
Qwen2.5-VL-7B [14] 40.9 14.8 434 10.7 38.6 40.1 33.0 29.8 314
Qwen2.5-VL-72B [14] 25.1 29.3 54.5 38.8 38.2 39.3 34.0 28.9 34.3
Spatial- MLLM-4B 65.3 34.8 63.1 45.1 41.3 46.9 33.5 46.3 47.3

C Additional Experiments

C.1 Additional Results on VSI-Bench

We present qualitative examples of Spatial-MLLM on the VSI-Bench [18] dataset in Figures [7]to[10}
As illustrated, Spatial-MLLM is capable of reasoning with visual information across different task
types and producing final answers accordingly. Furthermore, it demonstrates strong abilities in
self-verification and task decomposition during the reasoning process.

C.2 Additional Results on ScanQA and SQA3D

We present additional evaluation results on the ScanQA [38] and SQA3D [39] benchmarks in Table|§|
and Table [7] As shown, our proposed method consistently outperforms all video-input models,
including LLaVA-Video-7B [12] and Oryx-34B [53]], both of which incorporate spatial reasoning
datasets such as ScanQA [38]] during training.

Despite having only 4.2 billion parameters, Spatial-MLLM significantly surpasses Qwen2.5-VL-
72B [14] on the ScanQA benchmark, achieving substantial gains across multiple metrics—for
instance, +2.3 EM-1, +17.6 BLEU-1, and +24.9 CIDEr. Similarly, on the SQA3D benchmark,
Spatial-MLLM consistently outperforms Qwen2.5-VL-72B across all question types and overall
performance, including improvements of +4.2 EM-1 and +7.8 EM-R1, with notable gains in the Is
(+15.3) and Which (+13.9) categories.
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Table 6: Additional evaluation results on ScanQA [38]] for task-specific models, 3D/2.5D input
models, and video-input models. Reported metrics include EM-1, BLEU-1 to BLEU-4, ROUGE-L,
METEOR, and CIDEr.

\ ScanQA (val)
‘EM—l BLEU-1 BLEU-2 BLEU-3 BLEU-4 ROUGE-L METEOR CIDEr

Methods

Task-Specific Models

ScanQA [38] 21.1 30.2 20.4 15.1 10.1 333 13.1 64.9
3D-Vista [71] 224 - - - 10.4 35.7 13.9 69.6
3D/2.5D-Input Models

3D-LLM [48] 20.5 393 25.2 18.4 12.0 35.7 14.5 69.4
LL3DA [23] - - - - 13.5 37.3 15.9 76.8
Chat-Scene [22] 21.6 432 29.1 20.6 14.3 41.6 18.0 87.7
3D-LLaVA [21] - - - - 17.1 43.1 18.4 92.6
Video-3D LLM [25] 30.1  47.1 31.7 22.8 16.2 49.0 19.8 102.1
Video-Input Models

Qwen2.5-VL-3B [14] | 154 225 13.1 8.1 3.8 254 9.7 47.4
Qwen2.5-VL-7B [14] | 19.0  27.8 13.6 6.3 3.0 29.3 11.4 53.9
Qwen2.5-VL-72B [14]| 240  26.8 17.8 14.6 12.0 35.2 13.0 66.9
LLaVA-Video-7B [12] | - 39.7 26.6 9.3 3.1 44.6 17.7 88.7
Oryx-34B [53] - 38.0 24.6 - - 37.3 15.0 72.3
Spatial-MLLM-4B 263 444 28.8 21.9 14.8 45.0 18.4 91.8

Table 7: Additional evaluation results on SQA3D [39] for task-specific models, 3D/2.5D input
models, and video-input models. In addition to the average EM-1 and EM-R1 across all questions,
we also report the average EM-1 for different question types, including What, Is, How, Can, Which,
and Others.

Methods ‘ SQA3D (test)
\What Is How Can Which Others Avg. (EM-1) Avg. (EM-R1)

Task-Specific Models

SQA3D [39] 31.6 63.8 46.0 69.5 439 453 46.6 -
3D-Vista [71] 348 633 454 69.8 47.2 48.1 48.5 -
3D/2.5D-Input Models

Scene-LLM [49] 409 69.1 45.0[70.8| 47.2 523 54.2 -
Chat-Scene [22] 454 67.0 52.0 69.5 499 55.0 54.6 57.5

Video-3D LLM [25]  [WSTNIMI724W5550 69.8 513 11560 58.6 i
Video-Input Models

Qwen2.5-VL-3B [14] | 34.8 52.1 39.8 52.7 456 47.0 43.4 45.9
Qwen2.5-VL-7B [14] | 39.7 56.6 41.1 559 476 472 46.5 49.8
Qwen2.5-VL-72B [14] | 41.7 56.3 41.5 55.6 445 48.0 47.0 50.9
LLaVA-Video-7B [12] | 42.7 56.3 47.5 553 50.1 472 48.5 -
Spatial- MLLM-4B 459 71.6 55.1 69.5[52.0 | 53.0 559 58.7
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Video

Question
"How many chair(s) are in this room?"

Spatial-MLLM

"<think>

Let me think about this carefully. In the images provided, | need to identify any chairs present in the
room. First, I'll scan the entire room to ensure I'm not missing anything. The room appears to be a
living space with a kitchen area, a couch, a dining area, and other furniture. Now, let's break it down:
1. In the kitchen area, there is a small black stool or cushioned seat near the cabinets. This doesn't
seem like a chair.

2. There's a couch in the living room area, but that's a sofa, not a chair.

3. In the dining area, there is a small table with two chairs visible. They are wooden and have simple
designs. So, after a thorough review of the images, | can confirm that there are two chairs in the
room. Oh, | see. The question was asking for the number of chairs, and now I'm confident that there
are two.

</think>
<answer>2 </answer>"
\_ J
Figure 7: Qualitative example on VSI-Bench [18].
(. )
Video

Question
"How many sofa(s) are in this room?"

Spatial-MLLM
"<think>

Let me think about this for a moment. The images show a living room with various pieces of furniture.
As | scan through them, | notice a few clearly identifiable sofas.

First, in the initial image, there's a partially visible sofa near the window. It appears to be a traditional
design, likely made of fabric and leather. Next, in the following image, there's another sofa positioned
near the fireplace. This one seems to have a more modern design, possibly made of leather or a
similar material. Then, in the third image, there's a third sofa visible in the background, near the
bookshelf. It looks like it's a different style from the first two, possibly a sectional sofa. In the fourth
image, there's a fourth sofa visible on the left side of the room. It appears to be a single-seater sofa,
different from the others. Let's break it down:

- Traditional sofa: 1- Modern sofa: 1 - Sectional sofa: 1 - Single-seater sofa: 1

Oh, I see. There are four distinct sofas visible in these images. I should double-check to make sure I'm
not missing any, but after reviewing again, | confirm there are no additional sofas hidden or partially
obscured. Final count: 4</think>

<answer>4 <[answer>"

\.

Figure 8: Qualitative example on VSI-Bench [18].
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Question

"If I am standing by the sofa and facing the stove, is the tv to my left, right, or back?\nAn object
is to my back if | would have to turn at least 135 degrees in order to face it. Options:

A. back B. right C. left"

Spatial-MLLM

"<think>

Let me think about this for a moment. If I'm standing by the sofa and facing the stove, | need to
consider the layout of the room. The stove is in the kitchen area, which appears to be separated
from the living room area by a counter and some cabinets. Now, where is the TV? The TV is
positioned on the wall near the kitchen area, which means it's not directly in front of me but rather
to my side. Wait, the question asks if the TV is to my left, right, or back. Let's break it down: if I'm
facing the stove, and the TV is positioned in such a way that it's not in front of me, it must be either
to the left or the right. Given the layout of room, the TV is on the opposite side of the kitchen area,
which would be to the right of the stove if I'm facing it. Hmm, let's verify this. If | turn around from
the sofa and face the kitchen area, the TV is indeed to the right of the kitchen appliances. This
means that if I'm facing the stove from the sofa, the TV would be to my right. Oh, | see now. The
TV is to my right when I'm facing the stove from the sofa.

<[think><answer>B </answer>"

Figure 9: Qualitative example on VSI-Bench [18].

Question
"What will be the first-time appearance order of the following categories in the video: basket,
pillow, toilet, tv? Options:\nA. basket, pillow, toilet, tv B. pillow, tv, toilet, basket C. toilet,
pillow, tv, basket D. toilet, basket, pillow, tv"

Spatial-MLLM

"<think>Let me think about this carefully. The question asks for the first appearance order of
certain objects in a video, but | need to focus on the video that shows the bathroom. In the video, |
see various objects appear in different sequences. Let's break it down:

1. Bathroom sequence: The video starts with the bathroom, showing a toilet, sink, shower curtain,
and some shelves. There's also a basket visible in one part of the bathroom. 2. Transition to living
room: The video then transitions to a living room with a bed, which is a different space entirely.
The living room shows a bed with a pillow and some decorative items. The third part shows the
living room with a couch, TV, and other decorations.

Now, let's consider the appearance order. The toilet is in the bathroom, the basket appears in the
bathroom, the pillow is in the bedroom, and the TV is in the living room.

Let's verify this one more time: Bathroom -> toilet -> basket -> Bedroom -> Yes pillows, other
bedroom items -> Living Room -> TV."

Therefore, the correct answer is D. Toilet, basket, pillow, tv.</think><answer>D </answer>"

Figure 10: Qualitative example on VSI-Bench [18].
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