20 A Proposition: Controlling the Proxy Residual Controls the True Objective

261 Setup and notation. Fix a reverse—diffusion step t € {1, ..., T} with cumulative noise level a; €
262 (0,1). Let
One-step variance: b:=1—ay

a = o — 1,

Y = AAT e R¥X,

263 Given the current state x; = \/ay Xo + Vb €, with €, ~ N (0,1), define

Proxy residual: 7, := Ax; —y, R;:=|r?
Mean of proxy residual:  p(y) == Ec,[R; | y]

x; — Vb eg(xy,t)
—\/O_Tt )

true objective: L; := ||A%o — y||%,

Tweedie estimate: Xg :=

model noise in measurement space: (; := A€g(xy,t).

264 Throughout we assume the denoiser is conditionally unbiased: E [€g(x:,1) | Xt] = €.

265 Proposition Statement: Suppose that the proxy residual is close to its expected value: | R; —
L —E[L |y]] < & + OV e, the target

Qg

266 :(y)| < . Then with high probability,
267 residual is close to its expectation.

268 Step 1: Write L; in terms of R,
269 Multiply %o by A and subtract y:
Ako—y = Ax; —Vb& —ary _ T —Vb¢ —ay
VO VO '

270 Squaring the norm yields:

Li = —(Be+b[Gl? +a [y)? = 2V (1. ) = 2a (re,y) + 2aV5 (G1¥) ). (20)

1
Qy

271 Step 2: Conditional expectation. Taking E[- | y] in Equation (20), using E[{(r;,{:) | y] =
22 E[(¢t,y) | y] = O (given the unbiased-score assumption and independence of €, from y), and using

o3 Elry | y] = E[/a;Axo + VbAs; — y] = ay gives:

1
E[L: | y] = & (1e(y) + b tr S+ a?(|y* — 2a*|1y*)
274

1
= —(mly) + 0 tr = —a®|lyl?).
Qg

275 Step 3: Decompose the deviation. Now we can calculate how far our true objective deviates from
276  its expected value. Write

Ay = ||Ct||2 —tr¥, A= (r,,¢), Az :i=(Chy), Asi=(rny) — a||y\|2.
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Then

|Le —E[L: | 4] = t(|Rt—m<y>|+b|A1\+2¢B|A2|+2|a|x/B|A3|+2|a||A4\). @1)

The first term in Equation (21J) is the deviation of the proxy residual from its mean, which satisfies

| Ry — e (y)] < 7.

We then use Hanson-Wright and Cauchy-Schwarz to bound the remainder of the terms.

Step 4: Concentration bounds for the A,.

Aq: Since ¢; = Ae; with ¢, ~ N(0,1), ||¢;|? is a quadratic form in a Gaussian vector. Hanson—
Wright [39] gives
|A1| S Cl tI‘(Zg)

with probability at least 1 — 2e =14, For measurement space dimension d: y € R? and constant
c1 > 0.

A,: Using Cauchy-Schwarz, a x? tail for ||¢;|| and the given bound ||7¢|| < \/p¢(y) + 7,

|Ag| < el I€e]l € Ve(y) +v Covitr s

Ajs: We can use a standard Gaussian tail bound since ({;, y) ~ N(O, yTEy). This yields
|As| < Cz |yl Virs.

Ay: This is a deterministic bound once ||r;| is bounded. Using |a| = \/a; — 1 < Vb and ||r <
1 (y) + 7,

A4l = |(re.y) — allyll®| < el Iyl + lal lyl1* < Vaely) + 7 [yl + Vo Iyl

Each of the three genuinely probabilistic bounds occurs with failure probability 2e~°? for measure-
ment space dimension d: y € R? and absorbing constants into ¢ > 0. In typical proofs involving
Hanson-Wright, ¢; ~ 10~2 [40]], and since d is typically much larger than 100, the failure probability
remains exceedingly small.

Step 5: Assemble the pieces.

Insert the bounds for A;., into Equation li use \/pe(y) +v < e(y) + /7, and absorb
numerical constants into a universal C > 0:

Ly —E[L; | y]| < *+%(W+Ilyl\)+*llyll2

Step 6: Conclusion.

|Re—u(y)| <7 = |Le—ElL |yl < = + o(L== 17+ llyll]+ 552 Iyll?)),

with probability at least 1 —6e~°¢. Because 1 —a; = b < 1 for all practical timesteps, the additional
terms are dominated by v/b /., leaving

L — E[L: | 4] < alf+o(ﬂ)

as claimed. Notice that As ¢t —0 (&; — 1) the second term vanishes, so matching the proxy residual
to its mean immediately controls the true objective with the same statistical precision.
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B Mean and Variance of || Ax; — y||? with Noisy Observations

We derive the mean and variance of our residual energy R; := ||Ax; — y||* during the forward
diffusion process when we have measurement noise: y = Axg + o, where o, ~ N (0, 051 ).

Unbiased substitutions. Because we never observe the latent projection Axg, we replace its
quadratic forms with statistics that depend only on the noisy measurement y and m := dim(y):

[Axo||* = [ly||* — may, (22)
(Ax0) 'S (Axo) =y 'Sy — ootry, (23)

withY = AAT.

First two moments of the residual energy. Using the forward-diffusion decomposition x; =
Vag xo++v1—a; €, € ~ N(0,I), one finds the residual Ax;, —y = (\/dt - 1)Ax0 +
V1 —a; Ae; — o,. After substituting the unbiased identities Equation @—Equation (]2[) and
taking expectations over both noise sources €; and o, we obtain closed-form expressions that are
fully observable.

Expectation.

E[R:|y] = (1—a) (2) + mo?[1- (Vai—1)"] + (Vai— 1)’ [yl?. @4

diffusion noise measurement noise deterministic bias

Variance. Writing 3 = (1—ay)2+ 051 and f1; = (\/o_zt — 1) y, the non-central Y2 moment
formula Var(Q;) = 2t1(X?) + 4] S fu, gives

Var[R: |y] = 2[(1 — &) t2(Z%) +2(1 — &) 05 tr¥ + mag]

+4(Va -1)°[(1 - a) (y TSy — 2 S) + o2 (lyl2 - mod) | @5)

C Convergence of Constraint Satisfaction

We now analyze the convergence properties of the constraint satisfaction procedure in CDIM for
the noiseless case. The algorithm alternates between unconditional diffusion updates and projection
steps:

1. Unconditional update: fy(x:) = DDIM.step(z;)
2. Projection:
X¢_5 = argmin,, [X;_5 — fo(x¢)]? st. Axg =y
where %X, denotes the Tweedie estimate E[x(|x;] at timestep ¢. When the constraint is infeasible,
we perform gradient descent on | Axg — y||2.

We first show that the Tweedie estimate converges to the identity mapping, and the rate of conver-
gence. Given that, we show that as ¢ — 0, finding x; s.t. || A% —y||? = 0 is feasible and satisfiable
via the proposed gradient descent algorithm.

Tweedie Convergence In this section, we show that as ¢ — 0, the Tweedie estimate converges to
the identity mapping:
sup [[Xo — x¢l2 < &(t) (26)

where £(t) — 0ast — 0.

Consider the forward diffusion process:

x¢ = /1 —Bixo +/fBre, €~ N(0,1) 27
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The Tweedie estimate (posterior mean) is given by:

_ X . B
SV A Vih

For small 3; (as t — 0), we perform a Taylor expansion:

%o = E[xo[x¢] x. 10g p(X¢) (28)

ﬁ —1+ 2 o) (29)
T = 51+ )+ O(3)) (30)
Substituting into Xo:
xo=x (1+2) a0 (14 2 ) Vs togptoe) + 032 G
=x + %xt — Bt Vx, log p(x¢) + O(57) (32)
The deviation from x; is:
%0~ 1 = 2, — 1V, logalx) + O(5F) 63)

Taking norms and applying triangle inequality:
. B
%o — x¢[]2 < éIIXtHz + BellVx, log p(xe)ll2 + O(57) (34)

1
< (3l + 19 Tog ()2 ) +0(62) 39

Under standard assumptions for diffusion models:

1. Bounded data: 3R > 0 such that ||xg||2 < R almost surely
2. Lipschitz score: 3L > 0 such that ||V log p(x¢)||2 < L||x¢||2 + C

These ensure the terms in parentheses remain bounded. Therefore, for 0 < 5; < 1:
%0 — x|z < OB + O(5F) = O(8) (36)
We show this empirically in Figure[7] This demonstrates that the Tweedie’s estimate of the posterior

mean converges to the identity mapping in a predictable way.

Convergence of Constraint Satisfaction Based on the convergence of the tweedie’s estimate to xy,
we show that for sufficiently small ¢:

1. The constraint set x; : AXy = y is non-empty

2. Gradient descent on ||A%o — y||? converges to a point satisfying the constraint

First, we show that the optimization landscape becomes increasingly well-behaved as ¢ — 0. Con-
sider the objective:

A% —y|* = [[Ax; — y + A(%o — x)|? 37)
=|Ax; —y|?
+2(Ax; —y, A(%X0 — x¢))
+ | A (%o — x¢)|? (38)

By Tweedie Convergence, the second and third terms are bounded by O(e(t)). Therefore, as t — 0,
the objective converges to the convex quadratic ||Ax; — y||> which can be optimized with gradient
descent.

13
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Figure 7: We show that ||Xo — x¢||2 < O(f;), demonstrating that the Tweedie’s estimate of the
posterior mean converges to the identity mapping in a predictable way. (a) plots 3; (b) plots ||%Xo —
x¢||2 for a Gaussian deblur task. Note that at high values of ¢, the diffusion model is a poor estimator
of Vy, log p(x;) leading to results that don’t follow the convergence pattern.
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For feasibility, note that as ¢ — 0, finding x; such that Ax,(x;) = y becomes equivalent to finding
x; such that Ax; = y up to an error of O(¢(t)). The latter is feasible whenever y is in the range of
A, which is the standard assumption for linear inverse problems.

Ast — 0, £(t) approaches zero, making the constraint feasible. Moreover, since the objective
approaches a convex quadratic, gradient descent will converge to the global minimum for sufficiently
small ¢.

D Additional Experimental Details

D.1 Task Details

We describe additional details for each inverse task used in our experiments.
Super Resolution Images are downsampled to 64 x 64 using bicubic downsampling with a factor
of 4.

Box Inpainting A random box of size 128 x 128 is chosen uniformly within the image.
Those pixels are masked out affected all three of the RGB channels.

Gaussian Deblur A Gaussian Kernel of size 61 x 61 and intensity 3 is applied to the entire
image.

Random Inpainting Each pixel is masked out with probability 92% affecting all three of
the RGB channels

50% Inpainting In various figures, we showcase a a 50% inpainting task where the top half
of an image is masked out. This task is more challenging than box inpainting and can better
illustrate differences between results.

D.2 Measuring Runtime

To measure wall-clock runtime, we used a single A100 and ran all the inverse problems (super-
resolution, box inpainting, gaussian deblur, random inpainting) on the FFHQ dataset. We only
consider the runtime of the algorithm, without considering the python initialization time, model
loading, or image io. For each task, we measured the runtime on 10 images and averaged the result
to produce the final result. We note that the baseline runtimes are taken from [15]], where only the
box inpainting task was considered. The runtime does not vary much between tasks when using
CDIM, so we report our average runtime across tasks as a fair comparison metric.

D.3 Comparison with DSG
We show a qualitative comparison against DSG [23] on 3 tasks in Figure[8] We used the official code

from their github, and generated results with 25 DDIM diffusion steps for both DSG and CDIM (and
K =1 for CDIM). As you can see, the DSG results are blurrier and sometimes contain artifacts

D.4 ImageNet Results

In Table [5| we report FID and LPIPS for ImageNet.

D.5 PSNR Results
See Tables 4] and
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DSG CDIM
Input GT 25 Denoising Steps 25 Denoising Steps

Random
Inpainting

Gaussian
Deblur

Super
Resolution

Figure 8: A comparison between DSG [25] and CDIM when both algorithms use 25 DDIM denois-
ing steps. Notice the artifacts in the DSG random inpainting.

Table 3: Quantitative results (FID, LPIPS) of our model and existing models on various linear
inverse problems on the Imagenet 256 x 256-1k validation dataset. (Lower is better)

Super Inpainting Gaussian Inpainting

Resolution (box) Deblur (random)
Methods FID LPIPS | FID LPIPS | FID LPIPS | FID LPIPS
Ours-T° =25 | 5370 0.378 | 52.00 0.267 | 56.10 0.393 | 51.96 0.370
Ours-T" =50 | 47.45 0.339 | 50.31 0.251 | 38.69 0.347 | 46.20 0.332
FPS-SMC 4730 0316 | 3324 0.212 | 5421 0403 | 42.77 0.328

Imagenet

DPS 50.66 0.337 | 38.82 0.262 | 62.72 0.444 | 35.87 0.303
DDRM 59.57 0.339 | 4595 0.245 | 63.02 0427 | 1149 0.665
MCG 1445 0.637 | 39.74 0.330 | 95.04 0.550 | 39.19 0.414

PnP-ADMM | 97.27 0.433 | 7824 0.367 | 100.6 0.519 | 1147 0.677
Score-SDE 170.7 0.701 | 54.07 0.354 | 1203 0.667 | 127.1 0.659
ADMM-TV | 1309 0.523 | 87.69 0319 | 155.7 0.588 | 189.3 0.510

Table 4: Quantitative results (PSNR) of our model and existing models on various linear inverse
problems on the FFHQ 256-1k validation dataset. (Higher is better)

Super Inpainting | Gaussian | Inpainting

Imagenet Resolution (box) Deblur (random)
Methods PSNR PSNR PSNR PSNR
Ours - T” =25 27.08 23.20 26.77 26.49
Ours - T” =50 27.30 23.47 27.03 27.10
FPS-SMC 28.10 24.70 26.54 27.33
DPS 25.67 22.47 24.25 25.23
DDRM 25.36 22.24 23.36 9.19
MCG 20.05 19.97 6.72 21.57
PnP-ADMM 26.55 11.65 24.93 8.41
Score-SDE 17.62 18.51 7.21 13.52
ADMM-TV 23.86 17.81 22.37 22.03
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Table 5: Quantitative results (PSNR) of our model and existing models on various linear inverse
problems on the Imagenet 256 x 256-1k validation dataset. (Higher is better)

Super Inpainting | Gaussian | Inpainting

Imagenet Resolution (box) Deblur (random)
Methods PSNR PSNR PSNR PSNR
Ours - T” =25 23.67 19.67 22.78 22.38
Ours - T” =50 23.92 20.06 23.32 22.61
FPS-SMC 24.78 22.03 23.81 24.12
DPS 23.87 18.90 21.97 22.20
DDRM 24.96 18.66 22.73 14.29
MCG 13.39 17.36 16.32 19.03
PnP-ADMM 23.75 12.70 21.81 8.39
Score-SDE 12.25 16.48 15.97 18.62
ADMM-TV 22.17 17.96 19.99 20.96
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Ground Truth Input Ours T'=25 Ours T'=50

Figure 9: FFHQ Super-resolution extended results

se0 D.6 Extended Results

18



Ground Truth Input Ours T'=25 Ours T'=50

Figure 10: FFHQ Gaussian deblur extended results

19



Ground Truth Input Ours T'=25 Ours T'=50

Figure 11: FFHQ random inpainting extended results
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Ground Truth Input Ours T'=25 Ours T'=50

Figure 12: ImageNet Gaussian deblur extended results
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Ground Truth Input Ours T'=25 Ours T'=50
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Figure 13: ImageNet random inpainting extended results
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Ground Truth Input Ours T'=25 Ours T'=50

(@ (b)
Figure 15: Results on inpainting 50% of an image on LSUN Churches dataset.
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1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: Yes, we discuss the accelerated projection algorithm and discuss how it
speeds up constrained diffusion compared to existing methods. We focus on our contri-
bution of speedup

Guidelines:

* The answer NA means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these
goals are not attained by the paper.

. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: We discuss a few limitations such as not handling latent diffusion. However
there could be more discussion of overall limitations

Guidelines:

* The answer NA means that the paper has no limitation while the answer No means
that the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate ”Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The au-
thors should reflect on how these assumptions might be violated in practice and what
the implications would be.

¢ The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

e The authors should reflect on the factors that influence the performance of the ap-
proach. For example, a facial recognition algorithm may perform poorly when image
resolution is low or images are taken in low lighting. Or a speech-to-text system might
not be used reliably to provide closed captions for online lectures because it fails to
handle technical jargon.

e The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to ad-
dress problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?
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Answer: [Yes]

Justification: Yes, our main claim (Proposition 1) is fully derived in the appendix. Other
claims, such as the chi-squared distribution of residuals are derived in sufficient depth as
they are straightforward.

Guidelines:

* The answer NA means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theo-
rems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a
short proof sketch to provide intuition.

¢ Inversely, any informal proof provided in the core of the paper should be comple-
mented by formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main
experimental results of the paper to the extent that it affects the main claims and/or conclu-
sions of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: We describe all experimental settings, hardware considerations, hyperparam-
eters, and other requirements for running the experiments. Code will be released.

Guidelines:

* The answer NA means that the paper does not include experiments.
* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.
If the contribution is a dataset and/or model, the authors should describe the steps
taken to make their results reproducible or verifiable.
Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture
fully might suffice, or if the contribution is a specific model and empirical evaluation,
it may be necessary to either make it possible for others to replicate the model with
the same dataset, or provide access to the model. In general. releasing code and data
is often one good way to accomplish this, but reproducibility can also be provided via
detailed instructions for how to replicate the results, access to a hosted model (e.g., in
the case of a large language model), releasing of a model checkpoint, or other means
that are appropriate to the research performed.

* While NeurIPS does not require releasing code, the conference does require all sub-
missions to provide some reasonable avenue for reproducibility, which may depend
on the nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear

how to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to re-
produce the model (e.g., with an open-source dataset or instructions for how to
construct the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case au-
thors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.
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5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]
Justification: Code will be open sourced shortly after the review deadline.
Guidelines:

* The answer NA means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://nips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not
be possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//nips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]

Justification: Yes, we have discussed the training and test datasets, hyperparemeters, stop-
ping criteria, etc.
Guidelines:

* The answer NA means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of
detail that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropri-
ate information about the statistical significance of the experiments?

Answer: [Yes]

Justification: We report many metrics like FID, LPIPS, PSNR, etc. These are standard in
the community.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The authors should answer “’Yes” if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.
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8.

10.

* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

¢ Itis OK to report 1-sigma error bars, but one should state it. The authors should prefer-
ably report a 2-sigma error bar than state that they have a 96% ClI, if the hypothesis of
Normality of errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

* If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]
Justification: Yes we describe the hardware used and execution time.
Guidelines:

* The answer NA means that the paper does not include experiments.

 The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments
that didn’t make it into the paper).

Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines]?

Answer: [Yes]
Justification: We have done our best to follow all ethical guidelines.
Guidelines:

¢ The answer NA means that the authors have not reviewed the NeurIPS Code of Ethics.

* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

 The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [NA|

Justification: There are some negative societal of diffusion posterior sampling but we do
not believe it warrants a full broader impact.

Guidelines:

* The answer NA means that there is no societal impact of the work performed.
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11.

12.

o If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact spe-
cific groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitiga-
tion strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pretrained language models,
image generators, or scraped datasets)?

Answer: [NA]
Justification: We do not believe safeguards are required for this work.
Guidelines:

* The answer NA means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by re-
quiring that users adhere to usage guidelines or restrictions to access the model or
implementing safety filters.

 Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [NA|
Justification: All IP is from standard community datasets.
Guidelines:
e The answer NA means that the paper does not use existing assets.

* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

31



747
748
749
750

751
752
753
754

755

757

758

759

760

761

762
763
764

770
771
772

773

774

775

776

777

778
779
780
781
782
783

784
785

786
787
788
789

790

791

792

793
794

796
797

13.

14.

15.

* If assets are released, the license, copyright information, and terms of use in the pack-
age should be provided. For popular datasets, paperswithcode.com/datasets has
curated licenses for some datasets. Their licensing guide can help determine the li-
cense of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.
New assets

Question: Are new assets introduced in the paper well documented and is the documenta-
tion provided alongside the assets?

Answer: [NA]
Justification: We do not release no assets
Guidelines:

* The answer NA means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can
either create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the pa-
per include the full text of instructions given to participants and screenshots, if applicable,
as well as details about compensation (if any)?

Answer: [NA]
Justification: No crowdsourcing was done
Guidelines:
* The answer NA means that the paper does not involve crowdsourcing nor research
with human subjects.

* Including this information in the supplemental material is fine, but if the main contri-
bution of the paper involves human subjects, then as much detail as possible should
be included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, cura-
tion, or other labor should be paid at least the minimum wage in the country of the
data collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [NA]
Justification: No human subjects were used in experiments.
Guidelines:

* The answer NA means that the paper does not involve crowdsourcing nor research
with human subjects.

* Depending on the country in which research is conducted, IRB approval (or equiva-
lent) may be required for any human subjects research. If you obtained IRB approval,
you should clearly state this in the paper.
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798 * We recognize that the procedures for this may vary significantly between institutions

799 and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
800 guidelines for their institution.

801 * For initial submissions, do not include any information that would break anonymity
802 (if applicable), such as the institution conducting the review.

803 16. Declaration of LLM usage

804 Question: Does the paper describe the usage of LLMs if it is an important, original, or
805 non-standard component of the core methods in this research? Note that if the LLM is used
806 only for writing, editing, or formatting purposes and does not impact the core methodology,
807 scientific rigorousness, or originality of the research, declaration is not required.

808 Answer: [NA|

809 Justification: We do not use LLMs outside of helping with basic writing/editing.

810 Guidelines:

811 * The answer NA means that the core method development in this research does not
812 involve LLMs as any important, original, or non-standard components.

813 * Please refer to our LLM policy (https://neurips.cc/Conferences/2025/LLM)
814 for what should or should not be described.
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