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Abstract

LLMs are effective at code generation tasks
like text-to-SQL, but is it worth the cost? Many
SOTA approaches use non-task-specific LLM
approaches including Chain-of-Thought (CoT),
self-consistency, and fine-tuning models. These
methods can be costly for inference, sometimes
requiring over a hundred LLM calls with rea-
soning, incurring average costs of up to $0.46
per query, while fine-tuning models can cost up
to thousands of dollars. We introduce “N-rep”
consistency, a more cost efficient text-to-SQL
approach that achieves similar BIRD bench-
mark scores as other more expensive methods,
only costing $0.039 per query. N-rep leverages
multiple representations of the same schema
input to mitigate weaknesses in any single rep-
resentation, making the solution more robust
and allowing the use of smaller and cheaper
models without any reasoning or fine-tuning.
To our knowledge, N-rep is the best performing
text-to-SQL approach in its cost range.

1 Introduction

While LLMs have boosted SOTA performance on
enduring code-generation tasks such as text-to-
SQL, these approaches remain well below human-
level performance (Li et al., 2024).

Current LLM text-to-SQL approaches rely on
two computationally expensive techniques: Chain-
of-Thought (CoT) self-consistency (Wang et al.,
2023) and fine-tuning (Gao et al., 2025). Chain-
of-Thought self-consistency uses CoT prompting
to generate a pool of candidate queries, requiring
many LLM calls (Talaei et al., 2024). Fine-tuning
requires extensive resources for data labeling and
model training. Combining both approaches ampli-
fies the costs.

We introduce “N-rep” Consistency, a novel,
cheaper, SQL-specific approach leveraging n differ-
ent text representations of the database schema for
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Figure 1: Comparison of Execution Accuracy (EX) and
average cost (cents) per query for different models on
the BIRD benchmark dev set. Shape sizes reflect the
logarithmic scale of the number of LLM calls.

both schema linking and candidate generation. By
utilizing various schema representations with differ-
ent schema linking filtering, our method is robust to
input sensitivity and schema linking errors while us-
ing fewer candidates than other consistency-based
approaches. “N-rep” requires fewer tokens per can-
didate than reasoning methods and performs com-
parably to top-10 ranking approaches on the BIRD
benchmark while costing nearly 10 times less per
query, without fine-tuning expenses.! Open source
package will be available upon acceptance.

2 Related Work

Schema Linking Schema Linking is the task of
identifying the database tables and columns rele-
vant to the user’s question. Maamari et al. (2024)
leverage LLM long context windows to bypass
a schema linking step. Qu et al. (2024) utilize
SQL generation for schema linking by prompt-
ing an LLM to generate an SQL query using the
full schema, then using the tables and columns
from that prediction as inputs for the final SQL
generation. Recent approaches utilize more elab-
orate multi-step schema linking methods that use
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Figure 2: Overview of the N-rep approach for Text-to-SQL generation.
Model Execution Accuracy LLM Calls Typical(Avg.) Tokens (K) Cost ($)
Qwen3*
8B114B132B 4498153.46156.71 (D)1 1 1(1) 32132132 —
N-rep w/ Qwen3*
8BI114B132B 57.04161.67164.02 8(12.6)18(12.0)18(10.6) 36.8133.9131.7 —
03-mini 59.52 1(1) 3.8 0.015
N-rep (ours) 69.25 8(10.9) 32.0 0.039
Gemini 2.5 Pro 66.82 1(1) 4.7 0.047
E-SQL 65.58 3(3) 3.7 0.09
CHASE" 74.9 — (100+) — 0.44
CHESS 68.31 — (31.83) 319.9 0.46

Table 1: Execution Accuracy (EX) comparison of models along with average per query LLM calls, token usage (in
thousands), and cost on the BIRD dev set. Typical shows median and the Avg. shows the mean number of calls.
Same prompt with 3 few-shot samples used for base models without frameworks. Refer to Appendix A for details
on configurations and cost calculations. *Open-source model. “Model uses fine-tuning.

locality-sensitive hashing (LSH) to check keywords
against database values and leverage external col-
umn description information when available (Ta-
laei et al., 2024; Pourreza et al., 2025a; Gao et al.,
2025).

Schema Representation How to format database
schemas for LLMs is an area of active research.
DAIL-SQL (Gao et al., 2023), DTS-SQL (Pour-
reza and Rafiei, 2024), CHESS (Talaei et al., 2024)
and E-SQL (Caferoglu and Ulusoy, 2024) use data
description language (DDL); TA-SQL (Qu et al.,
2024) use a dictionary with table.column keys
and column description values; Maamari et al.
(2024) use bulleted lists of tables, columns, types
and sample values; DIN-SQL (Pourreza and Rafiei,
2023) lists each table on one line with a list of its
columns. MAC-schema (Wang et al., 2025) and

M-Schema (Gao et al., 2025) are semi-structured
representations, with each table shown as a list of
column tuples. Both MAC-schema and M-schema
outperform the DDL format on various LLMs (Gao
et al., 2025). See Appendix E for examples.

Self-consistency CoT self-consistency (Wang
et al., 2023) combines CoT prompting (Wei et al.,
2022) and temperature sampling to generate can-
didate answers from multiple reasoning paths be-
fore selecting the most “consistent” one. CHASE-
SQL (Pourreza et al., 2025a) utilizes multi-path
candidate generation with multiple CoT templates
to generate 21 candidates, and uses a fine-tuned
LLM to select the final SQL via pairwise compar-
ison. CHESS generates 20 candidates via a struc-
tured CoT prompt and uses voting that evaluates
each candidate against LLM-generated “unit tests”.
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XiYan-SQL (Gao et al., 2025) utilizes multiple fine-
tuned LLMs to generate 5 candidates, then another
fine-tuned LLM for candidate selection.

3 Motivation

Our approach is motivated by a key observation:
LLMs are sensitive to schema representation for-
mats (Gao et al., 2025). Varying schema repre-
sentations creates meaningful candidate diversity
without temperature sampling or CoT reasoning.
Generating multiple “schema linking candidates” is
also simpler and more robust than other approaches
that rely on extensive preprocessing and multiple
LLM calls that are prone to error propagation from
missing critical tables/columns.

4 Methodology

The N-rep Framework has three stages (Figure 2).
Schema Linker utilizes multiple schema represen-
tations for schema linking. The results get passed to
Candidate Generator to create multiple candidate
SQL queries. Finally, the Candidate Selector uses
a two-stage confidence-aware selection process to
choose the final SQL query.

4.1 Schema Linker

This stage identifies tables and columns required
to answer the natural language question (NLQ).
First, target database schema is converted into n
representations. Second, each representation, along
with the NLQ and a fixed set of 3 hand-selected few-
shot examples, is used to predict relevant tables and
columns. Lastly, we produce three schema linking
results for each representation — one using the full
database schema (no filtering), one with only the
selected tables and all their columns (table-only),
and one with only the selected tables and columns
(full filtering). See Appendix F for illustrations.

4.2 Candidate Generator

This stage generates multiple SQL candidates. An
LLM takes a schema representation from previous
stage — either fully filtered, table-only, or unfil-
tered —the NLQ, and 3 few-shot examples to gener-
ate a candidate SQL. N-rep retrieves few-shot sam-
ples with fully-filtered schema information from
the training dataset following XiYan-SQL. See Ap-
pendix D.1 for the system prompt.

4.3 Candidate Selector

N-rep adopts a confidence-aware two-stage can-
didate selection strategy that combines regular
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Figure 3: Comparison of N-rep, Self Consistency with
CoT and Self Consistency without CoT. ¢ = 1 means
sampling temperature is 1.

self-consistency voting with CHASE-SQL’s LLM-
based pair-wise voting.> Using the number of votes
from regular voting as an indicator of confidence,
N-rep applies LLM-based selection only for low
confidence cases. Appendix B.2 shows the details
for confidence threshold and the Appendix C.2
shows the relation between confidence and perfor-
mance.

S Experiments

5.1 Datasets and Metrics

We evaluate the N-rep framework on the BIRD (Li
et al., 2024) and SPIDER (Yu et al., 2018) bench-
marks. SPIDER is a cross-domain benchmark with
200 databases and 10,181 query pairs (7000 train,
1034 dev, 2147 test). BIRD contains 95 databases
and 12,751 query pairs (9428 train, 1534 dev, 1789
test) that covers more than 37 real-world domains
such as finance and medicine. For evaluation, we
use Execution Accuracy (EX), the average number
of queries where the predicted and ground truth
SQL execution results are identical.

We compare N-rep (Table 1) to other pub-
licly available solutions, and a selection of closed
and open-source base models, including OpenAl
03-mini (OpenAl, 2025), Gemini 2.5 pro (Gem-
ini Team, 2025), and Qwen3 (Yang et al., 2025).
Base model tests use 3 few-shot samples from train
sets following XiYan-SQL.

’In some cases, the LLM based selection is more effective,
but it may require up to 2 - (%) LLM calls. Each pairwise
comparison is done twice by swapping the order to mitigate
any order bias.



Preprint. Under review.

5.2 Experiment Setup

To achieve our best performing configuration of
N-rep, we select 4 best schema representations
based on schema linking experiments to optimize
for precision-recall tradeoffs. For each candidate
size n in Figure 3, we conduct a parameter search
across all combinations of our 4 selected represen-
tations and 3 table filtering levels on a 10% dev
subset, using regular voting to identify the highest-
EX combination. All experiments in 5.3 and 5.4
use Gemini 1.5 Flash (Team et al., 2024) with
3 few-shot samples. Baseline and test configura-
tions are described in Appendix A, and final N-rep
configuration is shown in Appendix B.1.

5.3 Self-Consistency vs N-rep

We compare the performance of N-rep with greedy
decoding against traditional self-consistency us-
ing temperature sampling with and without CoT
in Figure 3. While EX of self-consistency with-
out CoT plateaus after 3 candidates, EX of CoT
self-consistency and N-rep both increase with the
number of candidates. Moreover, for all candi-
date numbers tested, EX of N-rep is 2 percentage
points higher than that of CoT self-consistency.
Furthermore, Figure 4 shows that N-rep’s upper
bound increases more than CoT self-consistency’s
as candidates increase, suggesting that with better
selection methods, N-rep’s performance over CoT
self-consistency could further increase.

5.4 Candidate Selector

We compare the regular voting system, LLM-based
voting system and our confidence-aware method.
Table 2 shows confidence-aware final SQL selec-
tion can reduce the number of LLM calls by 60%
while increasing the EX.

EX LLM Calls

Regular Voting 67.2 0
LLM Based Voting 67.9 6178
Confidence-aware Voting 68.8 2436

Selection Method

Table 2: Execution Accuracy (EX) and number of LLM
calls over the whole BIRD development set for different
selection methods.

5.5 Cost Analysis

Compared to Gemini 2.5 Pro baseline, N-rep
achieves 2.43 percentage points higher EX at a
17% cheaper price per query ($0.039 vs $0.047),

Model Execution Accuracy
MiniSeek 91.2
CHESS 87.2
N-Rep (Ours) 87.0
DAIL-SQL 86.6

Table 3: Execution Accuracy (EX) comparison of mod-
els on the SPIDER test set.

Against CHESS, a CoT self-consistency method,
N-Rep scores 0.94 higher EX while using only a
third of LLM calls and 8.5% of the inference cost;
against CHASE, a leading CoT self-consistency
method using a fine-tuned candidate selection
LLM, N-rep comes within 5.65 percentage points
EX at only 8.7% of the inference cost ($0.039 vs
$0.44) per query (Table 1).

6 Discussion

Our findings reveal that LLMs remain sensitive to
schema representation for text-to-SQL, suggesting
the models rely more on surface understanding than
deep reasoning about database structures. The N-
rep approach leverages this insight by combining
multiple representations.

Our experiments with the Qwen3 models sug-
gest that N-rep reduces reliance on model scale.
Specifically, smaller models (e.g., Qwen3-8B) ex-
hibit larger relative gains in EX when augmented
with N-rep — improving from 44.98% to 57.04%
EX, a jump of over 12 points — compared to a
larger model like Qwen3-32B, which improved by
7.3 percentage points (Table 1).

To evaluate generalizability, we also tested N-
rep on the SPIDER benchmark (Table 3), where
it achieves 87.0 execution accuracy indicating that
our solution is robust across benchmarks.

These results show how domain expertise
— specifically, understanding the impact of
schema representation variability — can outper-
form generic approaches like CoT self consistency
that do not address this limitation (Figure 3).

7 Conclusion

We propose N-rep, a robust and cheaper frame-
work that utilizes multiple text representations of
database schemas. N-rep serves as a case study
of how, for specific well-defined tasks with fixed
input and output, using domain specific knowledge
can minimize cost of LLM-based solutions.
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Limitations

The requirement for using manually-selected
schema representations limits the number of to-
tal candidates with unique representations, and our
analysis is not exhaustive. Future work could ex-
amine a broader range of schema representations,
and explore generating alternate forms with LLMs.

Also, our confidence-aware voting policy is cur-
rently hand-tailored for each specific number of
candidates. Future work could optimize and au-
tomate this voting policy to scale to an arbitrary
number of candidates.
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A Methodology for performance and cost
analysis

A.1 Models Chosen

For our comparison, along with our main N-rep
solution, we included results for: three frameworks
from the BIRD leaderboard, two closed-source
models, and three versions of the Qwen3 family
of models with and without our N-rep framework.

We selected CHESS and E-SQL because their
authors shared code, enabling us to replicate results
and measure token usage. For these, we used our
own LLM call and token measurements, reporting
EX values as published.

For CHASE, although the code was not available
we referenced a graph that includes cost informa-
tion in another paper Pourreza et al. (2025b) to
estimate the cost.

We included OpenAI o3-mini and Gemini 2.5
Pro to evaluate out-of-box capabilities of closed-
source reasoning models. The Qwen3 series was
selected specifically because multiple model sizes
are available, allowing us to analyze scaling in
performance with our method.

A.2 Configurations

For Gemini 2.5 Pro and 03-mini, we conducted
experiments using default settings with reasoning
enabled. For the Qwen3 models, we disabled reason-
ing capabilities to ensure fair comparison between
the base implementation and our N-rep approach.

Both the closed-source models and the Qwen3 mod-
els without N-rep used identical prompts with three
few-shot samples for consistency, and the tempera-
ture was set to 0.

We use Cohere Multilingual v3 with "clustering"
input type (Reimers et al., 2023) for all embeddings
for few-shot retrieval.

All experimental results reported are based on a
single run.

A.3 Cost Calculation

We calculated costs using current pricing models
as of May 16, 2025. For the 03-mini experiments,
we used Azure OpenAl Service pricing of $1.10
per 1M input tokens and $4.40 per 1M output to-
kens. For E-SQL, which used GPT-40 (Hurst et al.,
2024), $2.50 per 1M input tokens and $10.00 per
1M output tokens.

For Gemini 2.5 Pro and CHESS, which uses
Gemini 1.5 Pro, we applied Gemini Developer
API pricing: $1.25 per 1M input tokens and $10.00
per 1M output tokens.

All calculations reflect full pricing without ac-
counting for potential discounts from cache hits,
providing a consistent basis for comparison across
all models.

B Implementation details

B.1 Final configuration

Format Filtering level Model
MAC Schema  No Filtering —
MAC Schema  Col. Filtering GPT-40

M-Schema  Table Filtering GPT-40
M-Schema Full Filtering GPT-4o
DDL Full Filtering ~ Ccmint 13
Pro

Table 4: Schema representations used in the final imple-
mentation. Note that the rows for M-Schema with Table
Filtering and M-Schema with Full Filtering use the same
prediction, corresponding to a single LLM call.

For our final configuration of N-rep, we used 5
candidates. Gemini 1.5 Flash was used for all
candidate generations and LL.M-based candidate
selections for low confidence answers.

For the schema linking phase we used three for-
mats: DDL format, MAC-Schema format, and M-
Schema format, making 3 calls in total for the
whole phase. We also used 2 different models
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Format Table Column
Precision Recall F1  Precision Recall Fl1

MAC-Schema 92.9 93.1 93.0 78.1 87.2 824
SQL Alchemy 91.7 932 925 70.7 872 78.1
JSON Raw 91.8 929 924 74.9 87.2 80.6
DIN-SQL 90.8 932 92.0 74.9 869 804
M-Schema 91.8 93.1 925 75.5 87.1 809
DDL 92.2 93.6 92.8 75.5 869 825

Table 5: Micro precision and recall scores (in %) for different formats with GPT-40

Format Table Column
Precision Recall F1  Precision Recall Fl1
MAC-Schema 71.5 96.1 82.0 37.6 94.0 53.7
M-Schema 68.1 954 1795 35.6 924 514
DDL 69.2 95.7 80.3 39.2 927 55.1

Table 6: Micro precision and recall scores (in %) for different formats with Gemini 1.5 Pro

to further increase the variety of representations:
Gemini 1.5 Pro and GPT-40. We used different
levels of filtering, again, to increase the range of
representations. Table 4 shows the specific repre-
sentations used for our configuration. The tempera-
ture is set to O for all models.

B.2 Candidate selection

In cases where vote distribution indicates low con-
fidence we apply LLM-based comparison. In our
five-candidate setup, we invoke the LLM selector
when: all candidates receive only one vote, two
candidates each receive two votes (indicating a tie
among plausible options), the top has three votes,
but another has two (indicating a strong second
contender).

C Detailed Results

C.1 Schema Linking

Table 4 shows table and column performance on
schema linking task for our six candidate schema
representations. After selecting the best three for-
mats by column F1, we did further tests with
Gemini 1.5 Pro (Table 6).

C.2 Execution Accuracy Upper & Lower
Bounds

Figure 4 shows upper and lower bounds for N-rep
vs self-consistency for 1, 3, 5 and 7 candidates. The
upper bound reflects the best-case scenario where a
perfect candidate selector chooses the correct SQL
query from the set, i.e. at least one candidate is

correct. The lower bound represents the worst-case
selection, i.e. at least one candidate is wrong. The
chance of at least one being wrong goes up as the
number of candidates goes up and the chance of
at least once being right goes up as the number of
candidates goes up.
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Execution Accuracy (%)

o
a
¢

N-Rep Range T g, .
SC w/ CoT Range """ e
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o
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45 5 7

3
Number of Candidates

Figure 4: Upper and lower bounds of N-rep, Self Con-
sistency with CoT and Self Consistency without CoT.

C.3 Execution Accuracy by Vote Count

As seen in Figure 5, the upper bound values in-
crease with vote count, demonstrating that the num-
ber of votes assigned to the winning group cor-
responds to the likelihood that at least one candi-
date is correct, thus, higher confidence. The up-
per bound shows the maximum EX assuming per-
fect candidate selection. Regular selection and our
confidence-aware selection are equivalent at count
= 4; all three are all equal in the case of count = 5
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100
Regular Selection
W Our Selection
Upper Bound
82.8 82.8 82.8
80 1

71.1
67.8

62.2 62.2

Execution Accuracy (%)

1 2 3 4 5
Vote count

Figure 5: EX by vote count for the selected candidate

because all candidates have equivalent output.
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D Prompt Details
D.1 Candidate Generator System Prompt

Figure 6 shows the system prompt for candidate generation.

INSTRUCTIONS:

You write SQL queries for a sqlite database. Users are querying their company database, and your
task is to assist by generating valid SQL queries strictly adhering to the database schema provided.
The user will provide you with a query intent, an SQL template, and optionally an hint to help
create the correct SQL. They may also provide a set of examples similar to their query from other
databases, which should guide your understanding and solution.

Translate the user’s request into one valid SQLite query. SQL should be written as a markdown code
block:

For example:

“sql

SELECT * FROM table WHERE condition;

{33

Guidelines:

1. Schema Adherence:
- Use only tables, columns, and relationships explicitly listed in the provided schema.
- Do not make assumptions about missing or inferred columns/tables.

2. SQLite-Specific Syntax:
- Use only SQLite syntax. Be aware that SQLite has limited built-in date/time functions compared
to other sql dialects.

3. Conditions:

- Always include default conditions for filtering invalid data, e.g., deleted_at IS NULL and
status != ’cancelled’ if relevant.

- Ensure these conditions match the query’s intent unless explicitly omitted in the user request.

4. Output Consistency:
- The output fields must match the query’s intent exactly. Do not add extra columns or omit
requested fields.

5. Reserved Keywords and Case Sensitivity:
- Escape reserved keywords or case-sensitive identifiers using double quotes (

non

), e.g., "order".

If the user’s question is ambiguous or unclear, you must make your best reasonable guess based on
the schema.

Translate the user’s intent into a single valid SQLite query based on the schema provided.

Pay special attention to the examples given by the user.

Ensure the query is optimized, precise, and error-free.

# You must ONLY output ONE SINGLE valid SQL query as markdown codeblock; do NOT output
any other text.

Figure 6: candidate generator system prompt
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E Schema Formats

We test six schema representations, M-Schema (Figure 7, MAC-Schema (Figure 8, DDL (Figure 9,
DIN-SQL (Figure 10, a raw JSON representation (Figure 11, and a python representation (Figure 12.

[DB_ID] financial
[Schemal]

# Table: account
L
(account_id:INTEGER, Primary Key, Examples: [1, 2, 31),
(district_id:INTEGER, Examples: [18, 1, 51)

]
# Table: district
L
(district_id:INTEGER, Primary Key, Examples: [1, 2, 31),
(A11:INTEGER, Examples: [12541, 8507, 89801)

]
# Table: loan
L
(amount:INTEGER, Examples: [80952, 30276, 318480]),
(status:TEXT, Examples: [A, B, D])

]
[Foreign keys]
account.district_id=district.district_id

Figure 7: XiYan-SQL M-SCHEMA format

# Table: account
L
(account_id, account id.),
(district_id, location of branch.),
]
# Table: district
L
(district_id, location of branch.),
(A11, average salary.),

]
# Table: loan
L
(amount, amount.),

(status, status. Value examples: [’C’, ’A’, ’D’, ’B’].)
]

Figure 8: MAC-SCHEMA format
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financial CREATE messages:

CREATE TABLE account (

account_id INTEGER
district_id INTEGER

’

PRIMARY KEY (account_id)
FOREIGN KEY (district_id) REFERENCES district (district_id)

DE
CREATE TABLE district (

district_id INTEGER
A11 INTEGER

PRIMARY KEY (district_id)
DE
CREATE TABLE loan (

amount INTEGER
status TEXT

’

PRIMARY KEY (loan_id)

DE

Figure 9: DDL ("SQL CREATE") format

table ’account’ with columns: account_id (INTEGER), district_id (INTEGER)
table ’district’ with columns: district_id (INTEGER), A11 (INTEGER)
table ’loan’ with columns: amount (INTEGER), status (TEXT)

Relations:
account.district_id -> district.district_id

Figure 10: DIN-SQL style format
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"tables": {
"account”: {
"columns”: {
"account_id": "INTEGER",
"district_id": "INTEGER"
o
"keys": {
"primary_key": [
"account_id"

i
"foreign_keys": {
"district_id": {
"referenced_table"”: "district”,
"referenced_column”: "district_id"

I
"district”: {
"columns”: {
"district_id": "INTEGER",
"A11": "INTEGER"
+
"keys": {
"primary_key": [
"district_id"

Jis

"foreign_keys": {}
Jis
"loan": {

"columns": {
"amount”: "INTEGER",
"status": "TEXT"

X

"keys": {
"primary_key": [

"loan_id"

X
"foreign_keys": {3}

Figure 11: raw JSON format
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from sqlalchemy import Column, ForeignKey, Integer, MetaData, Table, Text, text

metadata = MetaData()

t_district = Table(
’district’, metadata,
Column(’district_id’, Integer, primary_key=True, server_default=text(’0’)),
Column(’A11’, Integer, nullable=False),

)

t_account = Table(
’account’, metadata,
Column(’account_id’, Integer, primary_key=True, server_default=text(’0)),
Column(district_id’, ForeignKey(district.district_id’), nullable=False, server_default=text(’0)),
)

t_loan = Table(
’loan’, metadata,
Column(’amount’, Integer, nullable=False),
Column(’status’, Text, nullable=False) )

Figure 12: python SQLAlchemy format
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F Filtering Levels

This shows examples of different schema filtering levels on a toy example dataset in the compact "DIN-
SQL" format. The toy dataset has three tables in total, "users", "orders" and "products” (Figure 14). The
example schema linking prediction output is a JSON-like dictionary; here it predicted we need to keep two
tables, "users" and "orders", with two columns each (Figure 13). No filtering preserves all schema entities
(Figure 14); table-only filtering drops the "products" table, but all columns from "users" and "orders"

remain (Figure 15); full filtering removes all entities that are not in the prediction (Figure 16).

"users": ["user_id", "name"],
"orders": ["user_id", "order_date"]

Figure 13: Schema linker output

table ’users’ with columns: user_id (INTEGER), name (TEXT), email (TEXT),
created_at (DATE)

table ’products’ with columns: product_id (INTEGER), name (TEXT), price (DECIMAL),
stock (INTEGER)

table ’orders’ with columns: order_id (INTEGER), user_id (INTEGER), product_id
(INTEGER), quantity (INTEGER), order_date (DATE)

Relations:
orders.user_id -> users.user_id
orders.product_id -> products.product_id

Figure 14: No filtering example (full schema)

table ’users’ with columns: user_id (INTEGER), name (TEXT), email (TEXT),
created_at (DATE)

table ’orders’ with columns: order_id (INTEGER), user_id (INTEGER), product_id
(INTEGER), quantity (INTEGER), order_date (DATE)

Relations:
orders.user_id -> users.user_id

Figure 15: Table-only filtering example

table ’users’ with columns: user_id (INTEGER), name (TEXT)
table ’orders’ with columns: user_id (INTEGER), order_date (DATE)

Relations:
orders.user_id -> users.user_id

Figure 16: Full filtering example
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