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Abstract

Multi-agent reinforcement learning (MARL) has long been seen as inseparable
from Markov games ( s ). Yet, the most remarkable achievements of
practical MARL have arguably been in extensive-form games (EFGs)—spanning
games like Poker, Stratego, and Hanabi. At the same time, little is known about
provable equilibrium convergence for MARL algorithms applied to EFGs as they
stumble upon the inherent nonconvexity of the optimization landscape and the
failure of the value-iteration subroutine in EFGs. To this goal, we utilize con-
temporary advances in nonconvex optimization theory to prove that regularized
alternating policy gradient with (i) direct policy parametrization, (ii) softmax policy
parametrization, and (iii) softmax policy parametrization with natural policy gra-
dient updates converge to an approximate Nash equilibrium (NE) in the last-iterate
in imperfect-information perfect-recall zero-sum EFGs. Namely, we observe that
since the individual utilities are concave with respect to the sequence-form strat-
egy, they satisfy gradient dominance w.r.t. the behavioral strategy—or, policy, in
reinforcement learning terms. We exploit this structure to further prove that the
regularized utility satisfies the much stronger Polyak-ELojasiewicz condition. In
turn, we show that the different flavors of alternating policy gradient methods con-
verge to an e-approximate NE with a number of iterations and trajectory samples
that are polynomial in 1/e and the natural parameters of the game. Our work is a
preliminary—yet principled—attempt in bridging the conceptual gap between the
theory of Markov and imperfect-information EFGs while it aspires to stimulate a
deeper dialogue between them.

1 Introduction

Reinforcement learning (RL) dominates contemporary applied and theoretical research. The flagship
of RL, policy optimization methods, appears to lend reasoning capabilities to language models (

, ), defeats human Go world champions ( s ), and navigates real-world roads
safely ( R ). As is evident from even more examples (

, ), machine gameplay has transformed by incorporating RL techmques in 1ts algorithmic
arsenal. Although theoretical literature ( , ) posits that the canonical model of MARL

are Markov games (MGs), MARL has handled imperfect- mformatlon extensive-form games (EFGs)
with commendable success ( s ; s ; , .

At first, the theory and practice of imperfect-information EFGs can seem saturated. Exhaustive
research in the propertles of EFGs has exposed its convex structure using sequence-form strate-
gies ( , ) and yielded the dlfferent counterfactual-regret minimiza-
tion algorithms (CFR) ( , , ) that can
solve games using tabular policies with unmatched computatlonal efficiency. Notwithstanding, these
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techniques seem to hit a wall when faced with large-scale games whose size makes the use of tabular
policies infeasible and calls for a policy network (or, more generally, policy function approximation).
The picture is even more grave when CFR needs to be combined with model-free counterfactual value
estimation. Its call for importance sampling yields a feedback of prohibitively high variance. Further,
CFR’s average-iterate convergence makes the task of extracting a policy parametrization highly
nontrivial. Since practrtloners have extensively studied pohcy optimization for 1rnperfect information
games ( ;

, ) without offering guarantees of polynomial time Convergence, we are naturally
lead to the question:

Do policy gradients methods provably converge to an equilibrium in ()
imperfect-information EFGs using a polynomial number of iterations and samples?

To answer, we need to face the two obstacles that imperfect-information games raise against opti-
mization, the failure of value iteration—which we sidestep by solely using policy gradients—and a
highly nonconvex policy optimization landscape—which we prove that is benign.

Failure of Value iteration In MARL for MGs, the overwhelmlng majority ( ,

, ) of existing algorrthrnrc
solutrons for equrhbrlum learnrng or computatlon makes use of a value iteration subroutine or
a value critic—which is in essence a backwards induction of the estimated value of the game.
Whereas, solving imperfect-information games requires leveraging the opponent’s uncertainty about
the underlying state. In other words, one needs to tradeoff exploiting private information and
the benefit of keeping it secret. This precludes solving subtree-by-subtree conditioned on private
information and leads to the emergence of behaviors such as bluffing at optimality.

Gradient Domination in Nonconvex Problems. Contemporary machine learning is arguably
propelled by large-scale optimization of systems of astounding size to perform increasingly elaborate
tasks. The corresponding objective functions are by no means convex in terms of parameters,
which precludes theoretical guarantees of even reaching local optimum in a reasonable number
of iterations ( ). Yet, practice indicates a different reality and theory is
gradually catching up. It has pamstakmgly been demonstrated that the nonconvexity of various
ML optimization problems is seriously benign—more often than not, stationarity implies global
optimality. Cases in point, gradient domlnatlon is exhibited for the loss functions of overparametrized

neural networks ( , , ), the linear quadratic regulator (
R ), value functions of Markov decision processes (MDPs) ( , ;
, ), matrix completion ( , ), dictionary learning ( , ), and

more. For a thorough discussion of gradient domination ( , ; ) ;

, ). With the latter in m1nd one could make the case that when game theory researchers
pursuit equilibrium computation in general nonconvex games ( , ; ,
) they set the bar too high. Still, the study of benign nonconvexity seems of great importance

and rather underexplored ( s ; s ;

, ; , ).

1.1 Contributions

We answer (¥) in the affirmative by developing three independent policy gradient methods (Theo-
rems 3.1 to 3.3). All three algorithmic approaches lead to last-iterate convergence to a regularized NE
of the EFG without requiring that the agents to share any information about their strategies by framing
the resulting error as inexact gradient feedback ( , ). The only “communication”
that takes place is, taking turns in updating the policies and agreeing to pick different stepsizes. We,
namely, contribute,

1. alternating policy gradient with direct parametrization and ¢s-norm regularization
2. alternating policy gradient with softmax parametrization and entropy regularization
3. alternating natural policy gradient with softmax parametrization and entropy regularization

and prove their last-iterate convergence. On a sidenote, we offer a sharper dependence of the PL
modulus to the hidden convexity modulus than the one suggested by ( , , Appendix
G) for constrained optimization.
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1.2 Overview of Techniques

The theoretical guarantees for our three algorithmic solutions are pinpointed by a simple unifying
conceptual principle. That is, the nonconvex optimization problem of computing an equilibrium by
directly optimizing the behavioral strategies (or, policies) is a constrained two-sided PL optimization
problem where alternating gradient descent ascent is known to converge. Namely, we show that the
optimization landscape viewed in terms of policies is nonconvex in a rather benign way; the utility is
hidden concave. In particular, after appropriate regularization, each utility function satisfies a strong
gradient domination property, i.e., the proximal Polyak-f.ojasiewicz.

Hidden concavity. Going into more detail, utilities in EFGs are concave in terms of sequence-form
strategies. An appropriate regularizer enhances convexity to strong concavity. Moreover, enforcing a
positive lower bound on the probability of reaching every information set yields a uniform Lipschitz
constant for the bijection that maps sequence-form strategies to behavioral policies. Taken together,
these two observations imply a strong gradient-domination condition for each player’s policy.

PL condition. For the sake of offering an intuitive exposition, we forego the nuances of constrained
optimization to explain how the PL condition is proven to hold. We say that an optimization problem
min,, f(x) exhibits hidden strong convexity when there exists an invertible mapping © = ¢(z) and a
function H (u) that is u-strongly convex in w and f(x) = H(c(z)). Strong convexity implies that

fl@)— f*=H@u)—H* < 2u |V H (u)||*. Now, a bounded Lipshcitz modulus L,—1 > 0 of the

inverse transform, ¢~ 1 (u) = x, leads to the PE inequality f(x) — f* < om L2 |V f(z)]|? by merely

applying the chain rule of differentiation. Similar arguments work for the pr0x1mal -PL.

Convergence. Then, alternating gradient descent ascent on min,e x maxycy f(z,y),

Tip1 < Proj x [ty — 0.V f (@6, y0)] 5 yegr < Projy [ye + 1y Vy f (41, 90)] s

is proven to converge to a saddle-point point using a typical Lyapunov function argument. We tune
the stepsizes 7., 1), in such a way that one player learns faster than the other. Since the function is
PL, this means that after each update the optimizer is significantly approximated. Intuitively, after
enough iterations, the update scheme can be viewed as optimizing for ®(z) := max,ecy f(z,y) as
Zir1 = Projy (xy — 1,V ®(x;)). Crucially, our convergence analysis sets aside the usual regret
minimization arguments that are used to either prove average-iterate or best-iterate convergence (e.g.,

(2022); (2024)).

1.3 Comparison to Related Work

We point out two particular results ( ; , ) directly related to our
endeavor of policy gradient/optimization methods for mcomplete information EFGs. Although the
magnetic mirror descent method proposed in ( , ) does not come with guarantees
in EFGs, it exhibits impressive empirical performance. ( , ) lays the foundation of our

approach as it introduces the bidilated regularizer although it does not offer a convergence guarantee
that is polynomial in the parameters of the game and 1 /.

Altern./Simult. Provable

Updates Convergence Regularization Feedback
( , ) simultaneous yes, best-iterate” bidilated CFR,Q,Q
( , ) simultaneous no policy entropy
Ours alternating 57, ISR, bidilated VoV, Q

polynomial time

Table 1: Comparison of policy gradient/optimization methods.

CFR Q,Q, VoV stand for counterfactual value, action-value, traject. action-value, and policy gradient.
* Guarantees are pseudo-polynomial in the game-size.

Our work follows arguments utilized in the context of policy gradient methods for Markov decision
processes (MDPs) and MGs. Namely, we use arguments from ( s ; R ) as
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the entropic bidilated regularizer is almost identical to discounted entropy. Further, we use arguments
from ( , ) to show that the mapping from sequence-form strategies to policies is
Lipschitz continuous. Further, our analysis bears similarity to that of ( , ).

1.4 A comparison of Markov and imperfect-information extensive-form games

Imperfect-information extensive-form games (EFGs) and Markov games (MGs) both model multi-
stage strategic interaction. They differ sharply in what each player can observe while they maintain
marked similarities in the way strategies are represented (behavioral strategies and policies), the
hidden concave representation of utilities (concavity w.r.t. sequence-form strategies and occupancy
measures), and regularization choices for optimization. The table and discussion below summa-
rize this comparison along the axes of observability, strategy space, utility convex reformulation,
regularization and optimization landscape.

Game Observable Control Utility
State State Variables Concave In
. . Behavioral Sequence-form
EFG History h € T Infoset s € S Strategy (- | s) Strategy 4™
each a node of each a disjoint set of distribution over independent of
game tree graph T multiple histories h actions at infoset s opponents’ strategies
Markovian State-action
MG State s Policy (-|s) Occupancy
measure A"
otenially recurring n he i or nfinite iriotion over depends on
P Y 8 actions at state s opponents’ policies

horizon of the game

Table 2: Imperfect-information extensive-form games (EFG) vs. Markov games (MG).

Clearly, an infoset (information set) in an imperfect-information EFG is to a behavioral strategy what
a state is to a policy in an MG. However, imperfect information (or partial observability) leads to
a discrepancy between the expected return of an 1nfoset in an EFG and the expected return state
in an MG as highlighted in ( , ). Interestingly, the concave
reparametrlzatlon of EFG utilities eXhlbltS a structure more favorable than the corresponding one
in MGs. In particular, the utility is concave in sequence-form strategies of EFGs and the latter
depend solely on a player’s own behavioral strategy. This comes in stark contrast to the state-action
occupancy measure of MGs which need to satisfy Bellman flow constraints conditioned on opponents’
strategies.

Finally, similarities of the regularization techniques in EFGs and MGs are cornerstone to our work.
The EFG entropic bidilated regularzzer ( , ), R, and the very commonly used MDP
discounted entropy ( , , ,b), &, are Vlrtually identical. We note that,
in EFGs a regularizer is mostly used in context of dlrectly optimizing in the sequence-form space.
They induce a distance generating function of mirror descent instantiations. Some more recent works
have used it to make the game strongly—monotone and guarantee convergence of gradient descent
methods ( R ). ( ), in the context of policy optimization, define the bidilated
regularizer whose policy gradients can be estimated without importance sampling. Illustratively, the
two regualaizers read side-by-side (v is a discount factor of MDPs):

R(T) 1= Brnr [Syyer 0nClsw))] | ) = Eron [SH A 10(n(sa)

2 Preliminaries

In this section we introduce the key ingredients required for our analysis. For EFGs, we high-
light how the utility is expressed as a concave function of the sequence-form strategies. We also
review the—Euclidean or entropic—bidilated regularizer whose strong convexity underpins our
gradient-domination arguments. With regards to RL theory, we recall the definition of the value and
and action-value functions and show that trajectory samples, or roll-outs, give unbiased Monte-Carlo
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estimates of both the utility and the bidilated regularizer via the (REINFORCE) estimator ( ,
, ). Finally, we review the optimization notions of hidden concavity and
gradlent dominance, used to prove convergence in of our algorithmic solutions.

2.1 Extensive-Form Games

We briefly go over the definition of an EFG and move on to the sequence-form strategies and the
corresponding regularizers.

Definition 1 (EFG). A two player zero-sum extensive-form game, T, is defined by the tuple
(T, H,S,A,B,r). A special chance player, ¢, models uncontrollable randomness while,

T is a rooted game tree of height D(T),

o H :=Hy UHs UH, is the set of T ’s nodes, referred to as histories. Each history, h, belongs to
exactly one of the sets H1, Ha, H. depending on the player responsible for taking action at h.

o §:= 81 US, is a finite set of information sets (infosets). The infosets partition histories, H;, of
the acting player 1 into sets of nodes that are indistinguishable.

o A:={As}ses,, B :={Bs}scs, are the action sets of player 1 and 2, respectively. Each infoset
s € S has a corresponding set of actions As, and respectively Bs. Further, we will denote
A = |Ag|, Amax := maxg Ag and By := max; |Bs|, Bmax := maxg |Bs.

o r: H — [—1,1] is a payoff function mapping leaves of T to a payoff for player 1; player 2 gets
the opposite payoff.

A perfect recall assumption is made, ensuring that players remember their past observations and
actions. This implies that nodes in the same infoset have the same past observation sequence. We
will use 01 (), o2(s) to denote the last parent infoset-action pair (s’,a’),s € Sy and (s',b'),s € Sy
encountered when descending from the game tree’s root to history h. (), o2(-) are either unique
for non-root nodes or the null set for the root. We will overload notation o1 (k) to mean o4 (s) for the
infoset s where h belongs (resp. for a2 (h)).

Sequence-Form Strategies A player’s behavioral strategy is a probability distribution over actions
at each of their infosets. In sequence-form, the strategy of player 1 is defined as:

uit(s,a) == uit(o(s))m(als) Vs e S1,Va e As.

The sequence -form strategy of player 2 is defined in a symmetric fashion. Introduced in ( ,

, ), sequence-form strategies are generalizations of simplices
and express the sequentlal structure of an EFG. The set of sequence-form strategies, M1, M are
convex polytopes as they are is defined only by linear equalities and non-negativity constraints. The
chance player’s contribution to the probability of reaching history h is given by u.(h) and it is
assumed to be strictly positive for reachable nodes. For player 1, the expected utility is given by the
bilinear form:

VT = (u) " Rpg?

where R is the matrix representation of payoff function r.

Forward, we will refer to behavioral strategies as policies which will be denoted as 7, 2. The
solution concept we are after is an e-approximate Nash equilibrium.

Definition 2 (e-NE). A policy profile 7, w5 is an e-approximate Nash equilibrium of an EFG T, if,
for any policies m, and o it holds true that,

VT e S VT S VTUTE e,

The bidilated regularizer. Introduced in ( , ), the unweighted bidilated regularizer is
defined using a strongly-convex regularizer ¢(-) and summed multiplied by the total reach probability
of each insfoset. Since it depends on both players’ policies we write R (71, 72), R(ma, w2 ), with

Ri(m1,72) = Epror lqu(m(-h))] and  Ra(m1,7m2) := Epen lqu(@(-h))] :
h h
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2.2 RL fundamentals

Moving on, we define the value, action-value, and advantage functions in the context of EFGs.
Inspired by the occupancy measure of MGs, we define the history occupancy measure d™ for a given
policy profile 7 := (71, m2) which simply is the reach probability of each history and comes in handy
as a shorthand notation in the description of the algorithms and their analysis. Moreover, we recall
the definitions of direct and softmax policy parametrization. Last but not least, we demonstrate how
the (REINFORCE) gradient estimator computes policy gradients for EFGs for both the unregularized
and regularized utility.

Value, action-value, and advantage functions. Without loss of generality, we assume that players
get a payoff only on a terminal history k. This way we can define the value function of an infoset s,
as the expected utility if the game were to start at a history iy belonging to s,

V7 (s) = Egp [r(R)[ho € 5]

In a similar vein, we define the action-value function, or (), as the expected utility if the game started
at at a history hg belonging in s and after the player had taken action ag, (or, resp. by),

Q7 (s,a) :==E; _|r [ (R)|ho € s,a0 = a] and Q3 (s,0) :=E; [T(E)lho € s,by = b] .
Finally, the advantage function is defined for each player as the difference between an action-value
and the infoset’s value AT (s,a) := V™ (s) — Q7 (s,a) and A5 (s,b) := V7 (s) — QT (s,b). Similar to
the state occupancy measure of an MG, we can define the history occupancy measure d™ : H — [0, 1]
which is defined as, d™(h) := Ep . [L{h/ = h}]. Overloading notation, for an infoset s € S

d™(s) =3 ey A" (h).

Policies. Policies are precisely parametrized behavioral strategies. We will consider two
parametrizations of policies, (i) direct parametrization, and (ii) softmax parametrization. For di-
rectly parametrized policies, we denote the parameters as x, y which are x € X A(Ay),y €

><5652 A(BS)
The parameters of softmax policies will be denoted y, § with y € R4, A = Y sAsandf € RE,B =
> Bs. As areminder, the policy is generated through the softmax transform,
exp(6s,p)
>y exp(fsy)

sES1

eXp(Xs a)
als) = =——=— and my(b
(als) S exp(xen) o(bls) =
Gradient estimation with REINFORCE. The ability to estimate a gradient of the value function
using trajectory samples, or roll-outs, has endowed the theory and practice of RL with the rich
toolbox of gradient-based optimization. In fact, the (REINFORCE) gradient estimator (

, ) is also an unbiased estimator of the policy gradient in the EFG setting, and

thus pr0v1des a sound foundation for our analysis.

Definition 3 (REINFORCE). Let T denote a trajectory of infosets and actions sampled by implement-
ing policies Ty, T, T := (8(1), (k) - - - ). We define REINFORCE, (@z, ﬁy), to be the stochastic
gradient estimators:

K, K,
Vo =1, Z V. logm, (a(k) \s(k)) and NV, =r; Z Vg logm, (b(k) \s(k)). (REINFORCE)
k=1 k=1

The addition of regularization, leads to the definition a regularized value function, V.,

VI(s) :=Epur [r(h) + 73, [b(m1(-|R)) + ¥ (m2(:|h))] |ho € 5] .

Regularized -value and advantage functions T, AT are defined accordingly (see Appendix C.2).
Furthermore, (REINFORCE) can be minimally modified to estimate the policy gradient of the
regularized value function without importance sampling (discussed in detail in Appendix F.1).
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Sufficient Exploration. Following the policy parameterization rule (v-trunc) defined in ( ,
), every infoset is visited with probability at least v > 0. Besides ensuring the usual sufficient

exploration condition for MDPs (Assumption 1), this lower bound also serves a purpose similar to a

bounded mismatch coefficient in the sense of ( s ; s ).

Assumption 1 (Sufficient exploration). Both players, every action a; in every infoset is played with
a probability s, is played by at least some probability s q,Vsp > 0,

m1(als) > Vs.q,Vs € S;,a € As and  ma(bls) > sy, Vs € S;,b € Bs. (7y-trunc)
We denote by v > 0 the lower bound of reaching any infoset of the EFG.

Guaranteeing that Assumption | holds is straightforward for directly parametrized policies. The
players need to pick policies x, y, from the cartesian product of appropriately truncated simplices, to
be denoted X7, )7 respectively.

As for softmax parametrized policies, (-trunc) is achieved when both players’ parameters are
restricted to the polytopes X r, © r. To demonstrate, X is defined in the following manner, X :=

{X ERYVA=_As: xJ1=0, Vs € S1,|xs.i — Xs.| < 2R, Vi, j € [As]}, and the definition

of O follows suit. We highlight that the images of X r, Ui under the softmax map are convex sets
(Lemma D.4) and we will denote the resulting truncated policy sets as ITf, TTZ.

2.3 Hidden concavity and gradient domination

In this subsection, we define the two key backbone concepts of hidden concavity and gradient
domination. Gradient domination of a weak or strong form has been extenswely investigated in
the theory of RL and MARL (

, ). Slmply put, the nonconvex value functlon sat1sﬁes a
gradient- dommatlon property and any stationary point is globally optimal. Thus, any guarantee of
convergence to a stationary point is elevated to a guarantee of convergence to global optimality.

Definition 4 (Hidden convexity). A nonconvex function f : X — R defined over the set X is
said to be hidden (strongly) convex if there exists (i) a bijective mapping ¢ : X — U for some

convex set U, (ii) a function H : U — R that is strongly convex a with modulus vy > 0; such that
f(x) = H(c(z)),Vz € X.

When the Lipschitz continuity modulus of the inverse transform ¢~ *, is uniformly bounded it implies

the gradient domination condition as shown in ( , , Prop. 2) coupled with (
, , App. G).
Definition 5 (pPtcondition ( , ). Assume F : R? — R defined as F(z) =

f(x) + g(x). Let f : R? — R be an {-smooth function and g : R* — R be convex. Define

Dy(z,0) == —2€InZin {(Vf(x), z—x)+ éB(sz) +9g(z) — g(x)} .

for a choice of Bregman divergence B(-||-). We say that F satisfies the pPL condition with modulus

a > 0 if, for every x € X,
1

7,Dg(x7£) >« (F((E) - F*) )
where F* = min,, F(x). When g is the indicator function of a set X we write Dy (x, {).
For our first contribution, we establish that the utility of an imperfect-information EFG under different
policy parametrizations is pPLwith regards to the policy.

Lemma 2.1 (pPL for EFG; restated from Lemmata E. 1 to E.3). Let an imperfect-information EFG,
T, perturbed with the pair of bidilated regularizers (R1, R2) with a coefficient T > 0. Then, each

player’s utility satisfies the pPL condition with a modulus o = T x poly (%, Amax, Bmax; QD—l(T)) .
3 Convergence of Alternating Regularized Policy Gradient

Having established the required background and notation, we are ready to present our main results.
In Theorem 3.1 we show the convergence of simple alternating regularized policy gradient to an
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approximate NE in the last iterate. Moving to Theorem 3.2, we prove a similar result for softmax-
parametrized policies. Finally, we analyze alternating regularized natural policy gradient through a
mirror-descent lens, demonstrate its relationship to multiplicative weight updates of the policies, and
prove its convergence to an approximate NE in the last iterate (Theorem 3.3).

Throughout, 1, ,n, denote the stepsizes and VT denotes the (REINFORCE) gradient estimate of the
utility w.r.t. to a player’s parameters accounting only for their own regularization term.

3.1 Direct Policy Parametrization

The first result we present is the a simple policy gradient scheme with alternating updates and a
Euclidean regularizer. The parameter updates of alternating regularized policy gradient takes the
following form,

Tyy1 = Proj [xt — 1 VI(2e, yt)}
v
X A (Alt-RegPG)
Yit1 :P;OJ' {yt + nyV;(ml,yt)} :
Y

where Proj v~ , Projy- denote the Euclidean projection of the parameters to the truncated simplices
dictated by (v-trunc). We state our first convergence theorem which settles question (¥) and defer its
formal statement to the Appendix G.1.

Theorem 3.1 (Informal; restated from Thm. G.1). With direct policy parametrization and the
Euclidean bidilated regulariser, alternating policy-gradient algorithm attains a last-iterate e-Nash
equilibrium in

11
T = poly (a - Amax, Brax, 2D(T)> iterations,
€7

11

using batches of poly (;, 5 Anax, Bmax, 2D(T)) trajectory samples at each step.

Remark 1. We note that the exponential dependence on D(T) is still polynomial in the game size as
the height has itself logarithmic dependence in size of the game.

3.2 Softmax Policy Parametrization

We move on to convergence under softmax parametrization and entropic regularization. This choice
of parametrization is an important step towards getting provable guarantees for policy gradient
methods in imperfect-information EFGs using function approximation (e.g. neural networks). The
projection to X i, © p guarantees that Equation (+y-trunc) is satisfied,

Xt+1 :P;Oj [Xt — 12V (Xt 9t)]

" (A1t-EntRegPG)
Or11 = Péoj [975 + 1y Vo (Xt+1, 975)}

R

Theorem 3.2 (Informal; restated from Thm. G.2). Alternating policy-gradient algorithm with softmax
policy parametrization and the entropic bidilated regulariser, converges in expectation in the last-
iterate to an e-Nash equilibrium after a number of iterations T\, that is

T = P0|y (%7 %7 Amax, Bmax, 2D(T)) itemtions,

11

using batches of poly ( A Ao, Bmax, 2P (T)) trajectory samples at each step.

3.3 Natural Policy Gradient

Finally, we consider the natural policy gradient algorithm ( , ) which is an adaptation of
natural gradient ( , ). This algorithm is of particular interest due to its intimate connection
to the TRPO, PPO ( , , ) policy optimization algorithms. Natural policy
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gradient uses a Fisher information matrix induced by the policy as a preconditioner for policy gradient
updates:

)= de’a(s) Zﬂx(a|5)Vlog 7y (a]s) [V 1og 71'X(a|5)]—r

We cast natural policy gradient steps as mirror descent steps with a Mahalanobis norm induced by
the Fisher information matrix (for a more nuanced discussion on this connection see (

, )-

Xt+1 =argmin (Vo V(xe, 01), X — xt) To ||X XtHFx(Xt;et)
XEXRr

I i 1% 0:),0; — 0) + — |0 — 0,
t+1 ag%g:n<V9 (Xt-‘rla t)a t >+ 27]y || t||Fe(Xt+1,9t)

The update scheme can be equivalently written as:

. 2
Xt+1 —aigegl;nHXt N F (Xtaet)v V(xt,0) XHFX(Xt;Gt)

(Alt-RegNPG)

0t+1:argminH0t+ny o(Xt+1,0:) VoV (Xt41,0:) 9‘

0chr Fo(xt+1,0¢)

More importantly, we note that in policy space, the update scheme of natural policy gradient takes a
very simple form which, as expected, reads, for player 1 (® is element-wise multiplication):

T1t1(e]s) o 7F1,t('|5)1777” ©exp Q7 (s,-))
m1,e41(:|$) ~ arg min KL (w(-|8)||f1,t+1('|5)>
TFEH{%

To see why the second approximate equality holds, we note that the Mahalanobis distance over
the parameters induced by the Fisher information matrix of the softmax policy, is a second-order
approximation of policy KL. The derivation and an extensive discussion are deferred to Appendix G.3.

Theorem 3.3 (Informal; restated from Thm. G.3). For an appropriate tuning of 1;,n, > 0, the
last-iterate of alternating regularized natural policy gradient (A1t-RegNPG) converges in expectation
to an e-approximate Nash equilibrium in a number of iterations T that is:

11
T = P0|y (6’ ;7 Amaxa Bmax7 2D(T)) .

4 Conclusion

We studied three different policy gradient methods for imperfect-information perfect-recall zero-sum
EFGs under a unifying optimization principle. We managed to provide the first global last-iterate
convergence guarantees of independent policy gradient methods to an e-approximate Nash equilibrium.
Furthermore, our analysis requires a number of iterations and samples that is polynomial in 1/e and
the parameters of the game. To do so, we exploited the favorable properties (PL-condition) of the
otherwise nonconvex optimization landscape. We departed from the usual route of regret analysis in
EFGs and opted for more conventional convergence analysis arguments. We hope to motivate further
exchange between theoretical MARL research and the theory of EFGs as we strongly believe in the
potential this communication fosters.

Future directions. On another note, as our main concerns was proving polynomial time con-
vergence of policy gradient in EFGs, our analysis is at places loose. We ﬁrmly believe that the
convergence rates and constant dependencies can be improved, e.g., by using the machinery of
treeplex norms ( s ), relatively-smooth optimization ( s ; s ;
, ), and other policy optimization arguments ( ; ,

). Being more particular, we would like to see guarantees that do not call for mini- batchlng and
possibly use variance reduction techniques. Moreover, fundamental questions about the limit points

of policy gradient methods in EFGs —similar to those of ( , ) for MGs—are open.
More broadly, do forms of benign nonconvexity (like hidden convexity) refine the results of (
9 b b ){)
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1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]
Justification: Proofs of all claims are provided in the appendix
Guidelines:
* The answer NA means that the abstract and introduction do not include the claims
made in the paper.
* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.
* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.
* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: We discussed them in the conclusion section

Guidelines:

* The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

 The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]
Justification: Yes found in the appendix.

Guidelines:
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» The answer NA means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

¢ Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

e Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]
Justification: experiments are small scale. code will be uploaded
Guidelines:

* The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.
Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurIPS does not require releasing code, the conference does require all submis-

sions to provide some reasonable avenue for reproducibility, which may depend on the

nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: code and proofs are in the supplemental material
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Guidelines:

* The answer NA means that paper does not include experiments requiring code.

¢ Please see the NeurIPS code and data submission guidelines (https://nips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

¢ The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//nips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.
 The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they

should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]
Justification: code is shared
Guidelines:

* The answer NA means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]
Justification: small scale experiments, confidence intervals included
Guidelines:

» The answer NA means that the paper does not include experiments.

* The authors should answer ”Yes” if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.

 The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.
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* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

o If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.
Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]
Justification: description of laptop
Guidelines:

* The answer NA means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]
Justification: we follow the NeurIPS code of ethics
Guidelines:

¢ The answer NA means that the authors have not reviewed the NeurIPS Code of Ethics.
* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [NA]
Justification: work is theoretical. probably unlikely that it will have direct societal impacts
Guidelines:

* The answer NA means that there is no societal impact of the work performed.

* If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

* Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.
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* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pretrained language models,
image generators, or scraped datasets)?

Answer: [NA]
Justification:
Guidelines:

* The answer NA means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

 Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]
Justification: we cite previous work
Guidelines:

» The answer NA means that the paper does not use existing assets.
 The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

 If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [NA]

Justification: no new assets released
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Guidelines:

» The answer NA means that the paper does not release new assets.

» Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [NA]
Justification: no crowdsourcing
Guidelines:
* The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [NA]
Justification: theoretical research
Guidelines:
* The answer NA means that the paper does not involve crowdsourcing nor research with

human subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigorousness, or originality of the research, declaration is not required.

Answer: [NA]
Justification:

Guidelines: only editing grammar
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* The answer NA means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

¢ Please refer to our LLM policy (https://neurips.cc/Conferences/2025/LLM)
for what should or should not be described.
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A Further Related Work

Relevant MARL for MG works In MDP and MG literature, policy optimization seems to come in
two flavors—an online learning() approach and a stochastic optimization one. In the current work,
we opt for the second approach.

The work of ( , ) is particularly close to ours. Yet, we highlight that they make a
rather strong assumption; they assume that the probability of playing each action in the support of
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the regularized Nash equilibrium is lower-bounded by a constant independent of the regularization
coefficient 7. In turn, we circumvent such an assumption by exercising direct control over the
minimum probability of playing any action by projecting the parameters of the softmax parameters
onto a convex polytope.

Theory of Policy Gradient Methods The policy gradient method ( , ; ,

)

o ( , ) prove the convergence of directly parametrized policy gradient. They
use the convergence result of gradient descent for smooth nonconvex function along a
gradient domination lemma to demonstrate a O(1/¢?) convergence rate to optimality. Later,
( , , ) use the hidden concave structure of the problem to improve the
convergence rate to O(1/e).

e ( , ) provide the first non-asymptotic convergence rate result for the policy
gradient method using discounted entropy regularization (the analogue of bidilated entropy
regularization). The proof of convergence uses a novel nonuniform PL condition.

o ( , ) analyze natural policy gradient (NPG) with discounted entropy regular-

ization. Natural policy gradient can be seen as a form of preconditioned gradient descent.
Natural policy gradient effectively boils down to policy multiplicative weight updates using
the @Q-functions as feedback. The analysis of convergence uses a linear dynamical system.
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B Optimization Lemmata

Definition 6 (Stationarity Proxies). Assume a function F' : f + Iy (-) such that f : X — Ris
{-smooth relative to ||-||; and Ix(-) is the indicator function of the set X. We define the following
stationarity proxies,

* gradient of the Mahalanobis proximal mapping (MPM),
2

1Go(@)] = 9 | = proxpy, (@)

with proxp,(+) := arg min,, {F'(z') + § || - — J;’||i,[}
* Mahalanobis gradient mapping (MGM),
G @) =2 - =*

)

where xt := argmin, ¢ y Hx - pM_1Vf(w)Hi/I,
* Mahalanobis forward-backward mapping (MFBM),
D(z,p) i= =2pmin{(Vf(2), 2’ — z) + § [l - o |lag + Ix(2') = I ()},

Lemma B.1. The following properties hold true for the proximal point and the Mahalanobis Moreau
envelope,

* VF,(z) = £(x — 1)

- dist(0,0F(2) < [|VE,(@)]lyys
+ F(#) < F,(#) < F(x)

Proof. The first and last items follow easily from the definition and standard arguments (
, ). The middle one uses the optimality condition of & := prox,, r(2),

0€d <F(:i:) + %M(:& - w)) ;
from which we conclude,
%M (¢ — &) € OF(2).
Finally, we conclude that min,, cpr(z) |53 ||ag-1 < p% & — 2|3 - O

Definition 7 (pPL, KL). Let f : X — R be an L-Lipschitz continuous function with (-Lipschitz
continuous gradient. Then,

* Proximal Polyak-t.ojasiewicz (pPL): f is said to satisfy the proximal Polyak-Lojasiewicz
condition if 3o > 0 s.1.

1 *
SDx(e0) > a[f(x) ~ (o)
» Kurdyka-Lojasiewicz (KL): fis said to satisfy if & s.t.

. 2 —
> 9 — ], VxelX.
ool 151 = 20 (@) = F@h]. e

The definitions for the Mahalanobis analogues of pPLand KEfollow straight-foward extension.

Lemma B.2. Let f be an (-smooth function relative to ||Hi,I defined over the convex set X. If
satisfies the (Mahalanobis) Kt.condition with modulus 1y, it also satisfies the pPL condition with a

modulus of ppp = 555
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Proof. First, we define F'(z) := f(z)+ Ix(x), with Iy (-) being the indicator function. We highlight
that since Iy () is convex and f is {-smooth (relative to ||- ||i,[), then F is {-weakly convex (relative
to ||- ||12v[) This means that the proximal point of the function F'/p is well defined for any p > ¢.

Now, assume a point x € & and & := proxp, p(x). By assumption, for any & € X, it holds true that,

sl > (@) - /)

where s; € OF(Z). The latter implies that for the gradient of the Mahalanobis-Moreau envelope of
F', it holds that,

LIV E @y = alf@) - £
=a+alf(2) - f(z)]
> alf@) - £ -a (P + e -alk)

where (1) follows from the fact that F’ is an ¢-weakly convex function, and for every v € 9F(x). To
see this, we write that due to weak convexity (relative to ||- ||§,I),

1
F(#) > F(o)+ (.8 — ) — 5 o = lly
L+p

X 4 N X
= F(2) +(v,& —2) + 5 ||z = g = = |2 =y
. p 2 {+p 112
> _ - _ _ " _
> F(a) +min {(Vf(@)y—a)+ 5 lle = ol } - =2 o — 23
1 4
= F(z) ~ 5-Dle.p) ~ 5 o~ i

Collecting the terms,

1 {4+ 1Y 2 (07
(5+ o552 ) IVE @ + 550G > alf@) - £,
A direct generalization of ( s , Lemma 1), implies that for the MFBM and a choice of
p1, p2 > 0 such thatp, > po, then D(x, p1) > D(x, p1). As such, we write,
1 {+p 2 «a
(5+ 0555 ) IV Fya(a) g + oP(0:20) 2 alfta) = 1]
We can pick p = 44 which then yields,
1 12« 2 o
(2 + €> IVEy a0y (@) ||y + g P, 40) = a[f(@) = £].

Observing that o < / in general, we re-write:
25 2 1
Now, from ( s , Lemmata 4.1 & 4.2), we know that,

16D(, 40) > ||V F1/,(2)||3,

which we plugin in the former inequality to finally conclude that,

1 1%
—D(x,40) > — - 7.
SD(e,40) 2 S (x) - 1
O
Remark 2. The latter lemma provides a bound that is significantly tighter than the one implied
by the analysis found ( , , Appendix G) which connects the moduli of the KLand
pPLconditions.

25



972

973
974

975

976

977
978

979

980

981

982

983

984

985
986

B.1 A variation of the descent lemma

The following lemma is a consequence of the three-point identity of the Mahalanobis norm and the
smoothness of f.

Lemma B.3 (( ,Lemma 1)). Let f : X — R be an {-smooth function relative to
I-llng, and a point x € X C R, Also define the vector v € R and y € X to be

y := Proj (x — th_lv) .
XM,

Then, the following inequality holds true:
f) < f2) + (V@) —v,y —2)

¢ 1 , (01 A .
+ (5790 ) W=alan?+ (5 + 5 ) I = olie, — 5 Iy~ =1,

Lemma B.4. Let X C R? be a closed convex set, and let f X — R be an {-smooth function
relative to ||-||\;, for some £ > 0. Suppose n > 0 withn < g;. For any v € X and any vector

v € RY, define 2t = Projx m, (xz — nv) . Then the following mequalzty holds:

J@h) < J(@) = (Dl 1/m) + 3 V(@) = vligg; -

Proof. First, we define T+ := Projy \y, (m - fM 'V ))

* Invoking /-smoothness relative to ||-[|ys, of f for z, 7 and assuming p > 0 with p > /,

FE2) < 1) + (V) e — )+ s —aly,
F@) + (VF@), 74 —2) + s — 23y,
( 4»—§m+—m&J

* Invoking Lemma B3 withx = 2,y = T4, 2 =z, v = V f(x)

/
f@) < 5@+ (5 - 5 ) I~ G

* Again, invoking Lemma B3 but withz =z, y =24, 2 =7, v,

flzy) < f(@4) +(Vf(r) —v,20 —T4)

(L4 | e, + . 75 — a2y, — o oy 742
- = — Ty — X = -— ry — T - — || Ty — X .
2 277 + M, 2 2,',’ + M; 2,’7 + + 1M,

Combining the previous inequalities as 1/3x(2) and 2/3%(3), and letting 1/p = n < %
yields,

f(er) : f(x) - %DX(:I;’ ]-/77) + (g - 327]) H§+ - il'“i/lf
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Adding (4),

+(Vf(z) —v,zy —T4)

&)

I (5 _ 1) oy — )2 + <€ + 1> 1Ty — 2|3y, — L 2t — Tt ||ag
2 2 ¢ 2 2 to2n '
< 1) - Eoxta1fi+ (§ - o ) I~
+ g IV f(z) = vllzg, - + % |24 — T ll7g,
+ (5= 50 ) o —ali, = o low -,

14
— 1)~ Ioxto /) + (5 - ) e~ ol

+ 2V (@) = olljg,

l 1 2
+ 2 2 lz+ — zllm,

< f@) = ADx(w,1/m) + L[V (@) = ollzg,

6)

* (5) follows from the application of Young’s inequality on <V f(z) —v,x*f*) =

<Mfl/2Vf(a:) —, Mt1/2x+§+>;

* (6) follows by dropping the non-positive terms; non-positivity follows from the choice of

the step-size, n < 2

B.2 Min-max Optimization

Lemma B.5. Let f : X x ) be an (-smooth function, p > 0, two points y,y € ), and a point

x € X. Then, the following inequality holds:

_ 2
|Dx(z, p;y) — Dx(x, p; y/)| < 3/\maX(Mt 1)€2 Hy - y/H .

Proof. We define Z,T’ € X to be:

T := Proj <x - 1Mt_1vmf('ray)> )
p

X, M,

1
7' := Proj (x — thlvxf(%y/)) .

X, M,

By the definition of Dy (z, p; y') we write:

5, D, piy) = (Vf(z,y), o = 7) = §llo = Ty, ;
, _ 2
55 Dx (@ py) = (Vi(@y) o —7) = §llo — 7|y, -
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Considering the difference Dx (z, p;y) — Dx (2, p;y') we see that:
1
9,/ P (@ piy) = D (. p; Yl

= <vmf($7y) - vzf(xay/)af/ *f> - g (Hl’ 7in/[t - ||£C - f/||12\/It)‘

< |<V:vf(xvy) - fo(l',y,%f/ - E>| + g ‘(Hx _f‘li/lf - ||‘,Ij - f/||12\/If)‘

< [Vaf (@,9) = Vaf @) 7 =B+ 7 -7 |y,

IA

- Pi= =2
IVaf (@, y) = Ve f (@, y) s 17 = Zllaa, + 517 =l

IN

1 1
IVt @) = Vaf @yl + o, 1925 @ 9) = Vaf (0,9 g

IN

A ||, f(@,y) = Vaf (2, + 22200 |V, f (2, y) = Vaf (@)

3Amax (M} 1) £? ”

2
2p “ .

IN

-y
We note that:
* The first inequality follows from the triangle inequality.
* In the second inequality, we applied the reverse triangle inequality.
* The third uses the Cauchy-Schwarz inequality.

* Finally, the second to last uses Lemma B.7 while, the last one, invokes the ¢-Lipschitz
continuity of the gradient.

[
Lemma B.6. Let f : X x ) be an {-smooth function such that for any © € X, f(x,-) satisfies the
proximal-PE condition with modulus o > 0. Then, the function ®(x) := argmax, .y, f(z,y) is

0, -smooth, with

E*:zﬁ(l—&—g).
o

Proof. We effectively need to show Lipschitz continuity of the maximizers y*(-) := arg max, and
the proof will follow from Danskin’s lemma and f’s own ¢-smoothness. So, we write by the quadratic
growth condition,

% ly*(2') = y* @)1 < fla,y* (@) = flay* (@), Q)

We denote Dy (-, p; ) := —2parg min,cy{(~V f(z,y), 2 — y)+ £ ||y — z||°} and by the proximal-
PL condition, we write,

Flasy* (@) = £y () < 5-Dy(u, 60), ®
Now, we aim to bound Dy (y, £; ) by ||y*(z) — y*(2)||*. We observe that,
Dy(y*(x), ;) = 0.
Hence,
Dy(y*(«), ;2) = Dy(y*(2), & #) — Dy(y*(x), £; )
<20 |z — | ©)

where the last line follows from a slight sharpening of the proof of Lemma B.5 (for the function
h(y,z) = —f(x,y) and M = I). Finally, piecing inequalities (7), (8), and (9) together,

14
ly* (@) =y (@)l < ~ llz =2’ (10)
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What is left to do is to observe the following, due to Danskin’s theorem and ¢-smoothness of f,
[Vo®(z) = Vo@(a")|| = (Vo f(z,y*(x) — Vo f (2, y*(2"))]]
< L(z,y* () — (@', y* (@)l

52
<tz =+ = o -2

The latter inequality follows from (10) and completes the proof. O

B.3 Regarding the Mahalanobis distance

Throughout, we will refer to a positive-semidefinite matrix M € R?*? and its Moore-Penrose
pseudo-inverse M € R?*4, Although in general a PSD matrix cannot define a distance, restricting
2,y € R% such that (z — y) € ker(M)=, then ||z — y|3; := /(z — y) T M(z — ) satisfies all
properties of a metric. As we shall see, this seemingly arbitrary assumption is satisfied for every
pair of consecutive updates of natural policy gradient steps. The matrix rank-deficient matrix we are
interested in is policy gradient Fisher information matrix, and for softmax policy parametrization, it
is rank deficient in the direction 1 € R<, Further, the gradient V f(z) as

Proposition 1. Assume that 5 = 0. Also, let v,/ 1 = 0, Vt € {1,2,3,...}. Then, setting
;11 = 0; — nMTv; guarantees that,

(031 —0,)"1 and 6]1 =0, Vt.

Proof. Since, 0,11 = 0, — )MTv;, we see that 6, ;1 = (6, — yMTv;) "1 = 0 and (641 —0;) "1 =
0. O

Proposition 2. Let © C R be a convex compact set. Assume that 6y = 0. Also, let vtT 1=0,Vte
{1,2,3,...}. Then, the following minimization problem has a unique solution,

. S
seos i 110 = nMTur) =]l

Further, it is equivalent to the minimization problem,

1
{@t,e— 0,) + % 6 — etm}.

min

0€0,5.t.(0—0,) T 1=0
Proof. Tt is clear that, for 8, x € ©,071 = xT1 = 0 the function ||0||3,, [|0 — x||3; is strongly
convex in 6. Hence, both problems attain a unique minimum.
For the first problem, the first-order optimality conditions for the write,

(07 — (0 —nM'vy),0—60T) >0, V9€0,071=0.
Noting that, (0% (6; — nMTv;)) "1 =0and (§ —6) "1 =0,
(MO — M6 +nu, MT (0 —07)) >0, V6€©,071=0

But, since the matrix M is PSD and the last inequality is a condition on the sign of the inner-product,
it can be written equivalently as,

(MO — M0 + v, (0 —0%)) >0, V0€0,071=0.
The final inequality, is exactly the first-order optimality condition for the second minimization
problem. O

B.4 Rewrite proof for function smooth relative to the Mahalanobis distance
B.4.1 Supporting Lemmata

Lemma B.7. Let v, vo be vectors in R? and X C R be a compact convex set and a scalar n > 0.
Also, let points 1, x5 € X such that:

x := Proj (Jc — anlvl) ;
XM,

29



x; := Proj (w - 771\/[,5_1112) .
X, M,

1045 Then, it holds true that:
|21 — 23 ||y, < nllvr —v2llng, - -

1046
Smoothness
Fw) > 1) + (T (@)y—2) — & e~

> f(z) +(Vf(x),y—z) — Qth) llz — y||i/1t

)\min

F(w) < 1) +(F @)y~ 2) + ¢ e~ ol

14
< f@)+ (VI y =)+ 5r—aps e =yl

D(a') < B(a) + (VO() 2’ —a) + 2 Jaf —

14 2
< ! _ Y g
< O(z) + (VO(2),2" — z) + o (ML) 2" — 2|y,

[Vo®(z) — Vo f(z, y)llfw;l < Amax(M; )| Vo @(2) — Vo f(z, )]
< Amax (M D2 |y* (2) — y|?

PE and QG

P () — gl < 9(x) — f(.0)

1

f(xay)_n}tl/nf(x/,y) < 9 DX(JI,O[,:U)

x

1
max’, f(z,y') — f(z,y) < =—Dy(y,a;z)
2y

Controlling o
_ 2
IV£(2) = gl = M (V@) = 9)|[

2
< Amax (M) HA - AH

1047 B.4.2 Convergence of alternating gradient descent ascent

1048 We consider the iteration scheme,

Tp1 = argmin (V f(z),z — x¢) + |z — It||i/[w

rzeX 27]9:
. 1 2
Yer1 = argmin (=V f(ze41, Y1),y — yi) + 9 ly — yt“M,, '
TEX My .
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1052
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1056
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1058

1059
1060

1061

1062

1063

1064

1065

1066

1067

1068

1069

Assumption 2 (Unbiased Gradient Estimators and Bounded Second Moments). For all iterations t,
the gradient estimators G, (z",y") and §,(«*,y") satisfy

E [gw(xta yt)] = vrf(xtvyt)7
E [gy(xt’yt)] = vyg(xt’yt)’

and )
E{[l3. (" ")[*] < o2,
E [[lg, ", 91)[°] < 02

In turn, gw(xtayt) - vwf(xtayt)” < 0Oz, gy(xta yt) - vyf(xtvyt)” < 5!/‘

Theorem B.1. Let f : X x Y — R be a bounded in the interval Ay, {-smooth function and
X, Y be two convex sets with Euclidean diameters. Moreover, assume that f satisfies a two-sided
PPL condition with moduli i, for all y € Y and i, for any v € X. Additionally, let (§5, G,) be an
inexact stochastic gradient oracle satisfying Assumption 2.
2
* When M., =1, after T iterations of (11) with a choice of stepsizes 1, = ggﬁ and ny =
it holds true that:

E®(z7) — * + 45 (E®(x7) — Ef (27, y7))

1
50’

2 2 2 42 2 6252
< exp (— ,ux,ug% T) Ay + 9% €10 + @ a2y e 2@,’
960 Ha Ha e by Hea
where, ¢1,c2 € O(1).

* For a general choice of M.; = 1, after T iterations of (11) with a choice of stepsizes
3
1

Ne = 960)\1[:% and ny = <5, it holds true that:
E®(z7) — ®* + & (E®(zr) — Ef (27, yr))

2 2 02 collo? 252
< exp foM%T Af+claz+cl z 4 2 < + ’ 2,
960¢ o o Pally — Pally

where, c1,c2 € O(1).

Descent on @ In order to guarantee descent, we pick 7, < m
max (M}
N

6 EDX (0, 1/10) + B ||V ®(we) = Vo f (1, 51) ;-

+ 20,02 + 21,62,
Equivalently, subtracting ®* from both sides yields,

E®(r141) — " <E®(z;) — " — %ED}*}(% 1/10) + 1B (| Va®(e) = Vi f(@r, o) Iy,

. By Lemma B.4 we write,

E®(z411) < E®(xy) —

+ 20,02 + 21,62,
Further, a simple re-arrangement reads,

E®(z,41) — E®(z,) < —%ED}*}(%, 1/n2) + 0o [ Vo®(@1) = Vo f (21, 90) |3
+ 20,02 + 21,62
Ascent on f(z,-) Requiring that 7, < ﬁ,
Ef(zi+1,Ye41) = Ef (241, 90) + %]EDy(yh 1/ny; 241) — ny0* —nyo
Multiplying by —1 and adding ®(x;41) will yield,
E [@(r41) = f@in o)) < (1= L) E[@(@er) = f(wer,u)] +my6% + 0,07
= (1= P E0(@) — fl@ey) + Fl@ey) = f(@err,un) + O(@en) — Oa)]

6
2 2
+ny0° +nyoy.
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1070

Descent Upper bound on f(-,y)

3Nz 9,02
Ef(zt41,y:) > Ef (24, y¢) — EHGU% T HMt )2 -
3 - O, o2
> Ef(xe,ye) — TEDX(Q% 1/n25ye) — 772

Re-arranging,
9nx02

2

3Ny
Ef(mt,yt) - Ef($t+1a yt) < %EDX(UCD 1/77:75; yt) +

x_

7nx§g
2
7nx5%

2

7nx63
2

< (1 - Myg]y) E[®(x:) — f(2e, ye)]

n (1 B My677y) E [,EED;};(%, 1/12) + n.E ||V ®(z;) — sz(xt,yt)Hle[;l
T (1 — Hi?’) E [3ZxEDX($t, 1/N25y¢)

+ 0y + myoy + e (1= 257) (507 + 5 07)

Uit1 + oWy
< Uy — "CED} (w0, 1/n:) + 0B | Vo®(er) = Vif (w0, 30) [3a,0

ta (1— “yﬁny)EWt

+a (1 - Myeny) E {_%IED?}(% 1/n2) + B[V ®(@0) = Vo f (@4, y1) 70
3Ny

+a (1 — Myg]y) ;] E [Dx(x¢,1/125y:)]

+ anydi + omyay +am, (1— 21) (862 + 1L 62) + 20,02 + 20,6

< Uy — "FED} (w0, 1/n:) + n:B | Vao®(er) = Vaf (w0, 30) 340

+ (1 _ Nyny) E [—%ED?}(@, 1/n2) + 0B ||V ®(at) — wa(q:t,yt)Hi/[;l}

+a(1— .

R [P (e, 1/nwy ) — D (e, 1/n2)| + DR (e, 1/me)] (12)

an 5 e e, (1 ) (802 + 162) + 2,0 4 20,8

< Uy = EDY (w1, 1/m0) + neE [ Vo ®(w0) = Vo (@, )3,

HyTly
ta (1 _ )EWt
6
+ « (1 _ “1/6773/) E [_%EDE'}(@, 1/12) + 0B ||V ®(at) — wa(xt,yt)Hi/[;l}
31, B N
o (1= ) TR (B (MO e~y @) + Dy L/n)] (13)

+ any(52 + anyUQ + ang (1 — M) (173 ai + 171 (55) + 217,;03 + 277I6§

<U— ]EDX(xt» 1/N2) + Na Amax (M ;1)£2E ly* () — ytH2

+a (1 - “7’6”?/) EW,

HyT Na _
o (1= B E [~ 2D 0 1/m0) + 1o Amax M Ny (20) = 3]

6
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3Ny _ N
+a (1= B ) SR (30 (M) e =y (@) | + DY (a1, 1/m)|
+ any b2 + anyoy + ang (1 — 221) (262 + 4 62) + 20,02 + 20,02

1071 * (12) uses the fact that a < |a — b| + b for a = Dx (x4, 1/1:; 1), b = D2 (24, 1/n2)
1072 ¢ (13) uses Lemma B.5 and Daskin’s theorem.

21 Amax (M 1) 02
+ n ( t )

U1 + oWy < U — %ED}?(UC“ 1/n2) Wi
Haqg
ta (1 - %) EW,
+a(1l%m’)E{%ED§'}(xt,l/nm)+ MeAmax (My )6,
Hag
) M—l 2
+al1- HyTly %E 6 A max (M )¢ w,
6 2
Hag

+ amyd, + anyos + ang (1— 252) (B o2 + 1 62) + 20,07 + 20,0,
S W1Ut + O[WQWt

+ anydy + amyoy + an, (1= 252 (F 07 + 5 67) + 207 + 2020

— 1 :“yny) 1 ( Uyny) ,
w1 =1 — pzny (3 o (1 6 3 +afl 6 3);
L 20Dy (1 ) L1, A (M1)€

wo =1
Qg 6 6 Hag

1073 For wy, letting o« = 1/10
1 1 W1 1 .

HyM HaTlz
:lfpmnz%—,umnxg%(lf 1‘67’)317 3

1074 For ws, we distinguish two cases relevant to our algorithms, M; = I and a general choice of M.

1075 * For, M; = L, it holds that Aax (M; ') = 1, and p1qz = p1,. So we write,
207,02 119,02
wQ:1+L,M+(1,M> Ui
Hy 6 6 Hy
2
nl? Ty ( uwy)
=1- —20 —11(1— =
b ( om0 6
o0
<1- 1" (90432 11)
Hy
2 3
1076 Let ’;ZZ? = 192. Then, choosing 7, = & yields 1, = e
1077 * For a general choice of My, let A\ := )\maX(Mt_l) and [t < min{fiqe, fy
20 Zl)An]aXEZ Ly Ly 11 r>\max£2
wy =1+ 777 “yny+(lﬂy77y> 77.7
Hy 6 6 Hy

Amax: £ T5y°n 1171
—1 - maxm [ 904 ¥ Y 11— ¥
iy ( " S 2 6
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1078 Similarly, we need to set,
—2
Hy ™My
—Z 7 =192.
)\max”7162

3

. . . 7
1079 which in turn yields, n, = ggoE5—-
max
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10 C Further Preliminaries on EFGs

1081 C.1 The behavioral and sequence-form strategies

1082 Lemma C.1. Under ~y-sufficient exploration, the transforms cfl My = Xy ey My — Y, are
1083 Lipschitz continuous. Le., for any 1, 1}, it holds true that,

2 Vv AIIlaX
v

ller (u1) — e (uh)|| < 1 — pf |

1084 and for any pa, pib,

2\/ Bmax

ez M (2) — 3 M (uy) || < - a2 — )] -

1085 Proof. We will first observe the difference in ¢; ' in the (s,a)-th entry of the the vector valued
1086 Mmapping:

plals)  ilals) ( p(als
in(o() 1 (0(s))

C(mlals)  hals) \ | plals
_<u1(0(8)) u1(0(8))>+

1087 Proceeding towards the desired inequality,

™ () — <2 uh)|”
B pilals)  ph(als) \ | phlo() —mle(s) T
EMQ{(W@» o) et oy )
plals)  hlals) \’ i(o(s) - mlo(s) ),
=22 2 (e~ rey) ”Sm%( (o) )
pals)  hlals) \’ W(o(s) — mle(s))? 2
22 Py (2t moey) L A( o)
S5 X Gnlals) — @) + 5 3 (o) — o)
SES1 aEA, sES) ac Ay
< 2l — )+ 22 S (it (o(s)) — o (5)))°
v se€S
2
S p—r +2/;ma" > (Z u&(als)—m(as)) : (14)
s€S; \acAg

1088 We need to upper bound the second term by some quantity proportional to || — w4} ||. We first note
1089 that by the triangular inequality,

> phlals) = pa(als)

a€A,

< > Iih(als) = pa(als)|

acAs
< V Amaxc [l (-15) = pa (1)1
1090 where the last inequality is due to the fact that ||z||, < v/d||z||,Vx € R?. As such, we can note that,

> (Z pi(als) = ) < 3 (VA i Cls) = pals)])

SEST \a€A, SES,

35



1091

1092

1093

1094
1095
1096

1097
1098

1099
1100
1101

1102

1103

1104

1105

= Aumax 3. > (i (als) — p(als))*

SEST a€A,
2
= Amax [lp1 — "
Plugging this inequality into (14) yields the desired bound. O
C.2 Value, Action-Value, and Advantage Functions

On notation. In this subsection, we will use the following shorthand notations,

o1(h), o2(h) returns the last history before h where player 1 (player 2, resp.) took an action,
* h € s signifies that history A belongs in the infoset s,

h' =7 h,h' =7 (h,a) signifies that b’ is a successor node of h, (h,a);

* h € 1,(h,a) € 7 signifies that h, h, a belongs in the game trajectory 7 from the root to a
terminal node.

Occupancy measure For a policy pair 7 := (71, 72), we define d™ : S — [0, 1] to be a finite
measure over all the infosets—summing over all infosets s € S yields the depth of the game tree
D(T)—where for any infoset s € S,

= > pe(h) (h)p5* (oa(h)).

hes

The value function of each infoset is defined as,

s) :=E, lz r1(7)P(1) ‘ dhes:he T‘|
1
S RO o G 2,

pe (W) (o1 (B)) g (o2 (R))ra ()

We define the advantage function,
AT (s,a) := QT (s,a) — Vi(s).
Finally, we compute the policy,
oV 0
56, = 06, 2" TIET

B dlogP(7)
= 2 r1(7)P(7) 7895@

B dlogmy(d'|s) _ ,
= Z;rl(T)P(T)TM]l{EIh €s:(had)er}

= ZZ (TI(T)P(T)M> Wl(a/|8)ak)ga+iw1{ﬂh €s:hert}

(ZZMc (o2 ()5 o (h))Q(&a’))m(a’ls)W

hes a’

=d"(s Zﬂ' (a'|s) ﬁlogagl ‘)Q(s,a’). (15)

For direct policy parametrization, we get,
———=d" .
Srieay = T9)Q(0)
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1106 For the softmax policy parametrization, (15) yields,

avlTr o ! alogﬂl( | ) /
aes’a - Zﬂ-l | 895@ Q(S?a’)

Zm $)[1{a’ = a} — m(a'|3)] Q(s, )

= d“(S)ﬂl(a\é‘) [Q(s,a) =V (s)]
=d"(s)m1(als)A(s, a).

1107 C.3 Properties of the bidilated regularizer

1108 Introduced in ( s ), the bidilated regularizer offers an alternative to the commonly used
1109 dilated regularizer ( , ). It can be seamlessly used along () feedback by dropping the
1110 need of importance sampling which would be necessary for the dilated regularizer when the gradient
1111 is estimated through trajectory roll-outs. The purpose of this refined regularizer was introducing
1112 a distance generating function in the sequence-form space that would not necessitate importance
1113 sampling.

1114 C.3.1 Strong Convexity Modulus

1115 Lemma C.2. For a choice of strongly convex function v, and a weighting scheme {w1 s}ses,,
1116 {wa s }ses, and

Qpi =Y m}jn te(h) can

1117 Proof. For an appropriate choice of weights {w1 s }ses,, {wa,s }ses,, the weighted bidilated regular-
1118 izer is defined as,

RY (ui*, u3?) : Zu (s)) (ZM(MN?(@(M)) wy s (m(-ls))

hes
Ry (i7" 115°) Zu (Zuc )z ( h))) wa,s9(ma(:|5)).
hes
1119 We can slightly refine ( , , Lemma C.1) in order to compute an explicit lower bound on

1120 the convexity modulus of different weighted bidilated regularizer depending on the choice of ).

1121 From the fact that Ry (u7", 1#5?) is linear in p5* and the definition of the Bregman divergence, we
1122 conclude that,

(V(Ry+ Ra) (] 137) = V(Ra + Ra) (T i5), (' 157) = (3 157 )
> B RY <M1 ||M1 s Ho >+B v (M1 ||M1 s Ho >+B v (/J’Q HMQ PHT )"‘BR’# (Ng Hﬂz uU1 )
123 By ( , , Lemma D.2) we know that,

By (u7 (115557 ) = 5y min o () BE T 17,

1124 As such, for the strong convexity modulus of the weighted qu/; relative to the choice of norm
1125 appropriate for ¢, we write,

Qpi 1= Hgn pe(h) it

1126 O

1127 By ( s , Corollary 1), we know that there exists a weighting scheme, such that the
1128 Euclidean dilated regularizer is 1-strongly convex w.r.t. the {5-norm.
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Corollary C.1 (Euclidean Regularizer). There exists a choice of weights, with
maxs Wi s, MaXs Wy s = @(2D(T)), and under the assumption that ming us(s) > v, the
bidilated Euclidean regularizer has a strong convexity modulus w.r.t. the {o-norm, o,

A i= Wmhin we(h).

( , , Theorem 2) states that a recursion defines weights with max, wy s, maxs wo s =
o(2P (T)) such that the entropic dilated regularizer is strongly convex w.r.t. the {o-norm.

Corollary C.2 (Entropic Regularizer). There exists a choice of weights, and under the assumption
that ming ps(s) > =, the bidilated entropic regularizer has a strong convexity modulus w.r.t. the
lo-norm, oy,

Qi i= ’ym}jn te(h).

C.3.2 Lipschitz Moduli
Here, we concern ourselves with the Lipschitz continuity of the regularizers and that of their gradients.
Euclidean regularizer
Lemma C.3. The Euclidean bidilated regularizer is ©(2°7) D(T)\/|S|)-smooth.
Proof.
R“(m1,m2) = (f(m1), 9(m1))

where, f(m),g(m) € RIS with fo(m) = 3¢, me(P)uz?(o(h)uio((h)) and gs(m) =
ws [|m1(-]s)]|"

va R’i‘ld(m, ) — VﬂlRf‘ml(m, ) H

<N g(m) = Ip@O) gl + 1T (7D lg(m1) = g(m)'l|
+ 1Ty (1) = Ig (@) L (mll + (1 Tg (@D f (1) — f ()l
< (UpV/S1+ LyLy + 4, max || f(m) | + Lg) [lm — 1 |

* For g, we see that L, := 2max, w, and /4 := 2 max, w, by the properties of the weighted
ly-norm and the fact that 7 (+|s) lies in the simplex.
* For f, it is easy to see that Ly, ¢y < D(T) since f is a multilinear function of non-negative
variables bounded by 1. Also, it holds that max,, || f(m1)| < /D(T).
Concluding,
[V r R (71, 2) — Vi R$ (7], m2) || < 64 max wsD(T)\/S1 ||m1 — w1 -
Symmetrically,

V2, RS (71, m2) — Vi, R (1, h) || < 64 mgaxw;D(T)\/Sg |mo — w5 -

Now, we need to bound the smoothness modulus of V., R4 (71, o). Similarly, we write,

R (1, m2) == (f(m1), ) -

[V RS (1, 72) — Ve RS arh, m) || < [T p(m) — Ty ()]
< 2maxw,D(T) ||my — || -

38



1152

1153

1154

1155

1156
1157

1158

1159

1160

1161

1162

1163

1164
1165
1166
1167

1168

Entropic regularizer

Lemma C.4. The weighted entropic bidilated regularizer is {-smooth with

£:=128 max {maxwi s }(1 +log Amax)V/S1D(T)

ief

Proof.

1,2}

Ra(my; o) = (f(7y),9) -

||VXR2(7T><77T9) - VXRQ(WXUW(?)H < ||JW(X)TJf(7Tx) - Jw(X/)TJf(Wx’) | llgll
< (3200 "I 5 (1) = Tx ()T T g (moe) || + [T 00) T T () = I () T T (o)) gl
< (= COMHIT £ () = T () |+ 13 () 137 00 = T=OID gl
< (D(T) + %D<T)(51Ama)<)3/2) mgxwls v 10g Bax HX - X/” .
IV Ra(my, mo) — VyRa(my, o) |
< @00 = I CANHIgCON + 13O HIg 00 — 9O
+ 13500 = I OO+ 1T DL OO = SO
Now, we re-purpose the lengthy calculations found in the proof of ( , , Lemma 14), we
consider x = xo + au for some u, x € R4, o € R,
d
HW ‘ < max wi s 10g Amax ||ty ;
da o s
hence, (since ||z||, < /51 ||z]| ).
d2
M < max wi s 10g Amax /St ||ull5
da? 9 s ’
or, Ly = log Amaxy/S1. Similarly,
d2
’ w Lo < 3maxwy (1 + 105 Auae) ] :
and, as such,
d2
‘ %f‘“) < 3maxwy o(1 + 10g Amax)V/S1 [t
2 S
or, {y = 3max, wy,s(1 + log Amax)V/S1. O

D Regarding the Policy Parametrization

D.1 Definitions

Direct policy parametrization.

Both players, parameterize their policies (or, behavioral strategies),

m : 81 = Aand w3 : So — B, using a concatenation of |S; | and |Sz| probability vectors over the
(potentially truncated) probability simplex A(A;), A(B;) for all s in S&; and S, correspondingly.
The parameter space of player 1 is denoted with & := [], S A(As), while the parameter space of

player 2 with Y := [] s, A(Bs).
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Softmax policy parametrization. Softmax parametrized policies have a well-known definition.
The parameters of the corresponding policies are denoted x,# with y € R4, A = > sAs and

0 cRE B= Zs B;. For each infoset s, the policy is,

exp(Xs,a) exp(fs.p)
my(als) = =——252— or mp(bls) = — 2.
X( | ) Za/ eXp(XS,a’) 9( | ) § b eXp(stb/)

Now, since we want to have control over the minimum eigenvalue of the Jacobian of softmax(-), we
restrict the parameter space to the following convex polytopes,

Xpi= {x RN A=Y A, x[1=0, Vs €81, Ixoi — Xogl <2R, Viij € [A]}5

Op = {9 €ERP,B=Y B,: 0]1=0,¥s € S,[0,; — 0| < 2R, Vi,j [BS]}.

D.1.1 General properties under parameter constraints
Lemma D.1. Let J := Jyoftmax(0) € R%4 pe the Jjacobian of the softmax map. It matrix form is:
J = diag (softmax(#)) — softmax(6)softmax(6) .

Further, the vector 1 is an eigenvector of J with a corresponding eigenvalue of 0. The rest of the
eigenvalues are

A; € |min softmax; (), max softmax;(6)
i€ld] i€ld]

Proof. For brevity, define o := softmax(6), and let diag(v) be the d x d diagonal matrix whose
diagonal is equal to the entries v € R?,

J = diag(o) — oo .

First, we observe that the all-ones vector 1 € R? is an eigenvector of J with a corresponding
eigenvalue of 0,

J = diag(o)1 — 00’1
—oc—o(c")1
=0c—-0=0.

By Weyl’s inequality for two Hermitian matrices, A, B, we know that their eigenvalues indexed in a
descending order A;(A) > -+ > A\y(A) satisfy,

Xitj 1(A+ B) < X(A) 4+ X(B) < Aiyj n(A+ B).

\i(diag(0)) = of while A\g(—00T) = — |03 € {—1, —ﬁ} Hence,
* A\hin(d) = mingepq 04(0) — by taking i = dand j = d — 1;
© 03 < Amax(d) < max;e(q) 0;(0) — by takingi = 2,j = 1 forthe LHS andi = 1,j = 1
for the RHS.
O
Lemma D.2. The softmax map is %d?’/ 2_smooth.
Proof.
0?0;(z) S
6xj3xk. = ]l{l = ]}Jik — Jikaj(m) — ai(x)ij(x)
as such gifa(;z < 3. Then, || V3softmax(z)||op < $d%/2. O
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Lemma D.3. Assume 0 € R with0 € Op :={0 € R*: 071 =0and |0; — 0;| < R, Vi,j € [d]}.
Then, the following bounds hold true,

* min;e(q) softmax; () > W;

d ma,XiE[d] SOftmaXi(o) Z W.

Proof.

Minimum probability lower bound. W.l.0.g. we minimize the first coordinate. We write,

et 1

,eei - 1 —+ . egi—gl :
A i>1

By observing that,

=0 < maxe

J

9_7‘ —61

‘We can lower bound the value as,
e > 1
Yo% T 14 (d—1)max;{ef 0}
It suffices to maximize the quantity max;1 gco,{0; — 61} as the RHS quantity is non-increasing in

max;-+1 gco,10; — 01}. Le., the largest difference between two coordinates of a vector in the sphere
is 2RR. The minimum is achieved when 6; — 61 = 2R and 0; = 0;,Vj, k > 2.

Maximum probability lower bound. Similarly, w.l.o.g, it suffices to maximize softmax; (#) for
0 € Og.

e

el ey e
01

e
S 691 + (d — 1)@21 0:/(d—1)

where the inequality follows from the convexity of e*. For any § € ©Opg the point () =

(61,... %, ...) is also in ©f due to the convexity of the set (it is a linear polytope). We can
simply optimize the objective,
1
Yk 1+ (d— 1)eb—e
s.t. Ja — b < R.

Due to the objective function’s monotonicity in b — a, the program can be simplified even more into,

minb—a
a,b

s.t.Ja— bl < R.
Finally, it is clear that the last objective is minimized for a — b = —2R.
O

Proposition 3. Let p be a probability vector in A?~! and define 6(p) to be the set of @ such that,
softmax(#) = p. For any two 0,6’ € 6(p), there exists a ¢ € R, such that § = ¢’ + c1.

Proof. By assumption, softmax(6) = softmax(6") = p. For every entry i,
efi e

Pi= = = =7
' >oiel Zie%
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Letting Z := Zf e, 7' = Z?, we observe,
60i _ 2{/
eV Z
/

4
91;:'9§+10g7, Vie{l,...,d}.

Hence, any two 6,6’ that map to the same probability vector are translations of each other in the
direction of 1. O

Proposition 4. Let a probability vector p € A?~! and the set, §(p) , of vectors § € R? such that
softmax(¢) = p. For the vector 6* := arg mingcg ) it holds true that,

170 =0.

Proof. The set 0(p) takes the form 0(p) := {(0; = logp; +¢) |c € R} = {fy+ 1| c € R}.
Picking an arbitrary 6, € 6(p) to use as a reference, we can write the problem of minimizing ||6||, as,

in [10||> = min ||6y + c1]|?> = min |60 |* + (6, c1 1.
eregla)\l [ rcrgﬂgll o+ 1y rcrgﬂgll ol|” + (0o, c1) + 1]

By the first-order optimality conditions, ¢ = f%HOT 1. Plugging back this for 6*, we see 6*
0o — 1(6] 1). We see that, 176* =176, — 461 = 0.

oo

Lemma D.4. Assume a fixed 0 < R < oo and define the set O to be O := {0 € R : 71
Oand |0; — 8] < R, ¥i,j € [d]}. Then, softmax(Og) is a convex set.

Proof. For any p € A1 for which e 2% < % < e?R Vi j € [d], there exists § € O such that
softmax(#) = p. To see this, we apply the logarithm on the inequalities,

—2R <logp; —logp; < 2R. (16)
A vector x with entries x; := logp; clearly implements p. By (16) we see that subtracting £ =
max; log Pj;mmk 18Pk from all entries yields a softmax-equivalent vector x; := logp; — x with

R< softmax; (0) < 2R

—R < x} < R. Conversely, for any 6 € O, e 2% < softmax. (8] = €

Now, the set defined by the inequalities p € A?~1 e728 < B< €2 is clearly a linear polytope

and as such, convex. O

E Gradient Domination

E.1 Direct Policy Patametrization

Lemma E.1. The utility satisfies the pPLcondition for directly parametrized policies,
7min () [V (@, y) = V(" (9),9)] < D (@, 6y);

Tmin e (h)y* [V (2, y* (7)) = V(z,9)] < Dy(y, 6 2).

Proof. We write the utility function of the regularized game,
HE (7 i) = (] Rycg?) = R () + TR 5?)
For player 1, we know that the functions is strongly convex with an appropriate weight scheme

{uhvs}v{ubvsk
euc euc euc Qb 2
HY" iy, po) > H (o, o) + (Vo H 1(#1,M2)7M1*u1>+7||ﬂ1*M2||2

Strong convexity implies the KL condition for ;. In turn, using the bound on the Lipschitz continuity
modulus of the map 1 — x,

*,eu 1
Hﬁucl(ul) _HT,e cl < 27_72 ||SI||3
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E.2 Softmax policy parametrization

Lemma E.2. The utility of the game with softmax-parametrized policies satisfies the two-sided
pPL condition,

1
27—043 [V(Xa 9) - V(X*7 9)} < §DXR (Xv& 9)
1
27—0‘3 [V(X7 9*) - V(X7 6)} < §'D@R(9,f; X)'
Proof. Similar to the previous argument as such omitted. O

E.3 Mahalanobis-PL

Lemma E.3. The utility of the game with softmax-parametrized policies satisfies the two-sided
Mahalanobis pPL condition,

1 1
2 - . * < = .
2703y [V 000) = VOr0) < 5Px (0 6:)
1 1
2 - *) < = a
2Tac )\max(M_l) [V(X,G ) V(X70)] = 2D@R(0a€7 X)

Proof. The proof follows from naively getting the Mahalanobis-K¥. conditions from the /5 K& and
then upper bounding it by the MFBM. O

F Gradient Estimators

F.1 A Policy Gradient Theorem

We define a trajectory 7 to be a sequence of consecutive history-action pairs, 7 =

((h(l), ag(ll))), (h(2), al(.(gg)), .. ) The length of trajectory 7 is noted as K- and it is bounded by the
game-tree’s height, D(T). We define K to be the set of all trajectories and note that it is finite. After
a policy profile, (71, m2), is fixed, the probability of each trajectory 7 € K taking place is the product

of the probability of each consecutive action,

K,
PTm2 (1) = H ”i<k>(a§2)|h(’“))~
k=1

where i(k) denotes the player that takes an action at timestep k.

Lemma F.1. Under the assumption of (1), it holds true that the gradient estimator (REINFORCE) is
unbiased,

Erny [@4 =V, V(m,m), and E oz r, {64 =V, V(m,m2);

and also, its variance is bounded:

- 2 /42 D 2
B [ = TV o[ < 22T,
< 2 BQ‘ D 2
By m [HV” - VyV(wl,yrz)H ] < maxfm

where A, B denote the maximum available number of action in any infoset for player 1 and 2
respectively.
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\Y% V(7T1,7T2

1267
1268

e, |[%. & [%.]

1269

1270
1271

og,0% <2D(T)%

v (2

TEK

= Z Vg

TeK

=3 B

TEK

=S P(r

TeK

= ETNTrl,ﬂ'g

= ETNTrl,ﬂ'z

= ET~7\'1,TK‘2

Proof. We first show that the gradient estimator is unbiased. Indeed,

v, P

771,“1)

7)V, log P(7)

P(7)

K.

Z(V log migey (ol |1®) )
TTZV logm(k)( (k)|h(k))]

k=1

NH

——
T, Z V. logm (a(k) |s(k))]

k=1

v:]

The proof for ﬁy uses an identical argument. We will now proceed to show that the variance of the
(REINFORCE) gradient estimator is bounded:

2 Y 2
}gET 9. ]
- K. 2
—E, . Z V. log T (a(k) |5(/€))
LI k=1
~ . 27
<E, szlogﬂl(a(k)|s(k))
k=1 _
r K, 2
SRS > Lam—
L k=1
MK, 2
< D75, |3 [0 a1 |
Lk=1
. .
_ _ k) eyt
D(TE, ;;1{3 s®) q =al } 2(a|s(k))]
1
= D(T)E, ’; Za Ifs = s (a|5(k))]
K.
T)E, [Z > s = s(’“)}]
k=1 s,a
A =
=DM Y B Y. S 1{s = s®)
€ rek k=1 s.a
2 2
< AR

€

O

Lemma F.2. The variance of (REINFORCE) for softmax policy parametrization is bounded as
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Proof. We see that Vg log mp(als) = es.a — ma(:|s). Whence, ||V log mg(als)|| < v/2. Then, the
proof follows arguments similar to the previous one. O

Policy gradient of the bidilated regularizer We define the policy gradient estimator of the bidilated
regularizer, V, R, as:

K.
Ry = <Z¢ m ( (k) )valogm(a(k)|s(k)) +va¢(m(s(k))).
k=1 k

We will demonstrate that this gradient estimator is, in fact, both unbiased and enjoys a variance that
is bounded. We start with a preliminary proposition about an alternative expression of the regularizer.

Proposition 5. For a policy profile 7y, 2, the bidilated regularizer, R can be alternatively defined
as:

1(m1, m2) Z]Pm’m 7) (iw(m(s(m))) ‘

TeEK

Proof.

1(m,me) = Y ui(a(s)) <Z pre(h)ps® (U(h))> P(mi(s))

SES, hes
= Z P72 (s)1h(m1(s))
SEST
- ZIE Z]l{s*sk)}dj(ﬁ( )
3631 -
=E, | Y Z]l{s = s" Y (m(s ))
LseS1 k
—E, 2 D 1{s = sW}(mi(s))
L k s€&5 -

=E, :iw(m (S(k)))]
=) P™T(r) <§¢(m (soc)))) .

TEK

With the latter expression, proving the desired properties is easier.

Vle(Wlﬂfz)

=V ) BTT) @w(m (s<’“>>>>

TEK
K, K.
=2 (VP (7) (Z ¥ (m (s“”))) + Y P (r) (vz Yo (m <s<k>))>
TeEK k ek B
K.
- 3 o ) (3ol () )
TeK 3

w1
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1282 For w0y, let us denote R, = fo 1/1(7r1 (s(k))),

1283

1284

1285
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1289

For wy, we write,

@ =R, Y P™(1)V, log P (1)
TEK

=Y R, P(1)V.logP(r)

TEK

=Y R, P(7)

TEK k

=

r

(]

(Vatog i (afiy [10) )

= HEvaﬂj,ﬂQ I%T

(k) 17 (k
V log i) (ai(k)|h( ))1

Gl bl

= HET”vﬁl,WQ

R, V. logm (a(k)|s(k))] .
1

£
Il

K,
@y = Y P(r) Y Ve (m (sV))
k

TEK

~2, | st ()]

We will use similar arguments for the variance in the case of the (REINFORCE) gradient estimator.

E [Hml E[¢.R)] m

<E

2

My~ 2
[Ny
K, K, 2 K, 2
<Z’L/)(7T1 (s(k)))> V. log my (a(k)|s(k)) +2 vaw(m (s(k)))
k k=1 k
91 F2

For 91, similar to Lemma F.1, we see that

Whereas, for 5,

F.2

2,/,2 2
< A 1bn1axr[)(7r) .

E[9] < :
K, 9
E[o) <E |K. > vmw(m(s(@))M
K,
<E|K.> L}
k
< D(T)’L;,

Gradient Inexactness Bound

Perturbing the game by adding a bidilated regularizer term for each player transforms it into a
strongly-convex strongly-concave game in the sequence-form space. Each bidilated regularizer
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interleaves information of all players’ strategies. This inevitably leaves its trace on the gradient
of each perturbed utility function; a part of the gradient carries information about the opponents’
strategies that cannot be accessed by merely sampling trajectories (e.g. the entropy or the squared
{5-norm of the opponents’ behavioral strategies).

G Convergence Analysis

G.1 Direct Policy Parametrization

Theorem G.1. With direct policy parametrization and the Euclidean bidilated regularizer, alternating
policy-gradient algorithm attains a last-iterate e-Nash equilibrium in

1 11
T = —poly (, =, Amasx, Bmax, 2277, min ,uc(h)) iterations,
€ e h

11

using batches of poly (27 =T Amax, Bmax, 2P miny, ,uc(h)) trajectory samples at each step.

Proof. The proof follows as an application of Theorem B.1. O

G.2 Softmax Policy Parametrization
Theorem G.2. Alternating policy-gradient algorithm with softmax policy parametrization and the

entropic bidilated regulariser, converges in expectation in the last-iterate to an e-Nash equilibrium
after a number of iterations T, that is

1
T = —ypoly (i, L Apaxs Bmax, 227 min ,uc(h)> iterations,
€ v h

using batches of poly (%, %, Amaxs Bmax, 2P miny, p.(h), miny, uc(h)) trajectory samples at
each step.
Proof. The theorem follows a corollary of Theorem B.1. O

G.3 Natural Policy Gradient

G.3.1 The Fisher Information Matrix

F(x) = EsuixoEamn, (|s) [V log,, my(als)[Vy log wx(a|s)]T]

The matrix F'(x) is a blog diagonal matrix with its (s, s)-block being the matrix:
Fo(x) = d¥°(s) (diag(my (5)) — my(s)my(s) 7).
Its pseudo-inverse, Ff,is again a block-diagonal matrix, with an (s, s)-block,

"

Fi(0) = gy (dina(me(s) = m(@m(s)T)'

Interestingly, the matrix Z := FTJSOftmaX(X) is a block-diagonal matrix with entries
mIIAs\X\ASI on diagonal (s, s)-block.

The spectrum of the Fisher Information Matrix With the same arguments used in Lemma D.1,
we can conclude that,

* Anin(F(0)s) > d(s) ming my (als);
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o %9 (s) max, Ty (als) < Amax(F(x)s) < d¥?(s) max, my(als) + 1.
Hence,

e 2T

min

(F(x) > ming q dx’a(s)ﬂx(a|5);

° mins m S )\max (F(X)) S L
Theorem G.3.

Proof. Again, this theorem can be seen as a corollary of Theorem B.1. O

H Efficient Exploration

Throughout our proofs, we have kept our complexity results parametric w.r.t. 1/+. A naive exploration
rule that would dictate that the player merely picks behavioral strategies over the truncated simplex
will give ay = O(eP(7)).

We propose a different approach to exploration, inspired by van Damme’s notion of “tremble” in
quasi-perfect equilibrium. In words, every player is expected to reach every subsequence with a
probability vﬁ The rule is simple,

* at the beginning of each game, the player throws a biased coin which lands on “heads” with
probability . If so happens, the player executes a sequence of actions with probability ﬁ

Afterwards, the player continues to play according to their own behavioral strategy.
* In the case that the coin lands on “tails”, the player simply plays according to their behavioral
strategy.

We observe that in sequence-form, this means that u(s) > ﬁ + ﬁ Yowes, Hs" =7 s}. In

other words, the sequence-form strategies are truncated by a set of linear constraints and as long
as vy < \S%I’ there set of feasible sequence-form strategies is non-empty. We now observe that the

mapping, from y to the part component of the behavioral policy the agent can in fact control, is
(s, a) — |§T\ 23’651 ]l{sl =T (Sva)}
1(s) = (& Lwes, U5 27 5}
As such, the Lipschitz continuity of mapping p — 7, is Lipschitz continuous with a modulus,
|é;1| V flnjax
’}/ b
by following the same line of arguments as the ones in Lemma C.1.

m(als) =
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