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Figure 5: Steps to Success («<—) in RAA and RR Tasks for DO-HJ-PPO and Baselines For the same 1000
trajectories in Figure 4, we quantify here the number of steps until achievement of both tasks: reaching without
crash afterward in the RAA, reaching both goal in the RR. DO-HJ-PPO is not only competitive but consistently
achieves the dual-objective problems in the fewest number of steps.

Mean Steps to Success for DO-HJ-PPO

Here, we show the mean steps to success for each of the RAA and RR tasks included in the work.
DO-HJ-PPO proves to be among the top three fastest always and frequently appears as the first to
achieve dual-objective success on average. This underscores the ability of the algorithm to pick the
target (and policy) which will allow it to safely accomplish the entire task.

Proof Notation

Throughout the theoretical sections of this supplement, we use the following notation.
We let N = {0, 1,... } be the set of whole numbers.

We let A be the set of maps from N to A. In other words, A is the set of sequences of actions the
agent can choose. Given aj, a3 € A, and 7 € N, we let [a1, a3, be the element of A for which

avad ()= {20 15T
Similarly, given a € A and a € A, we let [a, a] be the element of A for which
a t=0,

[a,2](t) = {a(t 1) t> 1

Additionally, given a € A and 7 € N, we let a|, be the element of A for which
al-(t)=a(t+7) VteN.

The [-, ] operation corresponds to concatenating two action sequences (using only the 0" to (7 — 1)
elements of the first sequence), the [-, -] operation corresponds to prepending an action to an action

sequence, and the -|, operation corresponds to removing the 0" to (7 — 1)* elements of an action
sequence.

We let IT be the set of policies 7 : S — A. Givens € Sand 7 € II, we let £7 : N — S be the
solution of the evolution equation

E(t+1) = f (&), 7 (& (1))
for which £7(0) = s. In other words, {7 (-) is the state trajectory over time when the agent begins at
state s and follows policy .

We will also “overload” this trajectory notation for signals rather than policies: given a € A, we let
&2 : N — S be the solution of the evolution equation

Et+1) = f(E1),at)
for which £2(0) = s. In other words, £2(-) is the state trajectory over time when the agent begins at
state s and follows action sequence a.
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A Proof of RAA Main Theorem

We first define the value functions, V¥, Vi, Vias © S — R by

Vi(s) = maxming (£7(r)),

well TeN

Via(e) = mamaonin {rean (€1(7))mina (€706 |
Viaa () = mapcanin { e (€(7) i (6509}
where 7graa 1s as in Theorem 1.

We next define the value functions, v}, Ug,, Vgaa © S — R, which maximize over action sequences
rather than policies:

vA(s) = rgggfpggﬂ& (7)),

fia(s) = e { e (62(7)) min (€209}

* . . a : a
tian(s) = mascanin { e (62(r)) mina (€500}
Observe that for each s € S,

vA(s) = Vi(s), Tgals) 2 VR*A(S)a Uraa(S) = VRaa(8)-
We now prove a series of lemmas that will be useful in the proof of the main theorem.

Lemma 1. There is a m € 11 such that
vA(s) = ming (€7(7))
forall s € S.

Proof. Choose 7 € 1I such that

7(s) € argmaxvy (f(s,a)) Vse€S.
acA

Fix s € S. Note that for each 7 € N,

VR (E (7 + 1)) = 05 (f (€5 (1), m (€5(7)
— max v} (f (7(7). )

— a
= mamaxming (§iez .0 (%)

_ [aa] )
mepe i (650 (< + 1)

- a 1 )
maening (8o + )

> a
2 mamipa (S0 (9)

> up (§5(7)) -
It follows by induction that v} ((7(7)) > vx (€7(0)) for all 7 € N, so that

va(s) 2 ming (£7(r)) 2 minwy (£7()) = vi (£7(0)) = va(s).

TEN

Corollary 3. Forall s € S, we have Vi (s) = vi(s).
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Lemma 2. There is a w € 11 such that

tia(s) = mganin {rean (€1(7) min (650}

foralls € S.

Proof. First, let us note that in this proof we will use the standard conventions that
max @ = —oo and min@ = 4oo.

We next introduce some notation. First, for convenience, we set v* = vz, and V* = V. Given
se€ Sand a € A, we write

v?(s) = max min {TRAA (&3(7)) ,m<inq (5?(”))} .
TE K<T
Similarly, given s € S and 7w € II, we write

V7(5) = masmin {reas (€5(r) mina €5}
Then

V*(s) = maxmaxmin {mA (£5(7)) , ming (53(/-@))} = max V" (s),

and

* I : a : a _ a
0 (o) = maxmacnin {ra (62(7)) ming (€506) | = max ().
It is immediate that v*(s) > V*(s) for each s € S, so it suffices to show the reverse inequality.
Toward this end, it suffices to show that there is a 7 € II for which V™ (s) = v*(s) foreach s € S.
Indeed, in this case, V*(s) > V7 (s) = v*(s).

We now construct the desired policy 7. Let g = 400, Sp = &, and v : S - RU{—00}, s — —o0.
We recursively define oy € R, Sy C S,and v} : S - RU{—00} fort =1,2,... by

Q41 = max min {max {TRAA(S),Igleaj(U: (f(s,a))} ,q(s)} , 3)

sES\S,

St+1 StU{SES\St

min {max {TRAA(S), max vy (f(s, a))} ,q(s)} = atH} , @)

vi(s) s€ Sy,
vi1(s) = Qa1 s €Sy \ S, 5)
—00 seS \ St+1.

From (4) it follows that
S S CSC..., (6)

N

which together with (3) shows that
01020112042>.... (7)

Also, whenever S \ S; is non-empty, the set being appended to .S; in (4) is non-empty so
o0
Us.=s. (®)
t=0

For each s € S, let o(s) be the smallest ¢ € N for which s € S;. We choose the policy = € II of
interest by insisting

m(s) € argmax vy _1(f(s,a)) Vs€S. )
acA
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In the remainder of the proof, we show that V™ (s) = v*(s) for each s € S by induction. Letn € N
and suppose the following induction assumptions hold:

V7(s) =v"(s) =vp(s) = an Vs €Sy, (10)
v(s) <a, Vs eS\S,. (11)

Note that the above hold trivially when n = 0 since Sp = @ and o = 400. Fix some particular
y € Sp41 and some z € S\ S, 1. We must show that

Vi (y) = v (y) = vpy1(y) = g, (12)
v*(2) < anga. 13)

In this case, induction then shows that V™ (s) = v*(s) for all s € U2 ,S;. Since this union is equal
to S by (8), the desired result then follows.

To show (12)-(13), we first demonstrate the following three claims.

1. Let z € S and w € Abe such that f(z,w) € S,, and g(z) > ap41. Weclaim z € Sp41.

We can assume = ¢ S, for otherwise the claim follows immediately from (6). Since
f(z,w) € S, we have v} (f(x,w)) > ay by (10). Thus

v 2 min fona freas (o) mage (7o) | oo

> min {max{rraa(z), an}, i1}
= Op+41,

where the first inequality follows from (3), and the equality follows from (7). Thus

Qp41 = Min {max {TRAA(x),gleajw; (f(x, a))} 7q(ay)} ,
so the claim follows from (4).
2. Letz € S,,41\ S, and w € A be such that f(x,w) € S,,. We claim that
VT(x) =v"(z) = ant1- (14)
To show this claim, we will make use of the dynamic programming principle
v*(s) = min {max {TRAA(S),uah (f(s, a(O)))} ,q(s)} . VseS,ach,

from which it follows that

V7 (s) = min {max {rraa(s), V" (f(s,7(s)))},a(s)}, Vs€S, (15)
and
v*(s) = min {max {TRAA(S),mea}U* (f(s, a))} 7q(s)} , VseS. (16)
Since © € Spy1 \ Sn, then o(x) = n + 1 by definition of o, so w(z) €
arg max,¢ 4 vy, (f(z, a)) by (9). Thus
v (f(,7(2))) = maxwy, (f(z,a)). (17
But then

U:L (f(.’l?,TI'(T))) 2 U:L (f(wi)) Z Qp Z Qpy1 > —00,
where the second inequality comes from (10), the third comes from (7), and the final
inequality comes from (3) (S\ S, is non-empty because x € S\ S,,). Thus f(z,7(z)) € S,
by (5). It then follows from (10) that

VT (f(x,m(2))) = 0" (f(,7(2))) = v, (f (2, 7(2))). (18)
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Now, observe that forall s € S, and s’ € S\ Sy,
v (s) = vi(s) >, > v (s') > —oc0 = vi(s), (19)

where the first equality and inequality are from (10), the second inequality is from (11),
and the final equality is from (5). Moreover, f(z,a) € S,, for at least one a (in particular
a=w). Letting A" = {a € A| f(z,a) € S,}, it follows from (19) that

maxv* (f(z,a)) = max v (f(z,0)) = maxv; (f(z,q)) = maxvy (f(z,a)). (20)

From (17)-(20) we have
VT (f(z,7(2))) = maxv” (f(z,a)) = max vy (f(z,a)). (21)

acA
Now observe that
V(@) = min {max (reas (x). V7 (F(@. 7()} (@)}
o) = min f s {roan (o) e (7o) 000}

anir = min {max {rea o), mag o, (£ ) |
ac
where the first equation is from (15), the second is from (16), and the third is from (4). But

then (14) follows from the above equations together with (21).

. Letz € 8§\ S,,. We claim that v*(x) < ay,4+1. Suppose otherwise. Then we can choose
a € A and 7 € N such that

min {ran (€2(7)) min g (€20) } > . @)
It follows that £2(7) € S, for otherwise
ant1 > min {rraa(§3(7)), a(€2(7))}

by (3), creating a contradiction.

Sox ¢ S, and £2(7) € S, indicating that there is some 6 € {0,...,7 — 1} such that
£2(0) ¢ S, and f (£2(0),a(0)) = £2(0 + 1) € S,,. Moreover, g (§2(6)) > ant1 by (22).
It follows from claim 1 that £2(6) € Sy 41.

But then it follows from claim 2 that v* (£§2(0)) = «,,+1. However,
v (€2(6)) > min { (0= 0). min g (gz‘;@(n))}
= in {ran (€37~ 04+ 6)) . min, 0 (€3(x-+)) |

:mm{TRAA@:(r)) min q<?("“))}

" k€{0,0+1,...,7}
> Qpt1,

giving the desired contradiction.

Having established these claims, we return to proving (12) and (13) hold. In fact, (13) follows
immediately from claim 3, so we actually only need to show (12).

If y € Sy, then from (5) and (10), we have that V™ (y) = v*(y) = v;;(y) = v;;1(y), and from (7)
and (10), we also have that v (y) > a;, > ay,+1. Together these establish (12) when y € S,,.

So suppose y € Spy1 \ Sp. First, observe that vy, 1 (y) = an41 by (5). There are now two
possibilities. If there is some a € A for which f(y,a) € S, then (12) follows from claim 2. If
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instead, f(y,a) ¢ S, for each a € A, then max,c4 v’ (f(y,a)) = —oo by (5) (orif n = 0 by
definition of v{)). Thus ay,+1 = min {rraa(v), ¢(y)} by (4), so

v*(y) = V7 (y) = min {rraa(y), 4(y)} = an1 > 0" (y),
where the final inequality follows from claim 3. This completes the proof. O

Corollary 4. For all s € S, we have Vi, (s) = G5, (5).
Lemma 3. Let F': A x N — R. Then

supsup sup F ([a,a’],,7) =supsup F (a, 7). (23)
acA reNa’eA’ acA reN

Proof. We proceed by showing both inequalities corresponding to (23) hold.

(>) Given any a € A and 7 € N, we have sup, ¢, F' ([a,a'];,7) > F (a, 7). Taking the
suprema over a € A and 7 € N on both sides of this inequality gives the desired result.

(<) Given any a € A and 7 € N, we have

sup F ([a,a'],,7) < sup F(a”, 1),
a’/cA’ a’’cA

so that the result follows from taking the suprema over a € A and 7 € N on both sides of
this inequality.

O
Lemma 4. Foreach s € S,
Vraa(8) = Tra ()
Proof. For each s € S, we have
% o . a : a
fia(s) = maxmacanin { reas (€2(7) i (€300 | e
— o { 1 (€2(7) 03 (€5(7)) mina (€206} es)

_ . a . a’ ’ . a
— e {r (€6(0)) s min g (66 () min (6200

_ : a : [a,a’], ’ : a
max max min { (€(r))  max min g (€21 (7 + ")) min g (£ W}

_ , : a : [a,a’]+ / : a
e main {(€607). i (6047 (7-+ ) sming €300}

— i [a,a’]+ i [a,a]- / i [a,a’]+
= maxmemasnin {r (6170 ina (€7 0-4.0) mina (6 ()
(26)

— waemanin {7 (€6(7). min g (€57 + ) ming (€50) } e

~ e {7 (€3(7)) i (€300}

acA TeN

— macnin {mager (€6(7) i 0 (€300

= vraa(S),

where the equality between (24) and (25) follows from Corollary 3, and where the equality between
(26) and (27) follows from Lemma 3. O
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Before the next lemma, we need to introduce two last pieces of notation. First, we let IT be the set of

augmented policies 7 : S X Y x Z — A, where
and Z={q(s)|s€S}.

={r(s) | s € S}
Next, given s € S,y € Y,z € Z,and7 € I, welet (7 : N — S, 77 : N — Y, and (7 : N — Z, be
the solution of the evolution
E(t+1) = f (), (&), n5 1), (1)),
75 (t+1) = max {r ((t+1)), 77 ()},
ff(t—i—l) zmln{q(£ (t+1 ) f }
for which &7 (0) = s, 77 (0) = r(s), and (7 (0) = q(s).
Lemma 5. There is a 7 € 11 such that
tian(s) = min {mager (€7) mina (€ (1)} 28)

foralls € S.
Proof. By Lemmas 1 and 2 together with Corollary 3, we can choose 7, 6 € II such that

fia(s) = magemin {1 (€ (1) 03 (€5() mina (€5(9) | W58

Vs € S.

vA(s) = ming (€(7))

We introduce some useful notation we will use throughout the rest of the proof. For each s € S, let
i s .

[s]* = f(s,7(5)), WIS = max{y, 7 ([s]")}, [2]7 = min{z, ¢ ([s]")}
We define an augmented policy 7 € II by
m(s) min{[y]],

_ _ 213, vA([s]7)} = min{y, z,v3(s)}
m(s,9,2) = {9(3) otherwise. *

Now fix some s € S. Forall t € N, set z; = £7(t), §; = 77 (t) = max,<; 7(Z,), and z, = (T (t) =
&7 (1), yp = max,<¢r(x2), and zf = min,<; ¢(x2).
)} < min{gy, Z;, v5(Z;)}. In this case

min,<; ¢(Z,), and also set z;
i FRNY) ([it]

First, assume that ¢ is such that min{ (7|7, [z]Z

T (Ze, Ui, 2t) = 0(Ty), so that
min{z;, vz (Z:)} = min{Z1, v (Ze41)}

by our choice of . Since y; is non-decreasing in ¢, thus have
min{ye, ¢, vx (Ze)} < min{gei1, Zesr, vA(Ze41)}
} > min{g;, Z;, v5(Z;)}. In this case,

Next, assume that ¢ is such that min{[g]7, [z]7 , vx ([Z]
we have that (Z¢, ¥z, 2¢) = 7(Tt), SO
min{y, 2z, vx(Z:)} < min{[5:]7, [z]7,, vA([Z] )} = min{Geq 1, Zeg1, va(Zes1) }

It thus follows from these two cases that min{gy, z;, vx (Z;)} is non-decreasing in ¢. Let
22, vA([3] ")} < min{gi, 2, vi(Ze)} } -

T =min {t € N | min{[,] , [z

There are again two cases
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(T < o0)

(T'=o0)

In this case, 7(Z¢, §i, 2t) = m(Z¢) fort < T. Then Ty = x5, §: = yy, and z; = z{ for all
t < T. It follows that [Z,]" =z, 1, [U:]3, = y5,1, and [2]1, = 27, forallt < T. Thus
by definition of 7',
min {y5,1, 25,1,V (To41) } > min{yf, 27,03 (2f)} VE<T.
and
min {y%-ﬁ-lv 2%4-17 VA (33%4-1)} < min {yz, 27, vx (z7)} -
But since y; is non-decreasing and min{zy, vx (z7)} is non-increasing in ¢, it follows that

min{yy, 27, vi (xf)} must achieve its maximal value at the smallest ¢ for which it strictly
decreases fromt to ¢ + 1, i.e.

min {yr, zr, vy (Tr)} = min {yz, 27, v (v7)}
= maxmin {y;, 2/, vx (¢¢)}

> r?eakzl(min {r(=7),z;,vx (x7)}

= Tga(S)-

where the final equality follows from our choice of 7. Since min{g;, z;, vx(Z;)} is non-
decreasing in ¢, then

min{y, zZ: } > min{gs, zt, va(T¢) } > min{gr, zZr, vx(Tr)} = Ogal(s) VE>T.

Thus

tian(s) 2 min (e () i (70) b = Jim win, 2} > a5 = ).

where the final equality follows from Lemma (4). Thus the proof is complete in this case.

In this case, T(Z+, Ut, 2:) = (%) for all t € N. Then z; = z7, ¢ = y;, and z; = z{ for
allt € N. Also [z,]" = 27,4, [5:]3, = y5.1. and [2]1, = 27, forall t € N. Thus by
definition of T',
min {y7y 1, 2511, v (2741) } = min{y7, 27, v} (27)} VEeN.
Let 7" € argmax,cy min {yg, 20, v (z7)}. Then
min {gg, Zp/, vx (Tr)} = min {yg, 23, vx (7))}
_ . o _o , % o
= maxmin {g, 2/, vz (27)}

> wmaxmin {r ()., 2§, 0% (25)}
S

= Ura(5)-

The rest of the proof the follows the same as the previous case with 7" replaced by 7".

Corollary 5. Forall s € S, we have Vi A (s) = vgaa($).

Proof of Theorem 1. Theorem 1 is now a direct consequence of the previous corollary together with
Corollary 4 and Lemma 4. O
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B Proof of RR Main Theorem

We first define the value functions, Vi, Vi, Vi, Vg © S — R by
Vii(s) = maxmaxr, (£7(7)),
Via(s) = maxmaxry (65(7)),

VR (s) = 2121%{ rilgéi e (£5(7))

Vie(s) = magein { e (€(7) s (65 ()}

mell TEN

We next define the value functions, vg,, vg,, g, Vgr : S — R, which maximize over action sequences
rather than policies:
* a
vg;(8) = maxmax T
Rl( ) ach reN (é-s( ))7

Vre(s) = maxmaxry (€3(7)),

g(s) = WAX MAX TRR (&&(1),

tials) = maemin { e (€3(7) e (€27}

where 7rg is as in Theorem 2. Observe that for each s € S,
vri(8) 2 VRi(s), vrals) 2 Via(s), Trls) 2 VR (s),  wrm(s) = Vi(s)-
We now prove a series of lemmas that will be useful in the proof of the main theorem.
Lemma 6. There are wy,mo € 11 such that
vi(s) = maxry (£5(7)) and vgy(s) = maxry (£7(7))
TEN TEN

forall s € S.

Proof. We will just prove the result for v, (s) since the other result follows identically. For each
s € S, let 7, be the smallest element of N for which

max 7y (€5(7)) = v ()-
Moreover, for each s € S, let a, be such that
1 (£3°(75)) = vry(s).
Let m; € II be given by 71 (s) = as(0). It suffices to show that
1 (651 (75)) = vry(s) (29)
for all s € S, for in this case, we have

Vi (5) 2 maxr (€07(7)) 2 71 (€84 (7.)) = vy (5) Vs €.

We show (29) holds for each s € S by induction on 7. First, suppose that s € S is such that 74 = 0.
Then

r1 (651 (75)) = ra(s) = 71 (€8 (7)) = vri(s)-
For the induction step, let n € N and suppose that

r1 (E31 (1)) = vgy(s) Vs € Ssuchthat 7, < n.
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Now fix some x € S such that 7, = n + 1. Notice that
vg1 () = gy (f (2, m1(2)))
2 a1 (65(em ) (1))
> (&7 ey (™)
— (ng(z>,az|l](n n 1))
(&2 (12))

1
vy (),

so that vy, (f (z,71(2))) = vg;(x) and T4z x, (2)) < n. It suffices to show
Tf(w,m () = (30)
for then, by the induction assumption, we have

PER (7)) = 11 (€0 ey () = v (f (2 m1(2))) = v ()

To show (30), assume instead that
Tf(@mi(z) < M-

But
vRi (%) = maxry (& (7, (@) + 1))

N [71(®)25 (o my 2))] 1

>r | & (T.f(zﬂfl(z)) + )

=1 (G (Treme) )

= vy (f (2, m1(2)))

= vl:l ((L‘),
so that

vRi (@) = maxry (€ (7o i) + 1))
and thus
Te S Tfam@) t1<n+1,

giving our desired contradiction. O

Corollary 6. Forall s € S, we have Vi, (s) = vk, (s) and Vg, (s) = v, ().

Lemma 7. There is a m € I such that
Ug(s) = IPE?LI%( R (£5(7)) -
forall s € S.
Proof. This lemma follows by precisely the same proof as the previous lemma, with r1, vg,, and m;
replaced with rrg, Ug, and 7 respectively. O

Corollary 7. Forall s € S, we have Vi (s) = (s).
Lemma8. Let (3 : N — Rand (3 : N — R. Then

sup max {min {g‘l(r), sup G (T + T')} ,min{sup G+ T/)vCQ(T)}}

TEN T'eN /€N

= min {sup ¢1(T), sup <2(T)} .
TEN

TEN
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Proof. We proceed by showing both inequalities corresponding to the above equality hold.

(<) Observe that

Sup max {min {Cl(r), sup Co(T + T’)} , min { sup (1 (7 + T/),C2(7')}}

TEN T'eN 7/eN

< max {min {sup ¢1(7), sup sup Ca(T + Tl)} ,min {sup sup (1 (7 +7'),sup CQ(T)}}

TEN TENT/'EN TENT/EN TEN

= min {sup Ci(7),sup Cz(T)}
7N

TEN

(>) Fix ¢ > 0. Choose 71,72 € N such that {1(m1) > sup,eyGi(7) — € and (o(2) >

sup, ¢y C2(7) — €. Without loss of generality, we can assume 71 < 75. Then

sup max {min {41(7), sup Co(T + T’)} , min { sup Ci(r +7'), CQ(T)}}

TEN /€N T'eN

> sup min {Cl(T), sup Co(7 + T')}

TEN /€N
> min {CI(TI): sup Co(m1 + T')}
7'eN
> min {¢1(71), C2(72)}
> min {sup Ci(7) —&,sup Ga(7) — 5}

TEN TEN

= min {Sup ¢1(7),sup CQ(T)} —e.

TEN TEN

But since € > 0 was arbitrary, the desired inequality follows.

Lemma9. Foreachs € S,



Proof. Foreach s € S,

Uk (s) = maxmaxreg (£3(7)) GD
= I:?ea&( r—?ealilc max {min {ry (§3(7)) , vg, (§3(7))}, min {vg; (§3(7)) 2 (E3(7))}}  (32)

_ : a a’ /
= mmona { win {1 (€07) e (510,07 |

a’cA 7'eN

|
min (s (65,01) 2 (€20}

=maxmaxmax < min< r; (£2(7)), max maxr ( [a.a']- T+T')
ach reN { { 1 (& ))7a’eA TeN & ( ) (-

a’eA 7'eN

= 1 a [a7a/]ﬂ' / )
g s { min {11 (€0)) magrs (6207+)

}
min {max maxr (gga’a’% (r+ T/)) 2 (52(7))} }

}

|

= max max max max { min {r1 <§£a’a/]’ (7')) ,Iax o <§£a"a/]* (7 + T')) } ,

acA T€N a’€A T'eN
. [a,a’], / [a,a’],
min {I}}g&(rl (55 (T+7 )) , T2 (55 (7’))} } (33)

= max max max { min {n (&2()) , Iax T (€2(r + T’))} 7

acA TeN
min {6307 +7) 2 (€27} | 34
— i { s (€2(7) e (€5() | 39
:UER(S)v

where the equality between 31 and 32 follows from Corollary 6, the equality between 33 and 34
follows from Lemma 3, and the equality between 34 and 35 follows from Lemma 8. O

Before the next lemma, we need to introduce two last pieces of notation. First, we let TI be the set of
augmented policies 7 : S X ) x Z — A, as in the previous section, but where

Y={ri(s)|s€S} and Z={rs(s)]|seS}.

Next, given s € S,y € Y,z € Z,and7 € [, welet (T : N — S, 77 : N — Y, and (T : N — Z, be
the solution of the evolution

for which £7(0) = s, 77 (0) = r1(s), and £7(0) = ra(s).

Lemma 10. There is a 7@ € 11 such that
stals) = min e, (€1(r)) e (€5()}

forall s € S.
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Proof. By Lemmas 6 and 7 together with Corollary 6, we can choose 7, 61, 65 € II such that
v (8) = max ( o (1)) VseS,
« 6
URa(8) = Max 12 (€2 (r)) VseS,
Uk (s) = maxmax {min {ry (7 (7)), vg, (€5 (7))}, min {rz (€(7)) , vk (€3(7))}} Vs € S.

Define 7 € II by

m(s) max{y,z} < Og(s)
T(s,y,2) = ¢ 01(s) max{y,z} > vg(s) and y < 2,
02(s) max{y,z} > vx(s) andy > z.

Now fix some s € S. Forall t € N, set z; = £ (t), §; = 717 (t) = max,<; r1(Z,),and z, = (T (t) =
max,<¢ 72(Z. ), and also set xf = &7 (¢). It suffices to show

vRr () < min {max r1 (Z,), maxry (J_Z.,-)} , (36)
TEN TEN
since the reverse inequality is immediate. We proceed in three steps.

1. We claim there exists a t € N such that max {r1(Z;), r2(Z:)} > 0g(Z¢).
Suppose otherwise. Then 7 (Z¢, §¢, 2:) = m(Z¢) so that Z, = xf for all ¢ € N. Thus
Tax max {ri(@s), r2(Z4)} < max O (%)
= Ug(5)
= maxmas {min {ry (22) s (2)} min {rs (23) vy (o))}
TE

= maxmax {min {ry (Z), vk, (Zr)} , min {rz (Z), vgs (T)}}

< maxmax {ry(Z,),r2(Z-)},
TEN

providing the desired contradiction.
2. Let T be the smallest element of N for which
max {r1(Zr),r2(Zr)} > vg(Z7),
which must exist by the previous step, and let 7" be the smallest element of N for which
max {min {ry (7/) , vgy (27)} , min{ry (27.) , vr, (27:)}} = Or(s),
which must exist by our choice of 7. We claim 77 > T..
Suppose otherwise. Since Z; = xf for all t < T, then in particular Z7» = x7, so that
max {min {ry (1) , vg, (Z7/)} , min {r (1) , v, (Z1/)}} = Tg(s).
But then
max{ry (Tr), r2(Trr)} > Ur(s) = U (Tr).

By our choice of T', we then have T' < T”, creating a contradiction.

3. It follows from the previous step that
g (Tr) = tg(27) = Ug(s)-
By our choice of T, there are two cases: r1(Zr) > Ux(Zr) and ro(Tr) > Ux(Tr). We

assume the first case and prove the desired result, with case two following identically. To
reach a contradiction, assume

ro(Tt) < Og(Zr) VYteN.
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But then 7(Z, §t, Z) = 02(&;) for all t > T, s0 v}, (Tr) = maxy>7 r2(%) < Up(Tr) <
%(8). Thus ro(x5.) < vpy(25) < v (%) = vy (Zr) < UR(s). It follows that

max {min {ry (z7/) , vgo (272) }, min{ry (27.) , gy (27)}} < Ur(5),
contradicting our choice of T”.

Thus r2(Z:) > 0(Z7) = U(s) for some ¢ € N and also r1(Zr) > 0x(Z7) = Tg(s), so
that (36) must hold by Lemma 9.

O

Corollary 8. Forall s € S, we have Viiz(s,71(5),7r2(s)) = vir($).

Proof of Theorem 2. The proof of this theorem immediately follows from the previous corollary
together with Corollary 7 and Lemma 9. O

C Proof of Optimality Theorem

Proof of Theorem 3. The inequalities in both lines of the theorem follow from the fact that for each
7 € 11, we can define a corresponding augmented policy 7 € II by

w(s,y,z) =m(s) VseS,yeY,z€Z,

in which case Vi, o (s) = Vigya(s) and Vi (s) = Vigi(s) for each s € S. Note that in general, we
cannot define a corresponding policy for each augmented policy, so the reverse inequality does not
generally hold (see Figure 3 for intuition regarding this fact).

The equalities in both lines of the theorem are simply restatements of Lemma 5 and Lemma 9. [

D The SRABE and its Policy Gradient

Proof of Proposition 1. We here closely follow the proof of Theorem 3 in [4], which itself modifies
the proofs of the Policy Gradient Theorems in Chapter 13.2 and 13.6 [52]. We only make the minimal
modifications required to adapt the PPO algorithm developed previously for the SRBE to on for the
SRABE.

VoVixa(s) =Ve (Z Wo(GIS)QEZA(&a))

acA

= Z (V@W@(G\S)QEZA(S, a)

acA
+ mg(als) Vg min {max {V{AA (f(s,a)) ,rRAA(s)} ,q(s)} )
= (VHWG(G\S)QEZA(S,(I)

acA
+mo(als) [a(s) < Vran (f(5,0)) < rran(s)| VoVian (f(5.0))  G37)

= Z <Z Pr(s — ¢, k, 7r)> Z Voma(als')Qran(s a):| (38)
s’eS L \k=0 acA
- / / V ! T /
:% (;Pr(s — s ,k,w)) aezAﬂe(aLs )% raals ,a)}
= <Z Pr(s — ¢, k, ’iT)) Egmy(s) [Vg Ing(als) QoA (s a)}:|
s’eS L \k=0

X Egrndr, (s)Banmg(s) [Ve Inmg(als’)Qraals’, a)} ;
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where the equality between (37) and (38) comes from rolling out the term VQV{AA (f(s,a)) (see
Chapter 13.2 in [52] for details), and where Pr(s — ', k, 7) is the probability that under the policy
m, the system is in state s’ at time k given that it is in state s at time 0. O

Note, Proposition 1 is vital to updating the actor in Algorithm 1.

E The DO-HJ-PPO Algorithm

In this section, we outline the details of our Actor-Critic algorithm DO-HJ-PPO beyond the details
given in Algorithm 1.

Algorithm 1 : DO-HJ-PPO (Actor-Critic)

Require: Composed and Decomposed Actor parameters ¢ and 6;, Composed and Decomposed
Critic parameters w and w;, GAE ), learning rate 85, and discount factor 7. Let B” amd B
represent the Bellman update and decomposed Bellman update for the users choice of problem
(RR or RAA).

1: Define Composed Actor and Critic Q 5
2: Define Decomposed Actor(s) and Critic(s) Q;
3: fork=0,1,...do
4 fort =0to7T — 1do
5: Sample trajectories for 7, : {5¢, as, 141}
6: Define £(s;) with Decomposed Critics Q;(s;) (Theorems 1 & 2)
7: Composed Critic update:
w4 w— BeVuQ(r) - (Q(Tt) - B[Q, f](Tt))
8: Compute Bellman-GAE A%, ; with BY
9: (Standard) update Composed Actor
10: Decomposed Critic update(s):
w4 w— BuVuQi(r) - (Qz(Tt) - B?[Qz]ﬁt))
11 Compute Bellman-GAE A with B}
12: (Standard) update Decomposed Actor(s)
13: end for
14: end for

15: return parameter 0, w

In Algorithm 1, the Bellman update B”[Q, 7] differs for the RAA task and RR task, and the B} Q]
differs between the reach, avoid, and reach-avoid tasks. These Bellman updates are explicitly specified
in the Supplementary Material.

E.1 DO-HJ-PPO Stochastic Relaxation

Per the assumptions made in the relaxation, the discounted contractions for the RAA (and similarly
RR) take the following form,

‘N/'l{’l&(s) = (1 — ) min {rraa(s),q(s)} + YEanr [min {max {VI{YAZ (f(s,a)) ,T’RAA(S)} 7q(s)H .
(s, @) = (1= 7) min {rran(s), a(s)} + 5 min {max { V&R (F(5,0)), ran(s) | 1 a(s) }
The PPO advantage function is then given by flg AL = QRAA — VRAA [53].
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E.2 The special Bellman updates and the corresponding GAEs

Akin to previous HJ-RL policy algorithms, namely RCPO [6], RESPO [3] and RCPPO [4], DO-HJ-
PPO fundamentally depends on the discounted HJ Bellman updates [1]. To solve the RAA and RR
problems with the special rewards defined in Theorems 1 & 2, DO-HIJ-PPO utilizes the Reach, Avoid
and Reach-Avoid Bellman updates, given by

BElQ [ ](s,a) = (1 —¥)r(s) + ymax {r(s),Q(s,a)}, (39)
B[Q [ dl(s,a) = (1 —y)q(s) +ymin{q(s),Q(s,a)}, (40)
B} AlQ | 7 ql(s,a) = (1 —~)min{r(s),¢(s)} + ymin {g(s), max {r(s),Q(s,a)}}.  (41)

To improve our algorithm, we incorporate the Generalized Advantage Estimate corresponding to
these Bellman equations in the updates of the Actors. As outlined in Section A of [4], the GAE
may be defined with a reduction function corresponding to the appropriate Bellman function which
will be applied over a trajectory roll-out. We generalize the Reach GAE definition given in [4]
to propose a Reach-Avoid GAE (the Avoid GAE is simply the flip of the Reach GAE) as all will
be used in DO-HJ-PPO algorithm for either RAA or RR problems. Consider a reduction function

(" : R™ — R, defined by
¢S€2§($17$27$35 C L Topgl) = ¢§2‘($17$2, ¢Sr24_1)(173a e Tant))s 42)

d)gi(m, y,2z) = (1 — ) min {x,y} + v min {y, max {z, z}} . (43)
The k-step Reach-Avoid Bellman advantage A;(:) is then given by,

A%Z)x(s) = (;5%2 (r(st)7Q(3t)7 oy (Stak—1)5 4(Stqh—1)s V(5t+k)> ~Visiip). (44)

We may then define the Reach-Avoid GAE A}\JL 4 as the A-weighted sum over the advantage functions
1 k
Ajpa(s) = 705 DN ARA(s) 45)
k=1
which may be approximated over any finite trajectory sample. See [4] for further details.

E.3 Modifications from standard PPO

To address the RAA and RR problems, DO-HJ-PPO introduces several key modifications to the
standard PPO framework [53]:

Additional actor and critic networks are introduced to represent the decomposed objectives.
Rather than learning the decomposed objectives separately from the composed objective, DO-HJ-PPO
optimizes all objectives simultaneously. This design choice is motivated by two primary factors:
(i) simplicity and minor computational speed-up, and (ii) coupling between the decomposed and
composed objectives during learning.

The decomposed trajectories are initialized using states sampled from the composed trajectory,
we refer to as coupled resets.

While it is possible to estimate the decomposed objectives independently—i.e., prior to solving the
composed task—this approach might lead to inaccurate or irrelevant value estimates in on-policy
settings. For example, in the RAA problem, the decomposed objective may prioritize avoiding
penalties, while the composed task requires reaching a reward region without incurring penalties.
In such a case, a decomposed policy trained in isolation might converge to an optimal strategy
within a reward-irrelevant region, misaligned with the overall task. Empirically, we observe that
omitting coupled resets causes DO-HJ-PPO to perform no better than standard baselines such as
CPPO, whereas their inclusion significantly improves performance.

The special RAA and RR rewards are defined using the decomposed critic values and updated
using their corresponding Bellman equations.
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This procedure is directly derived from our theoretical results (Theorems 1 and 2), which establish
the validity of using modified rewards within the respective RA and R Bellman frameworks. These
rewards are used to compute the composed critic target as well as the actor’s GAE. In Algorithm 1,
this process is reflected in the critic and actor updates corresponding to the composed objective.

F DDQN Demonstration

As described in the paper, we demonstrate the novel RAA and RR problems in a 2D @-learning
problem where the value function may be observed easily. We juxtapose these solitons with those
of the previously studied RA and R problems which consider more simple objectives. To solve
all values, we employ the standard Double-Deep ) learning approach (DDQN) [54] with only the
special Bellman updates.

F.1 Grid-World Environment

The environment is taken from [2] and consists of two dimensions, s = (z,y), and three actions,
a € {left, straight, right}, which allow the agent to maneuver through the space. The deterministic
dynamics of the environment are defined by constant upward flow such that,

(Tim1,9i41) @i = left
f((@isyi), ai) = § (iy Yiv1) a; = straight (46)
(Tit1, Yit1) a; = right

and if the agent reaches the boundary of the space, defined by x > |2|, y < —2 and y > 10, the
trajectory is terminated. The 2D space is divided into 80 x 120 cells which the agent traverses
through.

In the RA and RAA experiments, the reward function 7 is defined as the negative signed-distance
function to a box with dimensions (2., y., w, h) = (0,4.5,2,1.5), and thus is negative iff the agent is
outside of the box. The penalty function g is defined as the minimum of three (positive) signed distance
functions for boxes defined at (x.,y.,w,h) = (£0.75,3,1,1) and (z.,y., w,h) = (0,6,2.5,1),
and thus is positive iff the agent is outside of all boxes.

In the R and RR experiments, one or two rewards are used. In the R experiment, the reward function
r is defined as the maximum of two negative signed-distance function of boxes with dimensions
(Te, Yo, w, h) = (£1.25,0,0.5,2), and thus is negative iff the agent is outside of both boxes. In the
RR experiment, the rewards r; and 75 are defined as the negative signed distance functions of the
same two boxes independently, and thus are positive if the agent is in one box or the other respectively.

F.2 DDQN Details

As per our theoretical results in Theorems 1 and 2, we may now perform DDQN to solve the RAA
and RR problems with solely the previously studied Bellman updates for the RA [2] and R problems
[1]. We compare these solutions with those corresponding to the RA and R problems without the
special RAA and RR targets, and hence solve the previously posed problems. For all experiments,
we employ the same adapted algorithm as in [2], with no modification of the hyper-parameters given
in Table 1.

G Baselines

In both RAA and RR problems, we employ Constrained PPO (CPPO) [8] as the major baseline as
it can handle secondary objectives which are reformulated as constraints. The algorithm was not
designed to minimize its constraints necessarily but may do so in attempting to satisfy them. As a
novel direction in RL, few algorithms have been designed to optimize max/min accumulated costs
and thus CPPO serves as the best proxy. Below we also include a naively decomposed STL algorithm
to offer some insight into direct approaches to optimizing the max/min accumulated reward.
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Table 1: Hyperparameters for DDQN Grid World

DDQN hyperparameters Values
Network Architecture MLP
Numbers of Hidden Layers 2

Units per Hidden Layer 100, 20
Hidden Layer Activation Function tanh
Optimizer Adam
Discount factor y 0.9999
Learning rate le-3
Replay Buffer Size le5 transitions
Replay Batch Size 100
Train-Collect Interval 10
Max Updates 4e6

G.1 CPPO Baselines

Although CPPO formulations do not directly consider dual-objective optimization, the secondary
objective in RAA (avoid penalty) or overall objective in RR (reach both rewards) may be transformed
into constraints to be satisfied of a surrogate problem. For the RAA problem, this may be defined as

o0

max, E. [Z 7t Itr/lgw(sf,)} st min q(st) > 0. (47)
- <

For the RR problem, one might propose that the fairest comparison would be to formulate the
surrogate problem in the same fashion, with achievement of both costs as a constraint, such that

(o]
Zf min {Ig}%)tc r1(sy), max 7’2(8;)}:| s.t.  min {In?x r1(sf), max rg(sg)} >0,

t (48)
which we define as variant 1 (CPPO-v1). Empirically, however, we found this formulation to be the
poorest by far, perhaps due to the abundance of the non-smooth combinations. We thus also compare
with more naive formulations which relax the outer minimizations to summation in the reward

max, E,

[ee]

Z yt max r1(sp) + max rg(sf/)} s.t.  min {mtax ri1(s]), max rg(sf)} >0,
- <

t<t
(49)

max, E

which we define as variant 2 (CPPOv2), and additionally, in the constraint

oo

max, E, Xt:,yt I?%ff”(sm + Ig}gi(rz(sf,)] s.t. max ri(sy) + m;dxrz(sf) >0, (50)

which we define as variant 3 (CPPOv3). This last approach, although naive and seemingly unfair,
vastly outperforms the other variants in the RR problem.

G.2 STL Baselines

In contrast with constrained optimization, one might also incorporate the STL methods, which in the
current context simply decompose and optimize the independent objectives. For the RAA problem,
the standard RA solution serves as a trivial STL baseline since we may attempt to continuously
attempt to reach the solution while avoiding the obstacle. In the RR case, we define a decomposed
STL baseline (DSTL) which naively solves both R problems, and selects the one with lower value to
achieve first.
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H Details of RAA & RR Experiments: Hopper

The Hopper environment is taken from Gym [55] and [4]. In both RAA and RR problems, we define
rewards and penalties based on the position of the Hopper head, which we denote as (x, %) in this
section.

In the RAA task, the reward is defined as
r(a,y) = Ve = 2[ + |y — 1.4 - 0.1 (51)

to incentive the Hopper to reach its head to the position at (z,y) = (2, 1.4). The penalty ¢ is defined
as the minimum of signed distance functions to a ceiling obstacle at (1, 0), wall obstacles at x > 2
and z < 0 and a floor obstacle at y < 0.5. In order to safely arrive at high reward (and always
avoid the obstacles), the Hopper thus must pass under the ceiling and not dive or fall over in the
achievement of the target, as is the natural behavior.

In the RR task, the first reward is defined again as

ri(z,y) = Vllz =2 +ly - 1.4] - 0.1 (52)
to incentive the Hopper to reach its head to the position at (z,y) = (2, 1.4), and the second reward as
ra(w,y) = Ve = 0] + |y — 1.4 - 0.1 (53)

to incentive the Hopper to reach its head to the position at (z,y) = (0, 1.4). In order to achieve both
rewards, the Hopper must thus hop both forwards and backwards without crashing or diving.

In all experiments, the Hopper is initialized in the default standing posture at a random z € [0, 2] so
as to learn a position-agnostic policy. The DO-HJ-PPO parameters used to train these problems can
be found in Table 2.

Table 2: Hyperparameters for Hopper Learning
Hyperparameters for DO-HJ-PPO Values

Network Architecture MLP

Units per Hidden Layer 256

Numbers of Hidden Layers 2

Hidden Layer Activation Function tanh

Entropy coefficient Linear Decay le-2 — 0
Optimizer Adam

Discount factor ~y Linear Anneal 0.995 — 0.999
GAE lambda parameter 0.95

Clip Ratio 0.2

Actor Learning rate Linear Decay 3e-4 — 0
Reward/Cost Critic Learning rate Linear Decay 3e-4 — 0
Add’l Hyperparameters for CPPO

Kp 1

K I le-4

Kp

I Details of RAA & RR Experiments: F16

The F16 environment is taken from [4], including a F16 fighter jet with a 26 dimensional observation.
The jet is limited to a flight corridor with up to 2000 relative position north (zpy), 1200 relative
altitude (zf7), and 500 relative position east (xpg).

In the RAA task, the reward is defined as

1
r(z,y) = g|(L'PN — 1500] — 50 (54)
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to incentivize the F16 to fly through the geofence defined by the vertical slice at 1500 relative position
north. The penalty ¢ is defined as the minimum of signed distance functions to geofence (wall)
obstacles at xpy > 2000 and |z pg| > 500 and a floor obstacle at zzr < 0. In order to safely arrive
at high reward (and always avoid the obstacles), the F16 thus must fly through the target geofence
and then evade crashing into the wall directly in front of it.

In the RR task, the rewards are defined as

1
ri(zpN,TH) = 5\/||xpN—1250|\ + |y — 850 — 30 (55)

and

1
ro(zpN,TH) = 5\/||xpN—1250|\ + |y — 350|| — 30 (56)

to incentive the F16 to reach both low and high-altitude horizontal cylinders. In order to achieve both
rewards, the F16 must thus aggressively pitch, roll and yaw between the two targets.

In all experiments, the F16 is initialized with position xpx € [250, 750], zg € [300,900], 2pg €
[—250, 250] and velocity in v € [200, 450]. Additionally, the roll, pitch, and yaw are initialized with
+7/16 to simulate a variety of approaches to the flight corridor. Further details can be found in [4].
The DO-HJ-PPO parameters used to train these problems can be found in Table 3.

Table 3: Hyperparameters for F16 Learning
Hyperparameters for DO-HJ-PPO Values

Network Architecture MLP
Units per Hidden Layer 256
Numbers of Hidden Layers 2
Hidden Layer Activation Function tanh
Entropy coefficient Linear Decay le-2 — 0
Optimizer Adam
Discount factor Linear Anneal 0.995 — 0.999
GAE lambda parameter 0.95
Clip Ratio 0.2
Actor Learning rate Linear Decay le-3 — 0
Reward/Cost Critic Learning rate Linear Decay le-3 — 0
Add’l Hyperparameters for CPPO
P 1
Ky le-4
Kp 1

J Broader Impacts

This paper touches on advancing fundamental methods for Reinforcement Learning. In particular, this
work falls into the class of methods designed for Safe Reinforcement Learning. Methods in this class
are primarily intended to prevent undesirable behaviors in virtual or cyber-physical systems, such as
preventing crashes involving self-driving vehicles or potentially even unacceptable speech among
chatbots. It is an unfortunate truth that safe learning methods can be repurposed for unintended use
cases, such as to prevent a malicious agent from being captured, but the authors do not foresee the
balance of potential beneficial and malicious applications of this method to be any greater than other
typical methods in Safe Reinforcement Learning.
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