
A Availability

• You can access TCM-Ladder website at https://tcmladder.com

• The GitHub repository with evaluation code and prompts is available at https://github.
com/orangeshushu/TCM-Ladder

• Data can be downloaded from https://huggingface.co/datasets/timzzyus/
TCM-Ladder

B Data resources

As shown in Tables 1 and 2, we incorporated several publicly available resources from existing
publications to extend and supplement the voice and pulse diagnosis datasets. For each dataset, we
provide the corresponding original publication reference and licensing documentation. In addition,
we partially incorporated several publicly available long-form dialogue datasets to supplement our
corpus. The sources and licensing statements of these datasets are provided in Table 3.

Table 1: Summary of publicly available voice and disease audio datasets

Dataset Modality Language Task Type Number of
Samples Year License

COUGHVID [1] Cough audio English COVID-19 detection 20,000 2020 CC-BY 4.0
Coswara [2] Cough, breath, speech English COVID-19 detection 5,000 2022 CC-BY 4.0

UK COVID-19 Vocal Audio
Dataset [3] Cough, breath, speech English COVID-19 detection 70,000 2023 OGL v3.0

Respiratory Sound Database [4] Lung auscultation
sounds English Respiratory disease

classification 920 2017 CC-BY 4.0

smarty4covid [5] Cough, breath, voice English COVID-19 detection 4,600 2023 CC-BY 4.0
Bridge2AI-Voice [6] Voice recordings English Voice biomarker research Not specified 2025 Apache-2.0

VOICED [7] Voice recordings English Pathological voice analysis 208 2018 ODC-BY 1.0
Perceptual Voice Qualities

Dataset [8] Voice recordings English Perpetual voice quality 360+ 2020 CC-BY 4.0

COVID-19 Voice Dataset [9] Voice recordings English COVID-19 detection Not specified 2023 CC-BY 4.0
ALS IAC Speech Corpus [10] Speech English ALS Not specified 2024 CC-BY 4.0

PMC COVID-19 Voice
Dataset[11] Voice recordings English COVID-19 detection Not specified 2022 OGL v3.0

Table 2: Summary of publicly available pulse datasets

Dataset Modality Language Task Type
Number

of
Samples

Year License

PulseDB [12] ECG, PPG, ABP waveforms English Cuff-less blood pressure estimation 5,245,454 2023 ODbL
MIMIC-BP [13] ECG, PPG, ABP waveforms English Blood pressure estimation 12,000 2024 ODC-By 1.0
Pulse-ECG [14] ECG images English ECG interpretation 1,160,000 2023 Apache-2.0

MTHS Dataset [15] Video-PPG, ECG signals English Heart rate and SpO2 estimation 65 2023 CC BY-NC-ND 4.0
Welltory Dataset [16] Video-PPG, ECG signals English Heart rate variability analysis 21 2023 CC BY-NC-ND 4.0

BUT-PPG Dataset [17] Video-PPG signals English Heart rate estimation 65 2023 CC-BY 4.0

Table 3: Summary of available long-form TCM dialogue dataset

Dataset Modality Language Task Type Number of Samples Year License

Huatuo-26M [18] Text Chinese QA, Dialogue 26M+ 2023 CC-BY 4.0
TCMD [19] Text Chinese Syndrome-Finding Mapping 100,000+ 2024 CC-BY 4.0
CMD [20] Text Chinese Medical Dialogue 25,000+ dialogues 2020 MIT

C Training details

For Bencao: Bencao is a model fine-tuned based on the large language model, GPT (Generative
Pre-trained Transformer) [21]. The fine-tuning process leveraged a curated corpus of over 700 TCM
classical books as its knowledge base. Reinforcement Learning from Human Feedback (RLHF) [22]
was employed to iteratively improve the model’s output quality, with human annotators evaluating
the helpfulness and accuracy of its responses.

The model was initially guided by role-defining prompts. For example, one representative instruction
states: "You are an experienced TCM expert. Please respond to users’ questions based on your
expertise and the content in your knowledge base. Try to combine traditional TCM terminology
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with modern language to ensure both professionalism and clarity. Do not provide any diagnostic
conclusions, and explicitly mention the limitations of your responses."

To refine the model’s output, we conducted more than 200 rounds of multi-turn instructional fine-
tuning. This iterative process aimed to ensure that the model’s responses were as professional,
objective, and informative as possible.

It is important to note that the training corpus consisted primarily of authoritative classical TCM
literature and educational textbooks. Some associated books also included tongue images and herbal
illustrations. However, no question-answer pairs from the TCM-Ladder benchmark were used in any
stage of the training or fine-tuning process.

For Ladder-base: The Ladder-base model is fine-tuned on the Qwen2.5-7B model using Group Rela-
tive Policy Optimization (GRPO) [23], with the train set in TCM-Ladder. A consistent system prompt
is used for all questions: "You are a helpful AI Assistant that provides well-reasoned and detailed
responses. You first think about the reasoning process as an internal monologue and then provide
the user with the answer. The response cannot be more than 400 words. Each question has only one
answer, A-E. Respond in the following format: <think>\n...\n</think> \n<answer>\n...Answer:A-
E...\n</answer>. Do not respond with another tag. Do not repeat the response.". The final response
is parsed and evaluated using a rule-based reward system that assigns one point each for a correct
answer, proper format, and correct tags. These rewards are weighted in a ratio of 5:1:1 to encourage
the model to prioritize answering questions correctly.

For a question–answer pair (q, a), the policy model πθold samples a group of G responses {oi}Gi=1.
The advantage of the i-th response is calculated by normalizing the group-level reward {Ri}Gi=1

Âl,t =
ri −mean({Ri}Gi=1)

std({Ri}Gi=1)
(1)

GRPO first computes the mean loss across each generated sequence and then averages these losses
over all sampled sequences. It employs a clipped objective function combined with an explicitly
applied KL divergence penalty term between the policy model and the reference model:

JGRPO(θ) = E
[
q ∼ P (Q), {oi}Gi=1 ∼ πθold(O | q)

]
· 1

G

G∑
i=1

1

|oi|

|oi|∑
t=1

{
min

[
πθ(oi,t | q, oi,<t)

πθold(oi,t | q, oi,<t)
Âi,t,

clip
(

πθ(oi,t | q, oi,<t)

πθold(oi,t | q, oi,<t)
, 1− ϵ, 1 + ϵ

)
Âi,t

]
− β DKL[πθ∥πref]

}
(2)

D Evaluation environment

For general domain large language models such as GPT-4, GPT-4o mini, Gemini 2.0 Flash, Gemini
2.5 Pro, and Deepseek, we conducted evaluations using their respective APIs. The corresponding
code is available in our GitHub repository. For TCM-specific models such as HuaTuoGPT2 [24],
Zhongjing [25], and BenTsao [26], we performed local evaluations, and the testing code for these
models is also provided in the GitHub repository to facilitate reproducibility.

All experiments were conducted on the Hellbender [27] computing cluster at the University of
Missouri. Detailed configurations of the computational resources are provided in Table 4.

E Safeguards

All released images underwent thorough manual review, and tongue images were subjected to strict
de-identification procedures to ensure that no personally identifiable information was included. Use
of our dataset requires agreement to the terms of use provided.

When using our released models, users are provided with appropriate risk disclaimers. For example:
the responses generated by this model are for informational purposes only and should not be con-
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Table 4: Detailed configuration of computational resources

Model Dell R7 40xa
Nodes 17
Cores/node 64
System Memory 238 G
GPU A100
GPU Memory 80 GB
Number of GPUs 4
Local Scratch 1.6 TB

sidered a substitute for professional medical diagnosis. If you experience any discomfort or health
concerns, please seek medical attention promptly.

F Declaration of LLMs usage

We employed LLMs as a core component of our evaluation framework. Specifically, both general-
domain and TCM-specific LLMs were systematically evaluated on TCM-Ladder, a multimodal
benchmark designed for TCM. For multiple-choice questions, we used standardized zero-shot
prompts, for example: “Please answer the following multiple-choice question and clearly indicate
the letter (A, B, C, D, or E) of the option you believe is correct.” We provide implementation code
for each evaluated LLM to ensure transparency and reproducibility (see GitHub links in Appendix
A). Furthermore, LLMs are integral to our proposed textual evaluation metric, Ladder-Score, where
LLMs assess model-generated answers based on well-defined rubrics. These rubrics span multiple
dimensions, including logical consistency, semantic accuracy, knowledge coverage, and fluency of
expression. Detailed evaluation protocols and rubric definitions are described in Appendix H.

G Herb and tongue image data collection

The images of Chinese medicinal herbs were sourced from two primary channels: a portion was
collected from publicly accessible online resources, while the remainder was obtained through on-site
photography conducted at Shanghai Kangqiao Pharmaceutical Co., Ltd [28]. As illustrated in Figure
1, we first identified each herb within the pharmaceutical facility, followed by standardized image
capture under controlled lighting conditions. Additionally, a measurement scale and a standard color
chart were placed alongside each herb specimen to facilitate subsequent analytical processing and
color correction.

Tongue image acquisition was conducted through two primary methods. As shown in Figure 2, a
portion of the images was collected using a specialized tongue imaging device [29], which provides
a stable lighting environment to ensure image consistency. Another portion was obtained via our
mobile application, iTongue [30] (as shown in Figure 3), which enables analysis and prediction of
TCM body constitution. To maximize the protection of participants’ privacy, only the tongue surface
region of the images has been released publicly.

We used the existing image labels as ground truth answers and select three incorrect options as
distractors. Based on specific question templates such as “Which of the following images shows the
herb [Herb Name]?”, we generate corresponding visual questions. The code for generating these
visual questions is publicly available on GitHub.

H Ladder-Score: A hybrid evaluation metric for long-form TCM question
answering

To better evaluate the quality of long-form answers generated by TCM-specific LLMs in TCM
settings, we introduce Ladder-Score, a hybrid evaluation metric that combines terminology matching
with rubric-based semantic assessment.
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Figure 1: The image acquisition process of Chinese medicinal herbs. (a) Collection of physical herb
specimens from a pharmaceutical factory. (b) Image capture under controlled lighting conditions.
Photographs of the herbs were taken to ensure consistency and quality. (c) A sample herb image,
including a scale bar and a color calibration card, which facilitates subsequent processing and color
correction.

Figure 2: Tongue image acquisition process using a tongue imaging device. (a) Sample tongue
images collected from participants. To protect subject privacy, the eye regions have been masked. (b)
Demonstration of the tongue image capture procedure using the imaging device.

H.1 Terminology-based score (TermScore)

We constructed a domain-specific term list using TCMBank [31], international TCM terminology
standards [32], and manually curated clinical terms (e.g., syndromes, symptoms, treatment principles,
herbal formulas). Given a reference answer R and a generated candidate answer C, we extracted
their term sets TR and TC via Jieba-based tokenization and lexicon matching.

We compute:

• Term Coverage: the proportion of reference terms present in the candidate:

TC =
|TC ∩ TR|

|TR|
(3)

• Term Consistency: the semantic similarity between term sets using sentence-level BERT
embeddings and cosine similarity.
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Figure 3: User interaction with iTongue app. Users can upload their own tongue images to receive
TCM-based assessments, including cold–heat syndrome differentiation and body constitution classi-
fication. If a non-tongue image is uploaded, the application prompts the user to re-upload a valid
tongue image.
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The overall TermScore is:

TermScore = λ · TC + (1− λ) · TS (4)

H.2 Semantic rubric score (SemanticScore)

To assess semantic quality, we prompt an external LLM (e.g., GPT-4 or Claude) using a rubric
covering four dimensions as shown in Table 5.

Table 5: The four dimensions of the LLM scoring rubric

Dimension Description

Diagnostic Accuracy Whether a correct syndrome or pathology is inferred
Treatment Appropriateness Whether the recommendation aligns with clinical reasoning
Logical Coherence Whether the answer is structured and internally consistent
Medical Language Quality Clarity, fluency, and use of professional language

Each is rated on a 0–5 scale. The SemanticScore is the normalized average:

SemanticScore =
1

20

4∑
i=1

si (5)

We apply blind prompting to prevent model self-bias, and optionally average across multiple LLMs
reviewers.

H.3 Final metric: Ladder-Score

The final score is a weighted sum of both components:

Ladder-Score = α · TermScore + β · SemanticScore (6)

This formulation ensures both domain fidelity and semantic quality are captured in evaluating
long-form generative answers under TCM tasks.

H.4 LLM-Based evaluation prompt template

To elicit structured ratings from LLMs, we use the following prompt template for each generated
answer:

“You are a TCM expert evaluating a model-generated answer. Please score the answer according to
the following rubric, from 0 (very poor) to 5 (excellent):

1. Diagnostic Accuracy: Is the TCM syndrome or pathology properly inferred?

2. Treatment Appropriateness: Are the therapeutic suggestions clinically relevant and reasonable?

3. Logical Coherence: Is the explanation consistent and well-structured?

4. Medical Language Quality: Is the response clearly written with accurate terminology?

Here is the candidate answer:

[candidate answer here]

Return your scores in the following format:

Diagnostic Accuracy: [0–5]

Treatment Appropriateness: [0–5]

Logical Coherence: [0–5]

Medical Language Quality: [0–5]”
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H.5 Terminology extraction strategy

To compute the TermScore, we extract domain-specific terms from both reference and candidate
answers using the following procedure:

Lexicon construction:

We build a term dictionary combining:

• The TCMBank [31] herb/syndrome/formula corpus
• Standardized clinical terminology lists
• Manual augmentation with high-frequency terms from training corpora

Tokenization and filtering:

• Use jieba [33] for Chinese segmentation.
• Retain terms satisfying:

– Length ≥ 2
– Occurrence in the constructed lexicon or inclusion of suffixes.

Semantic similarity (for Term Consistency):

• Compute sentence/term embeddings using pretrained Chinese BERT [34].
• Measure cosine similarity between aggregated term vectors from references and candidates.
• Use thresholded or averaged score as term semantic match score.

H.6 Case study

To assess the effectiveness of the proposed Ladder-Score, we compared its performance against
commonly used automatic evaluation metrics including BLEU-4 [35], ROUGE-L [36], METEOR
[37], and BERTScore [38]. While these traditional metrics primarily rely on surface-level lexical
overlap or embedding similarity, they fail to capture the nuanced reasoning, terminology accuracy,
and domain alignment that are critical in TCM long-form question answering.

For instance, for the question (English translation):“A patient presents with a red tongue, yellow
coating, bitter taste in the mouth, restlessness, and dark yellow urine. What is your diagnosis and
treatment plan according to TCM?”

Reference answer (Expert-written) is:“Based on the symptoms of red tongue with yellow coating,
bitter taste, and restlessness, the pattern can be identified as Liver-Gallbladder Damp-Heat. The
treatment principle is to clear heat and drain dampness while soothing the Liver. The classical
formula Long Dan Xie Gan Tang is recommended, with herbs like Gentiana, Scutellaria, and
Gardenia. Patients should avoid greasy, spicy food to prevent worsening of symptoms.”

A high-quality candidate answer A generated by a large language model is:“The clinical presentation
suggests Liver and Gallbladder damp-heat syndrome, often due to emotional stagnation and internal
dampness. Treatment should focus on clearing heat, resolving dampness, and soothing the Liver.
Long Dan Xie Gan Tang is appropriate, including herbs like Gentiana, Alisma, Plantago Seed, and
Scutellaria. In cases with headaches or pronounced bitterness in the mouth, Bupleurum and Mint can
be added.”

Another candidate answer B, generated by a different model, exhibits high lexical overlap but lacks
substantive content:“Red tongue, yellow coating, and bitter taste indicate Liver-Gallbladder damp-
heat. You can use Long Dan Xie Gan Tang for treatment. This includes herbs like Gentiana, Gardenia,
and Scutellaria. The patient should avoid spicy food.”

We computed the evaluation scores of the above responses using different metrics, as shown in Table 6.
In this diagnostic task, the two model-generated responses may share a significant amount of surface-
level terminology (e.g., “Long Dan Xie Gan Tang,” “bitter taste,” “avoid spicy food”). However,
one response merely paraphrases the reference answer, while the other provides a precise pattern
differentiation, pharmacological rationale, and therapeutic strategy. Despite the substantial difference
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in clinical quality, metrics such as BLEU and ROUGE may yield similar scores due to their reliance
on lexical overlap. In contrast, Ladder-Score demonstrates a significant advantage. By integrating
terminology matching with a rubric-based semantic evaluation mechanism, it can accurately capture
the following aspects: (1) the accuracy of pattern differentiation; (2) the appropriateness of formula
and herb recommendations; (3) the normative use of TCM-specific terminology; (4) the presence
of templated or generic content; and (5) the ability to robustly assess complex clinical responses in
long-form text.

This dual evaluation mechanism enables Ladder-Score to more reliably reflect the practical utility
of model outputs in professional clinical settings. It is particularly well suited for specialized tasks
that demand not only medical accuracy but also reasoning capability and contextual alignment,
capabilities that are often lacking in conventional evaluation metrics.

Table 6: Performance of the two candidate responses under different evaluation metrics

Metric Candidate A Candidate B Difference Can it distinguish quality? Remarks

BLEU-4 0.45 0.43 +0.02 No Rewards word overlap; ignores reasoning depth
ROUGE-L 0.52 0.51 +0.01 No Captures sequence overlap; surface-level only
METEOR 0.44 0.45 –0.01 No Slightly penalizes varied but correct expressions
BERTScore 0.87 0.85 +0.02 No Sensitive to semantics, but lacks clinical awareness
Ladder-Score 0.91 0.75 +0.16 Yes Correctly rewards richer clinical reasoning and term use

I Question design protocol and selection

When manually composing questions, TCM practitioners adhered to the criteria outlined in Table 7.
The question stems were constructed based on content from official TCM textbooks, the National
Medical Licensing Examination syllabus, or relevant online knowledge bases. During the question
development process, care was taken to ensure that the stems were concise, unambiguous, and clearly
stated. The questions were designed to cover multiple cognitive levels, including factual recall,
conceptual understanding, and clinical application, while maintaining a diverse range of difficulty
levels. Upon completion, the questions were further reviewed and filtered according to the screening
criteria specified in Table 8 to eliminate redundancy and ensure quality.

Table 7: Guidelines and standards for constructing questions

Category Key points

Source and reference

- Base questions on authoritative sources such as official TCM textbooks, national curricula, and licensing examination
syllabi.

- Ensure coverage of fundamental TCM subjects, including fundamentals, diagnostics, herbal formulas, and pediatrics.
- Utilize reputable databases for reference, such as TCM Bank [31], ETCM [39], HERB 2.0 [40], etc.

Question stem design
- Ensure clarity, precision, and absence of ambiguity in wording.

- Focus each question on a single knowledge point, avoiding irrelevant information.
- Employ diverse question types to avoid formulaic stems.

Option construction

- Ensure only one correct answer for single-choice items; provide clearly defined correct combinations for
multiple-choice items.

- Include plausible distractors that test the depth of understanding.
- Avoid leading cues such as key terms from the stem repeated in the correct answer.

Difficulty level - Include questions across a range of difficulties.
- Encourage the use of comprehension and application-based questions.

Common pitfalls to avoid

- Avoid content that is beyond the TCM curriculum scope or lacks clear relevance.
- Prioritize clinical reasoning and critical analysis.

- Ensure grammatical consistency between stem and options.
- Avoid ambiguous, logically flawed, or duplicate questions.

Review and validation - All items should undergo peer review by qualified TCM educators or clinicians.
- Employ automated tools to detect duplications and evaluate ambiguity.

In addition to manual duplication checks, we employed three duplicate detection methods: string edit
distance [41], TF-IDF [42, 43] with cosine similarity, and BERT [44, 45] based semantic encoding, to
achieve multi-level duplicate detection from surface to semantic levels. We considered two candidate
questions to be duplicates if their similarity scores exceeded a threshold of 0.9 in any of the three
methods mentioned above.
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Table 8: Criteria for the question selection

Dimension Detailed explanation

Duplicate question If two or more questions within the same category assess the same knowledge point with only slight variations in
phrasing, retain only the version with clearer and more complete phrasing.

Ambiguous question Any question with ambiguous wording, unclear intent, poor grammar, or syntactic confusion should be
considered invalid and removed.

Answer uncertainty handling
If a single-choice question has multiple plausible answers or lacks clear differentiation between correct and

distractor options, it should be removed. Similarly, multi-choice questions without a clear key or option logic
should be discarded.

Option structure issues Questions should be removed or revised if options are repetitive, nested within each other, or display length bias
(e.g., one option is significantly longer than others).

Format and convention check Questions missing prompts, unnumbered options, or nonstandard language/punctuation should be revised. If
unfixable, they should be eliminated.

Outdated question context Questions that conflict with the latest clinical guidelines or research, such as outdated treatment plans, should be
revised or removed.

J Limitations and societal impact

TCM-Ladder serves as an evaluation benchmark for both general domain LLMs and TCM-specific
models, offering a multimodal dataset to support future training and evaluation efforts in the field
of TCM. However, several limitations remain and warrant further improvement and refinement in
subsequent work.

1. Limitations in multimodal evaluation. The current models’ multimodal capabilities have been
evaluated only on visual tasks involving herb images and tongue diagnosis images. Other data
modalities that are also crucial in TCM, such as pulse diagnosis signals, audio (e.g., patient voice),
and video, have not yet been incorporated into the evaluation framework in this study.

2. Semantic deviations in cross-lingual translation. During the construction of the multilingual
version of the dataset, some Chinese questions may have incurred semantic deviations or ambiguities
during the translation into English. Given the context-dependent and culturally embedded nature of
TCM terminology, some expressions do not have direct equivalents in English, which can impair
the model’s comprehension and reasoning capabilities. Such translation errors are particularly
pronounced in complex dialectical reasoning tasks and may reduce the reliability of model evaluation.
Future iterations of the dataset should involve closer collaboration between linguistic experts and
TCM practitioners to ensure higher consistency and fidelity in cross-lingual representation.

3. Imbalanced question categories. The current version of the TCM-Ladder dataset exhibits
noticeable imbalance across task types and knowledge subdomains. For instance, basic theoretical
questions are overrepresented, while more complex or specialized areas such as clinical case reasoning,
tongue image interpretation, and herbal property analysis are underrepresented. This imbalance
may cause the models to overfit to high-frequency categories, leading to suboptimal generalization
in low-resource tasks and ultimately affecting the fairness and representativeness of the overall
evaluation. Future versions of the dataset should aim for more balanced coverage across task types
and knowledge dimensions to ensure more comprehensive and challenging model assessment.

Despite the aforementioned limitations, TCM-Ladder, as the first multimodal dataset in the field of
TCM, provides a foundational resource for the training and evaluation of multimodal TCM models.
Evaluation results indicate that current TCM-specific large language models still exhibit substantial
room for improvement and may lead to the following societal impacts.

1. Facilitating the digitization and global dissemination of TCM. By systematically organizing
textual and visual modalities of TCM, the dataset contributes to the digitization of TCM knowledge.

2. Enhancing education and clinical decision support. This dataset provides a foundational
resource for building intelligent TCM educational tools and diagnostic support systems. It may help
address challenges such as the shortage of trained TCM professionals and the heavy reliance on
experiential knowledge, ultimately supporting more standardized and scalable applications in clinical
and educational settings.

3. Privacy and fairness considerations. Visual data such as tongue and herb images raise privacy
concerns and require informed consent and anonymization. Additionally, the dataset may exhibit
demographic imbalances (e.g., in gender, age, or region), which could introduce bias into trained
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models. Future versions should incorporate fairness-aware data collection and annotation practices to
mitigate these risks and support equitable downstream applications.

In addition, we also acknowledge the importance of environmental sustainability in large-scale model
development. The training of the Ladder-base model required approximately 60 hours on two NVIDIA
A100 GPUs, resulting in an estimated energy consumption of 30 kWh and corresponding carbon
emissions of approximately 14.26 kg CO2, as calculated using the Machine Learning Emissions
Calculator. While this footprint is relatively modest compared with large-scale commercial models,
it nevertheless highlights the importance of quantifying and mitigating environmental impact in AI
research. To address this, we plan to adopt several mitigation strategies in future work, including
leveraging energy-efficient hardware, utilizing low-emission cloud infrastructures, and prioritizing
model reuse to reduce redundant training cycles.
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