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Appendix

A Evaluation Datasets

We evaluate our method on four Source-free Domain Adaptation (SFDA) datasets benchmarks,
including the small-scale Office-31 dataset [25], the medium-scale Office-Home dataset [31], and
two large-scale datasets (i.e., VisDA [21] and DomainNet-126 [20]). The complete dataset statistics
and domain configurations are elaborated on below.

Office-31 [25]: This small-scale dataset contains 31 object categories commonly found in office
environments (e.g., keyboards, laptops, file cabinets). It comprises 4,652 images across 3 domains:
Amazon, Webcam, and DSLR.

Office-Home [31]: Office-Home is a more challenging medium-scale domain adaptation dataset with
65 categories and 15,500 images distributed across 4 domains: Art, Clipart, Product, and Real-World.

VisDA [21]: VisDA is a large-scale dataset for domain adaptation, originally designed for the
2017 Visual Domain Adaptation Challenge. It focuses on synthetic-to-real transfer with 12 object
categories. The source domain contains 152,397 synthetic images, while the target domain has 55,388
real-world images.

DomainNet-126 [20]: DomainNet-126 is a subset of the full DomainNet dataset [20], curated for
domain adaptation research. It includes 126 object categories across 4 domains: Clipart, Painting,
Real, and Sketch. The dataset contains 145k images, making it one of the largest SFDA benchmarks.

B Implementation Details

B.1 Source Model Pre-training

For the source model training, we employ only the cross-entropy loss as the objective function.
Regarding the training hyperparameters, we set weight_decay (weight decay, L2 regularization
coefficient) to 5e-4, lr_gamma (learning rate gamma, learning rate scheduler parameter) to 0.0003,
lr_decay (learning rate decay rate) to 0.75, and momentum (SGD momentum parameter) to 0.9. For
the large-scale DomainNet-126 and VisDA, to facilitate the model convergence, we set batch size
as 128, n_iter_per_epoch (Number of iterations per epoch ) as 200, n_epoch (Total training epochs)
as 100, lr (learning rate) as 3e-3. For other datasets, we set batch size as 32, n_iter_per_epoch as
300, n_epoch as 50, and lr as 1e-3. As for source model architecture, we employ ResNet-50 for
Office-31 [25], Office-Home [31] and DomainNet-126 [20], and ResNet-101 for VisDA [21].
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Table A.1: Full Results (%) on VisDA evaluated with ResNet-101. The top three performances in
each column are highlighted in red, orange, and yellow, respectively.

Method Venue VisDA
plane bcycl bus car horse knife mcycl person plant sktbrd train truck Perclass

Source – 92.3 33.3 76.4 60.9 86.5 32.7 89.9 33.3 79.8 48.0 87.7 18.4 61.6

CPGA [22] IJCAI21 95.6 89.0 75.4 64.9 91.7 97.5 89.7 83.8 93.9 93.4 87.7 69.0 86.0
ASOGE [6] TCSVT23 94.9 84.3 76.8 54.3 94.9 93.4 86.0 85.0 87.2 90.0 86.7 62.7 83.2
ISFDA [19] CVPR24 97.5 91.4 87.9 79.4 97.2 97.2 92.2 83.0 96.4 94.2 91.1 53.0 88.4
PS [10] ML24 95.3 86.2 82.3 61.6 93.3 95.7 86.7 80.4 91.6 90.9 86.0 59.5 84.1
DM-SFDA [5] – 98.1 89.8 90.6 90.5 96.8 95.2 92.2 93.4 97.8 94.4 92.4 48.8 86.3

SHOT [15] ICML20 95.0 87.4 80.9 57.6 93.9 94.1 79.4 80.4 90.9 89.8 85.8 57.5 82.7
NRC [33] NIPS21 96.8 91.3 82.4 62.4 96.2 95.9 86.1 90.7 94.8 94.1 90.4 59.7 85.9
GKD [27] IROS21 95.3 87.6 81.7 58.1 93.9 94.0 80.0 80.0 91.2 91.0 86.9 56.1 83.0
AaD [32] NIPS22 97.4 90.5 80.8 76.2 97.3 96.1 89.8 82.9 95.5 93.0 92.0 64.7 88.0
AdaCon [4] CVPR22 97.0 84.7 84.0 77.3 96.7 93.8 91.9 84.8 94.3 93.1 94.1 49.7 86.8
CoWA [12] ICML22 96.2 89.7 83.9 73.8 96.4 97.4 89.3 86.8 94.6 92.1 88.7 53.8 86.9
SCLM [30] NN22 97.1 90.7 85.6 62.0 97.3 94.6 81.8 84.3 93.6 92.8 88.0 55.9 85.3
ELR [35] ICLR23 97.1 89.7 82.7 62.0 96.2 97.0 87.6 81.2 93.7 94.1 90.2 58.6 85.8
PLUE [18] CVPR23 94.4 91.7 89.0 70.5 96.6 94.9 92.2 88.8 92.9 95.3 91.4 61.6 88.3
CPD [36] PR24 96.7 88.5 79.6 69.0 95.9 96.3 87.3 83.3 94.4 92.9 87.0 58.7 85.5
TPDS [26] IJCV24 97.6 91.5 89.7 83.4 97.5 96.3 92.2 82.4 96.0 94.1 90.9 40.4 87.6
DIFO [29] CVPR24 97.6 88.7 83.7 80.8 95.9 95.3 91.9 85.0 89.4 93.2 93.2 69.0 88.6
ProDe [28] ICLR25 96.6 90.3 83.9 80.2 96.1 96.9 90.3 86.4 90.8 94.0 91.3 67.0 88.7

DPTM (ours) – 99.5 97.1 96.2 93.0 99.2 99.2 98.8 97.7 99.3 99.7 98.6 93.1 97.6

B.2 DPTM Details

Method-related Hyperparameters and Configurations. We employ stable-diffusion v1-5 [23] as
the diffusion model to generate 512×512 images with 20 denoising steps. γ1 = 5.5 and γ2 = 0. We
set the threshold E to 0.01, and the total refinement iteration count R to 10. Note that setting E and
R to other values may obtain superior performance.

Training-related Hyperparameters and Configurations. For the target model architecture, we
adopt ResNet-101 for VisDA [21] and also for the other datasets. To further enhance the performance
of the target model while mitigating the inevitable domain discrepancy between pseudo-target and
real target domains, we incorporate the baseline Unsupervised Domain Adaptation (UDA) method
BNM [7] during the target model training with pseudo-target data. This ensures that even when the
samples generated by our method are not fully aligned with the real target distribution, the inconsis-
tency can be further alleviated through the BNM adaptation process. For training hyperparameters,
all parameters, including weight_decay, lr_gamma, lr_decay, momentum, n_iter_per_epoch, and
n_epoch as 100, and lr remains unchanged as Source Model Pre-training in Section B.1.

Experiments Compute Resources. For Office-31 [25] and Office-Home [31], all related experiments
are conducted using a single NVIDIA Tesla V100. For the large-scale Domain VisDA [21] and
DomainNet-126 [20], all related experiments are conducted using a single NVIDIA Tesla H100.

C Supplementary Results

C.1 Full Results on VisDA

We present full results on VisDA in Table A.1. We report accuracy results over 12 categories and
report the per-class accuracy. Notably, we also reproduced the results using only the source model.
Experimental results demonstrate that our method outperforms existing SOTA methods across all
categories. Moreover, our method demonstrates two significant advantages: (1) For categories such
as plane, horse, knife, plant, and skateboard, our method achieves near-perfect classification accuracy,
exceeding 99%. (2) For challenging categories like truck and car, where existing methods perform
poorly, our approach substantially improves accuracy to over 90%. For the truck category, where
most methods exhibit poor performance, our method exceeds the current SOTA method by 24.1%.

Manipulation Mechanism of Non-trust Set. We present ablation studies on different components of
the Manipulation Mechanism of Non-trust Set via visualization results. As is demonstrated in Table
4, SDXL and SD15 present comparable results. To present better visualization, we employ SDXL
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Table A.2: Full Results (%) on VisDA evaluated with ResNet-50.
Method plane bcycl bus car horse knife mcycl person plant sktbrd train truck Perclass

Source-R50 79.7 35.5 44.5 63.8 62.0 25.0 86.9 26.6 77.6 30.0 94.7 12.7 53.3
Ours-R50 99.5 96.1 93.5 82.5 98.3 99.2 96.3 96.8 98.8 98.5 98.1 81 94.9

Table A.3: Comparison results with DATUM on Office-Home dataset.
Method Ar→Cl Ar→Pr Ar→Rw Cl→Ar Cl→Pr Cl→Rw Pr→Ar Pr→Cl Pr→Rw Rw→Ar Rw→Cl Rw→Pr Avg.

Source 50.1 67.9 74.4 55.2 65.2 67.2 53.4 44.5 74.1 64.2 51.5 78.7 62.2
DATUM 55.3 76.8 79.3 65.1 77.7 78.6 62.4 52.1 79.7 66.6 55.9 80.5 69.2

DPTM (ours) 86.7 94.2 92.8 91.5 94.0 92.6 90.6 86.4 92.8 90.5 87.1 94.7 91.2

Table A.4: Component-wise ablation studies on Office-Home dataset.
TGI SFI DFP Ar→Cl Ar→Pr Ar→Rw Cl→Ar Cl→Pr Cl→Rw Pr→Ar Pr→Cl Pr→Rw Rw→Ar Rw→Cl Rw→Pr Avg.

% % % 50.1 67.9 74.4 55.2 65.2 67.2 53.4 44.5 74.1 64.2 51.5 78.7 62.2
! % % 69.2 86.2 82.2 74.6 87.8 80.7 76.7 67.8 82.4 73.5 66.9 87.1 77.9
% ! % 59.6 80.8 82.3 67.9 83.1 80.2 64.6 68.1 81.7 70.6 67.9 86.5 74.4
% % ! 67.8 87.6 82.7 68.7 84.0 80.6 70.7 67.6 82.4 74.1 67.1 88.7 76.8
% ! ! 75.9 89.4 88.3 78.9 87.9 87.0 76.0 74.1 87.8 80.0 75.9 89.1 82.5
! % ! 72.9 88.0 84.1 77.5 88.3 83.6 76.8 69.0 84.0 75.7 68.8 88.4 79.8
! ! % 70.2 89.9 85.5 81.1 89.4 89.3 80.7 70.7 86.3 80.3 72.1 91.0 82.2
! ! ! 86.7 94.2 92.8 91.5 94.0 92.6 90.6 86.4 92.8 90.5 87.1 94.7 91.2

and set the denoising steps to 50. We present images generated by: (a) xu
l (b) x̃u

l w/o Target-guided
Initialization (c) x̃u

l w/o Semantic Feature Injection (d) x̃u
l w/o Domain-specific Feature Preservation

(e) x̃u
l of our method, respectively. As shown in Figure 2: (1) Our method’s manipulated samples

x̃u
l , exhibit the best semantic alignment with their assigned labels ŷl = and the best preservation

of target distribution characteristics. (2) Column (b) (d) (e) that involve Semantic Feature Injection
transforms the original semantics to the assigned label successfully, while Column (c) w/o Semantic
Feature Injection achieves poor alignment with the assigned label, demonstrating the effectiveness of
Semantic Feature Injection. (3) Column (b) excludes Target-guided Initialization, and only Domain-
specific Feature Preservation works for maintaining the images within the target distribution. As a
result, Column (b) preserves target domain features worse than Column (e). Similarly, Column (d)
excludes Domain-specific Feature Preservation, and only Target-guided Initialization works, also
exhibiting worse preservation of target domain features than Column (e). These results demonstrate
the effectiveness of Target-guided Initialization and Domain-specific Feature Preservation.

The SFDA Model Size. Table A.1 shows results on VisDA with ResNet-101. To further demonstrate
the superior performance of our method, we provide extra results with ResNet-50 in Table A.2.
These results demonstrate that: (1) Our method exhibits robustness to model size. It maintains high
performance even when using a smaller ResNet-50 target SFDA model. Notably, our method with
ResNet-50 even outperforms existing comparative methods that use a larger ResNet-101 backbone,
highlighting its superior adaptation performance regardless of model scale. Our method is also
scalable with respect to the target SFDA model size. When using a larger ResNet-101 target SFDA
model, our method achieves better performance compared to using ResNet-50, suggesting that its
effectiveness can scale with increased target SFDA model size.

Different Components of DPTM. We conduct ablation studies on the independent usage of each
individual component. For clarity in the tables, we refer to Target-guided Initialization, Semantic
Feature Injection, and Domain-specific Feature Preservation as TGI, SFI, and DFP, respectively. We
present comprehensive component-wise ablation results, including the performance of the model
with only one component enabled and with each component individually removed. The results are
shown in Table A.4, further demonstrating the effectiveness of our method.
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Table A.5: The trust set accuracy evolving with r on the Office-Home dataset.
r Ar→Cl Ar→Pr Ar→Rw Cl→Ar Cl→Pr Cl→Rw Pr→Ar Pr→Cl Pr→Rw Rw→Ar Rw→Cl Rw→Pr

1 95.4 97.6 98.5 99.1 100.0 99.8 100.0 100.0 99.8 100.0 97.4 99.1
2 85.3 95.0 97.2 88.8 93.9 96.1 85.9 83.8 96.6 87.5 86.4 96.3
3 94.5 98.3 97.6 91.2 98.2 97.3 90.0 91.9 97.8 92.9 93.1 98.2
4 94.2 98.0 98.1 94.3 98.1 97.8 93.6 95.2 98.0 94.4 95.7 98.4
5 96.6 99.0 98.7 95.1 99.0 98.5 94.4 95.8 98.2 95.6 95.7 99.0
6 96.3 99.1 98.6 95.7 99.1 98.6 96.1 96.8 98.6 95.0 97.3 99.0
7 97.1 99.4 98.5 96.9 99.4 98.5 97.1 96.8 98.7 96.8 96.6 99.2
8 97.2 99.3 99.2 97.0 99.2 99.2 96.6 97.9 98.8 95.7 97.2 99.5
9 98.6 99.5 99.2 97.0 99.6 99.2 97.0 98.1 98.9 97.3 97.8 99.3
10 97.5 99.4 98.7 97.5 99.6 99.1 97.2 97.7 99.4 97.3 98.5 99.5

Table A.6: The performance trajectory of setting all target samples to the non-trust set on the Office-
Home dataset.

r Ar→Cl Ar→Pr Ar→Rw Cl→Ar

0 50.1 67.9 74.4 55.2
1 56.4 78.7 81.7 63.0
2 55.9 78.5 81.4 62.8
3 55.9 78.3 81.6 62.7
4 55.8 78.1 81.4 62.7
5 55.7 77.9 81.3 62.7

D Supplementary Analyses

D.1 Analysis on Trust and Non-trust Partition for Target Domain.

Reliability of entropy-based trust and non-trust partition. Entropy-based selection of reliable
pseudo-labels of target samples is commonly used in SFDA, and its effectiveness is demonstrated in
prior studies [16]. To further evaluate its reliability, we report the trust set accuracy evolving with r
on the Office-Home dataset as Table A.5 (r denotes the r-th refinement iteration, where r = 1, 2, ...R,
and in our experiments we set R = 10). Figure 2(a) shows that the size of the trust set grows as r
increases. Remarkably, the trust accuracy remains consistently high across all tasks using a total of
10 refinement iterations. Besides, when r is small, the trust set accuracy may not be high, but will
increase to a high value as r grows. For example, in tasks like Pr→Ar and Pr→Cl, trust accuracy
is below 90% when r = 2 but reaches higher than 97% when r = 10. These results validate the
effectiveness of our method, which could correct errors in the trust set with the growth of r. Note that
the non-trust set accuracy does not affect the performance of our method, as we completely discard
the original pseudo-labels of non-trust samples.

Set all target samples to the non-trust set. The high performance gain of our method stems from two
key mechanisms: i) progressively expanding the trust set with high-accuracy pseudo-labels to allow
the SFDA model to learn real target domain features, and ii) progressively reducing the manipulated
non-trust set. Mechanism ii) is critical to prevent features from the synthetic domain from becoming
dominant, since there is an inherent gap that persists between the synthetic and real target domains
(even though we employ alignments to bridge the gap). This phenomenon fundamentally stems from
the inherent domain gap between synthetic and real data, a well-documented challenge that has been
rigorously demonstrated in prior work [1]. Therefore, canceling the trust set could cause degraded
performance, since we could only obtain features from the synthetic domain. We validate it with
an empirical study on the first 4 Office-Home tasks (Ar→Cl, Ar→Pr, Ar→Rw, and Cl→Ar), where
we cancel the trust set and set all target samples to the non-trust set. r denotes the r-th refinement
iteration, and we report results of r = 1, 2, ..., 5. As shown in Table A.6, when using only non-trust
samples, the performance is not improved as r grows.

4



Table A.7: Comparison between Random assignment of labels and using original pseudo-labels for
non-trust samples.

Method Ar→Cl Ar→Pr Ar→Rw Cl→Ar

Original pseudo-labels 80.3 91.1 90.1 83.9
Ours (randomly assigned labels) 86.7 94.2 92.8 91.5

D.2 Analysis on Manipulation of Non-trust Set.

Random assignment of labels for non-trust samples. From a performance perspective, we employ
random label assignment, instead of using the original pseudo-labels of non-trust samples given
by the SFDA model, for two key reasons. First, there are no obvious patterns between the original
pseudo-labels and ground truth labels of non-trust samples, and the original pseudo-labels cannot
provide valid semantic priors. Second, if we use the diffusion model to semantically transform
non-trust samples to their original pseudo-labels, this approach could inevitably introduce the class
imbalance issue in the manipulated non-trust set. Therefore, we adopt a uniform random label
reassignment strategy as formalized in Equation (2). To validate this claim, we perform comparative
experiments using the original pseudo-labels for generation. Due to time limits, the experiments were
performed on the first 4 Office-Home tasks (Ar→Cl, Ar→Pr, Ar→Rw, and Cl→Ar). The results
presented in Table A.7 demonstrate the validity of our choice. Besides, from the perspective of
reproducibility and stability, the results are fully reproducible as long as the random seed is fixed. In
this case, the division between trust and non-trust sets becomes repeatable, and the sample ordering
in the non-trust set’s data loader is reproducible. Consequently, the new labels assigned to non-trust
samples via Equation (2) are perfectly reproducible.

D.3 Analysis of Comparison with DATUM

We compare our method with DATUM [3] on the Office-Home dataset. According to the DATUM [3]
paper, the method consists of three stages: (1) Employing training of DreamBooth [24] to personalize
the diffusion model by associating a unique token V∗ with the appearance of the target domain. (2)
Using the personalized diffusion model to generate a pseudo-target domain. (3) Training an existing
UDA framework on the labeled source data and the generated unlabeled pseudo-target data. To
align DATUM with the SFDA setting, we modify only the third stage. Specifically, we first train
a source model using labeled source data, and then adapt the model to the target domain using the
pseudo-target data generated by DATUM.

The results are shown in Table A.3. For reference, we also include the performance of the source
model as a baseline for comparison. The results demonstrate that:

(1) Compared with the source model, DATUM achieves better adaptation performance, demonstrating
its effectiveness in the SFDA setting. This result suggests that diffusion-based domain adaptation
methods like DATUM are capable of significantly improving adaptation performance. We consider
DATUM a valuable and insightful work, as its design showcases the potential of leveraging diffusion
models to generate pseudo-target data for SFDA.

(2) Compared with our method, the results demonstrate that DATUM performs significantly worse
than our method. This may be due to the following two reasons:

• A key factor contributing to the superior performance of our method is the use of our
Progressive Refinement Mechanism, which enables the SFDA model to progressively
improve its performance through multiple iterations. In contrast, DATUM lacks such a
dynamic update mechanism, which may limit its adaptation ability.

• We provide the detailed performance trajectory of our method as r increases from 1 to 10 in
Table 6. Notably, when r = 1, our method still outperforms DATUM. This demonstrates that
even without the Progressive Refinement Mechanism, our method remains more effective
than DATUM.

(3) The aforementioned results further indicate that the pseudo-target domain generated by our
method is better aligned with the real target domain compared to that generated by DATUM. We
attribute this to the following reason. DATUM relies on DreamBooth to learn the appearance of the
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Table A.8: Unsupervised Model Selection results on the VLCS dataset.
Method UMS C→L C→S C→V L→C L→S L→V S→C S→L S→V V→C V→L V→S Avg

No adapt % 47.8 53.3 64.6 51.3 40.7 55.1 58.1 36.4 55.4 97.8 48.8 72.0 56.7
SHOT [15] % 44.6 55.7 75.9 65.3 60.8 74.8 87.7 41.1 82.7 89.8 45.8 65.7 65.6
SHOT++ [17] % 41.7 58.4 75.6 70.0 56.9 76.2 71.6 39.5 80.7 96.9 43.7 60.07 64.3
AaD [32] % 37.7 57.2 75.5 59.5 48.8 67.5 84.0 34.8 72.8 43.4 40.2 54.8 56.4
CoWA-JMDS [13] % 46.1 58.4 81.1 85.6 64.1 78.2 95.9 48.1 82.7 99.4 50.8 65.3 71.3
NRC [33] % 39.9 55.9 75.5 64.7 54.1 74.8 78.4 40.3 82.2 90.1 41.7 62.8 63.4
G-SFDA [34] % 42.6 54.9 73.5 82.3 51.4 72.0 74.6 45.8 82.7 88.9 49.1 64.3 65.2
FT [14] % 50.1 66.7 81.1 99.7 62.2 78.0 99.8 55.5 80.5 99.7 53.0 67.0 74.5
LP-FT [14] % 50.5 66.7 79.5 99.7 65.6 77.6 99.7 54.1 79.5 99.7 51.2 69.8 74.5
DPTM (Ours) ! 88.2 96.0 90.8 97.7 97.2 99.2 99.6 88.6 89.4 99.9 92.7 91.5 94.2

target domain and map it to a unique token V∗. However, for classification tasks, this process becomes
challenging when the true class labels of the target data are unknown. According to the paper of
DATUM, during DreamBooth training, the lack of class labels forces the use of vague prompts such
as "a photo of a V∗ object". This may cause the learned token to not only capture the domain-specific
appearance of the target data, but also absorb semantic information related to the object class and
even irrelevant background features. As a result, the generated pseudo-target images may exhibit
limited alignment with the true target distribution.

D.4 Unsupervised Model Selection

For more complex scenarios, we can also explore other hyperparameter values. In such cases,
unsupervised model selection becomes necessary. We employ an unsupervised model selection
strategy using the nuclear norm. We extract the softmax output matrix for all target samples and
calculate its nuclear norms. Then, we select the model with the largest nuclear norm [8, 9]. We
train models with E ∈ [0.01, 0.005, 0.001] and R from 1 to 10 on real-world benchmark VLCS [11]
and apply this model selection metric. The results are shown in Table A.8, comparison results are
from [14], where UMS is unsupervised model selection for short. Note that all the methods for
comparison report their best target accuracy (according to the labels), while ours performs model
selection without knowing target accuracy.

Besides, we also conduct unsupervised model selection experiments on the TerraIncognita dataset [2].
The experimental setting follows that of the VLCS dataset, and we also use the nuclear norm to
select the best model without access to target domain labels. The comparison results are also taken
from [14].

The results are shown in Table A.9. The results demonstrate that, similar to VLCS, our method
significantly outperforms all compared methods even when using nuclear norm as the criterion
for unsupervised model selection, achieving an average accuracy improvement of 12.4% over the
best-performing comparative method. Notably, in some challenging scenarios such as L100→L43
and L38→L43, where existing methods generally perform poorly, our method achieves substantial
gains of 34.8% and 36.5%, respectively, even under unsupervised model selection. It is worth noting
that all compared methods were evaluated using their best-performing models selected based on
target domain accuracy. These results further demonstrate the effectiveness and practicality of our
method.

We also acknowledge that there may exist better criteria beyond the nuclear norm. Exploring more
effective model selection metrics will be an important direction for our future work, as we believe that
a more suitable criterion could further unleash the potential of our method and enhance its practical
applicability.

D.5 Visualization

Feature Visualization. We visualize the feature distribution of our DPTM on the Rw→Cl task of the
Office-Home dataset using t-SNE, where other SFDA methods perform poorly. The visualization
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Figure A.1: Feature distribution visualization on the Rw→Cl task of the Office-Home dataset.

Figure A.2: Grad-CAM visualization on the Office-Home dataset.

results are shown in Figure A.1. We compare the results with Source and Oracle, where Source
denotes the source model trained only on Rw, and Oracle represents the real target model trained on
Cl with ground-truth labels. The visualization is presented as 3D density charts. Following DIFO [29],
we use the first 10 categories for clearer viewing.

Grad-CAM Visualization. We further perform Grad-CAM visualization on the Office-Home dataset
to analyze the attention behavior of our model. As shown in Figure A.2, compared with the source
model, our method consistently focuses on the target objects, while the source model tends to attend
to irrelevant background regions or even the entire image.

E Time and Memory Costs

E.1 Theoretical Analysis

E.1.1 Time Cost

The time cost can be mainly divided into two parts:

• SFDA model training. For any r-th refinement iteration with r = 1, 2, ..., R, we train the
SFDA model using the trust set and the manipulated non-trust set. The total number of
samples of these two sets equals that of the target domain. We use supervised training here.
The time cost mainly depends on the scale of the target domain, and remains constant as r
grows. We denote it as tSFDA.

• Sample generation. For any r-th iteration refinement with r = 1, 2, ..., R, the generation
time for each sample remains constant, at about 1 second on a single NVIDIA Tesla V100.
The generation time depends on the number of samples of the non-trust set, which is a subset
of the target domain. Note that, with the growth of r, the size of the non-trust set declines
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Table A.9: Unsupervised Model Selection results on the TerraIncognita dataset.
Method UMS L100→L38 L100→L43 L100→L46 L38→L100 L38→L43 L38→L46 L43→L100 L43→L38 L43→L46 L46→L100 L46→L38 L46→L43 Avg

No adapt % 26.2 20.3 27.1 29.3 31.4 31.6 24.1 44.1 38.7 33.6 21.6 22.2 29.2
SHOT [15] % 20.1 23.8 28.5 36.0 29.0 13.6 26.2 14.5 32.7 34.3 12.6 37.4 25.7
SHOT++ [17] % 29.3 22.1 25.5 22.8 31.8 18.4 33.3 22.6 25.6 35.8 13.0 44.6 27.1
AaD [32] % 17.2 17.4 22.1 24.6 28.1 13.3 28.9 23.3 23.1 31.6 7.4 34.6 22.6
CoWA-JMDS [13] % 33.1 31.4 26.4 36.3 38.3 19.3 28.2 13.6 26.6 32.5 10.0 47.6 28.7
NRC [33] % 19.3 22.7 29.5 38.5 26.9 14.9 30.8 22.6 32.2 28.9 11.0 39.0 26.4
G-SFDA [34] % 21.6 29.1 38.2 38.4 27.0 22.4 40.9 17.4 33.3 35.0 16.3 52.6 31.0
FT [14] % 52.4 41.7 50.0 63.8 38.6 47.8 66.2 56.7 51.4 68.9 56.7 61.2 54.6
LP-FT [14] % 54.3 47.5 46.9 63.6 41.3 49.0 64.2 55.9 54.4 68.4 55.7 63.8 55.4
DPTM (ours) ! 61.3 82.3 58.3 74.7 77.8 50.2 69.1 66.1 58.3 75.1 63.6 77.0 67.8

rapidly, as shown in Figure 2. Thus, the total generation time for R iterations equals the
total number of generated samples Ntotal.

The total training time t can be estimated by t = R ∗ tSFDA +Ntotal. We take the 12 tasks in the
Office-Home dataset shown in Table 1 as examples. We set E = 0.01 and R = 10 and run the tasks
on a single NVIDIA Tesla V100. It takes about 7.4 hours for SFDA model training and 3.8 hours
for generation to complete the total algorithm on average for each task, demonstrating an acceptable
time cost. Note that our model also allows parallel training on multiple GPUs to further reduce the
time cost.

E.1.2 Memory Cost

The memory needs can be mainly divided into two parts:

• SFDA Model Training. During any r-th refinement iteration, the memory needs remain
constant and approximately equal to those of standard supervised learning on the target
domain, and will not accumulate as r grows.

• Sample Generation. Our method generates samples sequentially (one sample at a time).
Thus, this part only requires sufficient memory to run the Stable Diffusion model.

E.2 Experimental Evaluations

We compiled comparative experiments on cost analysis, including training time and peak GPU
memory usage for our method and other benchmark methods whose official code is publicly available
and runnable. We first describe the settings of our cost analysis experiments.

Datasets. We conduct experiments on the Office-Home dataset (moderate scale) and the DomainNet-
126 dataset (large scale), as both contain a sufficient number of samples to reasonably evaluate the
computational efficiency of different methods.

Benchmarked methods. We successfully ran the following benchmark methods: SHOT, NRC,
GKD, AdaCon, CoWA, SCLM, PLUE, TPDS, DIFO, and ProDe. All methods were executed strictly
following the instructions provided in their official code repositories.

Measurement protocol. Due to time constraints, we ran each comparative method for one epoch per
SFDA task, recorded the training time and peak GPU memory usage during that epoch, and multiplied
the time by the number of total epochs provided in their official code repositories to estimate the full
training time. As for our own method, we had detailed logs from prior experiments, and we report
the actual training time and GPU memory usage based on our full training runs. And we ran all the
tasks with a single NVIDIA Tesla V100.

Training time (hours) on the Office-Home dataset is listed in Table A.10. Office-Home is a medium-
scale dataset that contains 4 domains, including Art (Ar, 2427 images), Clipart (Cl, 4365 images),
Product (Pr, 4439 images), and Real-World (Rw, 4357 images).

Similarly, training time (hours) on the DomainNet-126 dataset is listed in Table A.11. DomainNet-126
is a large-scale dataset that contains 4 domains, including clipart (C, 18523 images), painting (P,
10212 images), real (R, 69622 images), and sketch (S, 24147 images).

As for inference time, following most of the existing benchmark methods, our method uses only the
target model (e.g., ResNet-50) for inference on the target domain. No additional modules or auxiliary
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Table A.10: Training time (hours) on the Office-Home dataset.
Method Ar→Cl Ar→Pr Ar→Rw Cl→Ar Cl→Pr Cl→Rw Pr→Ar Pr→Cl Pr→Rw Rw→Ar Rw→Cl Rw→Pr Avg.

SHOT 3.0 2.8 8.2 1.8 3.0 8.3 1.5 2.7 7.8 1.4 2.9 3.0 3.9
NRC 0.9 1.4 2.4 0.9 1.2 3.9 1.3 1.7 2.6 1.0 1.2 1.4 1.7
GKD 2.7 2.9 8.3 1.6 2.8 8.4 1.6 3.0 7.6 1.6 2.9 2.6 3.8
AdaCon 0.2 0.2 0.5 0.1 0.2 0.4 0.2 0.2 0.4 0.1 0.2 0.2 0.2
CoWA 0.9 2.4 3.5 0.6 1.2 2.6 0.8 1.6 1.5 1.0 1.2 1.5 1.6
SCLM 2.9 3.2 7.9 1.5 3.0 9.2 1.6 2.8 8.6 1.5 2.8 2.8 4.0
PLUE 0.2 0.3 0.6 0.2 0.5 0.5 0.1 0.2 0.4 0.2 0.2 0.2 0.3
TPDS 12.3 2.7 8.0 1.6 2.9 8.4 1.5 3.0 7.8 1.4 6.0 7.5 5.3
DIFO 6.9 7.2 22.4 4.1 7.3 25.5 4.3 7.7 26.5 4.4 7.3 7.8 11.0
ProDe 2.6 2.5 3.6 1.6 2.8 3.2 1.4 2.9 3.8 1.5 2.1 2.8 2.6

DPTM (ours) 11.1 9.7 16 8.7 9.9 16.2 8.6 11.3 16.2 8.6 11.1 9.7 11.4

Table A.11: Training time (hours) on the DomainNet-126 dataset.
Method C→P C→R C→S P→C P→R P→S R→C R→P R→S S→C S→P S→R Avg.

SHOT 10.9 392.8 51.5 34.9 437.9 68.4 37.3 14.2 66.4 37.5 12.3 391.7 129.7
NRC 1.0 5.4 2.3 3.3 9.5 4.6 2.1 1.5 3.9 2.9 1.1 4.8 3.5
GKD 12.2 4530.7 59.7 35.3 4134.7 67.1 37.3 10.4 72.7 38.6 13.1 4019.8 1086.0
AdaCon 0.5 2.3 0.9 0.7 2.8 0.9 0.7 0.4 0.9 0.7 0.4 2.8 1.2
CoWA 1.4 6.2 5.3 4.8 7.8 5.4 4.4 2.8 6 3.2 2.1 9.3 4.9
PLUE 0.5 2.8 1.0 0.8 2.8 4.6 0.8 0.5 1.0 0.8 0.5 2.8 1.6
TPDS 11.3 383.4 52.7 39.3 426.9 68.3 39.4 14.1 69.2 40.2 13.9 406.3 130.4
DIFO 26.0 918.4 116.0 79.9 960.7 146.5 79.0 29.1 116.9 67.2 29.0 935.4 292.0
ProDe 5.1 27.1 17.0 15.8 48.1 16.7 8.8 8.1 16.9 7.8 5.2 28.5 17.1

DPTM (Proposed) 13.7 45.3 28.5 22.2 43.6 30.1 22.2 13.7 24.8 20.4 13.3 43.5 26.8

Table A.12: The peak GPU memory usage.
Method Office-Home DomainNet-126

SHOT 7GBytes 7GBytes
NRC 5GBytes 7GBytes
GKD 7GBytes 8GBytes
AdaCon 14GBytes 14GBytes
CoWA 7GBytes 8GBytes
SCLM 7GBytes -
PLUE 13GBytes 14GBytes
TPDS 7GBytes 7GBytes
DIFO 7GBytes 11GBytes
ProDe 12GBytes 13GBytes
DPTM (Proposed) 10GBytes 12GBytes

models are involved during inference, so the inference time of our method is effectively the same as
that of other benchmark methods using the same backbone.

Besides, the peak GPU memory usage is listed in Table A.12.

F Limitation

Since we employ the pre-trained Stable Diffusion model [23], the performance of DPTM is inherently
constrained by Stable Diffusion’s generation capabilities. For the SFDA benchmarks used in our
experiments, which primarily consist of common object categories that Stable Diffusion can reliably
generate, the framework achieves strong performance. However, when dealing with custom datasets
containing categories that are challenging for Stable Diffusion to generate (e.g., specialized medical
instruments or rare industrial components), it may be necessary to first collect relevant training data
for these specific classes and fine-tune Stable Diffusion accordingly.
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