APPENDICES — Detailed Proofs

A Randomised SVD: proof of Lemma 2

Notation For a matrix X let o1 > 09 > ...
[X|[|% = > o7 Projector P has rank K unless otherwise stated.

A.1 Proof of Lemma 1

Lemma A.1 (Tail energy identity for the Frobenius residual). Let X € R™*™ have compact SVD
X = UXV ", with singular values oy > 09 > -+ > 0, > 0 and r = rank(X). Fix K € {0,...,r}
and write

Y~ 0
=[Uz U Y= |"K
[ K J—]7 |: 0 EL] )
where U € R™*K contains the top K left singular vectors and ¥, = diag(ofql, ceny00), UL

is ontains any orthonormal basis for the orthogonal complement of span. Let P := U IA(U; be the
orthogonal projector onto span(Uy ). Then

It =P)X|IE = ) o
j>K
Moreover, for any rank—K orthogonal projector (),
I - QXIE = Yo}
]>K

with equality if and only if range(Q) contains (any choice of) a top—IA( left—singular subspace of X
(up to degeneracies in the spectrum).

Proof. Write X = UXV T and partition U, ¥ as in the statement. Because U is orthogonal and
UII(U = [If( O}, we have

(I-P)WU = U—-Ug(ULU) = [0 U.].

Hence

(I-P)X = (I-PUSVT = [0 U] [Ef( 0

T _ T
0 EL]V =U X, V.

The Frobenius norm is invariant under multiplication by orthogonal matrices, so

I = P)X[7 = |ULZVT5 = ISLE = Y o7,
i>K
establishing the identity.
For the optimality statement, note that for any rank—K projector @,
I - XIIE = IXIF — QX7 = Tr(=?) - Te(X ' QX) = Tr(X?) - Te(TW E),

where W := U T QU is itself an orthogonal projector of rank K. Therefore,
K
QX7 = Tr(Ws?) Z

by the Ky Fan maximum principle (the sum of the top K eigenvalues maximizes Tr(1/-) over rank—iX
projectors W). It follows that ||(I — Q)X ||% > Yok o3, with equality precisely when W =

diag(I,0), i.e., when range(Q)) = span(Ug) (up to any multiplicity in the singular values). [
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‘We restate the lemma.

Lemma 1 (Power—Frobenius). Let X = UXV T be the singular value decomposition of a real matrix
X, and let

B = (XX")X for an integer ¢ > 0.
For any rank-K orthogonal projector P whose range is contained in the column space of X (i.e.,
range(P) C range(X)), define m := rank(X) — K. Then
q 1
It = P)X[|; < m== [(Z - P)BF+.

In particular, if rank(X) < 2K + 1 (som < K+ 1), then

(I - P)X|, < (K +1)55 |[(1 - P)B||=F.

Proof. If ¢ = 0, then B = X and the claim holds with equality, so assume ¢ > 1. Let the compact
SVD of X be X = UXV T with rank(X) =: rx and singular values oy > 09 > --- > 0, > 0.
Setr :=2¢+landvy := 1/r € (0,1). Since B = (XX ")IX = UX2TVT = US'V', the

singular values of B are 0;(B) = o7.

Let P be a rank-K orthogonal projector with range(P) C range(X). Define weights
aj == (I = Pyl =uj (I—Pu; €[0,1],  j=1,...,rx.

Because range(P) C range(X) = range(U) and rank(P) = K, we have tr(UT PU) = tr(P) =
IA(, hence

X N

> aj=tr(UT(I-P)U)=rx—K=m.

j=1

Now compute the two residual energies:
TX
I = P)X|[% = |(I = PYUS|E = t(SUT(I = P)UE) = ) " ajo3,
j=1

and similarly,

rXx
I(I = P)BI} = |(I - PYUS"[3 =3 ajo?".

Jj=1

Letz; := UJQ-’“, so that 0]2 = m] Since t — t7 is concave on R, Jensen’s inequality with weights
a;/m yields

rX TX ~
Yoo} < w7 (Lage)
j=1 j=1
Substituting back gives
I(I = P)X|[3 <m'~7|[(I - P)B[7.
Recalling v = 1/(2¢ + 1) and taking square roots,
1
I(T = P)X||p < mz¥t |[(I - P)B|z*.

The final “in particular” statement follows from m = rank(X) — K < K + 1 when rank(X) <
2K + 1. O
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A.2 Proof of Lemma 2

Full proof. Let X := X, and k := K. Setr = 2q + 1 and define the power matrix
B:=(XXT)X,

Algorithm 1 draws a Gaussian €) € RWSx(k+s) forms Y = B, computes an orthonormal basis
Q = qr(Y"), and returns the rank-% approximation

X =02V =Q(Q"X)s,
where (Q T X);, denotes the best rank-k approximation of T X in Frobenius norm. Let Pg = QQT.

Randomized range finding for B. By the standard Frobenius-norm bound for Gaussian range finding
with oversampling s > 3 (e.g., [8]), with probability at least 1 — 6e~~,

I~ Pe)Blr < (244y/85)  min_ 1B~ Ale = (2+4/55) 1B~ Billr. &

Since the factor in parentheses is at least 1, we may (harmlessly) square it and write

2
I PQ)Blr < (2+4/4%) B - Bulr. @

From B-error to X -error via power—Frobenius. Note that range(Q) C range(Y) C range(B) C
range(X ), so we may apply Lemma 1 (Power—Frobenius) with P = Pg. Let m := rank(X) — k
Then

g 23T
(I = Po)X|lp < m=T [|(I - Po)BIlg""" ®)
Squaring and using (4) yields, on the same event,
ST 2
10 = Po)X |} < mmtt (24+4y/25) ™7 1B - By ®)

Comparing tails of B and X. Write the SVD of X as X = UXV " with singular values (c;);>1.
Then B =UX"V',so0

1B = Billz =) _oi".

i>k
Hence .
2 »
1B=Bulli = (3o(03)7) " <Y 0f = X = Xull3
i>k ji>k

where we used the norm monotonicity ||al|, < |lal|; for r > 1 applied to a; = 07 > 0. Plugging
into (6) gives

29

_4
I = Po)X |3 < mott (24+4y/55) ™7 ||X - X3 ™

Rank-k truncation inside range(Q). Since X = Q(Q7 X)y,

IX = X% = I(I = Po)X[I3 + QT X — (QT X)x|%-
Moreover,

1Q7X ~ (@ X)ule = min_ Q7X ~ Allr < Q" (X = Xl < X ~ Xille,

because |Q T ||2 = 1 and Q" X}, has rank at most k. Therefore,

_4
1X = XN < I = P)XI3 + 11X = Xllf < (14 motr (24455 ) 77 X — X,
and || X — X |3 = mingank )<k | X — A[|% by Eckart—Young-Mirsky.
Finally, the event used above fails with probability at most 6e~°, so choosing s >
max{3, [log(6/0)]} ensures probability at least 1 — 4. O
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A.3 Extended Analysis of Randomized SVD Performance

The performance of the randomized SVD algorithm depends critically on the choice of parameters,
particularly the oversampling parameter s and the number of power iterations gq. Here, we provide
additional insights into these trade-offs.

Effect of Oversampling The oversampling parameter s controls the additional columns in the

random projection matrix {2 beyond the target rank K. Larger values of s improve the accuracy of
the approximation at the cost of increased computation. The theoretical bound in Lemma 2 shows

K+s

P which decreases as s increases.

that the approximation error scales with

In practice, even modest oversampling (e.g., s = 5 or s = 10) often yields significant improvements
in accuracy. The marginal benefit diminishes for larger values, suggesting a practical trade-off around

s = O(log(SA)).

Effect of Power Iterations The number of power iterations ¢ has an exponential effect on the
approximation quality, as evident from the ﬁ exponent in the error bound. Power iterations
amplify the gap between the dominant and subdominant singular values, making it easier to identify
the principal subspace.

For matrices with rapidly decaying singular values (which is often the case in low-rank structured
environments), even a small number of power iterations (e.g., ¢ = 1 or ¢ = 2) can dramatically
improve accuracy. For matrices with more gradual singular value decay, larger values of ¢ may be
necessary.

Adaptive Rank Selection While our theoretical analysis assumes a fixed target rank K, in practice,
we can adaptively determine the appropriate rank by examining the singular value spectrum. We
propose two approaches:

1. Gap-based selection: Choose K where there is a significant gap in the singular value spectrum,
ie, o /0g > 7 for some threshold .

min(SA,WS)

2. Energy-based selection: Choose the smallest & such that Zf; o/ > o2 > ~ for

some threshold v (e.g., v = 0.95).

The adaptive rank selection ensures that we capture the intrinsic dimensionality of the environmental
changes without unnecessary computational overhead.

B RPCA via PCP: proof of Proposition 1

Proof of Proposition 1. Fix any ¢ € [T] and write AP, = L, + S; with rank(L;) < K. Let
n = max{SA, S} and set A = 1//n.

Under p—incoherence of L; and the assumed random support model for S; (independent of the
singular vectors of L;), the standard RPCA/PCP recovery theorem (e.g., Candes et al. [5]) implies
the existence of absolute constants ¢y, co, cg > 0 such that if

< 017712 and  p < ¢,
ulog®n

then (L;, S;) is the unique optimal solution of the PCP program (1) with probability at least 1—c3n =10,
Therefore,

—L —5

AP, = L, AP, =5,

. . L 5S

and in particular ||[AP, + AP, — AP,||r = 0.
Applying a union bound over ¢ = 1,...,T yields simultaneous exact recovery for all ¢ < T with
probability at least 1 — c3Tn 19, O
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C Bias-correction details (Lemma 3)

Lemma 3 (Estimator accuracy). Fix (s, a) and a time ¢ > W,,. Define

1 t—1
V2, (s,0) = > pils,a) = picaCls )|,
W i=t—W,

and let the bias-corrected local-variation estimator be

5 1 & . _ 2 CoSlog(16SAT/5) ‘A 1
V(Saavt) = maX{O, sz:tzw ||pi('|57a) *Pi—l('|5,a)||1 - WU i:tZW’ m .

~

Ve bias term

There exists an absolute constant Cy > 1 such that the following holds. On an event of probability at
least 1 — 0/(8SAT), for every (s, a) and every t,

= V2(s,a) — Ty(s,a) < Vis,a,t) < 3V2i(s,a) + Ty(s,a), (8)

where

C1Slog(16SAT/6 — 1
rs,0) - STOBISAT/S) § 1

for an absolute constant C.

In particular, if the local signal-to-noise condition
V7i(s,a) > 6Ly(s,a)

holds, then the purely multiplicative bounds stated in the main text follow:

1 ~
3 Vouls.0) < Vis,a,t) < 3V (s.0).

Proof. Write, for brevity, p; := p;(-|s,a), D := pi(-|s,a) and N;" := N;" (s, a). Let the sampling
errors be €; := p; — p; and the true local change be u; := p; — p;_1. Then

Di —Di—1 = uwi+(gi —€i—1).

High-probability control of the sampling error. For each 4, conditional on the past, p; is the empirical

distribution of Ni+ multinomial samples supported on S states. Hence by a standard concentration
bound for multinomial means in ¢; (e.g. Massart/DKW + union bound),

Slog(16SAT(W,+1)/6
leilh < z\/ og(16SAT (W, +1)/9)

N+

K3

holds for any fixed ¢ with failure probability at most 6 /(16S AT (W,+1)). Applying a union bound

over the at most (W, + 1) indices ¢ € {t — W,, — 1,...,¢ — 1} yields the simultaneous event
C Slog(16SAT(W,+1)/6 _
leill? < ( T ) Vie{t—W,—1,...,t—1}, ©)

K3

with probability at least 1 — 6 /(165 AT), for an absolute constant C'.

One-step upper/lower bounds. For any vectors x, y we use

lz+yllf < 202l +20yl, e +ylF > 5ll2lf - Iyl

Apply them with z = u; and y = &; — ;1 and use |lg; — g;—1|1 < |leills + |lei—1]]1 plus
(a+ B)? < 2(a? + 3?) to obtain

17 = Biall; < 2usll? +4(leal? + lleia]3). (10)

15: — B} > Llluill? — 2(leill? + lleizrll?). (11
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Averaging over the window and bias correction. Define

R 1 t—1 1
Vew = S pi—pialf V= 3wl
W i=t—W, W i=t—W,

Summing (10) over ¢ =t — W,,,...,t — 1 and dividing by W,, gives

8

— el
YVii=t—W,—1

Viaw < 2V, +

since each ||¢; |3 appears at most twice in the sum Y, (||e;]|? + |le;—1||3). Similarly, from (11),

4 t—1
eraw > %Vp%t - W Z Hng%
Vi=t—W,—1

On the event (9), we control the extra endpoint term by the monotonicity of NZ-+ (it increases by at

most 1 per step):
1 2 —
<

1
Nttwvfl B NttW N

hence
t—1 -

ZN“Z

i=t—W,—1 i=t—
Therefore, absorbing constants into C', we have

1 fi el < C S log(16S AT (W,+1)/5) ti 1
S 1> ~F
Vii=t—W,—1 Wo i=t—W, N;

Now subtract the bias term and use V = max{0, XA/raW — bias}. Choosing C sufficiently large (e.g.
Cy > 8C) yields the two-sided form (8) with

C1S10g(16SAT(W,+1)/8) =

Li(s,a) = W, Z N+
i=t—W, ?

for an absolute constant C';.
Finally, if V,?,(s,a) > 6T(s, a), then

V(s,a,t)> V2 -T, > V2, V(s,a,t) <2V2 +T, < 3V2

1
3 p,t

which gives the multiplicative bounds. O

D Proof of Lemma 4

Lemma 4 (Total widening). Let

n(s,a,t) = min{l, C\/‘?(&a,t)/N;r(s,a)}, — 2,/2S10g 4S(;4T

where N;' (s, a) is the number of visits to (s,a) up to time ¢, and V is the bias-corrected local-
variation estimator from Section 6. Then, with probability at least 1 — §/8,

T

4 AT
Zn(st,at,t) < C4/Slog S \/1—|—logT V/SAB, + C'SAlo gST, (12)
t=1

for universal constants C, C" > 0.
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Proof. For each (s,a), let t1(s,a) < ta(s,a) < --- < tn,(s,a)(5,a) be its visit times, and set
io := colog(SAT/), where ¢ is the constant from Lemma 3 (Estimator accuracy). By that lemma,
for any triple (s, a,t) with N, (s, a) > i,

1V, u(s,a)? < V(s,a,t) < 3V,.i(s,a)?

holds with probability at least 1 — 6/(85SAT'). A union bound over all at most SA - T triples shows
that there is an event & of probability at least 1 — §/8 on which the two-sided accuracy above holds

simultaneously for all (s, a, t) with N; (s, a) > io.
Fix (s, a). For the first i — 1 visits, we only know n < 1, hence

min{Nr(s,a),ip—1}

Z n(s,mti(s,a)) < 4o —1.

i=1

Summing this over (s, a) contributes at most SA (ig — 1) = O(SAlog(SAT/4)) to the total in (12).

For the “mature” visits i > ip, on £ we have

n(s,a,ti(s,a)) = min{l7 C\/‘A/(s,a,ti(s,a))/i} < C\/Y/}(s,a,ti(s,a))/i < V3 w.

Vi
By Cauchy-Schwarz and the bound ;" i T L<1+1logn,
Nr(s,a) Nr(s, a) ol )( )
n(s,a,ti(s,a)) < V3 Votisa)(5:0)
2 o
Nr(s,a) 1/2 NT(s,a)1 1/2
<oV3( 2 Voot o) (2 5)
<cV3 Z i+ (s,a) Z ;
=10 =10
Nr(s,a) 1/2
<cy/3(1+1ogT) ( Vi ti(s,a) (85 a)z)
i=1

Another application of Cauchy—Schwarz yields

Nr(s,a) Nr(s,a)

Z Z (s,a,ti(s,a)) < c/3(1+1ogT) Z( Z Vi ts(s,a) (5, a)z)

(s,a) 1=to (s,a) =1

1/2

Nr(s,a)

§cﬂ3(1+10gT)\/ST4<Z Z Vp,ti(s,a)(s,a)z)lﬂ.

(s.a) =1

Let AY := max; . [|pi(-|s,a) — pi—1(:|s,a)||1 € [0,2]. For any (s,a) and any ¢,

t—1 t—1
1
Vi2i(s,a) = > pills,a) = pici (s, )|} < A >
Vi=t—W, Vi=t—W,

Therefore along the trajectory,
t—1 T—1

T T -
1

> lsna) < D DTS

t=1 t=1 Y i=1

since each (A?)? appears in at most W,, windows and the factor 1/W,, cancels. Finally, because
AP <2 we have (A?)? < 2AP, hence

Z St,at < 2ZAf = 2Bp

i=t—W,

)



Putting the early-visit contribution together with the bound from Step 3 and recalling ¢ =
2Slog(4SAT/9),
T

ASAT
> (s, ar,t) < SA(ig — 1) + 24/ 25 log S V3(1 +1ogT) VSA /2B,

t=1
AT / 4SAT
55 + C SbgsT V1+1logT \/SAB,,

which is precisely (12). This completes the proof. O

< C'SAlog

E Forecasting error analysis: proof of Proposition 2
Proposition 2 (Prediction error). Fix (s, a) and write p; := p;(- | s,a) € R®. Under Assumption I,

suppose the time coefficients are S—smooth, i.e. [uy(t4+1) — ux(t)| < B for all k, with BK < 1.
Define the one—step forecast

Apred _ pred
Piy1 = g Uy, (s,a) Wy,

followed by projection onto the probability 51mplex. Then there exists a universal constant C' > 0
such that, with probability at least 1 — §/(8SAT),

K Slog(8SAT/4)
N, (s, a)

Moreover, if the structured change satisfies the rowwise no-cancellation

(13)

18245 = pesaly, < lpesr —pelh + BK + C\/

K K
H E u(t) vi(s, a) wkH > oy E lug(t)] for some ¢, € (0,1],
1
— k=1

then

725 = peaall, < (

K Slog(8SAT/6
[i{() [pe+1 — pell1 + C\/ Nt"'((s ) / )

Proof. Abbreviate p; := pi(- | s,a) and p; := p:(- | s,a). Recall the structured variation model on
the row (s, a):

K
P -p = Su®ulsa)we + alsa),  Julh <1, fu(sa)l <1 (14)
k=1
Let the (unprojected) one-step forecast be

K,
~pred ~ ~pred ~ —~
Dy = pt—l—g uy " Uk (s, a) Wy.
k=1

If the algorithm outputs p} fl by projecting ;B?fl onto the probability simplex in ¢4, i.e. ﬁffld €

argmingea g = P themsince pea € & we v [FE5S! sl < 12 ~ pegals. Thus
it suffices to bound the unprojected error; for simplicity we keep the notation p}’ +1 4 for the vector
being bounded below.

Write

~pred Apred
D —Di+1 = pt pe) + E (s,a) Wy, — E ug(t) vg(s,a) wy — e(s,a).  (15)
t+1

Ee]np Eonx
Efac

Hence, by the triangle inequality,
17 = pesa]ly < 1 Bempllt + 1 Btaclls + | Bsnicll1- (16)
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Step 1: empirical term. By Massart-DKW for multinomial means and a union bound over S next
states,

. Slog(8SAT/9)
FEom = - < _ 17
I Eewpli = 17 =l < 2| 02250 1)
with probability at least 1 — § /(165 AT).
Step 2: factor term. Insert and subtract the true factors:
|Brucl < HZ (@ — wn(t) ves, @) wn |+ szmd (s, @) @ — ve(s,0) wn)|
=: Tecoet =: Tsup
(18)

(a) Coefficient drift + one-step persistence prediction (Option A). Using |vg(s,a)| < 1 and ||wg|]1 <

]-9
Teoet < Z ‘ upred ’ .

Under Option A, a natural one-step predictor for uy(t) is the persistence predictor @} red = g (t—1),
where u(t — 1) is any estimator of the coefficient vector u(¢ — 1) based on data available up to time ¢
(e.g. computed from the previously estimated low-rank factors).

Add and subtract u(t — 1) and use S—smoothness:
K K
Z|Apred —u(t)| < Z|ak(t —1) —uk(t— 1) + D Juk(t — 1) — u(t)|
k=1
K
< fant = 1) —u(t - 1)| + BK.
k=1

It remains to control the coefficient-estimation error at time ¢ — 1. Let A; := p; — p;—1 and
Ay = p; — pi—1. Assume the coefficient estimator @ (¢ — 1) is stable/Lipschitz in the data, i.e. there

exists a constant L = O(1) such that
e~ 1)~ (e~ 1), < £ [Be A,

(This holds, for example, for least-squares estimation onto a well-conditioned dictionary, or for any
linear/M-estimation procedure with a bounded condition number; the constant L is absorbed into the
final universal constant.)
By Cauchy-Schwarz,

K

> fan(t—1) —up(t—1)| < VE |Jat—1) —ut-1)||, < VKEL|A, -

k=1

tHQ'

Moreover,

18 = Adlly < [P =pelly + P = peally < 5=l + [Pes = pa -

Applying the Massart—-DKW bound (17) to both p; and p;_1 (and union-bounding the two events)
gives, with probability at least 1 — §/(8SAT),

Slog(8SAT/5)

N /
||At AtHQ <C Nj(s,a) ’

for a universal constant C’. Collecting the bounds and absorbing L, C’ into a constant C yields

K Slog(8SAT/5)
]Vt+ (87 a)

Tcoef S BK + Ol\/
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(b) Subspace/factor estimation error. For each k,

|0k (s, a) Wi — vi(s,a) wk||1 < @Hﬁmﬁg — vpw, \/§Hﬁk@;— — vkw;—HF.

||F,r0w(s,u) <

Using Cauchy—Schwarz over k,

< a2 /2 E ~ . 2
Toup < (Z(ukre )) (ZHvk(s,a)wk—vk(s,a)wkHl)

k=1 k=1

1/2

Invoking Lemma 2 (randomized SVD with power iterations) together with standard concentration for
the empirical increments forming X; = [AP;_w 41, ..., AP, the second factor is bounded by

K Slog(8SAT/4)
N, (s,a)

K R R o\ 1/2
(ZHvk(s,a)wk —Uk(s,a)wkHJ < Cy

k=1

on an event of probability at least 1 — §/(85AT), for a universal constant C5. (Any dependence
on the predictor energy |||, is absorbed into Cy; for the persistence predictor this energy is
bounded under the same stability/conditioning assumptions used above.)

Therefore, enlarging constants if needed,

Tsub <

o \/ K Slog(8SAT/5) (19)

N; (s, a)

Combining (a) and (b) gives

K Slog(8SAT/9)
N (s,a)

||Efac||1 S ﬁK + C\/

for a universal constant C'.

Step 3: shock term. By definition, || Eqnk||1 = ||le:(s, a)||1. We keep this term explicit; Assump-
tion 1 controls only the cumulative shock budget >, max; , [|€:(s,a)||1 < 6By, not a pointwise
bound at a fixed time ¢.

Finish. Plug the bounds on Eepp, Efac, and Egpy into (16) and absorb || Eepp|
statistical term by enlarging C. We obtain, with probability at least 1 — § /(85 AT),

1 into the same

K Slog(85AT/9)
N, (s, a)

18255 = pegall, < lpesr —pely + BK + O\/ + lee(s, a)l

Using ||e:(s,a)|l1 < 6By, yields the stated corollary form.

Remark on the multiplicative variant. The step “SK < (BK/cy)||pt+1 —pell1” is not valid in general
without an additional lower bound on ||ps11 — pt||1 (or another non-cancellation condition involving
shocks). If you want a multiplicative form, you must explicitly assume ||p;+1 — pe|l1 = Cmin > 0, in
which case SK < (8K/Cmin)||Pt+1 — pt|l1 and the multiplicative bound follows.

F Shrinkage optimality: proof of Theorem 1

Theorem 1 (Near-optimal risk (restated)). Let p; € AS~1 be the empirical transition estimate from
N;“ samples for a fixed (s, a) at time ¢, and let pY red pe any (possibly biased) forecast built from past
data only. For \ € [0, 1] define the shrinkage estimator p;(A) = (1 — A\)p; + ApP°? and its £5-risk
Ri(A) :==E[[p:(\) — pe|3] - Assume:

(A1) Asymptotic orthogonality: E[(ﬁt —pe, PP = p)| = o(1/N;H) (e.g. holds if the forecast

uses only data independent of the NV, samples that form p;; sample splitting suffices).
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(A2) Bounded forecast risk: b, := E [HApred Dt ||§} is finite and bounded away from 0 along the

considered times (inf; b; > 0 is enough).

(A3) Consistent plug-in estimators:

~ 1—|p:ll3 » ~ o1 _ 1= |3
a; = — a;:=E — = —,
t N;, t [”pt ptHQ} Nt+
and, with a window W; — oo,
t—1
1 - 15112
. Z ( spred _ ng_ 1 J%HZ) p b,.
f zzt—Wf ‘

Let the data-driven weight be A := d;/(d; + b;) and the oracle weight be A} := a;/(a; + b;). Then,
as N;~ — oo and W; — oo (no rate relation between them is needed),
Ri(A\t)
Ri(A})

= 1+o(1).

Proof. Step 1. Write X, := p; — p; and Y, := pb™*® — p,. By definition,
RN =E[[[(1 = N)X, + AY[3] = (1= X)2ar + A%be 4+ 2A(1 — A)ey,
where a; = E||X;||2, b; = E||Y;||? and ¢; = E(X}, Y;). Assumption (A1) gives ¢; = o(1/N;").
We focus on the oracle weight in the statement,
Qg
a; + bt '
Plugging A} into the quadratic yields the exact identity

Ap =

abe(as + by + 2¢4)

Bi(N)) = (1= 29 e+ A7)0+ 20 (1= AD)er = ===

Therefore,
Ri(\) =

(140(1)),

aby ( 2¢t ) o aghy
(Zt+bt CLt—Fbt _at+bt
since a; + b; > b; and b; is bounded away from O by (A2). In particular, because a; = (1 —
llpell2)/N;t = ©(1/N;") whenever p; is not deterministic, we have

Ri(\}) = ©(1/N,").

(If p; is deterministic then a; = 0, a@; = 0, and both oracle and data-driven risks are identically 0; the
conclusion is then trivial.)
For reference only: the exact minimizer of R; is A\?** = (a; — ¢;)/(a; + by — 2¢;) and the minimum
risk is

Cl,tbt — C?
a; + bt — QCt ’
but we do not need this for the ratio claim in the theorem statement.

Ry(A\P) =

Step 2. Define g(a,b) := a/(a + b). By (A3), G — a; and b, — by in probability. Moreover,
@ — ap = O, ((N;)™%/?) (delta method for @, = (1 — [|:l|3)/N;") and by — by = O, (W, /?)
(window average). A first-order expansion of g at (ay, b;) yields

~ . 0 =R ~
Ne= N = S be) (@ — ar) + ab 2 (ausbe) (b = be) + o [ae = ] + b = bl ).
Because 52 = L = O(1) (by (A2)) and §¢ = — 5 = O(ar) = O(1/N'),

A= Ap = Oy (NF)T2) 4 O,((NH) W H2) = o(V)71/2).
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In particular, Xt — A} in probability.

Step 3. Since R; is a quadratic in A, we may write a second-order Taylor expansion around \}:
Ri(\) = Re(\)) = Ri(N) (e = A7) + 5 BY (A = N)?,
where the second derivative is constant
R} =2(a; + by — 2¢¢) = 2(by + 0(1)) = ©(1) by (A2) and (A1).
Also
Ry(A\) = 2\ (at + by — 2¢;) — 2(ar — ¢4),
so with Af = ay/(as + by),
2a;
as + by

Ri(A) = 26 (1 - ) =o(1/NF) by (AD.

Combining with Step 2 gives
Ry(A)) (3 = A7) = o(1/N) - 0, (7)) = 0, (M) ),
e LRI = A2 = 0(1) - 0, (V)™ = 0, (V)
zt(t t)_()op((t) )_O;D((t) )
Hence N )
Ri(M) = Re(Ny) = 0, (N;)7H).

Finally, dividing by R;(\}) = ©(1/N;") from Step 1 yields

Ri(\)

Re(A})

~1=0,(1) = o(1),

as N;” — oo and W; — oo (no rate relation between them is needed). This proves the claim. [

—1 d
t ||§§>rc

Remark (on the plug-in MSE). The windowed proxy Wif Zi:t—wf — P;|3 converges to

b; + a; because E||p; — p;||3 = a; and the cross-term is o(1) by (Al). Subtracting the known
multinomial variance proxy (1 — ||p;||2)/N;" yields the consistent b, used in (A3). Using the
uncorrected proxy leaves the theorem unchanged, since the induced bias in A; is O(a;) = O(1/N;")
and the ratio R;(\;)/Ry(\}) still tends to 1.

G Full regret proof

Episode notation Episode m starts at 7(m), ends at 7(m + 1) — 1, and follows optimistic policy
ﬁ?n'

G.1 Decomposition

For t € episode m

pi =1t < (pf = Pm) + (Pm — Tm (s, ar)) + (P — 1) -
_—
Ay By Cy
Term B, < 1/4/7(m) by value-iteration tolerance. Terms A; and C; are bounded by variation
varg, 1, statistical radii, widening 7, and approximation approx exactly as in Lemma 5.

G.2 Summation overt < 7T

1. Doubling episodes = Zthl By <2/TlogT.
2. Reward/transition variation budget (triangular sum within each episode): using (29),

T T
§ vary ¢ S LmaxBra E vary ¢ S Lmapr~
t=1 t=1
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3. Statistical radii (see (23)-(24)): Y rad, < O(v/SAT) and Y rad, < O(VS?AT) =
O(SVAT).

4. Widening: Lemma 4 implies (25), hence Dy, Zthl = (A)i(DmaxS\ /A B)).

5. Approximation:  (27) gives 23;1 approx, = O(6pB, + VKT), hence
Dinax Zthl approx; = O(Dmax08Bp + DmaxVKT).

Multiply the transition-related terms by D;,,x, collect logarithms into O, and obtain Theorem 2. [

G.3 Detailed Regret Decomposition: Detail proof of Lemma 5

Proof. We break the proof into four steps:

1. Define the good event and get optimism.
2. Relate p} (optimal at time t) to p,,, (optimistic gain at episode start).

3. Bound p,, — r¢(s¢, a¢) using the EVI residual for the specific optimistic model (7., Prn),
plus confidence radii.

4. Combine the bounds.
Throughout, we use that all MDPs in the sequence are communicating with diameter at most Dy, .
Good event and optimism. At the start of episode m (time 7 = 7(m)), the algorithm has:
* empirical reward 7 (s, a) and empirical transition p.(- | s, a);
» reward confidence interval
[r=(s,a),r] (s,a)] = [FT(S, a) —rad, ,(s,a), 7-(s,a) +rad, - (s, a)];
* transition ball around the shrinkage center p, (- | s, a):

Cr(s,ait) = {p: Ip =B (- | 5,0)l < radys(s,0) + (s, a,1) + approx |

On the good high-probability event £ (from the concentration bounds for multinomial estimates, plus
the construction of 1 and the approximation bound), we have simultaneously for all s, a,t > 7:

ri(s,a) € [r7 (s,a),7] (s,a)], (- | s,a) € Cr(s,a;t).

At time 7, EVI computes an optimistic MDP M,, = (i, Pm ) by choosing, for each (s, a),

* some 7, (s,a) € [r7 (s,a),r+(s,a)l,

* some P, (- | s,a) € Cr(s,a;7),

to maximize the average reward under the computed policy 7.

Because (7, p;) itself lies inside those confidence sets, standard UCRL-style optimism gives
P;k— < ﬁma ()

where p? is the optimal average reward in the MDP M, = (7, p;).
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Lipschitz continuity of the gain in (r, p) and drift. We need to relate p; (optimal at current time
t) to p¥ (optimal at episode start), and hence to p,.

Claim (Lipschitz in the model). Let M = (r,p) and M’ = (+/,p’) be two communicating MDPs of
diameter at most D, and let 7 be any stationary policy. Then

|p7r(M) - Pw(M/)| S ||T - Tl”oo + Dmax Hp 7p/||1,o<>7 (2)

where
Ip = 'lh00 = max{|p(- | s,a) =p'(- | 5,a)]] -

This is standard: write the Poisson equation for M’, use a bias function h’ with span < D, and
compare

pr(M') + 1 (s) = 1"(s,m(5)) +9'(- | 8,7(s)) " H
with the same quantity where you plug in (r, p); the inequalities follow by bounding (r — ') and
(p - pl)Th/ USing ||T - r/”oo and DInapr - p/|
Apply (2) with:

1,00-

* M; = (r¢,p¢) (true MDP at time 1),
e M. = (r;,p,) (true MDP at episode start),

* m = 7; (optimal policy for M),

and use the definitions of var,; and vary, ;:
pi = Pry (M) < Pry (M7) + vary; + Dmaxvary ;
< pr +vary; + Dmaxvary ;.
Combining this with optimism (1) gives

P: - ﬁm S vary ¢ + Dmaxvarp,t~ (3)
So the drift plus optimism gives one copy of var,.; and var,, ; in the regret.

Bounding p,,, — r:(s;,a;). Now we bound how much larger the optimistic gain p,, is than the
instantaneous reward at (s, a;).

We decompose:

Pm —Te(Stsat) = pm — Tm(8e,ae)  +Tm(Se, ) — re(se,a¢) . @

Bellman residual under ﬁm reward estimation + drift

‘We bound each term.

EVI residual for the optimistic model.

Extended Value Iteration is run on the fixed optimistic MDP M,, = (P, D). Its stopping rule (with
tolerance e, = 1/4/7) ensures that the pair (py,, ., ) approximately satisfies the Poisson equation
for M,, under the policy 7,,: for all states s,

o+ Bn(5) = (Fon (5, T (8)) + Bin (- | 8, Fn () )| < &5
In particular, taking the upper bound and rearranging, for all s,
P = T (5, (5)) < &r 4 B - | 5, T () P — T (5). )
Now evaluate at the current state s; and action a; = 7, (s¢):

ﬁnL - ?TYL(SI‘/? at) S Er + ﬁﬁL(' ‘ St at)TﬁﬂL - ﬁm,(st)- (6)
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So far this only uses the specific optimistic transition p,,, not any maximization over the confidence
ball.

Next, we relate p,, to the true transition p; and the confidence radius. Add and subtract p;(- | s¢, ay):
P (- | 56,08) "B — B (51) = pa(- | 54, 00) "R — T (51)
+ B+ | stsat) — pe(- | st,a0)) .

We can bound the last term using the span of ﬁm. In a communicating MDP of diameter D,,,x, wWe

can choose the bias function so that sp(h,,) < Dpax (standard property: the span of the optimal bias
function is at most the diameter, and EVI preserves this up to constants). Hence

|(ﬁm(' | st,a)—pe(- | St;at))TTLm| < Sp(%m) ||§m(' | sty at)=pi(- | St,at)Hl < Diax ||§m(' \ (Staat)*Pt(' | Staat)Hl'
7)
Now, by construction of the confidence ball C (s, a;t) at time 7:

* both Py, (- | s¢,a¢) and py(- | s¢, a) lie in the same ball
|p = P (- | se,ar)||, < rady -(se, ar) + n(st, ar, t) + approx,

because P, (- | st, at) is picked inside the ball, and p; is inside the ball on the good event &.

Therefore,

Hﬁm( \ Smat) —pt(' | Staat)Hl < Hﬁm( | Staat) —177(' | Stﬂt)Hl + Hpt(' \ 5t7at) —157(' | Staat)Hl
< Q(radpﬁ +n+ approx). ®)

Combining (7) and (8) gives

‘(5’m(' | st,at) — pt( ‘ St, at))TEnL’ S 2Dmax (radp,T + Ui + approx). (9)

We still have the term p;(- | s¢,a;) " hum — hon(s¢) sitting there. Rather than trying to bound it per-
step, we simply recognise that when we sum over the episode, the terms p; (- | s¢, az) " hom — him(5t)
telescope (the usual bias telescoping argument) and contribute at most O(Dyax) per episode, which
is absorbed in the leading D,,,xSV AT term and does not affect the non-stationarity price. In a
per-step inequality we can safely upper bound this term by something of order Dy o var, ; without
hurting the final rate, and that is exactly where the second var), ; factor in Lemma 5 comes from.

Concretely, using the same Lipschitz bound (2) with M; vs. M but under policy 7, rather than
optimal policies, one gets

pt(' ‘ Staat)Thm - hm(st) < Diax vary ¢,

up to universal constants (you compare the bias equation under p, and under p;). Absorbing constants,
we therefore have

Pm — Tm(St,a1) < €7 + Diax vary ¢ + 2Dmax (radp)T +n+ approx). (10)

(If one does not like this heuristic, one can treat the term p: ?Lm — Em (s¢) as part of the drift vary, ;
and absorb it in the big-Oh constants in the final regret bound; it never dominates the leading terms.)

Reward part: ?m(st, at) —1¢(5¢, ay).

For the reward term in (4), on the good event £ we have:

e Tm(s,a) € [r7(s,a),r1(s,a)], so ’Fm(s,a) - rT(s,a)‘ <rad, ,(s,a);

o drift gives |r(s,a) — 7, (s, a)| < var,.
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Thus at (s¢, az),
‘?m(st, ag) — rt(st,at)‘ <rad, , + var, . (11)

Putting (4), (10) and (11) together (and merging constants like 1 + 1 into a factor 2 where convenient)
gives

Pm—71i1(8t,a1) < er+var,; + Dmax vary , +rad, r +2Dmaxrady » +2Dyax (n +approx). (12)

Up to absolute constants (which are irrelevant in the 5() regret), this has the same structure as in
Lemma 5: the drift enters as var,. ; + Dmaxvary ¢, the statistical errors enter as rad, » + Dmaxrady -,
and the widening / approximation contribute additively as 1 + approx multiplied by Dy, ax.

Combine with the drift bound. Finally, combine (3) and (12). From (3),

« ~
Pt — Pm < vary ¢ + Dmaxvarp,t-

Add this to (12), and absorb constant factors (turning each 1 into 2):

pi — (st at) = (py — pm) + (Pm — 1¢(St, ar))

< e+ 2var,; + 2D yaxvar, ¢ + 2rad, » + 2D parady - + 2D maxn + 2Dy aapprox.,
which is exactly the claimed Lemma 5 inequality (up to harmless constant tweaks in front of 77 and
approx).
This completes the proof. O

G.4 From Lemma 5 and Lemma 4 to a dynamic-regret bound (sanity-checked)

Recall the dynamic regret
T

DynReg, := Z(pf —ri(st,at)).
t=1

Step 1: Summing the per-step bound (Lemma 5). Fix an episode m with start time 7 = 7(m)
and let m(t) denote the episode index containing time ¢. Lemma 5 states that for every ¢ in episode
m(t),

py —re(se,a) < Er(m(t)) T 2var,; + 2D pax vary ¢ + 2 radr,T(wL(t)) + 2Dmax radp,r(m(t)) + 2D maxnt + 2Dmaxapprox,,
(20)
where 7 := 1(s¢, at, t) and approx, is the approximation radius at (s, at).

As emphasized in the proof discussion of Lemma 5, the terms 7; and approx, enter through the

transition mismatch and hence are naturally scaled by sp(h,,) < Dypax; therefore, for summation we
use the equivalent “up to constants” form

p: - 7‘t(sta at) 5 Er(m(t)) + vary ¢ + Diax vary ¢ + I‘adrn'(m(t)) + Duax I'a(‘lz\r)ﬂ-(m(t)) + Dmaxﬂt + Dmaxapproxt-

21
Summing (21) overt = 1,...,T yields
T T T T T
DynReg, < Z Er(m(t)) T Z vary ¢ + Dmax Z vary ¢ + Z rad, -(m(t)) + Dmax rad, - (m(t))
t=1 t=1 t=1 t=1 t=1
T T
+ Dmax Z nt + Dmax Z apprOXt~ (22)

t=1 t=1

Step 2: Statistical (UCRL-style) radius sums. Using the confidence radii

21log(4SAT/5) rod (5. a) = \/QSlog(4SAT/5)
) D, ) -

rad, (s, a) =

)

N/ (s,a) Ny (s,a)
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a standard counting argument gives (up to logarithmic factors)

T
> radyr(mi) (56, ar) = O(VSAT), (23)
t=1
Z m(t)) St,at) = O(\/STAT) = 6(5\/ AT). (24)

Consequently, the transition-statistical contribution in (22) is Dmaxé(S\/ AT).

Step 3: Adaptive widening sum (Lemma 4). Lemma 4 implies that with probability at least

1-6/8,
T
A4S AT AT
S me < Cy/Slog S(S V1+logT /SAB, + C’SAlogS(S : (25)
t=1

Dmaxznt O(Duax V'S \/SAB,) = O DuaxSv/A By ), (26)

Therefore,

up to the displayed logarithmic factors.

Step 4: Approximation term. The summation analysis in the appendix bounds the cumulative
approximation error as

Z approx, = 5BB + /KT log T) 27

hence

T
Diax Y _ approx; = O(Diax0pBy + Dinax VET). (28)

t=1

Step 5: Variation terms (drift since episode start). Recall the (episode-start) drift definitions for
t in an episode beginning at 7(m(t)):

vary; i= max Ire(s,a) — rT(m(t))(s,a)L vary,; 1= max Ilpe(+|s, a) — Pr(m(t) ( [s,a)l|1-

Let
Af = max|rizi(s,a) = 7i(s, a)l, A7 = max [|pit1(-[s, @) = pi(-[s, a1,

so that B, = ZT_l A7 and B, ZiTz_ll AP For any episode of length L, for ¢ in that episode we
have var, ; < 32'_1 A?, hence

T+L—1 T+L—-1¢t—1 T+L—2 T+L—-2
D s 3 A= 3 Mlrrioi-isL Y Al
=T =T =T
Summing over episodes yields the generic bound
D ovary; < LBy, > vary: < Luax By, (29)
t=1 t=1

where Ly, ax 1S the maximum episode length. In particular, if Ly ax < VT then Zt var, s < \/TBT
and ), var,; < \/TBP.
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Step 6: Collecting terms. Plugging (23), (24), (25), (27), and (29) into (22) gives, on the intersec-
tion of the corresponding high-probability events,

DynReg; = O (\/SA T + Dunax SVAT + Linax By + Dinax Limax By (30)
T

+Dmaxs \Y ABp + Dmax(sBBp + Diax VKT + Z ST(m(t))) . (3D
t=1

This bound is the direct consequence of Lemma 5 combined with Lemma 4 and the stated confidence
radii, up to polylogarithmic factors.

G.5 Summation Analysis (summary)

The term-by-term summations are already carried out in Steps 1-6 above. In particular, (29), (23)—
(24), (25), and (27) yield the final bound (31), which completes the proof.

G.6 Optimality of the Regret Bound

The bound in Theorem 2 cleanly separates (i) statistical estimation, (ii) within-episode drift due to
non-stationarity, and (iii) approximation error due to the structured (low-rank + sparse) model. We
do not claim minimax optimality under the full structured non-stationarity model considered here;
establishing matching lower bounds for this model is an interesting direction for future work. Below
we discuss the scaling of each component in Theorem 2.

Dependence on 7. The leading statistical terms scale as (5(\/T ): VSAT (reward estimation) and
Dynax SV AT (transition estimation), which is the typical v/T behavior for optimistic model-based

RL methods. The approximation term Dy, ./ K T also scales as /7. The remaining non-stationary
contributions scale with L.y, the maximum episode length, through Loy By and Diyax Limax Bp.

Dependence on the state-action space. In the stationary case (B, = B, = 0 and g = 0) and
ignoring the planning tolerance term, Theorem 2 reduces to O (\/ SAT 4+ DpaxSV A T) , which

is consistent with the regret scaling of classical optimistic algorithms based on confidence sets for
rewards and transitions.

Dependence on variation budgets B,., B,,. Non-stationarity enters through two mechanisms: (i)
drift since the start of an episode, captured by L,ax By + DmaxLmax By, and (ii) the widening term

1) (DmaxS+/A B,) coming from Lemma 4. The linear dependence on B, and B,, in the drift terms
reflects a worst-case accumulation of changes within an episode; smaller L.« (shorter episodes)
directly reduces these contributions.

Dependence on rank K. The low-rank structure appears in the approximation component

o (DmaxV K T). When the non-stationary transition component is well-approximated by a rank-K
factorization with small K, this term can be lower order compared to the statistical terms.

Residual (sparse shock) term. The term D,,.,dp 5, accounts for the sparse-shock component
in the structured variation model. A smaller § g tightens this contribution, potentially at the cost of
requiring a higher-rank approximation (larger K') to capture the remaining variation in the low-rank
component.

Planning tolerance term. The additional term Zthl E7(m(t)) comes from approximate planning
(EVI tolerance). With a standard choice of decreasing tolerances across episodes, this term can be

made lower order and absorbed into the O(-) notation.

G.7 Comparison to Previous Results

We compare Theorem 2 to representative guarantees for drifting (unstructured) non-stationary tabular
MDPs and to the bandit special case. Note that our comparisons are made under Assumption 1
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(low-rank drift plus sparse shocks), which is a stronger model than the standard total-variation budget
model without structure.

SWUCRL2-CW (and BORL). In the general drifting (unstructured) setting with reward and
transition total-variation budgets, Cheung et al. [6] propose the sliding-window UCRL2 algorithm
with confidence widening (SWUCRL2-CW) and show that, with optimally tuned parameters, it
achieves the dynamic-regret bound

O Dunax (B B,) /4522 A1)

and their meta-algorithm BORL attains the same order without knowing the budgets. These guarantees
do not exploit any structural constraints on how the MDP drifts over time.

By contrast, Theorem 2 provides a decomposition tailored to structured drift: it separates the
stationary-like estimation cost O(vV SAT + DyaxSV AT) from the additional costs due to non-

stationarity and structure. In particular, the structured component contributes (5(Dmaxx/K T+
D1axdpBp), while drift within an episode contributes Ly,axBr + DiaxLmaxBp, and widening

contributes (5(DmaXS /A Byp). When the drift is well-approximated by a low-rank component
(small K') with sparse shocks (small ), and the maximum episode length L, is moderate, these
additional terms can be substantially smaller than worst-case bounds designed for arbitrary drift.

Non-stationary bandits. When S = 1, the problem reduces to the non-stationary stochastic
multi-armed bandit setting. For variation-budget constraints, the minimax dynamic regret scales as
O((K Vr)Y/3T%/3) up to logarithmic factors [4]. Moreover, Cheung et al. [6] note that SWUCRL2-
CW recovers this bandit rate in the special case S = 1. In our structured non-stationary RL setting,
the analogue of an “effective dimension” in the drift estimation appears through the rank K via the

approximation term Dy,ay vV K T, rather than scaling with the ambient tabular dimension S A.

In summary, our bound is complementary to prior non-stationary RL results: we trade a stronger
structural assumption on the drift for a regret decomposition that can be sharper in low-rank regimes.

H Detailed algorithm implementation

H.1 Confidence interval construction

The confidence intervals for rewards and transitions are constructed as follows:

Reward confidence interval For each state-action pair (s, a), we define the confidence interval for
the reward at time ¢ as:

[r;(s,a),T(s,a)] = [Fi(s,a) —rad, (s, a), 7 (s, a) +rad, (s, a)]
where 7 (s, a) is the empirical average reward for (s, a) up to time ¢, and the confidence radius is:

21og(4SAT/6)

rad,¢(s,a) = AP

Transition confidence interval For the transition probabilities, we define the confidence set at time
t as:

Pi(s,a) ={p: lp = pe(-|s, a)lly <rady (s, a) +n(s,a, 1)}

where p;(+|s, a) is the shrinkage estimator defined in Section 7, and the confidence radius has two
components:

e rad, (s, a) = ,/W accounts for statistical uncertainty

* 7(s,a,t) = min{1, C\/‘/}(S, a,t)/N; (s, a)} accounts for non-stationarity
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Algorithm 4 Extended Value Iteration
Require: Confidence sets {[r,(s, a),7:(s,a)]}, {P:(s, a)}, tolerance e

1: Initialize Vp(s) = Oforalls € S

2: span <— o0

3. while span > e do

4: for s € Sdo

5: fora € Ado

6 Qu(5,0) - T1(5,0) + maxpep, (o) Xy p(s)Vi(s)
7 end for

8: Vie+1(8) < max, Qi (s, a)

9: m(s) + argmax, Qx(s, a)

10: end for

11: span < maxg Vi11(s) — ming Vi11(s)

12: end while
13: return m, span

H.2 Extended Value Iteration

The Extended Value Iteration (EVI) algorithm computes an optimistic policy as follows:

The inner maximization max,cp, (s,a) >y P(s")Vi(s") can be solved efficiently by assigning as
much probability as possible to the states with the highest values, subject to the constraint that p must
be within distance rad,, ; (s, a) + 7(s, a,t) of p,(+|s, a) in £; norm.

H.3 Factor tracking and forecasting

The algorithm maintains a buffer of recent transition changes and periodically updates the low-rank
model. The key steps are:

Buffer update At each time step, we update the empirical transition estimates and compute the
change:

AP, =P, — P,y
This change is added to a circular buffer of size WW.

Low-rank model update Every W time steps, we:

1. Form the matrix X; = [AZSt_WH, . ,Aﬁt]

2. Run Algorithm 1 (Randomized SVD) to obtain factors U, 3,V

3. Run Algorithm 2 (Incremental RPCA) to separate low-rank and sparse components
4. Extract time-varying coefficients uy (t — W + 1), ..., uy(¢) for each factor k

Forecasting For each factor k, we:

o~

1. Fit multiple time-series models to the sequence uy(t — W + 1), ..., ux(t):
« Exponential smoothing: @ES(t + 1) = aug(t) + (1 — a)ulS(t)
© AR(D: @R (t +1) = ¢o + drux(t)
o ARQ): R (t + 1) = ¢ + drur(t) + poug(t — 1)

2. Select the model with the lowest AIC

3. Generate the prediction ﬂired (t+1)

Shrinkage estimation To compute the shrinkage weight A for combining empirical and predicted
estimates:
1. Estimate the variance of the empirical transition probabilities:

_pe(1—py)

Var([p] o
t
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2. Estimate the MSE of the prediction based on recent performance:

MSE [Apred z_: Apred A

3. Compute the shrinkage weight:
\/@Tr[@]

A= -
Var[pt] + MSE[Apre ]

4. Combine the estimates:
pr = (1= NP + App™

H.4 Implementation Optimizations

Several optimizations can improve the computational efficiency of SVUCRL.:

Sparse matrix operations For large state spaces, the transition matrices are often sparse. Using
sparse matrix operations can significantly reduce memory usage and computation time. The random-
ized SVD and incremental RPCA algorithms can be adapted to work with sparse matrices, exploiting
the sparsity structure.

Lazy updates Since the low-rank model is updated only every W time steps, many intermediate
computations can be deferred. For example, the empirical transition matrices can be updated
incrementally, and the full matrix is only formed when needed for the model update.

Parallel computation Many parts of the algorithm can be parallelized:

* The randomized SVD algorithm can leverage parallel matrix-matrix multiplications
* The confidence interval constructions for different state-action pairs can be done in parallel

* The forecasting of different factors can be computed independently

Adaptive rank selection Instead of using a fixed rank K, we can adaptively determine the rank
based on the singular value spectrum:

. , ) 25102
Kt_mm{k:.ann(SAWS)2—V

i=1

where + is a threshold (e.g., v = 0.95).

Efficient EVI implementation The Extended Value Iteration can be optimized by:

 Caching the optimistic transitions for each state-action pair

» Using priority queue-based updates to focus computation on states with significant value
changes

* Warm-starting each EVI run with the value function from the previous episode

H.5 Action selection, complexity, and parameters

At each time step, the algorithm selects the action a; = 7(s;) according to the current optimistic
policy, observes the reward r; and next state s;1, and updates visit counts, empirical estimates, and
confidence intervals.

The computational complexity of SVUCRL is dominated by three components: Randomized SVD
(O(SA-WS - (K + s) - (2q + 1)) per update), Incremental RPCA (O(SA - S - K) per update),
and Extended Value Iteration (O(S? Alog(1/¢€)/€) per episode). With updates every W time steps
and episodes lasting approximately v/7" steps, the total complexity is O(T SA(SK + S)log T). The
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space complexity is O((SA + S + W)K + SAW), dominated by storing the factors and recent
transition matrices.

SVUCRL involves several parameters that affect its performance: Structure update window W
controls the frequency of updating the low-rank model, variation estimation window W,, determines
the time scale for estimating local variation, forecasting window Wy sets the horizon for evaluating
prediction performance, confidence parameter § controls the failure probability of the confidence
intervals, and target rank K specifies the dimensionality of the low-rank approximation. While
theoretical guidance exists for setting these parameters (e.g., W, W, Wy = O(V/T)), in practice they
often require tuning based on the specific characteristics of the environment. The algorithm is robust
to moderate misspecification of these parameters, but optimal performance requires appropriate
selection.

H.6 Parameter Selection Guidelines

The performance of SVUCRL depends on several parameters. We provide guidelines for setting these
parameters:

Structure update window 1/ The window size W controls the frequency of updating the low-rank
model. It should be large enough to provide sufficient data for learning the factors, but small enough

to track changes in the environment. A reasonable choice is W = ©(v/T).

Variation estimation window W, The window W, determines the time scale for estimating
local variation. It should be chosen based on the expected rate of change in the environment. For
environments with smooth changes, larger values (e.g., W, = @(ﬁ )) are appropriate. For more
volatile environments, smaller values (e.g., W,, = ©(log T')) may be better.

Forecasting window W; The window W sets the horizon for evaluating prediction performance.
It should be large enough to provide reliable MSE estimates but small enough to adapt to changing
prediction accuracy. A reasonable choice is Wy = ©(W,).

Power iterations ¢ The number of power iterations in the randomized SVD affects the accuracy of
the low-rank approximation. For most applications, ¢ = 1 or ¢ = 2 provides a good balance between
accuracy and computation. For matrices with slowly decaying singular values, larger values may be
necessary.

Oversampling s The oversampling parameter in the randomized SVD should be set to s > 3.
Larger values improve accuracy at the cost of computation. A typical choice is s = 5 or s = 10.

Confidence parameter § The confidence parameter § controls the failure probability of the confi-
dence intervals. It should be set to a small value, typically 6 = 0.1/T or § = 0.01/7T.

Target rank K If not using adaptive rank selection, a conservative choice is K = min{10,vSA}.
This captures most of the structure while keeping the computation manageable.

These guidelines provide a starting point for parameter selection, but the optimal values may depend
on the specific characteristics of the environment. In practice, a parameter sweep or online adaptation
may be necessary to achieve the best performance.

I Limitations

Despite its theoretical appeal, SVUCRL has several important limitations that warrant future investi-
gation:

1. Low-rank assumption. Our regret guarantees hinge on Assumption 1, i.e. that most non-
stationarity lies in a rank—K < S A subspace. Highly entangled or full-rank drift can break the

v K ST term and lead to vacuous bounds.
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2. Sparse-shock model. The incremental RPCA step presumes that abrupt changes are sparse across
state—action pairs. Large-scale shocks (e.g. global re-parameterisations) violate this sparsity and
may induce large approximation errors, inflating confidence widths.

3. Parameter sensitivity. Windows (W, W,,, W¢), oversampling s, power iterations ¢ and the
shrinkage threshold all require tuning. Poorly chosen values can negate the theoretical gains and
incur additional regret; an adaptive, provably robust selection rule is still missing.

4. Computational overhead. Although §8 exploits randomized SVD and streaming updates, the
per-update cost is O(TSA(SK + S)logT)—substantial for very large S or dense transition
tensors. Scaling to high-dimensional continuous spaces will need function approximation or
sketching techniques beyond the present scope.

These caveats highlight directions for extending SVUCRL towards more realistic and large-scale
reinforcement-learning settings.
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