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ABSTRACT

Robust Markov Decision Processes (MDPs) and risk-sensitive MDPs are both
powerful tools for making decisions in the presence of uncertainties. Previous
efforts have aimed to establish their connections, revealing equivalences in specific
formulations. This paper introduces a new formulation for risk-sensitive MDPs,
which assesses risk in a slightly different manner compared to the classical Markov
risk measure [71]], and establishes its equivalence with a class of soft robust MDP
(RMDP) problems, including the standard RMDP as a special case. Leveraging this
equivalence, we further derive the policy gradient theorem for both problems, prov-
ing gradient domination and global convergence of the exact policy gradient method
under the tabular setting with direct parameterization. This forms a sharp contrast
to the Markov risk measure, known to be potentially non-gradient-dominant [39].
We also propose a sample-based offline learning algorithm, namely the robust
fitted-Z iteration (RFZI), for a specific soft RMDP problem with a KL-divergence
regularization term (or equivalently the risk-sensitive MDP with an entropy risk
measure). We showcase its streamlined design and less stringent assumptions due
to the equivalence and analyze its sample complexity.

1 INTRODUCTION

Making decisions amidst uncertainty presents a fundamental challenge cutting across diverse domains,
including finance [32}80], engineering [45}74]], and robotics [88] etc. Within these realms, decisions
carry consequences that depend not only on expected rewards but also on the level of uncertainty and
associated risks. Addressing this challenge necessitates approaches such as robust, and risk-sensitive
decision-making. These approaches explicitly incorporate uncertainty and aim to find policies that
perform well across a spectrum of scenarios and adeptly strike a balance between expected gains and
potential risks.

For robust decision-making in a dynamic environment, the robust Markov Decision Process (RMDP)
is a popular framework. RMDPs model the environment as a Markov decision process, seeking
policies that excel across various potential models. This involves solving a max-min problem,
optimizing an objective function that considers the policy’s worst-case performance across all models
within a defined uncertainty set. The RMDP framework was introduced by [41,|57], spurring research
into efficient planning algorithms when the model is given [34, 96, (93} [100, |56].There are also
works focusing on the computational facets for these problems [37, 16} 135/ 21]] which leverage convex
formulation and regularization techniques to tackle robustness. In cases of unknown models [1_1
recent efforts have designed reinforcement learning (RL) algorithms with guarantees, but most are
model-based for tabular cases, i.e., requiring an empirical estimation of the probability transition
model [51} 163} [105) 99| 98| [77], thereby impeding their applicability to large state spaces. Some
works focus on the model-free setting and employ linear function approximation for handling large
state spaces [85. 70, |4]. However, these approaches provide only asymptotic guarantees and rely on
approximated robust dynamic programming, which inherently is computationally more expensive
than standard dynamic programming. A recent contribution by [64] offers non-asymptotic sample

'By ‘unknown model’ we refer to the setting where the nominal probability transition model is unknown.
Both model-based and model-free methods belong to this setting, where model-based methods keep an empirical
estimate of the nominal model whereas model-free algorithms don’t require this empirical estimation step.
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complexity guarantees in the context of model-free robust RL. This achievement, however, introduces
additional dual variables, thus adding additional computational complexity and imposing more
stringent assumptions.

An alternative approach for handling uncertainty is risk-sensitive decision-making, which intriguingly
shares an elegant equivalence with robust decision-making. The concept of coherent risk measures was
initially introduced and explored in [2,[18}169], where the uncertainty is represented by a static random
variable. The connection to robustness was established by characterizing risk measures as the infimum
of expected shortfall across a set of probability measures, known as the risk envelope. The risk notion
is further extended to convex risk measures which capture a broader class of risk evaluation functions
[30, [73131]. Subsequently, conditional and dynamic risk measures were introduced to generalize
risk assessment from static random variables to stochastic processes [3} 14, 29,22} 68 [72| 165]]. In
particular, [[71] introduces the Markov risk measure in the context of Markov Decision Processes
(MDPs). However, the equivalence between the Markov risk measure and robust MDPs is not as
straightforward as in static settings. Notably, [[71,[75, 11} 5,162] established the equivalence between
optimizing the Markov risk measure and solving a modified RMDP problem, where the uncertainty
set dynamically changes with the implemented policy. This differs from the standard RMDPs, where
the uncertainty sets are typically unrelated to the policy. Though [62]] attains stronger equivalence
results with RMDPs, it is only applicable to specific risk measures, such as Conditional Value at
Risk (CVaR). Similar to RMDPs, optimizing Markov risk measures also faces many challenges.
Firstly, building upon the equivalence with the modified RMDP with policy-dependent uncertainty
set, Huang et al. [39] highlights that, even in a tabular setting with direct parameterization, Markov
risk measures may lack gradient-dominance — a stark contrast to the gradient domination observed in
standard MDPs [[1]]. This implies that policy gradient algorithms may not ensure global optima, even
in a straightforward, full-information environment. Further, the sample complexity is also harder to
obtain. While there is a series of efforts dedicated to optimizing the Markov risk measure within the
realm of RL [12} 76, 46], these works primarily provide asymptotic convergence results.

The challenges outlined above motivate us to investigate the potential of introducing an alternative
risk formulation. This new formulation seeks to capture risk in a way similar to Markov risk measures
while achieving a stronger and broader equivalence with RMDPs. Moreover, we aim to enhance
convergence properties, including the crucial aspect of gradient domination. These improvements are
poised to support the development of learning algorithms for both RMDPs and risk-sensitive MDPs
while maintaining provable guarantees.

Our Contributions: In this paper, we propose a new formulation for risk-sensitive MDP, whose
definition incorporates the general concepts of convex risk measures. We first establish the equivalence
of risk-sensitive MDP with a class of soft RMDP problems, which includes the standard RMDP as a
special case. Leveraging this equivalence, we proceed to derive the policy gradient theorem for both
the aforementioned class of soft RMDPs and risk-sensitive MDPs (Theorem [3)) and prove the global
convergence of the exact policy gradient method under the tabular setting with direct parameterization.
Our result, to the best of our knowledge, presents the first global convergence analysis with iteration
complexity for a general class of risk-sensitive MDPs.

Based on the policy gradient theorem, we also highlight the difficulty of gradient estimation using
samples compared with the standard MDP setting, motivating us to seek other types of sample-based
learning methods. In the last part of this paper, we mainly focus on the setting of offline learning
with nonlinear function approximation which is a relatively less-studied scenario, and propose a
sample-based offline learning algorithm, namely the robust fitted-Z iteration (RFZI), that resembles
policy iteration rather than policy gradient.Specifically, we focus on a setting where the regularization
term for the RMDP is a KL-divergence term, which is equivalent to the risk-sensitive MDP with
the entropy risk measure. The algorithm utilizes the equivalence between the two problems, which
enables simpler algorithm design. Notably, our algorithm is model-free and does not rely on an
empirically estimated probability transition model. The sample complexity for RFZI is also provided.
Compared with [[64] which considers offline robust RL with sample-complexity guarantees, our work
considers a different uncertainty set, requires less computational and implementation complexity, and
less stringent assumptions.

Due to space limit, we defer a detailed literature review and numerical simulations to the appendix.
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2 PROBLEM SETTINGS AND PRELIMINARIES

Markov Decision Processes (MDPs). A finite Markov decision process (MDP) is defined by a
tuple M = (S, A, P,r,~, p), where S is a finite set of states, A is a finite set of actions available to
the agent, and P is the transition probability function such that P(s’|s, a) describes the probability
of transitioning from one state s to another s’ given a particular action a. For the sake of notation
simplicity, we use P , to denote the probability distribution P(-|s, a) over the state space S. r :
S x A — [0,1] is a reward function, v € [0,1) is a discounting factor, and p specifies the initial
probability distribution over the state space S.

A stochastic policy 7 : S — Al specifies a strategy where the agent chooses its action based on the
current state in a stochastic fashion; more specifically, the probability of choosing action a at state s is
given by Pr(als) = 7(a|s). A deterministic policy is a special case of the stochastic policy where for
every state s there is an action a such that 7(as|s) = 1. For notation simplicity, we slightly overload
the notation and use 7 (s) to denote the action a, for deterministic policies. For a given stationary
policy 7 and a set of transition probability distributions { P; 4 }ses ac.4, Wwe denote the discounted
state visitation distribution by

d™P(s) = (1= 7) 2,55 VP (s; = s | so ~ p).

Robust MDPs (RMDPs) and Soft Robust MDPs. Unlike the standard MDP which considers a
fixed transition model { P; , }, the robust MDP considers a set P of transition probability distributions
and aims to solve the sup-inf problem [41]

sup,. iIlf{ﬁtep}tZO Est,awﬂﬁ,s(wp Z;Og 2yt (r(se, at)) (1)
where the objective is to find the best action sequence that maximizes a worst-case objective over all
possible models in the uncertainty set 7P. Many papers [41} 157,991 163\ 4] consider the uncertainty set
under the (s, a)-rectangularity condition P = Qe s 4c APs,q, Where Py o = {]33@ : f(ﬁs)a, P o) <
€}, and ¢ is a penalty function that captures the deviation of ]357(1 from a nominal model P; ,. Some
popular penalty functions are KL divergence, total variation distance, etc.

In this paper, we generalize the above robust MDP problem to a wider range of problems which we
call the soft robust MD The objective of the soft robust MDP solves the following sup-inf problem:

. " ~
Sup, lnf{ﬁt}@o ]EShatN‘ﬂ',ﬁﬂSoNp Zt:og ’Yt (T(Stv at) + ,Y‘D(Ptist;at ’ PSt,M)) . (2)
Note that here inf | 5 — is with respect to all the possible state-transition probability distributions.

Pi}e
When the penalty f{uﬁchon D is chosen as the indicator function

D(ﬁ P ) = 0 g(ﬁS,avps,a) <e
s +oo otherwise ’

it recovers the robust MDP problem (I). When D is set as non-indicator functions, for example,
D(Ps , Ps.q) = KL(Ps 4||Ps.q). Problem @) is a robust MDP with a soft penalty term D on the

deviation of P; , from P, , rather than a hard constraint on P ,.
Similar to the robust MDP problem, we can define the optimal value function as

V' (s):=sup,inf 5, E, 5 [Ej;g ot (r(st, ar) + VD(E;SW,PSW)) ‘so - s} G
Additionally, given a stationary policy 7, the value function V" under policy 7 is defined as follows:

Vﬂ(s) = inf{ﬁt}tzo Est,atww,l’s [Z;OS 7t (T(St; ay) + ryD(ﬁt;Sta(lt7PSt7(lt)> ‘30 = 5} N C))
We also define the corresponding Q-functions as

@*(87 a’) ::Sup{at}tzlinf{ﬁt}tngSt’v}; [Zj:og ’yt (T(St7 a‘t)—*—PYD(ﬁt;St,at 7P5t7at)) ’SO =$,a0 :a:|

@ﬂ(sa a) ::inf{ﬁt}tzo ESt,at"‘ﬂ",tZl,ﬁ [er:oS ’Yt (T(Sta at)+7D(ﬁt;5t,at ) Pstyat)> ‘50 =S, a0 :CL] .

ZFor the sake of generality, we allow the transition probability to be non-stationary and the policy to be
non-Markovian and stochastic. However, in later sections we will show that the sup-inf solution can be obtained
by a stationary deterministic Markov policy and a stationary transition probability (Theorem .

3We adopt the term from robust optimization literature, the concept of regularizing the adversaries actions is
referred as soft-robustness [9]] (or comprehensive robustness [|8] and globalized robustness [10).
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Remark 1 (Soft Robust MDP.). The soft robust MDP problem is useful, especially when the uncer-
tainty set is not explicitly given. In this case, it is more desirable to consider all possible probability

transition models { P, },>o while treating the deviation from the nominal model as a soft penalty term
D rather than constraining it to be within a specified uncertainty set.

In this paper, we establish a connection between the soft robust MDP and another class of MDPs,
namely risk-sensitive MDPs. To define the risk-sensitive MDP, we will first introduce the notation of
convex risk measures.

Convex Risk Measures [30]. Consider a finite set S, let RIS| denote the set of real-valued functions
over S. A convex risk measure o : RISl — R is a function that satisfies the following properties:

1. Monotonicity: for any V/,V € RIS if V/ < V, then a(V) <a(V').

2. Translation invariance: for any V € RISl m € R, o(V +m) = o(V) —m .

3. Convexity: forany V',V € RISl X € [0,1], s AV + (1 =\)V") < Aa(V) 4+ (1 =N (V).
Using standard duality theory, it is shown in classical results [30] that convex risk measures satisfy
the following dual representation theorem:

Theorem 1 (Dual Representation Theorem [30]). The function o : RISl — R is a convex risk
measure if and only if there exists a “penalty function” D(-) : AlSl 5 R such that

o(V) = supgeaisi (=EaV — D()) . ©)

Further, the penalty function D can be chosen to satisfy the condition D(i1) > —o(0) for any
i € A8l and it can be taken to be convex and lower-semicontinuous. In specific, it can be written in
the following form:

D(pp) = supy (=0 (V) = EsnV(s)) (©)

Note that 0 and D serve as the Fenchel conjugate of each other. In most cases, the convex risk
measure o (1) can be interpreted as the risk associated with a random variable that takes on values
V(s) where s is drawn from some distribution s ~ p. Consequently, most commonly used risk

measures are typically associated with an underlying probability distribution ;€ AlS! (e.g., Examples
E]). This paper focuses on this type of risk measures and thus we use o (u, -) to denote the risk measure,
where the additional variable p indicates the associated probability distribution. Correspondingly, we
denote the penalty term D(/1) of o (i, -) in the dual representation theorem as D(j, M)E]

Here we provide an example of convex risk measure and its dual form.

Example 1 (Entropy risk measure [30]). For a given 5 > 0, the entropy risk measure takes the form:
o(p,V)=p"1 logIESNue*fBV(S).

Its corresponding penalty function D in the dual representation theorem is the KL divergence

D(fi, ) = B~ KL(fl|n) = B~ 3 e Ails) log (fi(s)/p(s)) -

Risk-Sensitive MDPs. Convex risk measures capture the risk associated with random variables. It
would be desirable if the notion could be adapted to the MDP to capture the risk of a given policy
under the Markov process. Given an MDP M, a class of convex risk measures {o(Ps 4, ") }seS,ac A

and a policy 7(-|s), the risk-sensitive value function V™ for the infinite discounted MDP is given as

V(s) =, w(als) (r(s, a) — 40 (P 0, f/ﬂ)) Vs € S. %

With the definition of risk-sensitive V™, the risk-sensitive MDP problem is to find the policy that

maximizes max, V™. We denote the optimal value by V*, which is the fix-point solution of the
following equation,

“Please note that the symbol D serves a dual purpose, representing both the regularization term in (@) and
the penalty function for a risk measure in (3) and (6). This intentional notation overlap will become clear in the
following sections, which reveal the connection between these two terms.
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V*(s) := max, (r(s,a) — v0(Ps.as V*)) Vs e S. (8)

It is worth noting that the fixed point operators for (7),(8) are contractive (proof deferred to Appendix
@, which immediately implies the following lemma which verifies that the fixed point equations for

V™ (@) and V* (8) are well-defined .
Lemma 1. The solution to (7)) exists and is unique. Same argument holds for ().

Remark 2. We would like to emphasize that when the policy 7 is stochastic, our definition of the

value functions V'™ are different from the Markov risk measures defined in [71) 39|86} |87} However,
the two quantities are equivalent when T is deterministic. Additionally, when further assuming that
the risk measure o is mixture quasiconcave (c.f. [17]), the optimal policy for the Markov risk measure
is also deterministic and thus the risk-sensitive MDP and the Markov risk measure obtain the same
optimal value v+ El(see Appendix @for more details).

We also define the Q-function of the risk sensitive MDP as:
Q*(s,a) :=r(s,a) =0 (Poas V*), Q7 (s,a) :=1(5,a) = 70(Psa, V7).
Other notations: For any function f : S x A — R, state-action distribution p € A(S x A) the
p-weighted 2-norm of f is defined as || f||2,, = (Es,a~pf (s, a)2)1/2.
3 EQUIVALENCE OF SOFT RMDPS AND RISK-SENSITIVE MDPS

Theorem 2 (Equivalence of Soft RMDPs and Risk-Sensitive MDPs). For a given MDP M, a penalty
function D, a class of convex risk measures {o(Ps q,-)}, and a stationary policy w, if the penalty
function D satisfies

D(I/D\s,m Ps,n,) = Supy (70'(?@,0,7 V) - ES’NJBS‘GV(S/)) y )
then the value functlons and Q functlons of the soft RMDP and the risk-sensitive MDP are always
the same. That is, V' =V* = VeV =V = Q Q* :Q*, Q Q” Q™[

Further, for every initial state sg, the sup-inf solution of the policy and transition probabilities for
V*(s0) defined in (3)) is given by:

7*(s) = argmax, (r(s,a) — v0(Ps q, V™)), (10)

= P* = argminp D(P P, o) +E_, _sV*(s).

t,s,a s'~P

where (10) means that the optimal action sequence {a;}>1 can be achieved by implementing the
deterministic policy a; = 7*(s).

Similarly, for any initial state so, the minimum solution of the transition probabilities for V™ (sg)
defined in @) is given by
Pl , = Pr, = argming D(P, P, ,) +E,_,_sV7(s'). (11)
Since Theorem [Z] has established the equivalence of risk-sensitive MDPs and soft RMDPs, from
now on we use V*, V™ Q*, Q™ to denote the value functions and Q-functions for both settings and
assume by default that the penalty function D and the risk measure o satisfy relationship Q).

Remark 3. As a comparison to the equivalence result for the Markov risk measures [|72} 71, 186]],
their uncertainty set for the robust problem generally depends on the policy T (see e.g. Assumption
2.2 in [I86l]), while in our setting, the penalization function D is independent of the policy and matches
with the most standard formulation of RMDPs.

*Due to this difference, the value function V™ can no longer be written as p(3°;-% 7'r(s¢, a:)) where pis a
time-consistent dynamic risk measure. This makes our definition different from the usual interpretation of the
dynamic risk measures.

®We would like to note that the equivalence of optimal value might fail if o is not mixture semiconcave (e.g.
mean (semi)-deviation, mean (semi)-moment measures [17]]) or if policy regularization is added into the value
function because the optlmal policy mlght no longer be deterministic.

"The equivalence VT = V7r Q" = Q easily extends to the setting with policy regularization, since adding
regularization only requires changing the reward function 7 (s, a) to be ™ (s, a) = r(s, a) + R(w(:|s)), where
‘R is the policy regularizer, in which case the proof of Theorem 2 can still carry through naturally.
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4 PoLICY GRADIENT FOR SOFT RMDPs

In this section, we present the policy gradient theorem for a differentiable policy my parameterized by
6, which provides an analytical method for computing the gradient in soft RMDPs. Additionally, we
prove the global convergence of the exact policy gradient ascent algorithm for the direct parameteri-
zation case. For simplicity, in this section we use the abbreviations V¥, Q%, P?. V® Q® P® (o
denote V™ Q7 ]3“9, VTe® QTe® | Pmo respectively.

Theorem 3 (Policy gradient theorem). Suppose that 7y is differentiable with respect to 6 and that
0(Ps.a,-) : RISl = R is a differentiable function, then V' (s) is also a differentiable function with
respect to 0 and the gradient is given by

VoV (s) =B g (lsi)seianPO 35 7' Q7 (51, a1) Vi log mo (arst)

S = S} 5
where P is defined in (TT).

We leave the discussion of this result to the end of this section in Remark 4] Theorem [3|immediately
implies the following corollary on the policy gradient under direct parameterization (c.f. [ 94]),
where the parameter 0, , directly represents the probability of choosing action a at state s, i.e.,
Os.a = mo(als).

Corollary 1 (Policy gradient for direct parameterization). Under direct parameterization,

8ESONPV9<SO) _ 1 7o, P? [
.. =1= ’Yd (8)Q"(s,a). (12)

Note that the policy gradient theorem only holds for the case where o (P q,-) is differentiable;
nevertheless, we can generalize (I2)) to the non-differentiable case by defining the variable G(6) €
RISIXIAL a5 follows:

1

For both differentiable and non-differentiable cases, we could perform the following (‘quasi’-)gradient
ascent algorithm:

(GO = %Vdmﬁ%s)cza(s,a).

0+ = Proj, (M) + nG(OM)), (13)

where X = Qges AlAl denotes the feasible region of 6. For the standard MDP case, it is known that
the value function satisfies the gradient domination property under direct parameterization [1], which
enables global convergence of the policy gradient algorithm. Similar properties also hold for the soft
RMDP/risk-sensitive MDP setting which is shown in the following lemma:

Lemma 2 (Gradient domination under direct parameterization).

n*, pY —
ESONPV*(S()) — VG(S) S ‘ Z""Gﬁ maxz <7T — Tg, G(9)> 5
o0
*, Pf dﬂ*‘f’e(s)
where W - = ImaXg T‘ﬁe(s)
* PS . . .
The gradient domination property suggests that as long as the term H 50 is not infinite, all
oo

the first order stationary points are global optimal solutions. Based on thlS observation, we further
derive the convergence rate for the policy gradient algorithm. Before that, we introduce the following
sufficient exploration assumption:

Assumption 1 (Sufficient Exploration). For any policy , it holds that d™ P "(s) > 0, where pr
is deﬁned as in ([I). We define the distributional shift factor M to be a constant that satisfies
M > W for all state s and policy .

Note that when we start with a initial distribution where p(s) > 0 for every state s, the term M
can be upper bounded by =) If Assumption [1|is satisfied, it can be concluded that

1
ming p(s) "
g P

- < M. Thus we could use gradient domination to derive the global convergence rate.
’ o)
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Theorem 4 (Convergence rate for exact policy gradient under direct parameterization). Under
3
Assumption by setting n = % running (13) guarantees that

K * 2 A|M*
S (BagmpV*(50) = VI (s9))” < 1AL

16).A|M*

Therefore, by seiting K > Tyie it is guaranteed that ming << Es o, (V*(s0) —V(k)(so)) <e.

If we apply the same proof technique to standard MDPs, the convergence rate is O (%) . The

dependency on the distributional shift factor M is worse for soft RMDPs, which is caused by the
choice of a smaller stepsize 1 (see Remark [7)in the Appendix for more details). It is an interesting
open question whether this worse dependency is fundamental or just a proof artifact.

Remark 4 (Difficulties of Sample-based Gradient Estimation). Though Theorem {4|establishes the
global convergence of exact policy gradient, it is hard to generalize the result to sample-based
settings. Note that the policy gradient in Theorem[3|takes a similar form as compared to standard
MDPs [83], however, there’s a primary distinc{éon that the expectation is taken over trajectories
sampled from the probability transition model P? instead of the nominal model P. Consequently,
when confined to samples exclusively from the nominal model, estimating this expectation becomes
exceptionally challenging, particularly in the context of non-generative models.

5 OFFLINE REINFORCEMENT LEARNING OF THE KL-SOFT RMDP

Since the previous section considers learning with full information and studies iteration complexity,
the major motivation for this section is to examine sample-based learning for risk sensitivity MDPs
and soft robust MDPs. As discussed in Remark ] developing sample-based policy gradient learning
methods might be difficult, therefore, we seek an alternative sample-based method that resembles
policy iteration rather than policy gradient. Specifically, we mainly focus on the setting of offline
learning with nonlinear function approximation which is a relatively less-studied scenario. Moreover,
due to the challenge in developing a method for soft MDPs with general D functions (or equivalently
for risk sensitive MDPs with general risk functions o), in this section, we look into a particular and
important case of soft RMDP where the regularization term is the KL-divergence, i.e.,

. + ¢ - D
maXq mlnﬁt Ex‘lt,(lt"‘ﬂ,ﬁt,SUNﬂ Zt:og ,yf (T(sh at) + 75 1KL(Pt§5taat ||P5t7at)) . (14)

The hyperparameter 3 represents the penalty strength of the deviation of P from P, the smaller B is,
the larger the penalty strength. From Example[T]and Theorem 2} the KL-soft RMDP is equivalent to
the risk-sensitive MDP problem with the risk measures o (Ps g, -) chosen as the entropy risk measure

0(Pso,V)=p"" 10gEs/Nps,aefﬁv(sl).
In this case, the Bellman equations for the value functions V™ V* Q7 Q* are given by:
Vi(s)=3,m(als)Q(s,a), Q7 (s,a)=r(s,a) =7 logBynp, .o,
V*(s) =maxq Q(s, a), Q*(s,a) = r(s,a) — v8  log By p, e #V ).

For notational simplicity, we define the Bellman operator on the Q-functions 7 : RISI*IAl
RISIXIAl gq-

[TQQ](‘S; a’) = T(Sa a) - ’Vﬁil 10g Es/NP(ﬂs,a)eiBmax“l Q(S/’a/)‘ (15)
It is not hard to verify from the above arguments that the optimal Q function Q* satisfies
Q* _ TQQ*

Offline robust reinforcement learning. The remainder of the paper focuses on finding the optimal
robust policy 7* for the soft robust MDP problem (14). Specifically, we explore offline robust
reinforcement learning algorithms which use a pre-collected dataset D to learn 7*. The dataset
is typically generated under the nominal model { P , }scs.aca, such that D = {s;,a;, 7, s/},
where the state-action pairs (s;, a;) ~ p are drawn from a specific data-generating distribution p.
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Definition 1 (Robustly Admissible Distributions). A distribution v € AISIXIAL s robustly admissible
if there exists h >0 and a policy m and transition probability P € {P":KL(P;. ,||Ps ) <3} (both

s.all

can be non-stationary) such that v(s, a) = Pr(sn, an|so ~ p,, P).

Assumption 2 (Concentrability). The data-generating distribution p satisfies concentrability if there

exists a constant C' such that for any v that is robustly admissible, max; q ZE‘Z’Z; <C.

Remark 5. The notion of robustly admissible distribution and concentrability are adapted from the
the corresponding notions defined for the standard MDP setting [I3|], where they also demonstrate
the necessity of this assumption for standard RL with function approximation. It would be an
interesting open question whether Assumption [2]is also necessary for robust RL settings. Recent
works for standard offline RL also show that by considering variations of the RL algorithms (e.g.
exploring pessimism [95)] or the primal-dual formulation [102)]), the concentrability assumption can
be weakened to single-policy concentrability. Another interesting future direction is to study whether
applying similar approaches for the soft RMDP would result in the same improvement.

5.1 ROBUST FITTED-Z ITERATION (RFZI)

The offline robust MDP learning method we propose is Robust fitted-Z iteration (RFZI). The main
idea is to utilize the fix point equation Q* = ToQ* with the Bellman operator (I3) from the
corresponding equivalent risk-sensitive MDP. However, T, involves a term log E/ p, , which is hard
to approximate with empirical estimation. Thus, instead of directly solving @Q* using Q* = ToQ*,
we introduce an auxiliary variable, Z-function and solve a fix point equation for Z, which play an
important role in our algorithm design and theoretical analysis.

The Z-functions. For a given Q-function @ : S x A — R, we define its corresponding Z-function
as below:

Z(S, a,) = ]Es/~PS,a676 max,s Q(s’,a’) .
One can establish the relationship between the Z-function and the Q-function by
[ToQ](s,a) = r(s,a) —yB " log Z (s, a).

Further, we also define the Z-Bellman operator on Z-functions as:
[EZ}(S, Cl) =Eyp. e—,B max,, (r(s’,a’)—y87 ! log Z(s',a’)).

Then T4 [ToQ)](s,a) = r(s,a) — y8~ ' log[Tz Z](s, a). Thus, instead of solving Q* = ’7~'QQ*, an
alternative approach is to solve Z* = T, Z* and recover Q* by Q* = r—~B~'log Z*. This is the
key intuition of our RFZI algorithm. Note that compare with 7g, 7z eliminates the log dependency
on the expectation term E/ . p__, which makes it easier for empirical estimation.

s,a’

Function approximation and projected Z-Bellman operator. Given that 7 is a contraction
mapping, the solution Z* can be obtained by running Zj 1 = Tz Zy, limy_, 1 o Zx = Z*. However,
when the problem considered is of large state space, it is computationally very expensive to compute

the Bellman operator Tz exactly. Thus function approximation might be needed to solve the problem
approximately. Given a function class F, we define the projected Z-Bellman operator as:

(T2,7Z](s,a) = argming ¢ || Z" — TZZH%H.
One can verify that 7 rZ is also the minimizer of the following loss function L,
L(Z',Z) :=FEsaupEs~p,, (Z’(s, a) — exp (—5 max, (r(s’,a’) —yB tlog Z(s', a’))))2 ,
i.e., TZ7_FZ = argminz/e}- E(Z/, Z)

‘We make the following assumptions on the expressive power of the function class F

Assumption 3 (Approximate Completeness). sup,crinfzicr |2 — Tz Z|2,, < €.

Assumption 4 (Positivity). ¢ 77 < Z < 1, VZ € F.
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Approximate the projected Z-Bellman operator with empirical loss minimization. The compu-
tation of the loss function £ requires knowledge of the empirical model P; , which the algorithm
doesn’t have access to. Thus, we introduce the following empirical loss to further approximate
the loss function £. Given an offline data set {(s;,a;,s;)}¥, generated from the distribution

(84, a;) ~ b, s;~ Py, o,, we can define the empirical loss £ as:
L(Z',Z) = + Zfil (Z'(s,a;) — exp (—Bmaxg (r(s;,a’) — y8~ 1 log Z(s], a’))))2
Given the empirical loss L the empirical projected Bellman operator is defined as 7A'27 FZ =

argmin ¢ » L (Z', Z). Our robust fitted Z iteration (RFZI) is essentially updating the Z-functions
iteratively by Z1 = Tz rZj. The detailed algorithm is displayed in Algorithm

Algorithm 1 Robust Fitted Z Iteration (RFZI)

Input: Offline dataset D = (s;, a;,7;, s5)Y ;, function class F.
Initialize: 7o =1 € F
fork=0,..., K —1do R
Update Zy 11 = argmin, » £L(Z, Zy,).
end for
Output: 75 = argmax, r(s,a) — 371 log Zk (s, a)

A A A

5.2 SAMPLE COMPLEXITY

This section provides the theoretical guarantee for the convergence of the RFZI algorithm. Due to
space limit, we defer the proof sketches as well as detailed proofs to Appendix [H]

Theorem 5 (Sample complexity for RFZI). Suppose Assumption 2|[3| and ] hold, then for any
0 € (0,1), with probability at least 1 — 6, the policy 7 obtained from RFQI algorithm (Algorithm
[1) satisfies:
2’yK s 2C 2log(|F|) 21og(8/90)
EsympV*(50) =V ™ (50) < o5 +78"~ le1= 4\/+5 —= e |.

The performance gap in Theoremlcon51sts of three parts. The first part ( )2 captures the effect of

B
~-contraction of the Bellman operators. The second term, which is the term with 75 eT—~ (1377)266,
is related to the approximation error caused by using function approximation. The third term

75_161/ 5 (1 7)2 ( v/ QIOg(‘fl) + 54/ 21°g(8/5 ) is caused by the error of replacing the projected

Z-Bellman operator with its empirical version.

Remark 6 (Comparison and Discussions). Under similar Bellman completeness and concentrability

assumptions, the sample complexity for risk-neutral offline RL [[13|] is O (C' log l)f | 3 ) while our result

5\ 2
gives O (02 (B - eﬁ) (;OgJ;—L2> (assuming €. =0). As a consequence of robustness, our bound

. . B \?
has a worse dependency on the concentrability factor C' and an additional factor (ﬁ —le 1*v> . Note

that the term [3 ’16% first decreases and then increases with 3 as it goes from 0 to +00, suggesting
that the hyperparameter (3 also affects the learning difficulty of the problem. The choice of 8 should
not be either too large or too small, ideally on the same scale with 1 —-y. It is still unclear to us

whether the exponential dependency eT=7 is a proof artifact or intrinsic in our setting, however, there
are results under similar settings that suggest this exponential dependency on parameter 3 and the
effective length ﬁ is fundamental (e.g. Theorem 3 in [20]]).

We also compare our performance bound with the RFQI algorithm [64] which considers a similar

offline learning setting and obtains sample complexity O (%), where (3 in their setting is

the radius of the uncertainty set. Note that both results share the same dependency on € and the
concentrability constant C. However, the bound in [|64] includes an additional term on the size of the

. 28
, Wwhereas we have the exponential dependence term eT= .
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6 CONCLUSIONS AND DISCUSSIONS

This paper proposes a new formulation of risk-sensitive MDP and establishes its equivalence with the
soft robust MDP. This equivalence enables us to develop the policy gradient theorem and prove the
global convergence of the exact policy gradient method under direct parameterization. Additionally,
for the KL-soft robust MDP (or equivalently the risk-sensitive MDP with entropy risk measure)
scenario, we propose a sample-based offline learning algorithm, namely the robust fitted-Z iteration
(RFZI), and analyze its sample complexity.

Our work admittedly has its limitations. Currently, our policy gradient result is limited to the exact
gradient case, and further research is needed to extend it to approximate gradients. The RFZI
algorithm is specifically designed for KL-soft problems and may be more suitable for small action
spaces. Our future work will focus on developing practical algorithms that can handle large or even
continuous state and action spaces, as well as generalizing the approach to accommodate different
penalty functions.
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