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Supplement to “Angular Steering: Behavior Control via Rotation
in Activation Space”
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A Detailed Derivation: Existing Activation Steering as Special Cases of
Steering by Rotation

We will show that existing steering techniques are special cases of angular steering, albeit with

restricted flexibility: vector addition is limited to less than 180 degrees, and orthogonalization is fixed

at 90 degrees.

Formally, let the activation h; be decomposed into components parallel and orthogonal to a unit-norm

feature direction d ey (for brevity, here we denote them as h and d respectively):

h=(h-dJd+h,, where h, =h— (h-d)d.

h,

Letu = g

, and define the initial angle between h and d as:

0o = tan ™! <LhLd”> .

We define Angular Steering as rotating h by an offset angle ¢ in the plane Span{h, d}, producing a
vector:
hyot(¢) = cos(8p + ¢) - d +sin(6y + ¢) - u.

Now consider vector addition [31], defined as:
hadd =h+ad= (hd‘i‘OZ)d—‘th_

After normalization, the direction becomes:

h .
hadd—norm = ﬁ = 005(90 + ¢add) -d+ Sln(90 + ¢add) - u,
where ¢,qq = tan~—! (%) — 0.

Likewise, directional ablation (orthogonalization) [1], given by:

hablate = hl )



after normalization becomes:

habiate-norm = 1 = C05(00 + ¢ablate) -d+ Sin(9o + (bablale) - u,

With @aplae = % — bo.

Thus, when followed by normalization, both addition and ablation shift the direction of h in a way that
is exactly equivalent to rotating by some angle ¢ in the plane spanned by h and d. This establishes
them as special cases of Angular Steering.

B Algorithms for Angular Steering

Algorithm 1 Extract Feature Direction

Require: Contrastive datasets Dparmfuls Pharmiess, model M
1: for each layer 7 in model do

2: Compute normalized activations h(*) after Attention and MLP
3: Compute mean activation for each dataset:
i (2) NO)
hharmful’ hharmless
4: Compute candidate direction:
) _ 1 @) NO)
d(Z) - hharmful - hharmless
5: end for
6: Select final feature direction d using max average cosine similarity:
1 [layers|
d= argmax | —— Z cosine(d®, dY))
i=1...|layers| |1ayers| i1
j=
7: Normalize: d = H%H

Algorithm 2 Select Steering Plane

Require: Candidate directions {d(¥)}, feature direction d
1: Perform PCA on {d(V}
2: Let first principal component be dypc
3: Set orthonormal basis for plane:

by

by «—d, by digpc — (b - digpc)by; by — o]
2

4: Define projection matrix P = byb] + byby
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Algorithm 3 Angular Steering (with optional Adaptive Mask)

Require: Activation h, basis by, bo, target angle 6, (optional) mask flag

1: Project: projp(h) = P - h
2: Compute magnitude: r = ||projp(h)||
3: Precompute: vy = [by ba] - Rg - [10]T
4: if adaptive then
5: Compute mask: mask = max(0, sign(h - d))
6: Apply adaptive steering:
hgeerea = B + mask - (r - vg — projp(h))
7: else

8: Apply steering:
hgeered = h — prij(h) +7r-vy

9: end if

C Use of existing assets

C.1 Models
Table 1: Models used in this work.
Model (with link) Usage Source  License
QWEN2.5-(3B, 7B, 13B)-INSTRUCT  Experimental subject  [34] Apache license 2.0
LLAMA-3.1-8B-INSTRUCT Experimental subject  [14] ﬂzzgj;igggnngg?ity
LLAMA-3.2-3B-INSTRUCT Experimental subject  [14] Llama 3.2 Community

License Agreement
GEMMA-2-9B-IT Experimental subject  [10] Gemma Terms of Use
Llama 3.1 Community

LLAMA-GUARD-3-8B Evaluation device [14] .

License Agreement
HARMBENCH CLASSIFIER Evaluation device [18] MIT
QVQ-72B-PREVIEW Evaluation device [23] Qwen License

C.2 Datasets

Table 2: Datasets used in this work.

Dataset (with link) Source License
ADVBENCH [37] MIT
ALPACA [28] Creative Commons Attribution Non Commercial 4.0

TINYBENCHMARKS  [15] MIT

D Additional Results
D.1 Activations along the model’s depth

Fig. 1 (left) demonstrates that the norm of activation vectors increases exponentially across all
tested models as the layer depth increases. This behavior is attributable to the additive nature of the
residual stream, where each layer’s output accumulates onto the previous state. Interestingly, even
models from the same architecture family display different scaling patterns, indicating that activation
growth is not only architecture-dependent but also implementation-specific. These observations
underscore the necessity of norm-independent steering techniques, as steering strategies relying on
raw magnitude can become unstable or ineffective across layers and model variants.

Fig. 1 (right) shows a consistent phenomenon across all evaluated models: activations from contrastive
prompts, harmful versus harmless, diverge progressively in geometric space as depth increases. This
increasing separation suggests a universal, model-agnostic internal mechanism in LL.Ms, whereby
behavioral distinctions are gradually amplified layer by layer. Such a trend reveals a directional


https://huggingface.co/collections/Qwen/qwen25-66e81a666513e518adb90d9e
https://huggingface.co/meta-llama/Llama-3.1-8B-Instruct
https://huggingface.co/meta-llama/Llama-3.2-3B-Instruct
https://huggingface.co/google/gemma-2-9b-it
https://huggingface.co/meta-llama/Llama-Guard-3-8B
https://huggingface.co/cais/HarmBench-Llama-2-13b-cls
https://huggingface.co/Qwen/QVQ-72B-Preview
https://raw.githubusercontent.com/llm-attacks/llm-attacks/main/data/advbench/harmful_behaviors.csv
https://huggingface.co/datasets/tatsu-lab/alpaca
https://github.com/felipemaiapolo/tinyBenchmarks
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Figure 1: Statistics of activations for all tested models. Left: Norms of activations at each layer. Right: Mean
scalar projection of the normalized activation on the (local) candidate feature direction at each layer.

progression in the model’s internal representation, reinforcing the hypothesis that feature separation
is a fundamental property of transformer-based language models.

Fig.2 further illustrates this progression, focusing on the evolution of the refusal direction. The
strength of this feature becomes increasingly prominent in early and middle layers, reaching its
maximum influence at a specific intermediate depth before diminishing slightly in later layers—a
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Figure 2: Statistics of refusal direction candidates for all tested models. Left: Norms of candidate feature

irecti ; (@)
direction at each layer (i.e. |d %),

layer with those from other layers (i.e. Z‘jla:yi“‘ cosine(d'),,d) ).

). Right: Mean cosine similarity of the candidate feature direction from each

trend echoed in Fig.3. Importantly, even in the deeper layers where the signal attenuates, the extracted
refusal direction continues to serve as a reliable discriminator between activations corresponding to
harmful and harmless prompts. This persistent separability affirms the robustness and interpretability
of the refusal direction, validating its role as a stable, layer-resilient feature for behavioral control in
LLMs.

D.2 Ablation Study: Steering on a random plane.

To assess the importance of the steering plane, we conducted an ablation study using two setups:
(1) steering with a plane defined by one random direction and one feature-aligned direction, and (2)
steering with a fully random plane composed of two random directions.

As illustrated in Fig. 4a, where one random direction is combined with the feature direction, most
models exhibit noticeably degraded steering performance and less smooth transitions along the
steering circle. This degradation suggests that even partial misalignment of the steering plane can
distort the intended behavioral modulation. An exception is QWEN2.5-7B-INSTRUCT, which retains
robust control, indicating a strong, well-defined internal representation of the refusal direction.
LLAMA-3.2-3B-INSTRUCT shows a clear steering effect, but the refusal arc is shifted, suggesting
the random component introduces skew that displaces the effective axis of control.
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Figure 3: Mean scalar projection activations at each layer onto the chosen feature direction d fey for all tested
models.

Fig. 4b, where both directions are randomly selected, shows that five of the six tested models exhibit
minimal to no steering effect. The only partial exception, QWEN2.5-3B-INSTRUCT, displays erratic
behavioral changes with a spiky, non-smooth response curve. Closer inspection reveals these outputs
are often incoherent or filled with irrelevant content, indicating instability rather than intentional
modulation. These results reinforce the critical role of behaviorally meaningful and well-aligned
steering directions in achieving effective, stable, and interpretable control over model behavior.

E Related Works

Mechanistic Motivation. Activation steering techniques have typically involved scaling activation
directions by manually tuned scalar coefficients to induce or suppress behaviors [31, 36, 29, 2, 12,
32, 26]. However, selecting these coefficients is challenging due to sensitivity to the activation norm,
which grows exponentially across layers (Fig.1 left). As observed by [31, 29], inappropriate scaling
often results in incoherent generations, highlighting the fragility of this approach. Directional ablation,
another popular technique, avoids explicit hyperparameter tuning by orthogonalizing activations
relative to a feature direction [1, 36]. Yet, this approach neglects scenarios where negative alignment
coefficients meaningfully reverse behavior, a limitation recognized in earlier studies [31, 36, 29].
Empirical findings from our experiments further validate that extracted feature directions effectively
distinguish contrastive data sets (Fig.| right).

Recent advancements include adaptive steering methods such as Adaptive Activation Steering (ACT),
which dynamically adjusts steering intensity based on the activation context [33], and Contrastive
Activation Addition (CAA), which employs multiple positive-negative example pairs for robust feature
extraction [19]. These techniques underscore the necessity for more nuanced control methods.

Architectural Motivation. Contemporary LLMs such as LLAMA 3 [14], QWEN 2.5 [34], and
GEMMA 2 [10] universally adopt RMSNorm [35] for pre-normalization. RMSNorm effectively
constrains activations to a unit sphere, emphasizing direction over magnitude. Moreover, Rotary Posi-
tional Embeddings (RoPE) and related variants [27, 5, 7, 21] further validate this directional emphasis
by encoding positional information as rotations. Methods such as Householder Pseudo-Rotation have
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Figure 4: Ablation study of steering with random direction(s).

extended this notion by explicitly employing norm-preserving geometric transformations to steer
behaviors effectively and minimally invasively [22].

Empirical Motivation. Interpretability research consistently supports the Linear Representation
hypothesis [20, 4], suggesting that LLM behaviors correspond to specific directions rather than
discrete neuron activations. Further corroborated by the Superposition Hypothesis [8], these directions
are nearly orthogonal and quantify feature strength through scalar projections [1, 2, 6, 9, 16, 32, 29, 3,
17, 24, 30]. Moreover, it has been demonstrated that norm-preserving interventions, such as rotations,
inherently provide stability and maintain general capabilities during steering [32].

Methods leveraging these insights have proliferated, notably Activation Scaling [25] and FairSteer
[13], which dynamically modulate activations to enhance transparency and reduce bias, respectively.

Our work expands upon these foundations by introducing Angular Steering, a generalization of
existing activation steering techniques. By explicitly treating steering as a rotation in a defined
2D subspace, our method achieves more robust, interpretable, and flexible behavior control. We
demonstrate Angular Steering using refusal steering as a running example, aligning closely with prior
behavioral control research [1, 11]. Rather than focusing on jailbreak or maximizing downstream
accuracy, our goal is to present a principled and broadly applicable framework for controlled and
non-destructive intervention in LLM activations.

F Compute statement

This research was conducted using mainly Nvidia H100 GPUs with 80GB of memory. For each
model:

* Constructing the steering plane took about 15 minutes on 1 GPU.

* Pre-generating responses for evaluation took about 10 minutes on 1 GPU.



121
122

123

124

125

126

127
128
129
130
131

132
133
134
135

137
138

* Evaluation with substring matching, LLAMA 3 GUARD and HARMBENCH collectively
took about 10 minutes on 1 GPU.

» Evaluation with LLM-as-a-judge took about 50 minutes on 4 GPUs.
* Computing perplexity scores took about 5 minutes on 1 GPU.
* Evaluation with TINYBENCHMARKS took about 4 hours on 1 GPU.

G Broader Impacts

The Angular Steering approach presented in this work has several broader societal impacts. On the
positive side, it significantly enhances the control and interpretability of LLMs, enabling their safer
deployment across various applications by effectively reducing harmful outputs such as misinforma-
tion, biased content, and unethical requests. This enhanced control facilitates alignment with societal
norms and ethical standards, potentially increasing public trust and acceptance of Al technologies.

Conversely, there is also a potential for negative impacts. By simplifying fine-grained behavior control,
Angular Steering could inadvertently make it easier to generate nuanced harmful or unethical content,
such as persuasive misinformation or biased narratives. Although our method does not fundamentally
alter the existing risk profile of deploying LLMs, it underscores the need for continued vigilance and
improvement in Al safety mechanisms. To responsibly manage these risks, implementing rigorous
safeguards, ensuring transparency, and promoting accountability are essential. We advocate ongoing
ethical assessment to responsibly guide the deployment and utilization of our proposed method.
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