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1. Introduction
Large Language Models (LLMs) have transformed

natural language processing and are increasingly
driving AI for Science (AI4S), demonstrating strong
reasoning, question answering, and code generation
abilities through large-scale data-driven learning. Ex-
tending LLMs to domain-specific sciences offers sig-
nificant potential for accelerating discovery.
Geoscience, spanning geophysics, meteorology,

and environmental science, produces extensive tex-
tual resources. Knowledge extraction traditionally
relies on domain knowledge systems [1], knowledge
graphs [2], and semantic models [3]. Although NLP
has been applied to classification [4], topic model-
ing [5], entity recognition [6, 7], knowledge graph
construction [8], question answering [9], and summa-
rization [10], these approaches remain fragmented
and task-specific.
General-domain LLMs such as Galactica [11],

LLaMA [12], and GLM [13] achieve strong overall per-
formance but lack authoritative geoscience training
data. Domain adaptation efforts such as K2 [14] show
promising results but are limited by model scale and
corpus size. Scaling domain LLMs introduces chal-
lenges in data curation, training stability, and system-
atic multi-source integration.
To address these gaps, wepropose a 30B-parameter

geoscience LLM optimized for professional academic
interaction, demonstrating improved domain reason-
ing and reduced hallucination compared to its base
model. Our contributions are fourfold: (1) we develop
GEOGALACTICA, a domain-specific geoscience foun-
dation model with enhanced factual grounding; (2)
we design an academic data preprocessing toolchain
for constructing high-quality corpora from large-
scale PDF collections; (3) we propose a data-centric
training recipe covering continued pre-training, su-
pervised fine-tuning, and deployment; and (4) we
release model checkpoints (including 8-bit quantized
versions) together with new geoscience benchmark
datasets to support open research.

2. Methods
2.1 Data Collection
To address the scarcity of large-scale geoscience

corpora, GeoCorpus. For training the model to fol-
low instruction, we curate approximately 6M expert-
filtered documents and expand the GeoSignal dataset
from K2. Our pipeline emphasizes large-scale aggre-
gation, copyright-compliant parsing, deduplication,
and structured normalization.

GeoCorpus contains 5.98M geoscience-related
documents collected from MAG, OpenAlex, Com-
monCrawl, The Pile, arXiv, and related sources.
After cleaning and deduplication, the final training
corpus contains 78B tokens, balanced across geo-
science and auxiliary domains. Special tokens (e.g.,
[START_FIGURE], [START_TABLE], [START_REF],
[START_FORMULA]) are introduced to standardize
heterogeneous document structures.
We design GeoSignal v2 to support knowledge-

intensive geoscience tasks, including knowledge
graph construction (NER, RE), academic applica-
tions (summarization, keyword extraction), QA, edu-
cation dialogue, and geospatial tasks. The dataset
integrates three sources: (1) literature-structured
signals (via Grobid citation parsing and reference
linking), (2) knowledge-intensive structured web-
sites converted into instruction-response pairs using
key-value matching, (3) self-instruct data generated
from curated geoscience problem seeds and expert-
verified ChatGPT outputs. After filtering and manual
verification, we construct 100K high-quality instruc-
tion samples for supervised fine-tuning.

2.2 Model Training
Further Pre-training. Following Meta AI’s initial

pre-training, we further adapt Galactica onGeoCorpus
to enhance domain-specific geoscientific capabilities.
Training is conducted on a ROCm-based accelerator
cluster comprising 512 nodes (2048 accelerators in
total), using theMegatron-LM [15] frameworkwith 3D
parallelism (model, pipeline, and data parallelism).
We set model parallel size to 4 and pipeline parallel
size to 16 for optimal memory utilization.
All documents are tokenized, concatenated with

EOSmarkers, and cropped to a fixed sequence length
of 2048 tokens, resulting in 30 million samples and
7,324 training steps. Training proceeds at approxi-
mately 3minutes per step. Although nominal comple-
tion required 16 days, node instability extended the
overall duration to nearly one month. Checkpoints
were saved every 100 steps and later converted back to
HuggingFace format for downstream usage. Figure 1
shows stable loss convergence and gradient norm
behavior during domain adaptation.
Supervised Fine-Tuning. To improve geoscientific

reasoning while preserving general language ability,
we perform two-stage supervised fine-tuning (SFT)
following the K2 recipe. Training is implemented
with DeepSpeed (ZeRO-3 + gradient checkpointing)
on 128 nodes (512 accelerators). We maintain the
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Dataset #blockNum #tokenNum #itemNum #tokenSize #batchRatio

GeoCorpus 25,743,070 52,721,798,004 5,548,479 98.21G 80%
ArXiv 6,691,886 13,704,981,558 742,835 25.53G 10%
Codedata 6,066,725 12,424,652,670 3,456,887 23.14G 10%
Total 38,501,681 78,851,432,232 9,748,201 146.88G 100%

Table 1: Data distribution of the corpus used for training GEOGALACTICA

Fig. 1: Training curve during the further pre-training.
pre-training learning rate schedule (max LR 1 × 10−5,
100-step warm-up) with Adam optimizer (𝛽1 = 0.9,
𝛽2 = 0.999, weight decay 0.05). The sequence length
is limited to 512 with a global batch size of 512.
Stage 1 aligns the model using Alpaca instruction

data. Stage 2 further enhances domain reasoning us-
ing GeoSignal v2. And we train the GEOGALACTICA
with geoscientific tools calling data. The full SFT pro-
cess completes within one day.
Deployment and Quantization. To improve acces-

sibility in resource-constrained environments, we ap-
ply GPTQ post-training quantization to compress the
model to INT8 precision. This reduces memory re-
quirements from approximately 130GB to 30GB with
minimal accuracy degradation, enabling single-GPU
deployment. Although GPTQ is designed for zero-
shot quantization, we construct a 1,000-document
geoscience calibration dataset to better match the
model’s domain distribution.

3. Results
We evaluate GEOGALACTICA through objective

benchmarks, hallucination analysis, and quantiza-
tion validation, aiming to measure both scientific rea-
soning and practical usability in geoscience.

3.1 Performance on Geoscience Benchmarks
We conduct the evaluation GeoBench (NPEE +

APTest) and the professional ASBOG geology exam-
ination (113 multiple-choice questions). Results are
summarized in Table 2. GEOGALACTICA achieves
the best performance on ASBOG (53.0), substantially
outperforming prior geoscience models. It is com-
petitive on NPEE and shows balanced performance
across research-oriented tasks. Larger academic
models tend to perform well on advanced knowledge
but underperform on APTest, indicating bias toward
research-level corpora.

3.2 Hallucination Analysis
We evaluate factual consistency using the Focus

metric [16] on 18 Earth-science entities derived from

Model NPEE APTest ASBOG

Random 27.1 20.0 25.0
ChatGPT 48.8 20.0 25.6
K2-7B 39.9 29.3 27.1
Galactica-30B 41.2 38.5 22.9
Galactica-Alpaca-30B 42.6 44.1 23.8
GEOGALACTICA 46.6 36.9 53.0

Table 2: Objective benchmark results.

Model Focus Score

K2-7B 0.6121
Galactica-30B 0.3478
GEOGALACTICA 0.7685

Table 3: Hallucination evaluation (Focus metric).

Model Perplexity ASBOG

GEOGALACTICA (FP32) 3.71 53.0
GEOGALACTICA (FP16) 3.75 52.5
GEOGALACTICA (INT8) 3.88 51.2

Table 4: Quantization evaluation.

Wikipedia. Results (Table 3) show GEOGALACTICA
achieves the highest Focus score (0.7685), substan-
tially outperforming both Galactica-30B and K2. This
suggests improved factual grounding after domain-
specific continued pre-training and SFT.

3.3 Quantization Validation
To support deployment in resource-constrained

environments, we evaluate FP32, FP16, and 8-bit
GPTQ versions of GEOGALACTICA. As shown in Ta-
ble 4, quantization causes only minor performance
degradation while maintaining competitive results.

4. RelatedWorks
LLM have enabled domain-specific foundation

models across science, biomedicine, finance, and
geoscience [17, 18, 19, 11, 20, 21, 14], underscoring
the critical role of large-scale, high-quality domain
data and data-centric training strategies. Domain-
adaptive fine-tuning [22, 23, 24] has been widely
adopted to specialize general foundation models for
downstream tasks at lower cost, while prompt engi-
neering [25, 26, 27] further enhances task adaptability
without additional large-scale retraining.
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