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DAA: Amplifying Unknown Discrepancy
for Test-Time Discovery

( Appendix )

A Comparison of TTD task and other Category Discovery task

We compare TTD with related settings. Out-of-Distribution (OOD) [7] detection neither discovers
novel classes nor adapts during inference. TTA [1] handles distribution shifts via self-supervised
learning but assumes all test samples belong to known classes. NCD [4] and GCD [[14] both aim
to identify unknown classes at test time under an offline inference paradigm through clustering the
entire test set. OCD [3]] resembles TTD in identifying known and unknown classes, but does not
incorporate test-time learning from novel classes.

Test-Time Discovery (TTD) is a challenging task that focuses on class shifts rather than domain
shifts during test time. It requires the model to not only discover new classes but also classify them
accurately while maintaining robust performance on previously seen classes. This dual requirement
is particularly demanding due to several intrinsic complexities: the intricate nature of class discovery,
the scarcity of labeled data for new classes, and the often ambiguous boundaries between classes.
The key challenges in TTD can be summarized as follows:

(1) Distinguishing between the discovery of new classes and the identification of already discovered
ones.

(2) Learning and adapting to new classes with limited sample sizes during testing phase.

(3) Avoiding catastrophic forgetting, where the process of learning new classes can inadvertently
degrade the model’s performance on previously learned classes.

Table 1: Comparison between different category discovery settings.

Type Train Test Discovery  Test-time Learning
OOD Known classes Shift Known classes N/A N/A
TTA  Known classes Shift Known classes N/A Shift Known classes
NCD Known classes Unknown classes Post N/A
GCD Known classes Known classes + Unknown classes Post N/A
OCD Known classes Known classes + Unknown classes  Real-time N/A

TTD Known classes Known classes + Unknown classes  Real-time Unknown classes

B Details of datasets

We conduct our experiments using three widely recognized benchmark datasets: CIFAR100
(C100) [5], Caltech-UCSD Birds-200-2011 (CUB) [15]], and Tiny ImageNet [[6]. Each of these
datasets is systematically partitioned into known and unknown classes. The model undergoes training
on the known training set and is subsequently evaluated on a mixed set containing both known
and unknown classes. Since the primary objective of these datasets is to facilitate new class dis-
covery, we follow the HM [8]] and use the transformed versions as CIFAR100D, CUB-200D, and
Tiny-ImageNetD to reflect this adaptation.

The dataset partitioning follows the scheme outlined in Table [2| Specifically, during the training
phase, we divide the training set into known and unknown classes based on their class index order.
For instance, in CIFAR100, the first 70 classes are designated as known, while the remaining 30
classes are treated as unknown. The supervised training process is then conducted using only the
known classes within the labeled training set. More precisely, CIFAR100D consists of classes 0-69
(70 known classes in total), CUB-200D includes classes 0—139 (140 known classes in total), and
Tiny-ImageNetD comprises classes 0—139 (140 known classes in total), all of which are utilized for
training.

During the test phase, the model is evaluated on the entire unlabeled test set, which includes samples
from all categories, enabling new class discovery and classification. While the category labels remain
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structured according to the original known-unknown splits (e.g., 70+30 for CIFAR100D and 140+60
for CUB-200D and Tiny-ImageNetD), these labels are only used for metric evaluation and are not
provided to the model during inference. This setup ensures a realistic scenario for open-world
learning, where the model must autonomously identify and categorize previously unseen classes.

Table 2: Statistic of the used datasets.

| CIFAR100D | CUB-200D | Tiny-ImagenetD
Dataset Labeled ‘ Known Unknown No. of samples ‘ Known Unknown No. of samples ‘ Known Unknown No. of samples
TrainSet v 70 0 42000 140 0 4195 140 0 70000
TestSet 70 30 10000 140 60 5794 140 60 10000

C Metric Definition

The evaluation process is structured into two distinct parts: one focusing on known classes and
the other on unknown classes. To ensure a comprehensive assessment, we follow HM [8] and
employ both real-time evaluation and post-evaluation strategies. For test-time evaluation, real-time
performance is a critical factor. Thus, we compute and report real-time scores for all evaluation
metrics as the model processes each test sample. This approach provides immediate insights into the
model’s performance and enables dynamic tracking of classification accuracy and discovery efficiency.
Alongside these real-time scores, we present the final accumulated values, which represent the overall
average performance across the entire test set. In addition, recognizing that traditional novel class
discovery (NCD) methods typically rely on post-evaluation, we also incorporate this approach for
comparative analysis. In post-evaluation, all test samples are revalidated collectively after the entire
test phase is complete. This post-hoc evaluation allows for a more refined assessment by leveraging
the full distribution of test samples, potentially improving class assignment and clustering accuracy.
By providing both real-time and post-evaluation scores, we ensure a thorough and balanced evaluation
of the model’s effectiveness in handling both known and unknown classes.

C.1 Metrics for known classes

For the evaluation of known classes, we employ two key metrics to comprehensively assess the
model’s performance: Known Accuracy (KA) and Known Forgetting (KF).

(1) Known Accuracy (KA). KA measures the traditional classification accuracy of the model on
known classes, reflecting its ability to correctly recognize and classify samples that were part of the
training set. This metric serves as a standard benchmark for evaluating the retention of previously

learned knowledge:
1 .
KA = Eceyuum e 2, L0(@) =0) (1
¢ | gepus

where Vinown 18 set of predefined known classes, D is test samples with ground-truth class ¢, §(x)
is the predicted label for sample x, 1(+) is the indicator function (1 if prediction matches true class c,
0 otherwise)

(2) Known Forgetting (KF). KF, on the other hand, quantifies the degree of performance degradation
on known classes over time. It captures the extent to which the model forgets previously learned
information as it encounters new data, particularly when adapting to novel classes. A lower KF score
indicates better knowledge retention, while a higher score suggests significant forgetting.

KF = KApost - KAprm 2

where KA and KA. are the KA computed on all test data with known classes, before and after
TTD.

C.2 Metrics for unknown classes

For unknown classes, since the predicted label space ST does not match the cluster label space
YVseens WE propose agreement metrics to assess effectiveness. In the test set D', a sample z has a
true label y € VST and a predicted cluster label §(x) € Vieen. We define the subset of D' with true
label c as Di™, and the cluster with predicted label p as C;*.
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(1) True-label Agreement ratio (TA). This metric measures the maximum proportion of samples from
a given true class that are predicted as the same class:

1 .
TA = Eceyar e ax (ZzeD‘;ﬂ 1[j(x) = p}) . 3)

where 1(+) is the indicator function (1 if true, O otherwise).

(2) True-label Entropy (TE). This metric measures the average entropy H (-) of the predicted labels
for samples with that true class:
TE = E.cyar H({g(x)|z € D*'}) @

seen

where H (-) is Shannon entropy of predicted label distribution which is used to quantifies uncertainty
or diversity in a distribution, H (2;) = — >z q(z) log, q(=2).

(3) Cluster Agreement ratio (CA). This metric measures the maximum proportion of samples from a
given predicted cluster that are with the same true label:

1
CA = Epeyseen |C’;)esl| créliczr(gn (Z(f,y)GC‘;S‘ 1(y = C)) . (5)

(4) Cluster Entropy (CE). This metric measures the average entropy of the samples that predicted the
true class contained in clusters:

CE = Epey,., I ({yl(z,y) € C;™}). ©)

C.3 Clustering metrics

Traditional novel class discovery (NCD) methods typically rely on post-cluster evaluation, where
the quality of the discovered clusters is assessed after the entire test set has been processed. To
ensure a comprehensive comparison with existing approaches, we also report several widely used
clustering evaluation metrics, including Hungarian Cluster Accuracy (HCA) [10], Adjusted Rand
Index (ARI) [[11], Normalized Mutual Information (NMI) [9]], and V-Measure [12]]. Note that these
metrics are only evaluated after TTD, say post evaluation.

(1) Hungarian Cluster Accuracy (HCA). This metric measures the clustering accuracy by computing
an optimal one-to-one mapping between predicted clusters and ground-truth labels using the Hungar-
ian algorithm. It provides an intuitive evaluation of how well the discovered clusters align with the
actual class distributions. HCA can be computed as

HCA = E(, )epe (y = map(j(z))), @

where map(-)is the optimal mapping from clustering to true labels obtained based on the Hungarian
algorithm

(2) Adjusted Rand Index (ARI). ARI quantifies the similarity between the predicted clustering
assignments and the ground-truth labels while adjusting for chance. It accounts for both correct
pairwise clustering and misclustered pairs, offering a robust measure of clustering consistency.

RI — E[RI]

ARD = Ax(RT) — E[RT]’

®

where Rand Index (RI) = “C'*;b, a is the logarithm of samples of the same class assigned to the same

cluster, and b is the logarithm of samples of different classes assigned to different clusters. n is the

total number of samples, combination C? = w and E[RI] is the expected value of RI.
(3) Normalized Mutual Information (NMI). NMI assesses the mutual dependence between predicted
and true labels by measuring the shared information between the two distributions. A higher NMI
value indicates better alignment between the discovered clusters and the actual categories. The value
interval of NMI is [0,1], and a larger value indicates a higher degree of information sharing between
the clustering results and the real labels.

2-I(U;V)

©))
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where U is collection of true labels and V is collection of predictions. I(U;V) is Mutual In-
formation where I(U;V) = H(U) — HU|V). H(U) is the entropy of true label, H(U) =
- 250:1 p(c) logp(c), and H (V) is the entropy of prediction, H(V) = — Zle p(k) log p(k).
(4) V-Measure (VM). The VM is taken in the interval [0,1], which simultaneously constrains the
purity and coverage of the clusters through the harmonic mean. Both VM and NMI are symmetric
metrics that support the comparison of clusters and categories at different scales.

2-h-c

V-Measure =
h+c

, (10)

where homogeneity h = 1 — Hb(IZE[Z/‘{])})’ and completeness ¢ = 1 — Hb([\(}\‘j’)’) HUV) =

K T k, T K .k ¢
— Yohey Sy (ks 1) log B and H(VIU) = _NZt:1 Sy plt, k) log B2 where p(t) = X
iV

is the sample proportion of class t, p(k) = =F is the sample proportion of cluster k, and

p(t, k) = %tk(t) is the joint distribution probability.

D More TTD Comparisons

In this section, we provide a detailed comprehensive comparison of our method with several ap-
proaches on three benchmark datasets: CIFAR100D, CUB-200D, and Tiny-ImageNetD. The evalua-
tion includes both real-time and post evaluations, where real-time evaluation reflects the accumulated
performance across all test batches, and post evaluation reassesses all test samples after training the
DAA, updating the memory, and prototypes. The results are summarized in Table 3]

D.1 Comparisons on TA & CA

TA and CA are critical metrics for evaluating the performance of test-time discovery methods. TA
measures the overall accuracy of the model in predicting the correct class labels, while CA evaluates
the model’s ability to correctly classify samples within each class. A balanced performance in both
TA and CA indicates that the model not only achieves high overall accuracy but also maintains
meaningful and distinct class structures. Analysis is given in the main text.

D.2 Comparisons on TE & CE

TE and CE are complementary metrics to TA and CA, respectively. Lower values of TE and CE
indicate better performance. However, Our method is not training-free, which means it updates the
model’s representations during test time. This adaptive updating mechanism allows our method to
refine its predictions and improve performance. As a result, our method has higher TE and CE values
compared to training-free methods like HM.

And the results demonstrate that our method achieves a balanced and maximized performance in
both TA and CA, while also maintaining relatively low TE and CE values. This is attributed to our
DAA and STMR mechanism, which allows the model to refine its representations in response to new
classes without suffering from catastrophic forgetting. Unlike training-free methods that struggle
to learn from new classes, our method leverages the benefits of continuous adaptation to improve
performance. Compared to other model-training methods, our method shows superior robustness and
adaptability, making it a more effective solution for test-time discovery tasks.

E Different discoverable class numbers

In our experiments, we set an upper limit on the number of discoverable classes to investigate its
impact on the performance of test-time discovery (TTD). This is a crucial parameter, as real-world
scenarios may involve a much larger or even infinite number of potential new classes. The results are
summarized in Table[d] where we compare the performance of our method with the HM method under
different settings. We find that increasing the number of discoverable classes generally improves TA
and CA, but the effect depends on the number of known classes. For example, when the number
of known classes is fixed at 70, increasing the number of discoverable unknown classes from 30
to 100 and then to 200, both TA and CA improve significantly. Specifically, for our method, TA
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Table 3: More TTD comparisons on CIFAR100D, CUB-200D, and Tiny-ImageNetD (7iny-IND in
table). Real-time evaluation reflects the accumulated performance across all test batches, while post
evaluation reassesses all test samples after training the DAA, updating the memory and prototypes.
(Bold data is the best performance and Underline data is the second-best performance.)

Method \ Real-time Evaluation ‘ Post Evaluation

| KA? TAT TE] CA?T CEl | KAt TAT TE] CA?t CE| KF)

Threshold | 76.46+0.98 17.21£1.33 0.52+0.04 36.91+3.26 2.07+0.41|76.62%+1.85 34.60+2.02 1.10+0.04 18.70£1.24 1.42+0.05 6.45+1.78
L2P [17] |59.93+2.15 8.57+2.49 0.60+0.06 43.10£4.30 1.85+0.18|50.53£7.25 9.60+1.50 0.77+0.12 27.39+2.11 1.37+0.24 27.85+7.21
DP [16 66.09+1.01 8.80+1.69 0.53+0.08 48.34+6.78 1.63+0.30|56.19+2.00 8.68+2.06 0.70+0.08 28.93+2.25 1.34+0.05 29.06+1.99
GMP 2] |72.771.20 7.37£0.88 0.51+0.05 42.26+4.54 1.80£0.24|67.21£2.53 13.04+2.59 1.18+0.06 27.10£1.77 1.55+0.08 17.69+2.53
PHE [18] |68.18+1.12 16.63+1.08 0.81+0.03 35.43£1.31 1.96£0.10|68.20£1.07 12.17+1.01 1.06+0.03 21.56+1.35 1.68+0.06 2.15+0.92
HM [8] |79.17+0.13 21.13+0.62 0.67+0.02 56.37+1.42 1.23+0.08 | 80.73£1.59 31.03+1.24 1.07+0.02 34.81+1.22 1.50+0.02 3.41+1.49
Ours 80.81+0.44 31.94+0.98 0.76+0.02 45.38+0.88 1.53+0.06|80.27+0.60 35.63+1.11 1.45+0.06 37.31+1.20 1.55%0.09 4.10+0.60

Threshold | 66.09+1.20 43.60+2.08 0.40+0.06 44.05+4.96 1.46+0.40|65.52+3.68 49.90+1.33 0.81+0.00 6.64+0.67 0.70+0.00 1.61+3.55
L2P [17] |46.22+1.53 9.0120.87 0.44+0.02 55.37+£7.79 0.97+0.25|31.97+#3.35 4.75+0.73 0.51+0.03 24.48+1.65 0.62+0.06 42.29+3.14
DP [16 53.69+1.24 43.68+2.20 0.40£0.06 45.68+5.88 1.50+0.36|63.37+3.27 45.94+0.91 1.69£0.02 7.92+1.10 1.10+0.03 5.85%3.11
GMP [2] |62.97+1.33 46.44+1.87 0.59+0.03 47.99+4.34 1.49+0.13|58.11+3.00 48.02+1.20 1.53+0.01 10.31£1.45 0.90+0.00 5.46+2.77
PHE [18] |44.66+1.03 28.64+1.43 0.63+0.02 59.17+2.88 0.93+0.03 |44.63+0.95 13.49+0.43 1.28+0.04 18.73+1.39 1.56+0.12 3.96+1.11
HM [8] 66.20+0.55 58.30+2.37 0.35+0.02 43.33+6.10 1.92+0.83 | 64.42+0.65 65.28+1.78 1.02+0.03 37.25+4.90 1.24+0.22 4.07+0.47
Ours 68.09+0.33 54.49+1.03 0.39+0.01 58.34+1.35 1.08+0.05|66.26+0.39 64.13+2.23 1.12+0.08 44.65+0.88 1.29+0.13 3.60+0.39

Threshold | 57.53+1.80 11.35%1.56 0.48+0.03 63.31+3.55 0.66+0.12|52.36+3.10 6.48+1.40 0.37+0.02 13.81£2.11 0.44+0.02 22.90+3.08
L2P [17] |46.25+1.41 7.79£2.92 0.51+0.03 53.55+£6.47 1.33+0.23|29.50+3.77 10.38+2.42 0.89+0.06 23.28+0.79 1.37+0.06 47.97+3.77
DP [16] |46.51+0.58 6.41+0.93 0.51+0.03 58.27+6.10 1.15+0.21|28.53+3.33 9.63+2.10 0.85+0.02 26.80+1.38 1.33+0.02 47.57+3.32
GMP [2] |62.47+1.40 6.25%1.72 0.45+0.02 58.02+4.29 1.08+0.14|63.95+2.04 15.64+2.63 1.30+0.03 26.31£2.33 1.54+0.03 16.86+2.04
PHE [18] |58.39+1.29 13.84+0.90 0.48+0.02 71.45+3.80 0.40+0.03 |58.39+1.14 12.10£1.05 0.70+0.02 18.64+1.42 1.24+0.01 3.47+1.32
HM [8] |75.31+1.31 16.04+0.76 0.51+0.00 73.81+2.67 0.61+0.04 |74.94+2.20 16.23+1.24 0.81+0.00 37.43+1.30 1.21+0.02 1.15+2.18

Ours 76.38+0.82 24.10+0.80 0.54+0.00 71.70+2.02 0.73+0.05|75.50£1.96 23.17+1.35 1.14£0.01 36.41+1.12 1.44+0.01 2.39+1.56

CIFAR100D

CUB200D

Tiny-IND

increases from 32.40 to 36.21 and then to 41.84, while CA increases from 46.02 to 48.13 and then
to 30.55 (note that CA drops slightly when the number of unknown classes becomes very large).
Increasing the number of discoverable classes generally leads to higher KF values, indicating more
severe forgetting. For example, when the number of discoverable classes increases from 30 to 200,
the KF value for our method increases from 3.54 to 8.27.

Compared to the HM method, our method shows more balanced performance across different settings.
For instance, when the number of discoverable classes is set to 100, our method achieves a TA of
36.21 and a CA of 48.13, which are significantly more balanced than those of HM (TA: 17.58, CA:
81.28). This indicates that our method is more effective in balancing the discovery of new classes
and the recognition of known classes. However, when the number of discoverable classes far exceeds
the true number, both methods suffer from performance degradation. For example, in the case of 70
known classes and an infinite number of discoverable unknown classes, our method achieves a TA of
31.78 and a CA of 89.58, while HM achieves a TA of 20.37 and a CA of 92.94. This suggests that
while our method is more robust in general, both methods struggle when the number of discoverable
classes becomes excessively large.

The results highlight the importance of appropriately setting the number of discoverable classes for
optimal TTD performance. While more discoverable classes generally improve the model’s ability
to recognize new patterns, they also introduce more complexity and risk of forgetting. Our method
shows a more balanced performance across different settings, achieving higher TA and CA values
while maintaining reasonable TE, CE, and KF values. This demonstrates the effectiveness of our
approach in balancing adaptability and stability during test-time discovery.

F T-SNE visualization of the effect of DAA.

To provide a more intuitive understanding of how our method affects the feature space, we conducted
T-SNE [13]] visualizations of the feature embeddings before and after applying our DAA (Dynamic
Adaptation and Augmentation) mechanism. The results are shown in Fig.

In the pre-training phase, our method attempts to disrupt the feature representations of unknown
classes to some extent. This is evident from the visualization in Fig.[Tb| where the feature embeddings
of unknown classes are more scattered and less well-separated from known classes. This disruption
is intentional, as it helps the model to avoid overfitting to the initial feature space and encourages
it to adapt more flexibly during the test phase. After test-time training with DAA, the boundaries
between known and unknown classes become clearer again, as shown in Fig. This indicates that
our method effectively refines the feature space during test-time training, allowing the model to better
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Table 4: Comparisons of different discoverable class numbers.

Known + \ Real-time Eval \ Post Eval
Unknown ‘ TA TE CA CE ‘ TA TE CA CE KF
70+30 21.11 0.66 56.87 127 | 31.03 1.07 3481 150 3.47
70+100 17.58 0.70 8128 0.44 | 25.03 1.82 40.74 1.05 6.46
E 704200 19.86 0.76 8560 0.33 | 26.87 2.17 42.63 0.84 7.79
70+00 2037 0.84 9294 0.16 | 22.63 2.86 47.09 046 10.69
70+Human | 52.10 0.48 4296 1.68 | 4827 1.19 4944 124 581
70+30 3240 0.74 46.02 1521|3597 145 3755 153 3.54
w 10+100 36.21 0.87 48.13 0.69 | 3256 2.05 3144 122 6.73
g5 70+200 41.84 0.90 30.55 0.67 | 31.00 222 2796 093 8.27
C  70+00 31.78 0.98 89.58 0.35 | 2235 299 4932 0.55 11.07
70+Human | 75.22 0.35 30.70 1.97 | 4930 1.35 5061 136 2.68

distinguish between known and novel classes. In contrast, baseline methods that fix the model and do
not change throughout the entire test phase (as shown in Fig. [Ta) struggle to adapt to new classes,
resulting in less clear boundaries and poorer performance.

This visualization demonstrates the effectiveness of our DAA mechanism in dynamically adapting
the feature space during test-time training, leading to improved performance in recognizing both
known and novel classes.

® ® ® ® ® Unknown Classes

[ ] [ ] ' Known Classes
(a) Training-free method like HM (b) DAA after warm-up (c) DAA after post-eval

Figure 1: Comparison of unknown class label matching between predictions and ground truth across
different methods (Cifar-100D 90+10)

G Hyper-parameter analysis

G.1 Frenquency of STMR.

The frequency of STMR plays a crucial role in balancing the trade-off between model performance
and computational efficiency. As shown in Fig.[2] we conducted experiments to investigate the impact
of varying the frequency of STMR on the overall performance of our method. The results indicate
that as the frequency of STMR decreases, both the TA and CA deteriorate significantly. This suggests
that a lower frequency of STMR leads to insufficient updates and refinements of the model during the
test phase, resulting in poorer recognition performance for both known and novel classes.

On the other hand, while increasing the frequency of STMR can improve the model’s ability to
adapt to new data, it also leads to a substantial increase in computational overhead. Frequent STMR
operations require more time and resources for processing each batch, which can be impractical for
real-time or resource-constrained applications. Moreover, the improvement in performance brought
by each additional STMR operation diminishes as the frequency increases, indicating that there is a
point of diminishing returns.

Therefore, selecting an optimal frequency for STMR is essential to achieve a balance between
performance and efficiency. A moderate frequency ensures that the model can effectively leverage
STMR for continuous adaptation while avoiding excessive computational costs.
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Figure 2: Trends of TA, CA and KF with different replay samples.

G.2 Different replay samples.

The number of replay samples used in the memory replay mechanism is another critical hyper-
parameter that affects the performance of our method. Fig. [3] shows that the number of replay
samples has a significant influence on the model’s ability to retain knowledge from previous classes
while adapting to new ones. When no replay samples are used, the model exhibits the highest level
of knowledge forgetting, as indicated by the largest KF value. This suggests that without replay,
the model is more prone to catastrophic forgetting, where it quickly forgets previously learned
information as it adapts to new data.

As the number of replay samples increases, the KF value decreases, indicating that the model is
better able to retain knowledge from previous classes. However, this improvement comes at the
cost of increased computational time, as more replay samples require additional processing during
each batch. Moreover, while a moderate number of replay samples can help stabilize the model’s
performance, an excessive number of replay samples can lead to diminishing returns in terms of
performance gains, while further increasing the computational burden.

Thus, choosing an appropriate number of replay samples is crucial for achieving a balance between
knowledge retention and computational efficiency. A well-tuned number of replay samples ensures
that the model can effectively leverage memory replay to mitigate catastrophic forgetting while
maintaining reasonable processing times.
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Figure 3: Trends of TA, CA and KF with different STMR frenquency.
G.3 ); and \; during TTT
During test-time training (TTT), the overall testing phase loss for the DAA is shown below:
Les(B) = M1 - Beey, (Lia(B.) + LEP™()) + A2 - Ecey, (Lun(Bi€) + L), (1)

where \; and ), are hyperparameters that balance the contributions of each loss term.

We explored the impact of different ratios between A\; and A, on the overall performance of our
method. The results are presented in Table[5] The MSE loss is used to refine the model’s predictions
for known classes, while the contrastive loss encourages the model to separate the feature embeddings
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of known and unknown classes. We conducted experiments with different ratios of MSE loss to
contrastive loss to determine the optimal balance between these two objectives.

When the model places a much higher emphasis on refining the predictions for known classes. This
results in a relatively high TA and CA. However, the model’s ability to distinguish between known
and unknown classes is somewhat limited, as indicated by the higher CE value. As the ratio decreases,
the model starts to pay more attention to the contrastive loss, which helps improve the separation
between known and unknown classes. This leads to a slight increase in CA and a decrease in CE,
indicating better class separation. However, the overall TA and TE values are affected, suggesting
that the model’s ability to accurately classify known classes is slightly compromised. When the ratio
further decreases, the model crashes, as indicated by the extremely high TA and TE values and the
near-zero CA and CE values. This suggests that an excessive emphasis on the contrastive loss can
destabilize the model, leading to poor performance.

These results highlight the importance of carefully balancing the MSE loss and contrastive loss during
TTT. An optimal ratio ensures that the model can effectively refine its predictions for known classes
while also maintaining clear boundaries between known and unknown classes. This balance is crucial
for achieving high accuracy and robustness in recognizing both known and novel classes.

Table 5: Comparisons of ratio between A\; and A\ during TTT.

| Real-time Eval | Post Eval
A1 A ‘ TA TE CA CE ‘ TA TE CA CE KF
1000:0.1 2841 080 4491 1.56 | 2950 1.49 3053 1.74 0.92
1000:0.5 2940 0.82 4580 1.55 | 3333 153 3466 1.73 1.23
1000:1 33.66 0.66 4981 1.39 | 34.8 1.03 3723 148 2.64
1000:2 3240 0.74 46.02 1.52 | 3597 145 3755 153 3.54
1000:5(crashed) | 78.22 0.20 19.00 0.38 100 0.00 100 199 —
500:1 30.20 0.84 4264 1.64 | 33.30 148 3437 1.71 3.76
500: 2 3498 0.64 4968 140 | 37.60 122 3233 153 448
500 : 3(crashed) | 81.59 0.35 15.37 0.62 100 0.00 120 220 —

G.4 Comparison of different threshold Gamma

During testing phase, we base on the max similarity scores, and apply a confidence threshold ~ to
determine whether a test sample x belongs to a seen class or an unseen class.

o Jargmax ¢y, oy, (P(2)), if max. P(z) > 7, (12)
new unseen class, otherwise,

where prediction comparison P(z) = sim(DAA[r(zx)], p.).

The confidence threshold v plays a crucial role in balancing the trade-off between recognizing known
classes and discovering new classes. We conducted experiments with different v values to analyze
their impact on the performance metrics, as shown in Table [6]

When 7 is set to 0.5, the model is more likely to classify samples as belonging to known classes,
leading to a relatively high TA of 11.85 and a CA of 44.36. However, this setting also results in a
high TE of 0.83 and a CE of 1.61, indicating that many samples are misclassified as known classes
when they actually belong to new classes. As v increases to 0.7, the model becomes more selective
in classifying samples as known classes, resulting in a higher TA of 32.40 and a CA of 46.02. This
setting achieves a better balance between recognizing known classes and discovering new classes,
with a TE of 0.74 and a CE of 1.52. This indicates that the model is more accurate in classifying
known classes while also effectively identifying new classes. When -y is set to 0.9, the model becomes
very conservative in classifying samples as known classes, leading to a significant drop in TA to
12.75 and a CA of 46.00. While this setting reduces TE to 0.81 and CE to 1.53, it also results in a
higher KF of 10.78, indicating that the model is more prone to forgetting previously learned classes.

The choice of ~y also significantly impacts the error rates. Lower  values generally lead to higher TE
and CE, as the model is more likely to misclassify new classes as known classes. Conversely, higher
~ values reduce TE and CE but at the cost of lower TA and higher KF. For example, at v = 0.7,
the model achieves a good balance with a TE of 0.74 and a CE of 1.52, indicating that it effectively
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distinguishes between known and new classes. And we find that higher v values generally lead to
higher KF, as the model becomes more conservative in classifying samples as known classes, leading
to more forgetting. For instance, at v = 0.9, the KF value is 10.78, indicating significant forgetting
of previously learned classes.

Table 6: Comparisons of different v during Testing phase.
\ Real-time Eval \ Post Eval
¥ ‘ TA TE CA CE ‘ TA TE CA CE KF

05| 11.85 0.83 4436 1.61 | 3003 139 37.14 1.67 5.89
0.6 | 20.04 0.81 48.07 1.56 | 29.83 146 3425 1.78 443
0.7 | 3240 0.74 46.02 152 | 3597 145 3755 153 3.54
0.8 | 2990 0.84 4278 1.65|29.60 1.55 28.65 1.82 7.96
09 | 1275 0.81 46.00 1.53 |31.10 1.73 27.64 1.72 10.78
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