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Abstract— We present a novel convex formulation that
weakly couples the Material Point Method (MPM) with rigid
body dynamics through frictional contact, optimized for ef-
ficient GPU parallelization. Our approach features an asyn-
chronous time-splitting scheme to integrate MPM and rigid
body dynamics under different time step sizes. We develop a
globally convergent quasi-Newton solver tailored for massive
parallelization, achieving up to 500× speedup over previous
convex formulations without sacrificing stability. Our method
enables interactive-rate simulations of robotic manipulation
tasks with diverse deformable objects including granular mate-
rials and cloth, with strong convergence guarantees. We detail
key implementation strategies to maximize performance and
validate our approach through rigorous experiments, demon-
strating superior speed, accuracy, and stability compared to
state-of-the-art MPM simulators for robotics. We make our
method available in the open-source robotics toolkit, Drake.

I. INTRODUCTION

With the rise of robotics foundation models [1], simulation
has become an indispensable tool for both policy training and
evaluation [2], [3]. Simulations enable generating large-scale
training data at a fraction of the cost of real-world collection
and facilitate evaluating model checkpoints in controlled
environments, ensuring repeatability. In these settings, mod-
ern physics simulators for robotics must satisfy several key
requirements to be effective: (i) strong numerical stability
guarantees, (ii) sufficient accuracy to capture real-world
success and failure modes, (iii) computational efficiency to
support data collection and policy evaluation at scale, and
(iv) the ability to model diverse environments.

Among existing physics simulators for robotics, Drake
[4] and MuJoCo [5] are well-regarded for their strong
robustness guarantees and high accuracy required for manip-
ulation tasks. Both employ a convex formulation of frictional
contact, ensuring stability and global convergence [6], [7].
However, despite recent advancements in deformable body
simulation within the convex framework [8], [9], [10], these
simulators struggle to efficiently simulate deformable bodies
with a large number of degrees of freedom (DoFs) at interac-
tive rates. This limitation arises partly from the need to solve
poorly-conditioned convex optimization problems that neces-
sitates direct linear solvers with O(n3) complexity [7]. The
inclusion of deformable bodies exacerbates this challenge,
as it significantly increases the number of DoFs—often by
orders of magnitude—making efficient solutions increasingly
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Fig. 1: A challenging T-shirt folding task demonstrating the
accuracy, speed, and robustness of our method. Two robotic
arms fold and unfold the T-shirt while our approach accu-
rately captures frictional interactions, effectively handling
MPM-based cloth self-collisions and rigid-MPM coupling
without penetration. See the supplemental video for details.

difficult. Moreover, the inherently serial nature of direct
linear solvers precludes efficient parallelization on GPUs,
further restricting scalability.

Among various methods for simulating deformable mate-
rials, the Material Point Method (MPM) has gained traction
due to its ability to handle large deformations and topol-
ogy changes [11]. However, existing simulators struggle to
achieve both robustness and efficiency [10]. In this paper,
we propose a novel convex formulation for coupling MPM
with rigid bodies through frictional contact, designed for
efficient GPU parallelization. We prove the stability and
global convergence of our frictional contact model. Further-
more, we demonstrate that our method efficiently simulates
a wide range of materials while preserving the high accuracy
required for robotic manipulation tasks.

II. PREVIOUS WORK

A. Physics-based Deformable Body Simulation

Physics-based deformable body simulation has been a fun-
damental topic in computer graphics, computational physics,



and engineering for decades, with applications ranging from
material design to visual effects and virtual surgery. The
Finite Element Method (FEM) has been widely used for
simulating elastic and plastic deformations due to its accu-
racy in solving continuum mechanics problems [12], [13].
However, FEM often requires high-quality meshes [14] and
struggles with large deformations and topological changes
[15]. Additionally, handling contact among deformable bod-
ies, including collision detection, requires significant com-
putational effort [16], [17].

To overcome these limitations, MPM has emerged as
a powerful alternative due to its ability to handle large
deformations, topological changes, and naturally resolve
collision responses [18], [19]. It has been widely applied
in simulations of granular materials [20], volumetric and
codimensional deformable bodies [21], [22], and fluid-solid
coupling [23]. Explicit integration in MPM is well-suited
for massive parallelization on GPUs [24], [25]. However,
implicit integration remains computationally expensive [26],
especially when coupling MPM with rigid bodies for fric-
tional contact [10]. This coupling results in a large, often
poorly-conditioned convex optimization problem, with no
existing method efficiently solving it at interactive rates.
To address this challenge, researchers have proposed asyn-
chronous timestepping schemes, integrating MPM explicitly
with smaller time steps to exploit massive parallelization
while solving the remaining system at larger time steps
[27], [11]. Our approach follows a similar asynchronous
strategy but, to our knowledge, is the first to formulate
the coupling between MPM and rigid bodies as an implicit
convex optimization problem with a unique solution and
global convergence guarantees, ensuring numerical stability.

B. Frictional Contact

Contact modeling in robotics is a broad topic beyond
the scope of this paper; we refer readers to [28] for a
comprehensive overview. Here, we focus on frictional contact
involving deformable bodies, which is central to our work.

Many simulators, such as SOFA [13] and PhysX [29], for-
mulate frictional contact as a linear complementarity problem
(LCP) and solve it using projected Gauss-Seidel (PGS). Oth-
ers address the nonlinear complementarity problem (NCP)
directly with methods such as PGS [30], non-smooth Newton
solvers [31], interior point methods [32], or the alternating
direction method of multipliers (ADMM) [33]. While these
approaches can model hard contact, they lack convergence
guarantees, which can lead to robustness issues in practice.
Incremental Potential Contact (IPC) [16] offers strong non-
penetration guarantees and demonstrates robust performance
in practice [34]. However, IPC loses convergence guarantees
when friction is present, and its computational cost makes it
less suitable for interactive simulations.

A different approach embraces compliant contact, which
was first popularized in robotics by MuJoCo [6]. With a focus
on physical accuracy, Drake employs introduces convex
approximations of engineering-grade contact models in [35],
later extended to support frictional contact between FEM

and rigid bodies [9]. Moreover, Drake employs hydroelastic
contact [36], [37], [7] to model continuous contact patches.
More recently, Zong et al. [10] extended this approach to
couple MPM with rigid bodies, ensuring robustness and
global convergence. However, this method is inherently serial
and remains far from real-time performance. In this paper,
we build upon [10] and propose a GPU-accelerated approach
that achieves interactive rates without compromising global
convergence guarantees.

C. Hardware Acceleration

Researchers have explored two primary approaches to
accelerating physics simulation using modern vectorized
hardware like GPUs and TPUs. The first focuses on speeding
up single large-scale simulations, enabling scenes with up to
hundreds of millions of DoFs [38]. Significant progress has
been made in accelerating FEM [39], MPM [24], [25], [40],
and Discrete Element Method (DEM) [41]. However, some
of these methods remain far from real-time execution, while
others do not support two-way coupling with rigid bodies.

The second approach emphasizes increasing simulation
throughput, particularly for reinforcement learning and
robotics training. Frameworks like MJX [8], Isaac Gym [42],
Maniskill [43], and Genesis [44] leverage hardware accelera-
tion to run thousands of parallel simulations, improving data
collection speed for policy learning.

Our GPU acceleration strategy aligns more with the first
approach. However, rather than targeting massive simu-
lations with millions of DoFs, we focus on interactive-
rate simulations with thousands to tens of thousands of
DoFs—expressive enough for robotic manipulation tasks.
Unlike prior work prioritizing raw speed, our method em-
phasizes convergence and stability, ensuring reliable perfor-
mance for robotics applications.

III. OUTLINE AND NOVEL CONTRIBUTIONS

In this work, we introduce several key contributions to
advance the state of the art in efficient and robust de-
formable body simulation for robotics. First, we propose an
asynchronous time-splitting scheme that enables integrating
MPM and rigid body dynamics under significantly different
time step sizes (Section IV-A). Second, we develop a convex
formulation for the weak coupling of MPM and rigid bod-
ies through frictional contact, ensuring global convergence
(Section IV-B). Third, we design a quasi-Newton solver that
is well-suited for massive parallelization, enabling efficient
execution on GPUs (Section IV-C). We detail the key imple-
mentation strategies required for high-performance execution
on GPUs in Section V. We thoroughly validate our approach
through a suite of robotic manipulation simulation scenarios
and demonstrate the speed, accuracy, and robustness of our
method in Section VI. Finally, we release our implementation
as part of the open-source robotics toolkit Drake [4], provid-
ing the robotics community with a scalable and reproducible
solution for high-fidelity deformable body simulation.



IV. MATHEMATICAL FORMULATION

A. Asynchronous Time-Splitting Scheme

We discretize time into intervals of size ∆t to advance
the system dynamics from tn to the next time step tn+1 :=
tn +∆t using the governing equation:

M(q)(vn+1 − vn) = ∆tk(q,v) + ĴT (q)γ̂(q,v), (1)

where q and v are generalized positions and velocities, γ is
the contact and friction impulses, k represents all non-contact
forces, and Ĵ is the contact Jacobian. Using subscripts d for
MPM DoFs and r for rigid body DoFs, we define:

qT = [qT
r , q

T
d ], vT = [vT

r , v
T
d ],

kT = [kT
r , k

T
d ], M = diag(Mr, Md). (2)

Specifically, qd and vd denote the MPM particle positions
and grid velocities ; kd includes elastic-plastic and external
forces on MPM DoFs; qr and vr are the articulated rigid
body joint positions and velocities; kr captures Coriolis
terms and gravity on rigid body DoFs.

We further separate contact between MPM and rigid
bodies from contact among rigid bodies as:

γ̂ =

(
γd

γr

)
, Ĵ =

(
Jr Jd

Jrr 0

)
.

Notably, we do not explicitly model contact forces among
MPM DoFs, as these are naturally resolved through the
hybrid Eulerian/Lagrangian representation with constitutive
and plasticity modeling [22], [21].

To achieve efficient GPU parallelization without sacri-
ficing stability, we integrate elastic forces explicitly using
symplectic Euler, while treating stiff frictional contact forces
implicitly via backward Euler. However, symplectic Euler
requires smaller time step sizes than backward Euler for sta-
bility, motivating our asynchronous time-splitting approach:

Mr(q
n
r )(v

n+1
r − vn

r ) = ∆tkr(q
n
r ,v

n
r ) + JT

rrγr(v
n+1
r )

+ JT
r

N−1∑
k=0

γn,k
d , (3)

Md(q
n,k
d )(vn,k+1

d − vn,k
d ) =

∆t

N
kd(q

n
d ) + JT

d γ
n,k
d , (4)

for k = 0, . . . , N − 1, with vn,0
d = vn

d , and vn,N
d = vn+1

d .

Here, γn,k
d = γd(v

n
r ,v

n,k+1
d ) is the frictional impulse

between rigid bodies and MPM at substep k. Notice that in
Eq. (4), we decompose a single time step into N substeps.
Elastic forces kd are integrated explicitly to facilitate paral-
lelization, whereas contact forces γd are integrated implicitly
with respect to vn,k+1

d for stability. Throughout all substeps
in a single timestep, the rigid body velocity is fixed at vn

r .
The contact impulses at each substep are accumulated and
applied to rigid body DoFs in Eq. (3). This approach results
in a weak coupling between rigid bodies and MPM DoFs,
in contrast to the strong coupling scheme proposed by [10].
We evaluate the accuracy of our weak coupling scheme in

Section VI.

B. Convex Formulation

The integration of rigid DoFs in Eq. (3) follows the same
methodology as described in [35]. We refer readers to that
work for detailed explanations and implementation practices.
Here, we focus on the integration of Eq. (4) for MPM DoFs.
For notational simplicity, we drop the subscript d and the
superscript n in Eq. (4), reducing it to an algebraic difference
equation that advances a substep of MPM:

M(vk+1 − vk) =
∆t

N
k+ JTγ(vc). (5)

Here, vc = Jvk+1+br denotes the relative contact velocity
between particles and the rigid body they are in contact with,
expressed in the contact frame, where the contact frame is a
local frame with the z-axis aligned with the contact normal.
The term br = Jrv

n
r represents the bias velocity from the

rigid body in the contact frame.
We solve Eq. (5) in two stages by performing another

time-splitting. First, we compute the free motion velocity,
v∗, which is the velocity the MPM DoFs would attain in the
absence of contact forces:

M(v∗ − vk) =
∆t

N
k. (6)

This step is equivalent to a standard explicit MPM step. We
adopt the moving least-squares formulation described in [45]
for this computation.

In the second stage, we compute the post-contact velocity
vk+1 by solving:

M(vk+1 − v∗) = JTγ(vc). (7)

To ensure global convergence, we reformulate Eq. (7) as a
convex optimization problem [35]:

vk+1 = argmin
v

ℓp = argmin
v

1

2
∥v − v∗∥2M + ℓc(vc). (8)

The term ℓc(vc) is the contact potential energy, defined such
that γ(vc) = −∂ℓc/∂vc. With mass lumping, M is diagonal
and positive definite, ensuring that problem (8) is strongly
convex as long as the frictional contact model is designed
with a convex ℓc. We adopt the lagged contact model in [35].

C. Quasi-Newton Solver

A key advantage of our weak coupling scheme is that,
instead of requiring the Schur complement of the Jacobian
of the momentum residual as in [10]—which is unfriendly
to GPU parallelization—our formulation replaces it with
the diagonal mass matrix, which is trivial to parallelize.
However, the Hessian Ĥ of ℓp still contains off-diagonal
entries from the Hessian of ℓc. Given the massive paral-
lelization capabilities of GPUs, it is more efficient to trade
additional solver iterations for better parallelization (see
Section VI-B). Therefore, we adopt a quasi-Newton strategy
by approximating Ĥ with its 3×3 block diagonal counterpart
H to avoid the inherently serial Cholesky factorization of Ĥ.
Algorithm 1 summarizes our quasi-Newton solver, leveraging



Algorithm 1 Quasi-Newton solver for problem (8)

1: Initialize v← vk

2: repeat until ∥∇̃ℓp∥ < εa + εr max(∥p̃∥, ∥j̃c∥),
3: ∆v = −H−1(v)∇vℓp(v)
4: α∗ = argmin

α>0
ℓp(v + α∆v)

5: v = v + α∗∆v

6: return {v, γ = ∂ℓc
∂vc

∣∣
vc(v)

}

the convergence criteria from [7] and [10] to ensure robust-
ness against large mass ratios and enable fair comparison in
Section VI-B. The resulting γ is accumulated into Eq. (3).

We conclude this section by noting that Algorithm 1 is
globally convergent with at least a linear rate, as proved in
the Appendix. In practice, the algorithm can be efficiently
parallelized on the GPU, as detailed in Section V-B.

V. GPU IMPLEMENTATION

A. GPU Optimization for the Free Motion Solver

The explicit MPM time integration procedure for the free
motion solve in Eq. (6) involves three main operations:
(1) transferring particle attributes to the Eulerian grid, (2)
updating grid values at each grid node, and (3) transferring
updated grid values back to particles. For a detailed overview
of the MPM algorithm, we refer readers to [19].

The key to high-performance MPM lies in optimizing
particle-to-grid transfer operators, where we use one GPU
thread to perform the computation for a single particle, and
addressing write conflicts that occur during parallelization
when multiple particles write to the same grid node is very
important for performance. Conflicts within a GPU warp
are particularly detrimental to performance. There are two
known strategies to mitigate such conflicts:

• Randomization: Proposed by [38], [40], this approach
randomly shuffles particles. By introducing randomness
into particle order, the chances of particles from differ-
ent warps writing to the same grid location are reduced,
as the large number of particles and grid nodes makes
such conflicts statistically rare.

• Warp-Level Reduction: Introduced by [25], [24], this
approach uses warp-level reduction before atomically
writing data to grid nodes. It requires sorting particles
into cells to maintain the order of reduction, offering
more controlled conflict management.

We adopt the warp-level reduction strategy combined
with a partial sorting approach. When particles are fully
sorted such that particles transferring to the same grid nodes
are consecutive and grouped together, reductions are first
independently performed within each particle group. This
operation is efficiently implemented using warp-level CUDA
intrinsic functions [25]. The thread associated with the first
particle in each group then writes the reduced result back
to global memory. This ensures that each group performs
only one atomic operation, significantly reducing atomic
operation overhead. This method is particularly effective for

interactive-rate simulations with small problem sizes, where
the GPU’s computational throughput cannot be fully utilized,
and memory access becomes the bottleneck. However, sort-
ing at each substep is time-consuming due to kernel launches
and implicit host-device synchronizations. To address this,
we leverage the spatial continuity of simulations to reuse
sorting results from the previous time step. In practice, sort-
ing is only needed once per time step, allowing all substeps
within that time step to reuse the sorted data, forming our
partial sorting strategy. We use a radix sort with 10-bit keys
instead of the full bit-width to enhance efficiency. While this
approach may lead to suboptimal particle ordering and cause
particles in the same cell being distributed across multiple
warps, resulting in more atomic operations, the performance
gains from reduced sorting time outweigh this drawback.

B. Parallel Quasi-Newton Solver Implementation
At the beginning of each substep, we register a contact

point for each particle that is inside a rigid geometry, creating
one contact point per particle-geometry pair. The contact
velocity at the p-th contact point is given by

vc,p = Jpvd + bp.

The first term represents the velocity of particle p expressed
in the contact frame, which can be efficiently computed in
parallel using a grid-to-particle kernel. The second term, the
bias velocity of the rigid body evaluated at the contact point,
is constant throughout all substeps within a single time step,
allowing it to be precomputed and reused across all substeps.

Similarly, the gradient and Hessian of the objective func-
tion in problem (8) can be efficiently computed in parallel:

∇vℓp = M(v − v∗) + JT ∂ℓc
∂vc

, (9)

Ĥ = M+ JT ∂2ℓc
∂v2

c

J. (10)

The first terms involving the mass matrix M is trivially
parallelized because, with mass lumping, they reduce to a
simple sweep over all grid nodes. For the second terms, we
first compute the local 3-dimensional gradient vector ∂ℓc

∂vc

and the 3×3 Hessian matrix ∂2ℓc
∂v2

c
for each contact point. We

then execute a single particle-to-grid kernel for all particles
in contact to accumulate their contributions, leveraging the
fact that J is the MPM transfer operator that maps grid
velocity in the world frame to the particle velocities in the
contact frame. By only keeping the diagonal terms when
computing Ĥ, we obtain the approximate Hessian H used
in step 3 of Algorithm 1. Since H is block diagonal, the
linear system in step 3 decouples into independent 3 × 3
subsystems, which can be efficiently solved in parallel using
Cholesky factorizations. After obtaining the search direc-
tion, we perform the line search in step 4 using a one-
dimensional Newton’s method that falls back to bisection
when convergence stalls, as described in [7]. Similar to the
computations in Eq. (9) and Eq. (10), the objective function
and its gradient and Hessian required by the one-dimensional
Newton solver are efficiently computed through a single



Fig. 2: (Left) Two rigid panels apply a normal force of fe =
10 N in the x-direction to hold an elastic MPM box in place
against gravity. (Right) The contact forces exerted by the
elastic box on one of the rigid panels is compared using
our method, ManiSkill2, and Zong et al. The corresponding
analytical steady-state values are indicated on the right.

particle-to-grid transfer for the ℓc term and a simple parallel
reduction over the grid for the M term. With this strategy,
the entire substep, including solving Eq. (6) and Eq. (7), is
efficiently parallelized and entirely executed on the GPU,
with our optimization practice in Section V-A.

VI. RESULTS

We present several test cases to showcase the efficiency,
accuracy, and robustness of our method. All simulations are
run on a system with an Intel(R) Xeon(R) CPU E5-2690
v4 processor (56-core) and 128 GB of RAM, and an RTX
4090 with 24 GB device memory. We report scene statistics,
including the Eulerian grid spacing h, MPM particles count,
the time step size ∆t, the number of substeps N , runtime
performance, and number of contacts throughout the simu-
lation in Table I. All simulations are solved to convergence
with εr = 5 × 10−2 and εa set to machine epsilon unless
otherwise specified.

A. Comparison with Gu et al. [11] and Zong et al. [10]

We validate the accuracy of our convex formulation and
parallel quasi-Newton solver in a comparison against the
method adopted in ManiSkill2 [11], a state-of-the-art em-
bodied AI simulation environment with MPM support, and
Zong et al. [10], which tightly couples MPM and rigid bodies
using a convex formulation.

We replicate the experimental setup from [10], where an
elastic cube is compressed by two rigid panels and held in
place by friction, as shown in Fig. 2. Our method is simulated
with ∆t = 0.1 ms and N = 1 substep, while Gu et al.
uses ∆t = 0.01 ms with 25 substeps for its explicit MPM
integration, and Zong et al. employs ∆t = 10 ms due to its
fully implicit formulation.

The contact forces exerted by the cube on the left panel are
shown in Fig. 2. The normal and z-direction friction forces
converge to the analytical solutions after the initial transient
period for all methods. Consistent with the observations
in [10], the method by Gu et al. exhibits high-frequency
oscillations in the y-direction friction force, as its explicit
rigid-MPM coupling struggles with numerical stability in
stiction.

Although our method also employs explicit integration for
MPM elasticity forces, the contact coupling between rigid
bodies and material points is as stable as in Zong et al.,
demonstrating a comparable level of accuracy to the fully
implicit treatment. This stability stems from our convex for-
mulation, which solves for contact implicitly. However, due
to the weak coupling nature of our approach, our time step
size is more limited compared to Zong et al., highlighting
a limitation of our method. Despite this, our approach still
achieves physically correct results, whereas explicit scheme
by Gu et al. fails to produce the correct outcome, even with
10 times smaller time steps and 250 times more substeps.

To further stress test the robustness of our method, we
replicate the challenging close-lift-shake experiment from
[10], where two rigid panels are controlled to grasp a rigid
red cube positioned between two elastic cubes modeled with
MPM (see Fig. 3). This scenario serves as a stress test with
pathological mass ratios using extreme parameters. The mass
density of the MPM cube is 100 kg/m3, with a Young’s
modulus of 5 × 105 Pa and a Poisson’s ratio of 0.4, while
the rigid cube has a mass density of 15000 kg/m3. Even
in this extreme case, our method successfully completes the
task with a time step size of ∆t = 0.1 ms and a moderate
tolerance of εr = 10−2. Here, we increase the number of
substeps to N = 10 to maintain stability in the explicit MPM
free motion solve, given the high material stiffness relative
to its mass density.

B. Rolling an Elastoplastic Dough

We reproduce the complex dough rolling example from
[10] with our asynchronous time-splitting scheme, as shown
in Fig. 4. The friction coefficient is 1.0 between the dough
and the rolling pin. The material parameters and prescribed
motion trajectories are identical to those in [10]. We refer
readers to the supplemental video for the full task trajectory.

We compare the runtime performance of our method with
[10] under various tolerance criteria in Fig. 4. For both
methods, we set the absolute tolerance εa in Algorithm 1 to
machine epsilon and vary the relative tolerance εr from 10−5

to 10−1. Both methods are simulated with a time step size
∆t = 10 ms, and our method uses N = 10 substeps. Across
all tolerance levels, our method consistently outperforms
[10], achieving at least a 10× speed-up and demonstrating
strong scalability as the convergence criteria are relaxed,
making it well-suited for interactive-rate simulations. With
εr = 10−1, our method attains a 500× speed-up compared

Fig. 3: Our method successfully completes the stress test pro-
posed in [10], which involves pathological mass ratios. The
rigid panels securely hold a stack of three boxes with vastly
different mass densities in place with friction, maintaining a
stable grasp even under vigorous shaking.



Fig. 4: (Top) Flattening a piece of dough with a rolling
pin. Our coupling scheme captures the rolling pin’s friction-
driven rotation and the dough’s deformation. (Bottom) We
compare the runtime between ours and Zong et al. [10] under
various relative tolerances.

to [10], reaching a 59% real-time rate (defined as simulation
time divided by wall-clock time). In practice, we observe
that the simulation dynamics are insensitive to the relative
tolerance εr. We provide a side-by-side comparison of the
simulation runs with εr = 10−1 and εr = 10−5 in
the supplementary video. Based on these observations, we
generally use a loose relative tolerance of εr = 5× 10−2 to
maintain interactive-rate performance.

C. Cloth and rigid bodies

Another key advantage of our weak coupling scheme is
that it eliminates the requirement for a convex energy density
in the constitutive model of MPM, as mandated by [10]
to maintain convexity in the optimization problem (8). This
flexibility unlocks the potential of MPM to model a broader
range of materials.

In this experiment, we implement the method from [46]
to model cloth with MPM. The frictional contact and self-
collision of the cloth are automatically handled by the MPM
grid. The simulation setup involves a 42 cm2 cloth modeled
with a Young’s modulus of Ecloth = 3.2×106 Pa, a Poisson’s
ratio of ν = 0.4, and a density of ρcloth = 1.5× 103 kg/m3.
The four corners of the cloth are fixed with boundary
conditions to form a cradle. A KUKA LBR iiwa 7 arm,
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𝑡 = 10𝑠

𝑡 = 14𝑠

Fig. 5: Pick and place rigid boxes into a deformable cradle.
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Fig. 6: A robot picks up a piece of cloth and throws it in a
“laundry bag” . Our method resolves the complex cloth-on-
cloth collisions and cloth self-collisions at interactive rate.

equipped with an anthropomorphic Allegro hand, picks up
two rigid boxes and places them on the cloth. Each box has
a side length of 8 cm and a density of ρbox = 103 kg/m³. The
friction coefficient is 0.2 between the boxes and the cloth.
The cloth corners are then moved inward to wrap around the
rigid boxes, and finally, two corners are released, allowing
the boxes to fall out. We refer readers to the supplemental
video for the full trajectory.

D. Laundry

Similar to the setup in Section VI-C, we replace the
two boxes with another piece of cloth to mimic a common
household scenario of moving clothes into a laundry bag.
The robot follows a prescribed trajectory to grasp the cloth
and throw it into the laundry bag. We then release the grip
on two corners of the laundry bag, allowing the cloth to
fall out naturally. The simulation achieves a real-time rate
of 26.5%, demonstrating that our method efficiently handles
intense cloth-on-cloth collisions and self-collision scenarios.

E. Folding and Unfolding a T-Shirt

We demonstrate the accuracy and robustness of our
method with a challenging T-shirt folding task (Fig. 1). The
T-shirt mesh consists of 4,171 vertices and 7,987 faces, and is
simulated with a Young’s modulus of Ecloth = 105 Pa, a Pois-
son’s ratio of ν = 0.3, and a density of ρcloth = 103 kg/m³.
The robot setup features two PD-controlled KUKA LBR iiwa
7 arms equipped with custom parallel grippers. The friction
coefficient between the grippers and the cloth is set as 0.6.
The simulation sequence proceeds as follows:

• The shirt free falls onto the table (t = 0.5 s).
• Both grippers perform the first fold along the long edge

of the shirt(t = 3.0 s), followed by a second fold along
the short edge (t = 3.8 s, t = 4.5 s).

• One gripper grasps a corner of the shirt (t = 8.3 s), lifts
it up vertically (t = 10 s), and unfolds it (t = 11 s).

• The grippers then fine-tune the shirt to fully flatten it.
For the full trajectory of this complex task, we refer readers
to the supplemental video. Our method accurately captures
frictional interactions between the gripper and the T-shirt,
enabling smooth task execution. The T-shirt undergoes two



TABLE I: Simulation statistics. Runtime is measured as the
simulation time in milliseconds per time step. Since the total
number of DoFs in the system, nv , varies as particles move
through space, activating different grid nodes, we report the
average nv over the entire simulation. We also provide the
average and maximum number of contact points registered
throughout the simulation as well as the total particle count.
For the cloth simulation, we sample a particle at each mesh
vertex and at the centroid of each triangle face, following
the approach of [21].

Example h[m] # of
Particles nv

∆t
[ms] N Runtime

[ms]
Contacts

Avg. (Max)

Dough Rolling 0.02 5,920 2,229.1 10 10 21.7 17.8 (101)

Box Bagging 1/64 2,582 2,974.7 5 10 45.3 19.6 (45)

Laundry 1/128 14,904 17,296.1 5 5 18.9 163.4 (617)

T-shirt Folding 1/128 12,160 8,299.6 2 4 21.5 533.8 (1,307)

Shake 0.01 3,456 1,576.0 0.1 10 231.1 571.1 (576)

folds, resulting in up to eight stacked layers. Our approach
effectively handles cloth self-collisions and rigid-MPM in-
teractions, preventing cloth self-penetration throughout the
simulation. This ensures the T-shirt is successfully unfolded
without artifacts, showing the robustness of our method.

VII. LIMITATIONS AND FUTURE WORK

Weak coupling: Our weak coupling approach enables
broader material choices and efficient GPU parallelization,
but it requires smaller time steps when there is a large mass
ratio between rigid bodies and MPM bodies, as observed in
Section VI-A. Developing a strong coupling formulation that
maintains parallelization efficiency for applications like high-
frequency vibro-tactile feedback remains an active research
direction for the authors.

Explicit integration: As a consequence of explicitly in-
tegrating the MPM free motion solve (Eq. (6)), our method
requires sufficient substeps to meet the stability criteria of
explicit integration for MPM elastic forces. For example, in
the stress test scenario described in Section VI-A, we use
substeps as small as 0.01 ms to maintain stability. This con-
trasts with [10], where the scheme is unconditionally stable
regardless of the time step size. However, we believe this
trade-off of introducing an additional parameter to control
substeps is justified by the significant performance gains,
enabling interactive-rate simulations.

Linear convergence: As shown in Fig. 4, our quasi-
Newton solver exhibits linear convergence. Consequently,
the speedup compared to [10] is less pronounced when
problem (8) is solved to very tight tolerances, as [10] uses
Newton’s method, which achieves quadratic convergence.
However, as demonstrated in Section VI-B, the dynamics
of our simulation are largely insensitive to the tolerance εr,
and we generally find that a loose tolerance of εr = 5×10−2

is sufficient for most manipulation tasks.
Discrete contact detection: Similar to [11] and [10], we

employ discrete collision detection at each substep, where
the rigid body’s position is fixed at the beginning of the

time step. This approach introduces the possibility that a
rigid body may pass through a thin layer of MPM particles
within a single time step without registering a contact. This
effect is particularly pronounced in cloth simulations, where
penetration can significantly alter subsequent dynamics. To
mitigate this issue, we use a smaller time step size of 2 ms in
Section VI-E. Developing a more principled solution to this
problem, such as incorporating continuous collision detection
(CCD), remains an avenue for future work.

APPENDIX

We show that Algorithm 1 converges globally with at least
linear rate. This follows immediately from the next lemma.

Lemma 1: Let f : Rn → R be µ-strongly convex, and
consider the quasi-Newton iterations with Hessian approx-
imations H(v) performed using exact line search from an
initial point v0. Define the sublevel set

S(v0) = {v ∈ Rn : f(v) ≤ f(v0)}.

Assume that for all v ∈ S(v0) the approximation H(v)
is symmetric positive definite (SPD) with condition number
bounded above by σ, and that ∇f is locally Lipschitz with
Lipschitz constant L. Then the iterates converge to the unique
minimizer v∗ of f , with the error bound

f(vm)− f(v∗) ≤
(
1− µ

σ2L

)m[
f(v0)− f(v∗)

]
(11)

for all iterations m ≥ 0. Furthermore,

∥vm − v∗∥ ≤ Cρm (12)

for some C > 0 and 0 < ρ < 1.
Proof: The proof for (11) can be found in Appendix E

of [7], where the result is derived using the Polyak inequality.
Using µ-strong convexity of f around v∗, we get

∥vm − v∗∥2 ≤
µ

2

[
f(vm)− f(v∗)

]
.

Taking square roots and applying (11) completes the proof.

Theorem 1: Algorithm 1 is globally convergent with at
least a linear rate.

Proof: Recall the objective function in problem (8)

ℓp(v) =
1

2
∥v − v∗∥2M + ℓc(vc).

∇ℓp is locally Lipschitz since ℓp is continuously differen-
tiable. In addition, Since M is diagonal and SPD and ℓc is
convex, the Hessian Ĥ of ℓp is SPD. Therefore, its block-
diagonal approximation H is also SPD. Thus, by applying
Lemma 1, the result follows.
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