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A Additional Dataset Details

Figure A.1: Examples of satellite images in the full 437k dataset (each with different taxonomies),
used for CLIP fine-tuning.

Figure A.2: Examples of satellite images in the 80k training and 4k validation dataset (each with
same taxonomies), used for AVS validation and to generate score maps for VLM fine-tuning.

In this section, we provide more details about our Autonomous Visual Search (AVS) dataset com-
position and generation process, in addition to the information provided in Sec 4. Our taxonomic
location dataset contains 437k non-overlapping satellite images, each with multiple coordinates of
different taxonomic targets (Fig. A.1). More specifically, this dataset contains 2.7M satellite-image
to taxonomy pairs [1], which can be used directly to fine-tune our satellite image encoder. After fur-
ther processing, we eventually obtain 4k validation images that each contain between 3-20 counts of
the same taxonomy per image. We convert the remaining images with 3-20 counts of taxonomic tar-
gets into 80k score maps, which are used to fine-tune our VLM baselines and to train our RL policy.
Examples of these same-taxonomy satellite images can be seen in Fig. A.2. Each of these Sentinel-2
level 2A satellite images [2] has a resolution of 10m and covers approximately 2.56kmx2.56km of
land mass.
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A.1 Dataset Composition

We visualize the spatial distribution of our dataset in Fig. A.3, where the color intensity reflects the
taxonomy counts in each cell (1° latitude x 1° longitude). Despite filtering our dataset to cater to
our AVS task, our 80k and 4k dataset subsets still appear visually representative of the original 473k
dataset distribution.

437k Full Train Dataset [1] 80k Train (Red) & 4k Validation (Blue) Dataset

Figure A.3: Geographic coverage of datasets used in training and validation.

A.2 Taxonomic Statistics

We visualize the distribution of the taxonomy counts for the training and validation datasets in
Fig. A.4. We note a natural decreasing trend in the number of same-taxonomy targets within the
2.56km x2.56km of land mass covered by each image. Overall, the average number of taxonomic
counts per image for our 80Kk training and 4k validation datasets are 4.6+2.6 and 3.13-1.1 respec-
tively. This results in a very sparse target distribution per image, which makes our AVS task more
challenging given a budget constraint.
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Figure A.4: Histogram counts for 80k Train (Red) & 4k Validation (Blue) Dataset

In addition, we visualized the break down of the taxonomy categories of both the 80k training
dataset (Table A.1) and the 4k validation dataset (Table A.2). This distribution is similar to the
original distribution from the iNaturalist 2021 challenge where this dataset originates from [3].

A.3 Score Map Generation

We generate our 80k training score masks using a custom process because our AVS dataset only
includes point locations, and conversion to segmentation masks with likelihood scores is non-trivial.
This is done in two stages, using the same-taxonomy satellite images that are not used in the 4k
validation set. First, we use GSNet [4], an open-vocabulary semantic segmentation model, to obtain
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Table A.1: Taxonomy Distribution (80k) Table A.2: Taxonomy Distribution (4k)

Category Count  Relative Percentage (%) Category Count  Relative Percentage (%)
Plants 166913 454 Plants 6798 51.0
Insects 109247 29.7 Insects 2254 16.9
Birds 42756 11.6 Birds 2338 17.5
Fungi 9830 2.7 Fungi 331 2.5
Reptiles 12828 3.5 Reptiles 561 42
Mammals 4109 1.1 Mammals 125 0.9
Ray-finned Fishes 6094 1.7 Ray-finned Fishes 239 1.8
Amphibians 8764 24 Amphibians 246 1.8
Mollusks 1674 0.5 Mollusks 75 0.6
Arachnids 3651 1.0 Arachnids 149 1.1
Animalia 1785 0.5 Animalia 218 1.6

USER: “Can you help me locate where the Capybara
(Hydrochoerus hydrochaeris) might be found in this image?”

GPT: “The satellite image reveals a landscape comprising vegetation, water
bodies, and barren areas. The Capybara, known as the world's largest rodent,
thrives in environments abundant with both water and vegetation, as these

areas provide ample food supply and habitat. The species is typically found

near water bodies such as rivers, lakes, and marshes, where they can readily

graze and evade predators. Water areas and adjacent vegetative regions are

optimal for hosting Capybaras, while barren lands are unlikely to be suitable
4 due to the lack of water and vegetation.”

Figure A.5: (1) Satellite map where Capybaras can be found. (2) Score map of where Capybaras are
likely to be found, used for fine-tuning VLM baselines and training RL policy. (3-4) Question and
answer pair, used to fine-tune VLMs such as LISA [7].

label maps of the low-resolution Sentinel-2 images based on broad landmark names (i.e. Urban,
Water, Vegetation, Barren). Since GSNet has been pretrained on a diverse set of satellite images
with varying spatial resolution, we fine-tune it with the FLAIR semantic segmentation dataset [5] to
enhance its segmentation abilities specifically for low-resolution images. However, despite the high-
quality segmentation masks, mislabeling commonly occurs. Hence, we use GPT4o [6], augmented
with human-labeled examples, to rectify the wrong labels. We then use GPT40 again to score
the masks based on the likelihood of finding the specified taxonomies per image. It concurrently
generates a conversation that explains the rationale for why certain landmarks are more suitable for
the specified taxonomies, and less so for others. After filtering erroneous GPT40 generations, we
are left with 80k score maps for each taxonomic-image pair. A full example can be seen in Fig. A.5.
The prompts used for relabeling and scoring by GPT4o0 is shown in Appendix E.1.

B Additional Search-TTA Details

In this section, we provide more details of the Search-TTA framework, to supplement the informa-
tion in Section 5. We elaborate on how Search-TTA generates and periodically updates the proba-
bility distribution outputs that serve as a strong prior to the RL search planner.

B.1 Qualitative Analysis

We provide snapshots of AVS with the RL planner to provide a better understanding of how it
works. In Fig. B.1, the RL planner begins with an initial prior generated by the satellite image CLIP
encoder, which represents the probability distribution of where Marmots (Mammalia Rodentia Sci-
uridae Marmota) can be found. The Search-TTA significantly improves the probability distribution
outputs in the associated region where the first target is found. This steers the RL planner to expoit
the high probability region to locate all of the targets within 119 steps. Without TTA, the probability
distribution is static and the RL planner takes 230 steps before locating all marmots.
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Figure B.1: (1) Ground image of a Marmot. (2) Satellite image where marmots can be found. (3)
Initial probability output. (4) TTA significantly increases probability values in region where the first
Marmot is found. (5) Improved priors leads to efficient search. (6) Inefficient search without TTA.

B.2 Algorithm

We provide a pseudo-code to illustrate the entire pipeline of the Search-TTA framework using the
RL planner (algorithm 1).

Algorithm 1: The Search-TTA Framework (with RL Search Policy)

Input: Satellite-image encoder fy; Ground-image encoder h,; Search policy 74,
Satellite image s, Ground image g, Budget B
Initialize: 0 < Opasc, step t = 0, measurements O = [0, ..., 0], grid map M = (n X n), pos,;; = 4
// --- Generate Probability Distribution ---
z 4 fo(s),y < hy(g):
P + cosineSim(z, y);
r < kmeans(z);
while 1 < B do
// --- Generate Action ---
ag ~ 7T¢(' ‘ 0t7P);
St41 ~ T(og, ar);
// --- Collect Measurements ---—
d < Observe(os+1);
O < Update(O, d);
// --- Perform TTA ---
for every k steps do
0 0base;
Y = Ymin + (t/n2) : ('Ymax - 'Ymin);
Oneg,i < min (B (0, /L)Y, 1);
L(X) =327, apos,i - log A(:) — [ ; Oneg.i - A(@) dz, where P~ \;
080+~ -VoL(N);

B.3 Training details for Satellite Image Encoder

We fine-tune our satellite image encoder [8] with the hyperparameters in Table B.1. This was per-
formed using two NVIDIA A6000 GPUs, which took 3 epochs (3.5 days) before convergence (low-
est CLIP validation score). During fine-tuning, we keep our BioCLIP [9] model frozen.

B.4 Kmeans Clustering

We rely on Kmeans clustering of the satellite image encoder output to obtain clusters of embed-
dings that are deemed semantically similar by CLIP [10]. We determine the best k by taking the
average of the silhouette score criterion [11] and the elbow criterion [12]. The silhouette score
measures clustering quality by contrasting each satellite patch feature’s average distance to its
own cluster with the closest alternative cluster. On the other hand, the elbow method charts the
within-cluster sum-of-squares across candidate k values and pinpoints where additional clusters
yield only marginal variance reduction. Combining both methods balances the silhouette score’s
tendency to favor fewer clusters with the elbow method’s subjectivity based on a ’knee’ point. In
practice, we set the max averaged k to be 4 based on the approximate number of possible broad
semantic landmarks, should the elbow method overestimates & too significantly.
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Table B.1: Training Hyperparameters (Satellite Image Encoder)

Hyperparameter Value

Batch Size 32

Learning Rate le-4

Learning Rate Schedule min le-6 (Cosine Annealing)
Temperature (7) 0.07

Optimizer AdamW

Optimizer (0.9, 0.98)

Optimizer € le-6

Accumulate Grad batches 64

Projection Dimension 512

Ground Image Encoder ViT-B/16 (BioCLIP [9])
Satellite Image Encoder ViT-L/14@336px (CLIP [8])

Table B.2: Effect of SPPP Weighting Coefficient on Targets Found (%) 1

Parameters B =256 B =384
B ¥ All Bot. 5% Bot. 1% All Bot. 5% Bot. 1%
Yo 3 58.0 33.8 25.6 76.9 58.2 51.2
Yo 4 58.0 324 24.6 76.5 59.5 54.4
Yo 1 57.6 31.8 254 76.0 56.0 52.7
Yo 0 57.2 29.8 19.4 75.8 54.4 44.2
1 2 57.1 30.2 24.2 75.3 51.8 46.8
Yo 2 58.1 34.1 29.1 76.1 56.0 50.8

B.5 Varying SPPP-based Online Adaptation Hyperparameters

We perform grid search to determine the optimal hyperparameters for our negative weighting coef-
ficient aipegi = min (8 (O,./L,)", 1), where O, is the number of patches observed in region r and
L, is the number of patches in that region. [ balances the relative weightage between positive and
negative measurements in the loss function, while ~ scales the weightage of negative measurements
given the same amount of region explored. We summarize our results in Table B.2. When we re-
move the negative weighting coefficient (7 = 0), we observe one of the poorest performance (2nd
from the bottom). This is because all negative samples are weighted equally heavily even at the start
of AVS, causing premature collapsing of probability distribution modes. Hence, this highlights the
importance of our uncertainty weighting scheme. In addition, if we remove the relative weighting
factor (5 = 0), we note the worse performance possibly due to over-penalizing negative measure-
ments. Lastly, we note that v = 3 yields the best performance, which is on-par with LISA when
B = 384, unlike our reported values with v = 2 (second best).

In order to achieve stable updates to the output probabiltiy distribution, we reset the satellite encoder
weights back to the base weights before running TTA updates. During TTA updates, we use the
Adam optimizer, and employ a learning rate schedule that increasing our learning rate from le-6
to le-5 depending on how much of the search space has been covered. This learning rate schedule
allows the model to learn more effectively when more measurements are collected [13].

C Additional Baseline Details

In this section, we provide additional information on how we set up our baselines for fair compari-
son, on top of the details provided in Section 6.

C.1 Planner Baselines

We compare Search-TTA with an Attention-based Reinforcement Learning (RL) planner [14] and a
greedy Information Surfing (IS) planner [15]. The RL planner is non-myopic in nature as it learns
dependencies at multiple spatial scales across the entire search domain. This allows agents to bal-
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Impact of TTA across 5% Percentile Bins (256 steps)

RL Planner
6 x IS Planner
RL Trendline

----- IS Trendline

Targets Found [With TTA - Without TTA] (%)

x

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75 80 85 90 95 100
Percentile (%)

Figure C.1: Performance difference (due to TTA) for RL (blue) and IS (red) planners at 256 steps.

ance trade-offs between short-term exploitation and long-term exploration given the probability dis-
tribution map. On the other hand, the IS planner drives agents in the direction of the derivative of
the information map to maximize short-term gains. Such an approach tends to be greedy in nature
and may suffer from overexploitation of local maxima. By design, the RL planner allows movement
to all eight neighboring cells, while the IS planner is limited to the four cardinal directions. Note
that we do not intend to compare the performance between RL and IS, but rather how test-time
adaptation improves each of the planners independently.

RL Policy Training: We train our RL planner’s attention-based neural network using the soft actor-
critic (SAC) algorithm [16], which learns a policy by maximizing return while maximizing entropy.

T

= argmaXE(ot’at)[Z v (e + aH(m (o)), (C.1)
t—0

where H denotes entropy, 7* the optimal policy, v the discount factor, and « the adaptive temper-
ature term. We utilize a subset of the score maps of varying probability distributions from Sec A.3
to pre-train our RL policy. Similar to [14, 17], we define the viewpoints ¢ in the search domain M
as graph vertices, each connected via edges to its adjacent (< 8) neighbors. In addition to positional
information, each of these nodes are augmented with the agent’s visitation history and scores from
Search-TTA’s output probability distribution. This graph can then be used as the RL agent’s observa-
tion to output a stochastic policy g (at|o?). Our reward function penalizes distance travelled while
incentivizes agents to to travel to high probability regions. We find that adding rewards for targets
found causes the planner to generate inefficient routes, possibly due to the sparse target distributions
that may provide confusing reward signals. We train our policy using an AMD Ryzen threadripper
3970x and four NVIDIA A5000 GPUs, which took 20k episodes (80 hours) to converge.

Bottom Percentile Comparison: To determine Search-TTA’s effectiveness given poor CLIP pre-
dictions, we break down the percentage of targets found into the bottom 5% and 1% percentiles.
We measure the quality of CLIP predictions by taking the average scores of the pixels where the
targets are located on the predicted score map, and deem a CLIP prediction to be poor if most tar-
gets are located in the lowest-scoring regions. We then plot the performance gains (due to TTA) for
both RL and IS planners for both 256 (Fig. C.1) and 384 steps (Fig. C.2), given bins of 5-percentile
increments. Note that the logarithmic trendlines fit the datapoints well, indicating that the perfor-
mance difference is most significant at the bottom percentiles. This illustrates how Search-TTA is
particularly effective in the low percentile range.
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Impact of TTA across 5% Percentile Bins (384 steps)
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Figure C.2: Performance difference (due to TTA) for RL (blue) and IS (red) planners at 384 steps.

Table C.1: Scaling up Dataset Size for VLM (LISA [7]) Fine-tuning - 384 Steps

Frameworks Found (%) 1 Explored (%) 1 St (Start) | St Mid) | St (Last) |
LISA (80k) 76.9 66.1 105.0 123.0 263.3
LISA (55k) 76.8 66.1 106.2 124.1 263.5
LISA (24k) 75.9 66.2 111.0 128.2 266.0

LISA (no fine-tune) 72.6 64.8 108.8 126.1 258.5

C.2 VLM Baselines

We evaluate the effectiveness of Search-TTA’s CLIP vision backbone by replacing it with different
state-of-the-art VLMs. Most of these VLMs comprise a reasoning module (e.g. LLaVA [18] or
Qwen2-VL [19]) that processes image and text inputs to output reasoning embeddings. These em-
beddings are then passed into segmentation modules such as SAM [20] to generate the appropriate
masks. LISA [7] (we use LISA-7B) connects and fine-tunes LLaVA and SAM modules in an end-to-
end manner. Unlike the original setup where LISA is trained on binary masks, we directly fine-tune
LISA with the 80k score maps (with text-based question-answer) from our custom training dataset.
In addition, we remove the final threshold layer in the SAM module to output continuous score dis-
tributions. On the other hand, LLM-Seg [21] (which uses LLaVA-7B) decouples the modules by
initially assigning SAM the task of producing mask proposals, which are then evaluated and chosen
by LLaVA. Unlike LISA, since there are no straightforward methods to fine-tune LLM-Seg with
continuous score maps directly, we apply a binary threshold to our score maps for training (without
text-based question-answer). We also incorporate the scores generated by LLM-Seg into all binary
mask proposals to output a score map. Lastly, we introduce two fully decoupled baselines that output
landmark names and scores from LLaVA-13B and Qwen2-VL-7B. These landmark names are then
fed as input into GroundedSAM [22] to generate segmentation masks, which are then aggregated
with the VLM’s per-region scores to obtain score masks. Note that unlike LISA and LLM-Seg, we
do not fine-tune LLaVA and Qwen2-VL. The prompts used are shown in Appendix E.2.

Scaling Up VLM Training Dataset: To justify the score map dataset size of 80k, we experi-
ment with varying the amount of training data used to fine-tune our strongest vision model baseline
(LISA-7B) . As seen from Table C.1, scaling up the dataset generally improves search performance.
However, we note that the performance gain becomes marginal when we scale our dataset from 55k
to 80k. This indicates generating additional data may not yield further performance gain. Hence, it
is a reasonable choice to stop at a dataset size of 80k (also due to the cost of running GPT40). Note
that the steps taken to find the last target are not indicative of search performance, as we do not take
the average of steps taken for episodes where the last target is not found.
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Table C.2: Scaling Up Dataset Size for CLIP Fine-tuning - Targets Found (%) 1

Dataset B =256 B =384

Type Size TTA All Bot. 5% Bot. 1% All Bot. 5% Bot. 1%
Full 473k Y 58.1 34.1 29.1 76.1 56.0 50.8
Full 473k N 57.0 27.8 19.4 75.3 50.1 44.0
Half 200k Y 56.5 26.0 22.1 75.0 49.6 48.0
Half 200k N 55.6 21.7 13.6 74.3 42.5 26.3
AVS Only 80k Y 53.7 35.0 30.1 73.7 60.2 61.6
AVS Only 80k N 52.8 21.7 14.4 72.1 41.9 37.7
No fine-tune Y 48.8 244 20.9 66.2 513 39.7
No fine-tune N 477 18.4 10.0 68.0 39.6 28.5

Scaling Up CLIP Dataset: We measure the performance of our satellite image CLIP encoder fine-
tuned with data sets of different sizes in Table C.2, to justify why we choose to use the full data set of
473k images. In particular, we fine-tune CLIP with images from the full 437k dataset (that contains
out-of-domain taxonomies), from the 80k AVS dataset (used to generate score maps for VLM fine-
tuning), the 200k dataset downsampled from the full dataset. In addition, we conduct a study in
which we do not fine-tune the CLIP model at all. We note an increasing trend in search performance
as we scale the dataset. Despite the 473k dataset containing out-of-domain taxonomies, we end
up choosing it to allow for fairer comparison with our VLM baselines. This is because the VLMs
have the added advantages of using CLIP as a foundation and also being pretrained on much larger
datasets. In addition, our results indicate that TTA improves search performance for CLIP models
trained on all dataset sizes, highlighting the versatility of TTA across different configurations.

C.3 AVS Framework Baselines

We evaluate the effectiveness of the Search-TTA framework by comparing its performance with ex-
isting AVS baselines in the remote sensing domain. Similar to our setup, VAS [23] and PSVAS [24]
models an AVS problem where an agent, guided by aerial imagery and operating under a fixed query
budget, aims to maximize the number of targets found. VAS utilizes end-to-end reinforcement learn-
ing to co-train a feature extraction network and a policy network. The detection results gathered
during the search process are then piped back into the feature extraction network for prediction up-
dates. On the other hand, PSVAS decouples its prediction module from its policy network. PSVAS
pretrains its prediction module using supervised learning, and jointly optimizes both modules using
reinforcement learning. During test-time, it uses detection results from the search process to directly
update the weights of their prediction module. Note that their vision backbones (ResNet [25]) are
not foundation models and must be trained on specific classes. In addition, both methods do not
perform realistic path planning, but instead allow for querying of non-adjacent cells (i.e. teleport-
ing). For fair comparison. we retain their ability to choose where it wants to query, but also perform
Djikstra path planning to consider the cells on-route to their query locations. We weigh our Djikstra
cost function with a combination of factors, which aims to minimize distance, maximize travelling
along paths of high probability (output from their vision module), and avoiding visited cells.

D Additional Experiments and Analysis

In this section, we provide information on the additional experiments we conducted, to supplement
the information in Section 6. Unless stated otherwise, we conduct all experiments on the 4k valida-
tion dataset, discretize the search space to 24 x24 grids, and perform TTA updates every 20 steps.
In addition, we randomize the agent’s starting point for each episode but keep it consistent across
baselines.
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Table D.1: Comparing Against Prompt Learning - Targets Found (%) 1

Method LR In.ference B =256 B =384
Time (s)
All Bot. 5% Bot. 1% All Bot. 5% Bot. 1%
Weights (Ours) (le-6, le-5) 0.15 58.1 34.1 29.1 76.1 56.0 50.8
Prompt [26] (le-3, le-2) 0.05 57.3 38.6 28.0 754 60.3 40.8
No TTA - - 57.0 27.8 19.4 75.3 50.1 44.0

Table D.2: Comparing Against Text-Based TTA (384 Steps) - RMSE (%) |

Aves Charadriiformes (Shorebirds)

Method TTA Type
First (0%) Quartile Mid (50%) Quartile Last (100%)
(25%) (75%)
CLIP SPPP 59.2 58.4 57.0 533 50.4
- 59.2 59.2 59.2 59.2 59.2
Qwen2+GroundedSAM Text 62.4 62.6 60.2 61.6 60.9
[19, 22] - 62.4 62.4 62.4 62.4 62.4
LLaVA+GroundedSAM Text 59.8 59.8 60.2 58.6 62.0
[18, 22] - 59.8 59.8 59.8 59.8 59.8

D.1 Varying TTA Methodologies

Prompt Learning: We compare our approach to prompt learning [26], where we perform gradient
updates on our satellite image prompt instead of our model weights. From Table D.1, we noticed
that a different learning rate range works better for prompt learning, likely due to the number of
parameters that are updated during backpropogation as observed in [27]. For fair comparison, we
use the same hardware (1x NVIDIA A5000 GPU) to log the inference time. From our results, we
observe that weights fine-tuning achieves better averaged performance but has a slower inference
time. While the number of parameters updated for prompt learning is significantly less, we only
observe three times faster in inference speed likely due to overheads with PyTorch’s computational
graphs. We leave comparison with other fine-tuning methods such as LoRA [28] to future works.

Text-based TTA: We study the effect of an alternative text-based TTA strategy aside from our
SPPP-based strategy. Instead of integrating the VLMs into our Search-TTA framework which may
be time-consuming to test, we design a simple experiment using the region-based statistics logged
during our Search-TTA’s search process (for Aves Charadriiformes | Shorebirds). For each region
defined by kmeans clustering, we logged the number of targets found and the ratio of the number
of patches explored, at the 25%, 50%, 75%, and 100% search checkpoints. We pass these statistics,
along with their initial landmark and score predictions (at 0% checkpoint), into the VLM and prompt
them to reconsider their predictions. From Table D.2, we note the inconsistency in RMSE values
throughout the different checkpoints, in constrast to the consistent improvements made with our
SPPP-based strategy. This highlights the importance of a principled approach to TTA to achieve
consistent results. We share the prompt design in Appendix E.2.

D.2 Additional Baseline Comparisons

Search-TTA with Larger Budget: In addition to the experimental results presented in Sec. 6.1
(where B = 256), we present results for 5 = 384 in Table D.3. Similarly, our results show a general
improvement in percentage targets found (especially in the bottom percentile), speed of locating tar-
gets, and quality of score maps generated (as measurements are collected during the search process).
This highlights Search-TTA’s consistency in improving search performance.

Varying Vision Model: The results in Sec. 6.2 (Table 2) present us with a few more insights. As
shown in Table B.2, Search-TTA with 8 = 1/9 and v = 3 can outperform LISA even when B = 384.
Furthermore, we note the significantly longer inference speed for the Qwen2-VL+GroundedSAM
and LLaVA+GroundedSAM baselines. This is because, unlike the other VLMs, Qwen2-VL and
LLaVA are required to output landmark names and scores in text, which involves significantly more
token generation compared to the custom [SEG] token used in LISA and LLM-Seg. LLaVA is
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Figure D.1: (1) Ground image of a Monitor Lizard. (2) Satellite image where Monitor Lizards can
be found. (3) Initial CLIP probability output. (4) TTA significantly increases probability values
in urban region where the two lizards were found, while decreasing probability values in the forest
where negative measurements were taken. (5) Improved priors leads to efficient search. (6) LISA [7]
VLM output probability distribution with higher scores for the forest region, but is unable to perform
online adaptation when no targets were found for a prolonged period.

Table D.3: Evaluating effects of TTA on different planners (CLIP Vision Backbone), B = 384

Planner Type Found (%) 1 Steps To Target, ST | RMSE (%) | Explored 1
All Bot. 5%  Bot. 1% First Mid Last First Mid  Last

RL (TTA) [17] 76.1 56.0 50.8 100.8 1179 2552 459 470 535 65.7

RL (no TTA) [17] 753 50.1 44.0 1022 1200 2569 459 459 459 65.7

IS (TTA) [15] 71.8 45.2 349 112.7 131.0 2627 459 473 534 60.3

IS (no TTA) [15] 70.2 39.9 32.7 1143 1314 2613 459 459 459 60.3

Lawnmower [29] 71.5 - - 148.3 2454  297.7 - - - 66.8

Table D.4: Comparing AVS frameworks (Animalia Chordata Reptilia Squamata)

F B =256 B =384
rameworks
Found Explored St St St Found Explored St St St

(%) (%) (Start) (Mid) (Last) (%) (%) (Start) (Mid) (Last)
CLIP+RL (TTA) 55.7 44.4 74.8 82.5 156.8 72.7 66.0 94.8 107.3 248.8
CLIP+RL (no TTA) 525 444 83.4 89.1 161.1 72.5 65.8 100.8 117.6 267.5
PSVAS [24] 473 43.1 83.7 174.3 251.0 70.0 62.1 109.0 235.0 319.9
VAS [23] 46.8 44.1 75.5 165.7 199.8 68.5 64.6 89.3 192.6 257.7
Lawnmower [29] 435 44.6 116.0 163.8 170.6 71.4 66.8 149.1 237.1 286.8

slower compared to Qwen2-VL because we use a LLaVA-13B model compared to the Qwen2-VL-
7B model. Note that we take all inference speed measurements on a single NVIDIA A5000 GPU.

In addition, we provide snapshots of Search-TTA and LISA to compare their performance when
searching for Monitor Lizards (reptilia Aquamata Varanidae). From Figure D.1, we can see that
Search-TTA significantly increases probability values in the urban region and decreases proaba-
bility values in the forest region after collecting positive and negative samples respectively. This
results in a more efficient search (4 targets found). In contrast, LISA over-exploits its initial belief
where Monitor Lizards are more likely to be found in the forest region, and is unable to correct its
probability distribution despite many negative measurements (only 2 targets found).

AVS Baseline: In addition to the experimental results presented in Sec. 6.3 (Animalia Chordata
Aves Charadriiformes), we present results for the same AVS framework baselines when searching
for Animalia Chordata Reptilia Squamata in Table D.4. Likewise, we notice the same trend where
Search-TTA outperforms almost all baselines in terms of percentage targets found and steps taken
to locate targets. This highlights Search-TTA’s versatility, given that it is able to outperform AVS
baselines (pretrained on specific taxonomies) with just a single model.

Experimental Validation: In addition to the details for our AVS hardware-in-the-loop experiments
described in Sec 6., we also rescale our Yosemite Valley simulated environment from 865m x 865m
to 280m x 280m. This is due to the crazyflie’s limited flight time of 5 minutes. We position 3D
bear models according to the approximate locations of sightings recorded on iNaturalist [3] from
2020 to date. The simulated drone flies at an altitude of 30m and is equipped with a 90° FOV
camera mounted on a gimbal (tilted at 30° to achieve better bear detection rates). We conduct both
experiments, with and without TTA, using B = 300s (traveled 2058m and 2062m respectively).
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245 E.1 Score Map Generation Prompts
GPT4o0 Relabelling Prom
You are an AI visual assistant that can analyze a single satellite image that is very zoomed out
(covering around 2 km over the width and 2 km over the height of the image). You are given the
bounding box of the segmentaions of different regions, represented as (x1, yl, x2, y2) with floating
numbers ranging from O to 1. These values correspond to the top-left x, top-left y, bottom-right x,
and bottom-right y. These values correspond to the x and y coordinates. x-coordinates increase from
left to right, and y-coordinates increase from top to bottom. The closer the instance is to the top
edge, the smaller the y-coordinate. Assume that pointl [0, O] is at the upper left, and point2 [1, 1]
is at the bottom right.
The image contains different regions defined by bounding boxes. In the input data the regions are
numbered from O to 3. The region names are: "Urban Area", "Barren", "Water", "Vegetation". Your task
is to verify if the region inside the bounding box seems correct as seen in the image. Generate a
conversation between yourself (the AI assistant) and a user asking about the photo. Verify the region
names for each region given in the input data and tell me if it's name matches visually as seen from
the image. When a region is incorrect then also remap the region name to the correct landmark name.
Your responses should be in the tone of an AI that is "seeing" the image and answering accordingly.
When using all the provided information, directly generate the conversation. Always answer as if you
are directly looking at the image.
Mapping:
{
"Region 0": "Urban Area",
"Region 1": "Barren",
"Region 2": "Water",
"Region 3": "Vegetation"
}
You must return your response in the JSON format:
{
"conversation": [
{
"from": "human",
"sat_key": sat_key,
"taxonomy": taxonomy,
1,
{
"from": "gpt",
"landmarks": {
"Region i": "Correct/Incorrect",
"Region j": "Correct/Incorrect",
"Region k": "Correct/Incorrect",
1,
"corrected_landmarks": {
"Region i": {
"name": "Urban Area/Barren/Water/Vegetation",
1},
"Region j": {
"name": "Urban Area/Barren/Water/Vegetation",
1,
"Region k": {
"name": "Urban Area/Barren/Water/Vegetation",
},
}
}
]
}
{Examples}
{Input_Data}
Double check if the region names are correct. In the answer if the region name seems incorrect then
remap it to the correct landmark name, else leave it as it is. Once again, please output your
response in the JSON format only.
246
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247

GP

oring Prompt

You are an AI visual assistant that can analyze a single satellite image that is very zoomed out
(covering around 2 km over the width and 2 km over the height of the image). A specific animal/plant
location within the image is given, along with detailed coordinates. The locations are in the form of
coordinates, represented as (x,y) with floating numbers ranging from O to 1. These values correspond
to the x and y coordinates. x-coordinates increase from left to right, and y-coordinates increase
from top to bottom. The closer the instance is to the top edge, the smaller the y-coordinate. Assume
that pointl [0, 0] is at the upper left, and point2 [1, 1] is at the bottom right.

You are also given the name of the animal/plant as taxonomy. Along with the exact coordinates in the
image, you are also given the bounding box of the area where the animal/plant was found, represented
as (x1, y1, x2, y2) with floating numbers ranging from O to 1. These values correspond to the
top-left x, top-left y, bottom-right x, and bottom-right y. The values follow the same format as the
coordinates.

The image contains different landmarks defined by bounding boxes. If a coordinate lies inside a
particular bounding box and that bounding box belongs to a specific landmark, that means the
animal/plant was found in that landmark. Your task is to generate a conversation between yourself
(the AI assistant) and a user asking about the photo. Your responses should be in the tone of an AI
that is "seeing" the image and answering accordingly. Using the image, taxonomy, coordinates, and
bounding box information, provide a score for each landmark and a detailed explanation of where the
animal/plant could be found among those landmarks based on the landmark semantics from the image. Add
a simple question in the conversation, asking about where to find the particular animal/plant in the
image (use common name as well as taxonomy for question).

Given the explanation, evaluate a score based on the likelihood of finding the queried animal/plant
in each landmark. The length of the 'landmarks' list must match the length of the 'score' list.
Probability scores must range between 0.0 and 1.0. It is acceptable for multiple consecutive
landmarks to have the same scores. For example, a frog may have the same score for both water and
land-type landmarks. Scores can be any value between 0.0 and 1.0, such as 0.1, 0.3, 0.5, 0.7, or 0.9.
You must be more conservative, where if you are not sure, you should assign a lower score. If the
animals cannot exist inside this landmark, please assign a score of 0.0. For example, a land animal
or a non-aquatic plant cannot live inside the water body.

The scoring system is defined as follows:

: Almost guaranteed to find the animal in the landmark

: Very likely to find the animal in the landmark

: Likely to find the animal in the landmark

: Unlikely to find the animal in the landmark

: Very unlikely to find the animal in the landmark
Almost impossible to find the animal in the landmark

O OO0 OoOR
O N OO

You must answer with an explanation, landmarks, and scores for each region. Score the area of a
particular region not only based on the number of targets actually present but also using the
semantic information of the region. Provide a detailed explanation for your scoring, describing the
relationship between the region's semantics and the animal/plant.

When using all the provided information, directly generate the conversation. Always answer as if you
are directly looking at the image. Do not mention bounding box or region numbers explicitly, instead
use the assigned landmark names. Only output the landmark name, not the landmark coordinates. Your
answer may include multiple landmark types. It is acceptable for multiple consecutive landmarks to
have the same scores.

You must return your response in the JSON format:

{
"conversation": [

{
"from": "human",
"sat_key": sat_key,
"taxonomy": taxonomy,
""common_name": common_name,
"question": question using taxonomy,

},

{

"from": "gpt",

"explanation": answer,

"landmarks": {
"landmarkl": {

"score": score,

3},

"landmark2": {
"score": score,

},

"landmark3": {
"score": score,

12
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}
{Examples}
{Input_Data}

Once again, please output your response in the JSON format.

E.2 VLM Baselines Prompts

Llava Inference Prompt (LLaVA+GroundedSAM Baseline)

Using the image as a reference, where can {animal} be found? Give me 1-2word high-level landmark
names where it can be found in the image. Your response will be a json object where the landmark
names are the keys and the probability of it being found in the landmark as values e.g
{{"barren_land": 0.6}}. Return just between 3 to 5 landmarks. Your response must be a single json
object enclosed in double quotes without additional text.

Llava TTA Prompt (LLaVA+GroundedSAM Baseline)

You are provided with a heat map of the satellite image earlier, region statistics showing the
percentage of the region in the satellite image that has been explored and number of {animal} found
in these regions. Region Statistics:\n{explore_info}\n Use these information to update the
probabilities of {animal} being found in the landmarks generated previously: {orig_response}. Do not
associate the region Rn with any of the landmarks, they are not related in any way. Return your
answer as a JSON object in this format: {new_dict}, where the keys are enclosed with double quotes.
Begin your answer with explanation and reasoning steps for calculating the new probability values for
{landmark_names}, then return the JSON object. You must enclose the JSON object within ~~ json tag.
e.g '''json{{"<landmark>": <new value>}} .

Qwen Inference Prompt (Qwen2+GroundedSAM Baseline)

Using the image as a reference, where can {animal} be found? Give me 1-2word high-level landmark
names where it can be found in the image. Your response will be a json object where the landmark
names are the keys and the probability of it being found in the landmark as values e.g
{{"barren_land": 0.8}}. Return just between 3 to 5 landmarks. The key should be landmark names, not
any other animals or food. Your response must be a single json object enclosed in double quotes
without additional text, and do not return the examples given as a result.

Qwen TTA Prompt (Qwen2+GroundedSAM Baseline)

You are provided with a satellite image,a heat map of the satellite image and region statistics and
tasked to use these information to come up with pairs of landmark:probabilities, where probabilites
denotes the chances of finding {animal} in the landmark. The heat map, together with region
statistics shows the percentage of the region in the satellite image that has been explored, as well
as the number of {animal} found in it. Region Statistics:\n{explore_info}\nSuppose the original
response {orig_response}, you need to use the heat map and region statistics information to come up
with the new probabilities associated with the given landmark, using the satellite image as a
reference. Do not associate regions Rn with {landmark_names}, they are not related to one another.
Return your answer in this format: {new_dict} with new probability values (between O and 1) you
calculated from the region statistics. Begin your response with explanation and reasoning steps for
calculating new values for {landmark_names}, and return a single JSON object in {new_dict} format
with the new probability values, enclosed in double quotes for the key and values. Enclose the json
object within the """ json tag. e.g json{new_dict} ~". The JSON key should be enclosed by double
quotes.

o J
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