
Appendix A Model Details

A.1 Model Sizes

Table 8: All RoMAE model sizes.

Parameter tiny-shallow tiny small base

dmodel 180 180 432 720
Nhead 3 3 6 12
Depth 2 12 12 12

Dim. feed-forward 720 720 1728 2880
Num. parameters 0.782M 4.67M 26.9M 74.7M

We define a set of model sizes for RoMAE which are based on the original BERT [14] and ViT [15]
model sizes, and are given in Table 8. The most important difference between RoMAE sizes and the
sizes of other BERT-style models is in the dmodel parameter: RoMAE adopts a different dimensionality
because of the constraints regarding Axial RoPE described in Section 3.1. Specifically, we choose
dmodel such that the same model dimensionality works up to 3 positional (axial) dimensions.

Decoder Size: Although we vary the size of the RoMAE Encoder throughout various training runs,
we always use RoMAE tiny-shallow as the decoder size when pre-training. Our choice is motivated
by MAE [23], which also uses a small and shallow decoder.

A.2 Architectural, Normalization, and Regularization Details

Here we describe the components of RoMAE in more detail, the normalization techniques we use
during various training runs and technologies we use to speed up training.

RMSNorm: RoMAE uses RMSNorm [66], which is defined as follows:

āi =
ai

RMS(a)
gi, RMS(a) =

√√√√
ω+

1

dmodel

dmodel∑

i=1

a2i (3)

where a is a sequence of embeddings, gi is a learned parameter that rescales each ai → a, and ω is
a small value added for numerical stability. Notably, RMSNorm does not centre the input a like
LayerNorm [2] does. Re-centring has been shown not to be necessary and removing it saves compute.

Patch Reconstruction: After passing all [MASK] tokens through the RoMAE decoder, we pass the
same reconstruction head over all [MASK] tokens to predict the original patch values. This head
consists of an RMSNorm followed by a linear layer W dmodel→np .

Classification Head: The classification head we use has the same structure as the patch reconstruction
head, using an RMSNorm and a linear layer W dmodel→nclasses . We place the head on top of the [CLS]
token when it is available. Otherwise we take the mean of the output embeddings and place the head
on top of this.

Stochastic Depth: In some runs we use stochastic depth [27], which is a form of dropout where
whole layers are zeroed out. Specifically, each layer lm which has depth m, has a probability ωm

Nlayers
to

be zeroed out, where ε is the probability of the final layer being zeroed out.

Mixed Precision Training: For some runs we utilize mixed precision training through PyTorch
Automatic Mixed Precision (AMP).4 When training with AMP, some operations are conducted in
a lower precision (either 16-bit brain floating-point (BF16) or 16-bit floating-point (FP16)) instead
of the usual 32-bit floating point. This speeds the model up greatly, resulting in significantly less
compute resources being used. In our experiments we found that RoMAE still converged well when
using mixed precision. We report the precision used in each run along with the hyperparameters.

Dropout: When using dropout [26], we apply it to the attention scores and to the MLP hidden layer
with the same probability.

4https://docs.pytorch.org/docs/stable/amp.html
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Label smoothing: To help reduce overfitting, label smoothing [56] prevents the model from becoming
overconfident. This is done by changing the model target labels, reducing each correct class label
from 1 to a confidence value c, and increasing all incorrect class labels from a value of 0 to a value of
(1 ↑ c)/nclasses.

Appendix B Additional Experiments and Discussion

B.1 Additional Absolute Position Reconstruction Results

0.00 0.25 0.50 0.75 1.00
Percentage to domain maximum

0

5

10

15

20
M

S
E

(0, 1000)

(0, 100)

Figure 2: RoMAE position reconstruction MSE across two positional ranges.

Here we provide an additional experiment showing how RoMAE is able to to reconstruct absolute
position across a wide range of values. To conduct the experiment, we pass only one token into
RoMAE, giving it a random position drawn from a uniform distribution U[a, b], training the model
to predict this position. We also pass in the [CLS] token. The experiment is conducted over two
domains; (0, 100) and (0, 1000). Hyperparameters and training details are discussed in Section D.5.
After training, we evaluate how well the model performs across the range of values it was trained on.
Results are plotted in Figure 2.

Discussion: We find that the model is generally able to reconstruct all position values within the
two domains tested, except when the position is close to the edges of the domain. This effect occurs
already when the domain is relatively small and worsens as it becomes larger. We also find that the
model performs better overall on the smaller domain. These results provide empirical support for
Proposition 4.2, and show how the model is able to learn to reconstruct absolute position across a
large domain. That the loss grows as the position nears the edges of the domain shows that the model
does not find solutions that generalize to out-of-distribution positions. These results also indicate that
it may be beneficial to rescale positions to be within a smaller range.

B.2 Compute Performance

Table 9: Relative speed of RoMAE when used with regular/irregular positions.

Positional Embedding Relative speed

Absolute (sin/cos) 1
RoPE (quantized) 0.98

RoPE (continuous) 0.87

We evaluate the performance of RoMAE when using different positional encoding methods, specif-
ically: absolute sin/cos [58], RoPE with integer (quantized) positions, and RoPE with continuous
positions. The workload we test on uses 2 positional dimensions for RoPE and 2D image-like inputs
to the model. Therefore, this experiment is representative of what one would encounter when using
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data such as what we have in the Tiny ImageNet experiment (Section 5.2), or in the ELAsTiCC
experiment (Section 5.4). The results, calculated on an NVIDIA 1650Ti GPU, are shown in Table 9.

Although the performance of regular quantized RoPE is not far from standard absolute positional
embeddings, when switching to continuous RoPE the model is only 87% of the original speed. This
is because we are unable to cache the RoPE frequencies between forward passes. With quantized
position on the other hand, everything can be cached once before-hand and reused. While continuous
RoPE incurs a notable performance penalty, it is not drastic. We note that other architectures
specialized in irregular time-series also suffer from this issue, e.g., ContiFormer [11] is reported
as being 6 times slower than the vanilla transformer. The performance of RoMAE could likely be
improved through a more optimized RoPE implementation. Quantizing the positions could also
address this issue in datasets where it is reasonable to do.

B.3 Extrapolation

Being a BERT-style model, RoMAE is not well suited for extrapolation. During training the
bidirectional encoder sees all tokens that lie inside the observed temporal window, therefore it never
learns an inductive bias for causal ordering or forward progress in time, and struggles with out-of-
distribution positions during inference. Recent work on causal Transformers, for example GPT-family
models equipped with RoPE [52] or exponential relative embeddings [54, 53], shows that a strictly
unidirectional attention pattern together with position embeddings that extrapolate to unseen indices
can capture temporal trends far more effectively. We argue that despite this limitation, RoMAE has a
place as a representation learning and interpolation framework, similarly to BERT in language.

B.4 Retaining Frequencies
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Figure 3: Average MSE obtained from the interpolation task using RoMAE-tiny for time-series with
a single varying frequency component. Left: MSE computed on the Fast Fourier Transform (FFT).
Right: MSE in the time domain. We generate 200 time-series per individual frequency, with 50
observed noisy points and 50 masked (interpolated) points, thus a limiting frequency of 25 according
to Nyquist-Shannon sampling theorem. Error bars show the standard deviation of the MSE obtained
for each individual frequency.

In this appendix we investigate ROMAE’s ability to retain high frequency modes in interpolation tasks.
It is known, for example as shown in References [42, 64], that neural networks can exhibit a spectral
bias, in that the networks preferentially learn low-frequency components before high-frequency
details. Examining how RoMAE reconstructs patterns at different frequencies provides insight into
whether the rotational encoding allows to capture fine-grained structure during interpolation, with
implications for understanding the inductive biases introduced by this positional encoding scheme.

To empirically assess RoMAE’s ability to reconstruct signals at different frequencies, we designed a
controlled toy dataset of noisy sine waves. Each time series is defined over t → [0, 1] and generated
as the sum of one or two frequency components (with equal probability), where integer frequencies
are sampled uniformly from f → [0, 24] Hz and Gaussian noise ϑ ↓ N (0, 0.01) is added. Each
time-series has 100 data points, 50 of which are taken as input and 50 of which are masked for
interpolation. We train RoMAE-tiny for 200 epochs on 10,000 examples. We then evaluate this
model on (i) time-series with a single frequency mode as shown in Figure 3, (ii) time-series with two
frequencies modes as shown in Figure 4. Using the 50 predicted (interpolated) points, we compute the
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Figure 4: Same as above but now for time-series with two frequency modes present in the signal.
Left: MSE computed on the FFT. Right: MSE in the time domain. The time-series have 50 observed
noisy points and 50 masked (interpolated) points.

Figure 5: Illustrative realisation from the evaluation of RoMAE on a the bi-frequency time series.
Left: Interpolation in the time domain for a composite sinusoidal signal with base frequencies 1 and
5 Hz. Right: FFT of the ground truth and predicted waveform.

MSE in both the time-domain and Fourier domain. We plot a sample prediction from the evaluation
in Figure 5. This analysis was conducted with a mean signal to noise ratio (SNR) of 43.1 over the
entire training set. We acknowledge that the distribution of the MSE will be affected by an increasing
SNR, resulting in less sensitivity to higher frequency modes.

As expected, we observe a general degradation of the reconstruction for higher frequencies, with an
approximately linear trend in error for frequency above 9Hz. For the case of two modes, we observe
the same overall trend with a slight preference toward two higher frequency modes, as opposed
to one low and one high mode. This is due to the sampling rate of the observations and the fact
that the FFT for two higher frequencies has a uni-modal power spectrum, yielding slightly better
reconstruction. Lastly, we have checked that the above observations are maintained for non-sinusoidal
signals. We repeated the analysis using non-sinusoidal periodic functions, specifically a square
wave and a cycloid. We observed similar behaviour for the retention of high frequencies as with the
sinusoidal experiment.
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Appendix C Proofs

Notation: Here we define additional notation, on top of what is presented in Section 3.1. We define
the block-diagonal rotation matrix R which contains the 2D rotation matrices corresponding to all
ϖi’s:

!i =

(
cos ϖi ↑ sin ϖi

sin ϖi cos ϖi

)
, R =





!1 0 · · · 0
0 !2 · · · 0
...

...
. . .

...
0 0 · · · !dmodel/2



 . (4)

When applying RoPE, R is exponentiated by position m, then multiplied by xm. E.g.: Rm
xm.

Definition C.1 ([CLS] token). The learned [CLS] token is a vector xCLS → Rdmodel consisting of
learnable parameters, that is appended to the start of sequence z as described in Section 4. The
position of xCLS is always zero.

C.1 Reconstructing Absolute Position Using the [CLS] Token

We now prove Proposition 4.2 by construction. The proof is based on the proof by Barbero et. al. [4],
showing that RoPE can be maximized for any relative distance r → Z. Here we generalize this result
to a continuous position r → Q.

Proof: Consider a distance r → Q+ ↔ R, a query q = ω that is non-zero by assumption and a key
corresponding to the [CLS] token as described in Definition C.1 such that k = Rrω. Assume that
the query is at position j → Q+. We compute the dot product between rotated q and k:

(
Rjq

)↑ (
R0k

)
= q↑R↓jk = ω↑R↓j+rω (5)

We now write this as the sum of dot products between the !i’s and each 2D subspace ω(i):

=

dmodel/2∑

i=1

(
ω(i)

↑
!↓j+r

i ω(i) (6)

=

dmodel/2∑

i=1

ω(i)

2
cos ((↑j + r)ϖi) (7)

Because both j and r are in Q+, and ϖi is never a multiple of ϱ by definition, the unique maximum
occurs when j = r. A similar proof applies when r, j → Q↓. ↭

Appendix D Full Experimental Details and Hyperparameters

D.1 Tiny Imagenet Experimental Setup

We present the unified Tiny ImageNet pre-training and fine-tuning hyperparameters in Table 10. All
Tiny ImageNet pre-training and fine-tuning runs use the same hyperparameters. Although our final
results use FP32, we also tested mixed-precision training and found that FP16 precision works with
Tiny-ImageNet as opposed to our experiences on the ELAsTiCC dataset discussed in Section D.6.

When training, we normalize using the ImageNet mean and standard deviation. Each patch is
individually normalized when calculating loss as is done in MAE [23]. During fine-tuning, we also
use RandAugment [13] with 2 operations and a magnitude of 9. While the model would likely benefit
from more epochs during the pre-training and fine-tuning stages, we consider this sufficient for the
purposes of an ablation study.
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Table 10: Tiny ImageNet unified pre-training and fine-tuning hyperparameters.

Hyperparameter Pre-Training Fine-Tuning

Optimizer AdamW AdamW
AdamW betas ς1 = 0.9, ς2 = 0.95 ς1 = 0.9, ς2 = 0.999
Weight Decay 0.05 0.05

Base LR 2 ↗ 10↓4 1 ↗ 10↓3

Batch size 1024 1024
Epochs 200 15

Gradient clip 1 1
Linear LR warmup steps 2000 500

LR schedule Cosine Cosine
Dropout 0 0

Stochastic depth ε 0 0
Label smoothing c – 0.9

Precision FP32 FP32

D.2 Audio Experimental Setup

In Table 11 we present the unified pre-training and fine-tuning hyperparameters for the audio
representation learning and classification experiments, discussed in Section 5.3, in the main text.

When training, both on Audioset [20] and Librispeech [36], we normalize the data using the mean and
standard deviation estimated on the entire set of spectrograms. Each patch is individually normalized
before calculating the loss as is done in MAE [23].

Table 11: Audio Experiment unified pre-training and fine-tuning hyperparameters.

Hyperparameter Pre-Training Fine-Tuning

Optimizer AdamW AdamW
AdamW betas ς1 = 0.9, ς2 = 0.95 ς1 = 0.9, ς2 = 0.99
Weight Decay 0.05 0.02

Base LR 5 ↗ 10↓4 1 ↗ 10↓3

Batch size 64 48
Epochs 150 50

Gradient clip 1 1
Linear LR warmup steps 1000 50

LR schedule Cosine Cosine
Dropout 0 0

Stochastic depth ε 0 0
Label smoothing c – 0.8

Precision FP32 FP32

D.3 UEA Multivariate Time-series Experimental Setup

We use the same pre-training setting across all datasets, shown in Table 13. When fine-tuning, we
find it necessary to have per-dataset hyperparameters. These are shown in Table 12. Because the
datasets have varying sizes, resulting in vastly different numbers of training steps, we choose to scale
the number of learning rate warmup steps as a percentage of total steps.

D.4 Pendulum Dataset

When training on the Pendulum dataset, we use a custom model size shown in Table 14. The model
size is chosen such that the MLP hidden dimension is equal to that of other models benchmarked on
the dataset. To create the dataset, we follow the procedure from S5 [51], using their published code5.

5https://github.com/lindermanlab/S5/tree/pendulum
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Table 12: UEA Multivariate Time-series Archive fine-tuning hyperparameters. Values that are
constant across all runs are reported only once.

Hyperparameter BM CT EP HB LSST

Optimizer SGD
Momentum 0.9

Weight Decay 0.
Base LR 1 ↗ 10↓2 8 ↗ 10↓3 2 ↗ 10↓3 2 ↗ 10↓2 3 ↗ 10↓2

Batch size 8 16 16 32 16
Epochs 50 100 150 30 15

Gradient clip 1 1 1 2 10
Linear LR warmup percentage 10%

LR schedule Cosine
Dropout 0 0 0.2 0 0.2

Stochastic depth ε 0 0 0.2 0 0.2
Label smoothing c 1 0.9 0.8 1 0.9

Precision FP32

Table 13: UEA Multivariate Time-series Archive unified pre-training hyperparameters.

Hyperparameter Value

Optimizer AdamW
AdamW betas ς1 = 0.9, ς2 = 0.95
Weight Decay 0.05

Base LR 3 ↗ 10↓4

Batch size 64
Epochs 400

Gradient clip 1
Linear LR warmup percentage 0.1

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

Training RoMAE on the Pendulum dataset is generally very fast because of the small model size and
the lack of pre-training.

D.5 Absolute Position Reconstruction Hyperparameters

Here we provide full details for the experiments shown in Section 5.1 and Appendix B.1. These
results can be seen in Table 16 and Table 17, respectively. Across both experiments we keep the
model size equal to RoMAE-tiny as described in Table 8 except for dmodel which we set to 960 for
the experiment in Section B.1, and set according to the corresponding model size for the experiment
in Section 5.1. All experiments in Section 5.1 use the same hyperparameters shown in Table 17. For
both experiments we report the mean and standard deviation across 5 different seeds.

D.6 ELAsTiCC Experimental Setup

Full pre-training and fine-tuning hyperparameters for Section 5.4 can be found in Table 18. When
creating the train/test split we use the code and pre-processing provided in the ATAT [7] code release6.
Because the input values in ELAsTiCC are nearly always larger than what one would find with
images (e.g., of the order of 10-50 as opposed to between 0 and 1 with images), we found it beneficial
to increase the gradient clip threshold to 10 from the common value of 1. In order to handle the
variable number of points per sample we utilize padding, applying a pad mask to the attention scores.
Although our final model was trained using full FP32 precision, we tested RoMAE with both FP16

6https://github.com/alercebroker/ATAT

31

https://github.com/alercebroker/ATAT


Table 14: Pendulum dataset custom model
size.

Model Parameter Value

dmodel 60
Nhead 2
Depth 2

Dim. feed-forward 30
Num. parameters 37.4K

Table 15: Pendulum dataset end-to-end training
hyperparameters.

Hyperparameter Value

Optimizer AdamW
AdamW betas ς1 = 0.9, ς2 = 0.999
Weight Decay 0.01

Base LR 3 ↗ 10↓4

Batch size 16
Epochs 50

Gradient clip 1
Linear LR warmup steps 1000

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

Table 16: End-to-end training hyperparameters for the absolute reconstruction range experiment
(Section B.1). Values that are constant across all runs are reported only once.

Hyperparameter (0, 100) (0, 1000)

Optimizer SGD
Momentum 0.9

Weight Decay 0.
Base LR 5 ↗ 10↓6 5 ↗ 10↓7

Batch size 64
Epochs 10

Gradient clip inf
Linear LR warmup steps 625

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

Table 17: End-to-end training hyperparameters for the absolute reconstruction MSE experiment
(Section 5.1).

Hyperparameter Value

Optimizer AdamW
AdamW betas ς1 = 0.9, ς2 = 0.999
Weight Decay 0.01

Base LR 5 ↗ 10↓4

Batch size 64
Epochs 10

Gradient clip inf
Linear LR warmup steps 625

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

and BF16 for mixed precision training, and found that FP16 resulted in NaN values. This is likely
due to to the increased input range in ELAsTiCC interacting poorly with the reduced range of FP16.
We found that BF16, with its larger range, worked well.

Each light curve in the ELAsTiCC dataset contains recordings of both the flux difference and variance.
An example training sample is visualized in Figure 6, showing how each band has a different number
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Table 18: ELAsTiCC full training hyperparameters.

Hyperparameter Pre-Training Fine-Tuning

Optimizer AdamW AdamW
AdamW betas ς1 = 0.9, ς2 = 0.95 ς1 = 0.9, ς2 = 0.999
Weight Decay 0.05 0.05

Base LR 6.4 ↗ 10↓3 8 ↗ 10↓4

Batch size 16384 4096
Epochs 200 25

Gradient clip 10 10
Linear LR warmup steps 2000 2000

LR schedule Cosine Cosine
Dropout 0 0.2

Stochastic depth ε 0 0.2
Precision FP32 FP32

of observations, each of which is at a different time than the others. To convert each point in the light
curve to an embedding we use a patch size of (1, 2) for time and flux/variance respectively. Therefore,
during pre-training the model predicts not only the masked flux difference values but also variance
for each point, while time and band index are embedded using position.
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Figure 6: A training example from the ELAsTiCC dataset. The flux difference of each band has
already been normalized.

D.7 Spiral dataset

We construct a dataset of 300 spirals as per the prescription from Ref. [12], similarly allocating
200 for training and 100 for testing. Each spiral is randomly assigned to be either clockwise or
counter-clockwise, with parameters drawn from normal distributions

a ↓ N (0,φ) and b ↓ N (0.3,φ),
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Table 19: End-to-end training hyperparameters for the spirals dataset.

Hyperparameter Value

Model size Tiny
Optimizer AdamW

AdamW betas ς1 = 0.9, ς2 = 0.999
Weight Decay 0.01

Base LR 3 ↗ 10↓4

Batch size 32
Epochs 500

Gradient clip 1
Linear LR warmup steps 2000

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

where φ = 0.02. For the results presented in Table. 7 and for comparison with ContiFormer, we add
Gaussian noise sampled from N (0,ς) to the training samples, setting ς = 0.1. The spirals were
truncated at times corresponding to 6ϱ in both cases, and only the parts of the spiral corresponding to
the interpolation task carried out by Ref. [12] were used. Each spiral is discretized into 75 evenly
spaced time steps. To create irregular time series data, 30 time points are randomly selected from the
first half of each spiral, which are used for interpolation. We show the model hyperparameters used
to generate the results in Table 19.

Figure 7: Two sample realisations of differing chirality from the test set of spirals. The green line is
the ground truth trajectory. The Red points are the 75 stochastic inputs of which 45 are masked. The
blue points are the interpolated predictions.

The x and y coordinates of the spirals are embedded using a patch size of (1,2) for time and x/y
coordinates respectively. We train for 400 epochs with a learning rate of 10↓3. Uncertainties
presented in Table 7 represent the evaluation uncertainties after 10 trials with randomly seeded
batches of 100 test spirals. The addition of the CLS token was observed to not significantly improve
performance. The code for generating the exact spirals used for this experiment, as well the details of
the experimental setup for ContiFormer on their github 7.
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Table 20: Synthetic dataset training hyperparameters

Hyperparameter Value

Model size Tiny
Optimizer AdamW

AdamW betas ς1 = 0.9, ς2 = 0.999
Weight Decay 0.01

Base LR 1 ↗ 10↓3

Batch size 8
Epochs 50

Gradient clip 1
Linear LR warmup steps 200

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

D.8 Synthetic dataset

We evaluate RoMAE on a synthetic interpolation task introduced by Ref. [47], using the same code
to generate the dataset8. The dataset comprises 2,000 univariate time series, each with 50 uniformly
spaced time points in [0, 1]. With a patch size of (1, 1), each individual point is converted to a
token. Each trajectory is generated by sampling 10 latent variables zk ↓ N (0, 1) at reference times
rk = 0.1 · k, and applying an RBF kernel smoother with bandwidth φ = 120.0 to interpolate values
across the timeline. Gaussian noise N (0, 0.01) is added to simulate measurement error. To mimic
irregular sampling, we randomly select between 3 and 10 observed points per trajectory. The dataset
is split into 80% training, 10% validation, and 10% test sets. Performance is assessed using mean
squared error (MSE). We display results from some test samples for a number of observed points
n = 2, 10 and 20 in Figure 8. The addition of the CLS token was observed to not significantly impact
performance. We show the model hyperparameters used to generate the results in Table 20.

Figure 8: Samples from interpolation tests using n = 3, 10 and 20 observations.

D.9 PhysioNet

We adopt the pre–processed release of the PHYSIONET/CinC 2012 Challenge [50], comprising
multivariate clinical time–series collected during the 48h window following intensive–care–unit
(ICU) admission. Static covariates (Age, Gender, Height, ICU type) occupy feature indices 0–3 and
are always observed, whereas the remaining 37 channels are sparsely and irregularly sampled.

In order to benchmark RoMAE we directly compare performance on the interpolation task using the
same pre-processed version of the dataset produced by Ref. [35]9, which rounds the observation
times to the nearest minute resulting in 2880 possible measurement times per time series. The

7https://github.com/microsoft/SeqML/tree/main/ContiFormer
8https://github.com/reml-lab/hetvae/blob/main/src/utils.py
9https://github.com/reml-lab/hetvae
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data set includes 8000 instances that can be used for interpolation experiments. We additionally
use the same experimental protocols which involve masking 50% of observed time points. Each
multivariate record in the PHYSIONET 48 h clinical dataset is converted into a sequence of scalar
tokens that RoMAE can process. Let x(d)

t → R denote the value of feature d→{1, . . . , 41} measured
at minute–resolution time step t→ {1, . . . , T} (T ↘ 2880); let m(d)

t → {0, 1} be the corresponding
observation mask (1= measured). We flatten the spatio–temporal grid into a one–dimensional token
list {(xn, pn)}Nn=1 with

xn = x
(d)
t , pn =


t/T, d

↑
, N =

∑

t,d

1.

The two–dimensional positional vector pn encodes (i) the normalised time t/T → [0, 1] and (ii)
the feature index d, providing the npos = 2 co-ordinates required by RoMAE. During training we
stochastically subsample 50% of the observed tokens. The final input tensor hence has length N

for the values, and shape (2, N) for the positions, and a Boolean mask of length N indicating
which tokens RoMAE must reconstruct, exactly matching the interpolation protocol of the HeTVAE
benchmark.

We show the results of interpolation study in Table 7 where we compare to HetVAE [35], as well as
8 other models benchmarked in that study. We show the model hyperparameters used to generate
the results in Table 21 along with the addition of the CLS token that was seen to improve the results.
Lastly, official Physionet challenge can be found on their website 10.

Table 21: PhysioNet dataset training hyperparameters

Hyperparameter Value

Model size Tiny
Optimizer AdamW

AdamW betas ς1 = 0.9, ς2 = 0.999
Weight Decay 0.01

Base LR 1 ↗ 10↓4

Batch size 16
Epochs 200

Gradient clip 1
Linear LR warmup steps 100

LR schedule Cosine
Dropout 0

Stochastic depth ε 0
Precision FP32

10https://physionet.org/content/challenge-2012/1.0.0/
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