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Our Appendix consists of 4 sections. Readers can click on each section number to navigate to the270

corresponding section:271

• Section A provides detailed derivations of stochastic sampling in flow matching models.272

• Section B presents details about our experimental setup.273

• Section C offers some additional experimental results, including 1) the comparison with other274

alignment methods, 2) ablation of denoising reduction on OCR accuracy and pickscore, 3) the275

learning curves of Flow-GRPO on three tasks, 4) additional qualitative results, and 5) evolution276

of evaluation images during training.277

• Section D Visualization of training samples under the denoising reduction strategy.278

In addition to this Appendix, we also provide a local HTML for image comparisons. We encourage279

the reviewers to consult this HTML file for a more intuitive assessment of the improvements brought280

by Flow-GRPO.281



A Mathematical Derivations for Stochastic Sampling using Flow Models282

We present a detailed proof here. To compute pω(xt→1 | xt, c) in Equation 5 during forward sampling,283

we adapt flow models to a stochastic differential equation (SDE). While flow models normally follow284

a deterministic ODE:285

dxt = vtdt (10)

We consider its stochastic counterpart. Inspired by the derivation from SDE to its probability flow286

ODE in SGMs [23], we aim to construct a SDE with specific drift and diffusion coefficients so that287

its marginal distribution matches that of Eq. 10. We begin with the generic form of SDE:288

dxt = fSDE(xt, t)dt+ ωtdw, (11)

Its marginal probability density pt(x) evolves according to the Fokker–Planck equation [70], i.e.,289

εtpt(x) = →↑ · [fSDE(xt, t)pt(x)] +
1

2
↑2[ω2

t pt(x)] (12)

Similarly, the marginal probability density associated with Eq. 10 evolves:290

εtpt(x) = →↑ · [vt(xt, t)pt(x)] (13)

To ensure that the stochastic process shares the same marginal distribution as the ODE, we impose:291

→↑ · [fSDEpt(x)] +
1

2
↑2[ω2

t pt(x)] = →↑ · [vtpt(x)] (14)

Observing that292

↑2[ω2
t pt(x)] = ω2

t↑2pt(x)

= ω2
t↑ · (↑pt(x))

= ω2
t↑ · (pt(x)↑ log pt(x))

(15)

Substituting Eq. 15 to Eq. 14, we arrive at the drift coefficients of the target SDE:293

fSDE = vt →
1

2
ω2
t↑ log pt(x) (16)

Hence we can rewrite the reverse-time SDE in Eq. 11 as:294

dxt =

(
vt(xt)→

ω2
t

2
↑ log pt(xt)

)
dt+ ωtdw, (17)

where dw denotes Wiener process increments and ωt is the diffusion coefficient that controls the295

level of stachasticity during sampling.296

Once the score ↑ log pt(xt) is available, the stochastic process can be sampled directly. While the297

Flow-Matching framework, this score is tied to the velocity field vt.298

Specifically, let ϑ̇t ↓ εϑt/εt. All expectations are over x0 ↔ X0 and x1 ↔ N (0, I), where X0 is299

the data distribution.300

For the linear interpolation xt = ϑtx0 + ϖtx1, we have:301

pt|0(xt|x0) = N
(
xt | ϑtx0,ϖ

2
t I

)
, (18)

yielding the conditional score:302

↑ log pt|0(xt|x0) = →xt → ϑtx0

ϖ2
t

= →x1

ϖt
. (19)

The marginal score becomes:303

↑ log pt(xt) = E
[
↑ log pt|0(xt|x0) | xt

]

= → 1

ϖt
E[x1 | xt]. (20)
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For the velocity field vt(xt), we derive:304

vt(x) = E
[
ϑ̇tx0 + ϖ̇tx1 | xt = x

]

= ϑ̇tE[x0 | xt = x] + ϖ̇tE[x1 | xt = x]

= ϑ̇tE
[
xt → ϖtx1

ϑt
| xt = x

]
+ ϖ̇tE[x1 | xt = x]

=
ϑ̇t

ϑt
x→ ϑ̇tϖt

ϑt
E[x1 | xt = x] + ϖ̇tE[x1 | xt = x]

=
ϑ̇t

ϑt
x→

(
ϖ̇tϖt →

ϑ̇tϖ2
t

ϑt

)
↑ log pt(x),

(21)

Substituting ϑt = 1→ t and ϖt = t simplifies Equation 21 to:305

vt(x) = → x

1→ t
→ t

1→ t
↑ log pt(x). (22)

Solving for the score yields:306

↑ log pt(x) = →x

t
→ 1→ t

t
vt(x). (23)

Substituting Equation 23 into 17 gives the final SDE:307

dxt =

[
vt(xt) +

ω2
t

2t
(xt + (1→ t)vt(xt))

]
dt+ ωtdw. (24)

Applying Euler-Maruyama discretization yields the update rule:308

xt+!t = xt +

[
vω(xt, t) +

ω2
t

2t

(
xt + (1→ t)vω(xt, t)

)]
!t+ ωt

↗
!t ϱ, (25)

where ϱ ↔ N (0, I) injects stochasticity.309

B Further Details on the Experimental Setup310

B.1 Quality Metrics311

The details of quality metrics are as follows:312

• Aesthetic score [56]: a CLIP-based linear regressor that predicts an image’s aesthetic score.313

• DeQA score [57]: a multimodal large language model based image-quality assessment (IQA)314

model that quantifies how distortions, texture damage, and other low-level artefacts affect per-315

ceived quality.316

• ImageReward [32]: a general purpose T2I human preference reward model that captures317

text–image alignment, visual fidelity, and harmlessness.318

• UnifiedReward [58]: a recently proposed unified reward model for multimodal understanding319

and generation that currently achieves state-of-the-art performance on the human preference320

assessment leaderboard.321

B.2 Model Specification322

The following table lists the base model and the reward models and their corresponding links.323

B.3 Hyperparameters Specification324

Except for ϖ, GRPO hyperparameters are fixed across tasks. We use a sampling timestep T = 10 and325

an evaluation timestep T = 40. Other settings include a group size G = 24, an noise level a = 0.7326

and an image resolution of 512. The KL ratio ϖ is set to 0.004 for GenEval and Text Rendering, and327

0.001 for Pickscore. We use Lora with ϑ = 64 and r = 32.328
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Models Links
SD3.5-M [4] https://huggingface.co/stabilityai/stable-diffusion-3.5-medium
Aesthetic Score [56] https://github.com/LAION-AI/aesthetic-predictor
PickScore [19] https://huggingface.co/yuvalkirstain/PickScore_v1
DeQA score [57] https://huggingface.co/zhiyuanyou/DeQA-Score-Mix3
ImageReward [32] https://huggingface.co/THUDM/ImageReward
UnifiedReward [58] https://huggingface.co/CodeGoat24/UnifiedReward-7b-v1.5

B.4 Compute Resources Specification329

We train our model using 24 NVIDIA A800 GPUs. The learning curves in Appendix C.3 provide330

details on the specific GPU hours.331

C Extended Experimental Results332

C.1 Flow-GRPO vs. Other Alignment Methods333

We compare Flow-GRPO with several alignment methods: supervised fine-tuning (SFT), reward-334

weighted regression (Flow-RWR [14, 68]), Flow-DPO [14], and their online variants. Flow-GRPO335

consistently outperforms all baselines by a significant margin. At each step, we generate a group of336

images using the same group size as in Flow-GRPO. The only difference lies in the update rule:337

• SFT: Select the highest-reward image in each group and fine-tune on it.338

• Flow-RWR[14, 68]: Apply a softmax over rewards in each group and perform reward-weighted339

likelihood maximization.340

• Flow-DPO[14]: Use the highest-reward image in each group as the chosen sample and the lowest341

as the rejected, then apply the DPO loss.342

Offline variants use a fixed pretrained model for data collection, while online variants update their343

data collection model every 40 steps. As shown in Figure 6, Flow-GRPO outperforms all other344

methods. The figure also indicates that DPO and SFT improve over time. In contrast, RWR does not,345

which aligns with experimental findings on RWR in [12]. Additionally, Online DPO surpasses offline346

DPO, aligning with [15]’s finding that online DPO performs better. For the second-best online DPO,347

a hyperparameter search on its key parameter ϖ revealed that smaller values are not always optimal;348

excessively small ϖ values can cause training collapse.349

Figure 6: Comparison of Flow-GRPO and Other Alignment Methods.
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C.2 Effect of Denoising Reduction350

We show the extended Denoising Reduction ablations of Visual Text Rendering and Human Preference351

Alignment tasks in Figure 7.

(a). Visual Text Rendering (b). Human Preference Alignment

Figure 7: Effect of Denoising Reduction

352

C.3 Learning Curves with or without KL353

Figure 8 shows learning curves for three tasks, with and without KL. These results emphasize that354

KL regularization is not empirically equivalent to early stopping. Adding appropriate KL can achieve355

the same high reward as the KL-free version and maintain image quality, though it requires longer356

training.

(a). Compositional Image Generation (b). Visual Text Rendering

(c). Human Preference Alignment

Figure 8: Learning Curves with and without KL. KL penalty slows early training yet effectively
suppresses reward hacking.

357
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C.4 Additional Qualitative Results358

Figures 9, 10 & 11 qualitatively compare SD3.5-M with its Flow-GRPO enhanced versions (with and359

without KL regularization) using GenEval, OCR and PickScore rewards, respectively. Flow-GRPO360

with KL regularization improves the target capability while maintaining image quality and minimizing361

reward-hacking. Conversely, removing the KL constraint significantly degrades image quality and362

diversity.363

C.5 Evolution of Evaluation Images During Flow-GRPO Training364

To better understand the training dynamics of our proposed Flow-GRPO framework, we visualize365

the evolution of generated samples corresponding to fixed evaluation prompts at regular intervals366

during training in Figure 12, 13 & 14. For consistency, all visualizations are produced using a 40-step367

ODE-based sampling schedule. These qualitative results provide a visual representation of how the368

model progressively improves its generation quality and alignment with task objectives over time.369

D Training Sample Visualization with Denoising Reduction370

In this section, we compare images obtained with SDE sampling at various steps against those371

produced by ODE sampling, and offer an intuitive view of the denoising reduction strategy. Figure 15372

presents SD3.5-Medium samples under four inference settings: (a) ODE sampling with 40 steps; (b)373

SDE sampling with 40 steps; (c) SDE sampling with 10 steps; (d) SDE sampling with 5 steps.374

The 40-step ODE and SDE runs yield visually indistinguishable images, confirming that our SDE375

sampler preserves quality. Shortening the SDE schedule to 10 and 5 steps introduces conspicuous376

artifacts, like color drift and fine details blur. Contrary to expectation that such low-quality samples377

might hinder optimization. it actually do just the opposite and accelerate optimization. Because378

Flow-GRPO relies on relative preferences, it still extracts a useful reward signal, while the shorter379

trajectories signifactly cut wall-clock time. Consequently, Flow-GRPO with denoising reduction380

strategy converges more quickly on both layout-oriented benchmarks such as GenEval and quality-381

focused metrics such as PickScore, without sacrificing final performance.382
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a photo of a traffic light and a backpack

a photo of a fire hydrant and a tennis racket

a photo of a yellow stop sign and a blue potted plant

a photo of a blue pizza and a yellow baseball glove

a photo of a zebra left of an elephant

a photo of a tie above a sink

a photo of three fire hydrants

SD-3.5-M Flow-GRPO Flow-GRPO(w/o KL)

Figure 9: Additional Qualitative comparison between the SD3.5-M and SD3.5-M + Flow-GRPO
trained with GenEval reward.
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A bustling city street at night, illuminated by neon lights, featuring a retro-futuristic robot comedy club with a vibrant marquee that reads 
"Tonight Binary StandUp". Robots in casual attire gather outside, laughing and chatting, creating a lively atmosphere.

A realistic photo of a tech campus courtyard at night, featuring a glowing "AI Training Zone" hologram floating in the center, surrounded by 
futuristic buildings and greenery, with soft ambient lighting enhancing the futuristic atmosphere.

A vibrant urban alley with a graffiti wall prominently spray-painted "Street Art Rules", surrounded by colorful tags and murals, under a 
sunny sky.

A neon museum sign in a retro style, glowing brightly with the words "Welcome to Vegas", set against a dark urban night scene with a hint 
of desert landscape in the background.

A realistic photograph of a worn road sign near a rugged cliff, reading "Danger Edge Unstable", with the vast, misty landscape stretching 
beyond.

Wanted poster with a rugged, old parchment texture, offering a substantial reward for the capture of the "Bandit Who Stole the D". The 
poster is tattered, with a faded sketch of the bandit, and is pinned to a wooden board in a bustling, dusty frontier town.

A bustling street with a charming storefront prominently displaying "World's Best Deli" in elegant lettering, centered in the frame, 
surrounded by vibrant window displays and happy customers.

SD-3.5-M Flow-GRPO Flow-GRPO(w/o KL)

Figure 10: Additional Qualitative comparison between the SD3.5-M and SD3.5-M + Flow-GRPO
trained with OCR reward.
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Lunch in Bavaria - oil painting

Young man with an orange beard, cartoon style

the word "ALL" , text in graffiti style, t shirt design, esports style, detailed

fantasy, pastel, absurdist, photo, Wes anderson, pineapple character

quick doodle of a guy, medium hair with long bangs, hd detailed detailed

A modern and minimalist logo for cafe, teacup icon

fantasy, pastel, absurdist, photo, tiny teapot house matchbox

SD-3.5-M Flow-GRPO Flow-GRPO(w/o KL)

Figure 11: Additional Qualitative comparison between the SD3.5-M and SD3.5-M + Flow-GRPO
trained with PickScore reward.
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a photo of four boats

a photo of a cow left of a stop sign.

Training Process on GenEval Task

a photo of a blue pizza and a yellow baseball glove.

Figure 12: We visualize the generated samples across successive training iterations during the
optimization of SD3.5-Medium on the GenEval task.

a weathered cave explorer's journal page, with the phrase " lost city near " prominently written in 
faded ink, surrounded by sketches of ancient ruins and cryptic symbols, under a dim, mystical light.

a laboratory setting with a mouse cage prominently displayed. the cage label reads " caution : 
telepathic subjects " in bold letters, with a warning symbol. the environment is sterile and clinical, 

emphasizing the unusual nature of the experiment.

a realistic photograph of a fast food drive - thru menu board at dusk, featuring a bold and colorful 
advertisement that reads " try our new burger " with an appetizing image of the burger below, set 

against the backdrop of a busy suburban street.

Training Process on OCR Task

Figure 13: We visualize the generated samples across successive training iterations during the
optimization of SD3.5-Medium on the OCR task.
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the emperor, and robots, in his study, with pictures on his desk on the wall

Teddy bears next to a car, car workshop in a spaceship, inside is a model of a mgb, sci fi, star trek 
shuttle bay

Training Process on PickScore Task

a woman on top of a horse

Figure 14: We visualize the generated samples across successive training iterations during the
optimization of SD3.5-Medium on the PickScore task.
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ODE Sampling 
(Step = 40)

SDE Sampling 
(Step = 40)

SDE Sampling 
(Step = 10)

SDE Sampling 
(Step = 5)

Figure 15: Visualization of training samples under difference inference settings.
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