
A Proof682

Throughout this appendix we work with a single–token random variable that takes values in the683

augmented vocabulary V+ := V ∪ {[MASK]}. The distinguished absorbing symbol is denoted by684

m ∈ V+ and we write em for the corresponding standard basis vector.685

Let x0 ∼ p0 be drawn from the empirical data distribution, which assigns zero probability to m. Fix686

a diffusion horizon T ∈ N.687

A.1 Proof of Proposition 3.1688

An absorbing–state non–Markovian discrete diffusion process with marginal transition kernel Q̄t =689

(1−αt)I+αt1e
⊤
m admits a bijection to an absorbing–state Markovian discrete diffusion process with690

marginal transition kernel Q̄∗
t = (1− α∗

t )I+ α∗
t1e

⊤
m such that the two processes exhibit identical691

mutual–information decay between xt:T and x0, provided that the coefficients satisfy α∗
t =

∏T
τ=t ατ .692

We begin by formalising the two forward corruption processes that will be compared.693

A.1.1 Forward–process definitions694

Definition A.1 (Markovian absorbing diffusion). Let β = (β1, . . . , βT ) ⊂ [0, 1]T be the single–step695

masking probabilities. The Markov chain (xs)
T
s=0 is specified by696

xs | xs−1 ∼ (1− βs)δxs−1
+ βsδm, s = 1, . . . , T. (10)

Because m is absorbing, the cumulative masking probability after t steps is697

α∗
t := Pr

(
xt = m | x0

)
= 1−

t∏
s=1

(1− βs), t = 1, . . . , T, (11)

which yields the marginal transition kernel698

Q̄M
t = (1− α∗

t )I+ α∗
t1e

⊤
m.

Definition A.2 (Non–Markovian absorbing diffusion). For a noise schedule α = (α1, . . . , αT ) ⊂699

[0, 1]T we generate the forward trajectory by700

xs | x0
i.i.d.∼ (1− αs)δx0 + αsδm, s = 1, . . . , T. (12)

Each xs is obtained by independently masking x0 with probability αs. The associated marginal701

transition kernel is702

Q̄NM
t = (1− αt)I+ αt1e

⊤
m, t = 1, . . . , T.

A.1.2 Mutual–information computations and decay measure703

For any pair of random variables (U, V ) we recall that I(U ;V ) = H(U)−H(U | V ). The entropy704

H(x0) = −
∑

v∈V p0(v) log p0(v) is finite and strictly positive.705

To make comparisons between Markovian and non-Markovian diffusion processes more interpretable,706

we introduce the normalized mutual information decay following [2]:707

Dt := 1− I (xt;x0)

H (x0)
=

H (x0,xt)−H (xt)

H (x0)
(13)

which quantifies the proportion of information about x0 that is lost after corruption step t.708

Lemma A.3 (Markovian suffix information). For the process of Definition A.1 and every t ∈709

{1, . . . , T},710

IM (xt:T ;x0) = H (x0) (1− α∗
t ) , DM

t = α∗
t (14)

Here we give two proofs:711
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Proof 1 (Direct Expansion). Because the chain is absorbing, the suffix xt:T is a deterministic function712

of the single variable xt; hence713

IM
(
xt:T ;x0

)
= I

(
xt;x0

)
.

There are two mutually exclusive outcomes:714

(i) Un-masked: with probability 1− α∗
t the token is uncorrupted and xt = x0.715

(ii) Masked: with probability α∗
t the token is replaced by the absorbing symbol em, which is716

independent of x0.717

Writing p0(v) = Pr(x0 = v), the joint pmf is718

p(x0 = v,xt = u) =


(1− α∗

t ) p0(v), u = v ̸= em,

α∗
t p0(v), u = em,

0, otherwise.

The corresponding marginal of xt is719

p(xt = u) =

{
(1− α∗

t ) p0(u), u ̸= em,

α∗
t , u = em.

Direct expansion of mutual information.720

I
(
xt;x0

)
=
∑
u,v

p(u, v) log
p(u, v)

p(u) p(v)
.

Only two cases have non-zero probability:721

(i) Case u = v ̸= em. Here p(u, v) = (1− α∗
t )p0(v) and p(u) = (1− α∗

t )p0(v), so722

log
p(u, v)

p(u)p(v)
= log

(1− α∗
t )p0(v)

(1− α∗
t )p0(v) p0(v)

= − log p0(v).

The total contribution is723 ∑
v ̸=em

(1− α∗
t )p0(v)

[
− log p0(v)

]
= (1− α∗

t )H(x0).

(ii) Case u = em. In this case p(u, v) = α∗
t p0(v) and p(u) = α∗

t ; the logarithmic term vanishes,724

so the contribution is zero.725

Hence726

I
(
xt;x0

)
= (1− α∗

t )H(x0).

DM
t = 1− I(xt;x0)

H(x0)
= 1− (1− α∗

t ) = α∗
t .

Since I(xt:T ;x0) = I(xt;x0), the stated identities follow.727

Proof 2 (Conditional Entropy). Condition on the observed token xt:728

(i) If xt = em (probability α∗
t ), masking reveals nothing, so H(x0 | xt = em) = H(x0).729

(ii) If xt = v ̸= em (probability 1− α∗
t ), we know x0 = v exactly, hence H(x0 | xt = v) = 0.730
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Averaging,731

H(x0 | xt) = α∗
t H(x0) + (1− α∗

t ) · 0 = α∗
t H(x0).

Therefore732

I(xt;x0) = H(x0)−H(x0 | xt) = (1− α∗
t )H(x0), DM

t = 1− I(xt;x0)

H(x0)
= α∗

t .

Because xt:T is a deterministic function of xt, the same formula holds for I(xt:T ;x0).733

Lemma A.4 (Non–Markovian suffix information). For the process of Definition A.2 and every734

t ∈ {1, . . . , T},735

INM (xt:T ;x0) = H (x0)

(
1−

T∏
τ=t

ατ

)
, DNM

t =

T∏
τ=t

ατ (15)

Proof. Define the indicator Z := 1{xτ = em for every τ = t, . . . , T}. Conditioned on x0, each736

coordinate is masked independently with probability ατ , so737

Pr(Z = 1) =

T∏
τ=t

ατ , Pr(Z = 0) = 1−
T∏

τ=t

ατ .

The event Z depends only on the masking coins, hence is independent of the value of x0.738

For conditional entropy H(x0 | xt:T ).739

(i) If Z = 1 (all tokens masked, probability
∏

ατ ), the suffix reveals nothing, so H(x0 | xt:T ) =740

H(x0).741

(ii) If Z = 0 (at least one un-masked coordinate, probability 1−
∏

ατ ), every un-masked coordinate742

equals x0; thus x0 is known exactly and H(x0 | xt:T ) = 0.743

Averaging over Z,744

H(x0 | xt:T ) =
( T∏
τ=t

ατ

)
H(x0).

Using I(U ;V ) = H(U)−H(U | V ),745

INM

(
xt:T ;x0

)
= H(x0)−H(x0 | xt:T ) = H(x0)

(
1−

T∏
τ=t

ατ

)
.

DNM
t = 1− INM(xt:T ;x0)

H(x0)
=

T∏
τ=t

ατ .

746

These results show that both the Markovian and non-Markovian processes exhibit the same normalized747

mutual information decay if their cumulative masking curves satisfy:748

α∗
t =

T∏
τ=t

ατ . (16)

Since α∗
t and βt have correspondence as shown in Equation 11, one can easily further derive:749
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Proposition A.5 (Equivalence in mutual-information decay). Let α ⊂ [0, 1]T be a non–Markovian750

schedule and define the effective cumulative schedule α∗
t :=

∏T
τ=t ατ . Then there exists a Markovian751

schedule β ⊂ [0, 1]T defined by752

βt := 1− 1− α∗
t

1− α∗
t−1

, α∗
0 := 0, (17)

such that:753

DNM
t = DM

t and INM (xt:T ;x0) = IM (xt:T ;x0) , (18)
for all t = 1, . . . , T . This ensures equivalence in both absolute and relative information loss.754

Matching the linear marginal used in prior work. Most existing studies on absorbing-state755

Markovian diffusions [2, 37, 44] adopt the linear cumulative–masking curve αlin,∗
t = t/T, t =756

0, . . . , T. For a fair comparison by default we employ a non-Markovian independent schedule αlin757

that reproduces exactly the same marginals in our experiments, i.e. satisfies αlin,∗
t =

∏T
τ=t α

lin
τ .758

Using the backward recursion αt = α∗
t /α

∗
t+1 (Sec. A.1) gives the closed-form759

αlin
t =

t

t+ 1
, t = 1, . . . , T − 1, αlin

T = 1

A.2 Derivation of the Non-Markovian Evidence Lower Bound (ELBO)760

We derive a variational lower bound on the marginal log-likelihood of the observed data x0 under the761

non-Markovian discrete diffusion model.762

We start with the marginal likelihood of the observed data:763

log pθ (x0) = log

∫
pθ (x0,x1:T ) dx1:T = log

∫
pθ (x0,x1:T )

q (x1:T | x0)
q (x1:T | x0) dx1:T

Applying Jensen’s inequality yields the Evidence Lower Bound (ELBO):764

log pθ (x0) ≥ Eq(x1:T |x0)

[
log

pθ (x0,x1:T )

q (x1:T | x0)

]
= Lnon-markov

In the non-Markovian case, the joint distribution over the reverse generative process is:765

pθ (x0,x1:T ) = pθ (xT )

T∏
t=1

pθ (xt−1 | xt:T )

where x0 is generated at the final step. The approximate posterior, due to the independent corruption766

assumption, factorizes as:767

q (x1:T | x0) =

T∏
t=1

q (xt | x0)

Finally, we have the ELBO expansion:768

Lnon-markov = Eq(x1:T |x0)

[
log

pθ(xT )

q(xT | x0)
+

T∑
t=2

log
pθ(xt−1 | xt:T )

q(xt−1 | x0)
+ log pθ(x0 | x1:T )

]
= Eq(x1:T |x0) log pθ(x0 | x1:T )︸ ︷︷ ︸

Reconstruction

−KL (q(xT | x0) ∥ pθ(xT ))︸ ︷︷ ︸
Prior KL

−
T∑

t=2

Eq(xt:T |x0) KL (q(xt−1 | x0) ∥ pθ(xt−1 | xt:T ))︸ ︷︷ ︸
Reverse KLs

(19)
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We can denote the accumulated reverse KL terms as:769

LT =

T∑
t=2

Eq(xt:T |x0) KL (q (xt−1 | x0) ∥pθ (xt−1 | xt:T ) (20)

With this notation, the non-Markovian ELBO simplifies to Equation 7:770

Lnon-markov = Eq(x1:T |x0) log pθ (x0 | x1:T )−KL (q (xT | x0) ∥pθ (xT ))− LT (21)

Note that the second term, corresponding to the prior KL, is constant for most diffusion kernels and771

can be omitted during training.772

A.3 Proof of Proposition 3.2773

Suppose the non-Markovian diffusion process adopt an absorbing marginal kernel q (xt | x0) =774

Cat
(
xt;x0Q̄t

)
, where Q̄t = (1− αt) I+ αt1e

⊤
m and αt is a increasing function with α0 ≈ 0 and775

αT ≈ 1. The ELBO loss in Equation (7) can be further simplified to:776

Labsorb = E
x1:T∼q

(
x1:T |x0

) T∑
t=1

[
αt−1x

⊤
0 logµθ(xt:T , t)

]
.

777

Proof. Suppose the non-Markovian diffusion process adopts an absorbing marginal kernel Qt =778

(1− αt) I+ αt1e
⊤
m, we have779

q (xt|x0) =


αt xt = em
1− αt xt = x0

0 otherwise.
(22)

We now evaluate the per-step KL term in the ELBO 19:780

KL (q(xt−1 | x0) ∥ pθ(xt−1 | xt:T )) = KL (q(xt−1 | x0) ∥ q(xt−1 | xt+1, µθ(xt:T , t)))

= q(xt−1 = em | x0) log
q(xt−1 = em | x0)

q(xt−1 = em | µθ(xt:T , t))︸ ︷︷ ︸
0

+
∑
k ̸=m

q(xt−1 = ek | x0) log
q(xt−1 = ek | x0)

q(xt−1 = ek | µθ(xt:T , t))

=
∑
k ̸=m

αt−1x
⊤
0 ek log

x⊤
0 ek

[µθ(xt:T , t)]
⊤
ek

= −αt−1x
⊤
0 logµθ(xt:T , t)

(23)

Next, consider the reconstruction term:781

Eq(x1:T |x0) log pθ (x0 | x1:T ) = Eq(x1:T |x0)x
⊤
0 logµθ(x1:T , 1)

= Eq(x1:T |x0)α0x
⊤
0 logµθ(x1:T , 1)

(24)

Finally, the prior KL term vanishes:782

KL (q (xT | x0) ∥p (xT )) = KL (δxT ,em∥δxT ,em) = 0 (25)

Putting all components together, we obtain the full ELBO:783

Labsorb = Ex1:T∼q(x1:T |x0)

T∑
t=1

[
αt−1x

⊤
0 logµθ (xt:T , t)

]
(26)
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A.4 Failure to Remask Issue784

In Markovian discrete diffusion models with an absorbing kernel defined as Qt = (1− βt) I+βt1e
⊤
m,785

the corresponding marginal kernel is given by Qt = (1− α∗
t ) I + α∗

t1e
⊤
m, where α∗

t = 1 −786 ∏t
s=1 (1− βs), Using the closed-form posterior in Equation 3, we obtain:787

q (xt−1 | xt,x0 = µθ(xt)) =

Cat (xt−1;xt) xt ̸= em

Cat

(
xt−1;

α∗
t−1em+(α∗

t−α∗
t−1)µθ(xt)

α∗
t

)
xt = em

(27)

This expression highlights an issue: once a token is unmasked (i.e., xt ̸= em ), it is deterministically788

copied to xt−1, regardless of the model prediction µθ (xt). As a result, the model is unable to revise789

early mistakes–an issue we refer to as failure to remask.790

Non-Markovian discrete diffusion formulation defines the posterior as q (xt−1 | µθ (xt:T , t)), remov-791

ing the Markovian constraint and allowing more flexible transitions. By appropriately integrating792

inductiva bias into the design of µθ(e.g. latent truncation as described in Section C.1.1), the model is793

able to revisit and potentially forget earlier errors during generation.794

B Related Work795

Discrete Diffusion and Discrete Flow Matching. Diffusion models [28] generate data by learning796

a reverse (denoising) process to invert a fixed forward (noising) Markov chain. Austin et al. [2]797

first extended such models to discrete data (D3PM) by defining uniform and absorbing diffusion798

kernels on finite state spaces. Subsequent work introduced improved parameterizations, such as data799

distribution ratio estimation [37], drawing parallels with score matching [50]. Despite their efficacy,800

these methods typically rely on a Markov chain, focusing on denoising from a single noisy state801

xt. By contrast, our approach breaks the Markovian assumption and conditions on the entire future802

trajectory xt:T , providing more robust denoising and broader generative capabilities.803

Flow matching [35, 55] learns a continuous transformation from noise to data via an ODE governed804

by a vector field. Recent extensions handle discrete data [21, 16, 52]. While these methods circum-805

vent explicit Markovian noising, they often require continuous flow formulations and specialized806

training objectives. In contrast, our non-Markovian discrete diffusion remains within the discrete807

diffusion paradigm, retains a straightforward variational objective, and integrates naturally with808

causal modeling.809

Autoregressive Models. Autoregressive Transformers [60, 12, 56] have become foundational in810

language modeling, producing tokens sequentially conditioned on preceding context. While highly ef-811

fective for unidirectional, left-to-right generation, they often struggle with tasks requiring intermediate812

modification or bidirectional reasoning. Within our framework, CaDDi-AR represents a specialized813

variant that integrates causal (autoregressive) decoding with diffusion-based iterative denoising. This814

hybrid design enables CaDDi-AR to combine the strengths of both paradigms—efficient left-to-right815

token generation and flexible multi-step refinement.816

Integrating Autoregression with Diffusion and Flow Matching. Several works [23, 25] try to817

combine diffusion or flow matching with causal transformers for improved generation. Specifically,818

DART [23] employs a non-Markovian trajectory to let a transformer model entire sequences of819

diffusion states. Our approach further refines this idea in two ways: (i) we focus on discrete non-820

Markovian diffusion with explicit multi-step conditioning, and (ii) we provide a direct path for821

adapting pretrained LLMs, thus combining the strengths of large-scale language model pretraining822

with the controllability of discrete diffusion.823

Non-Markovian Reverse Process in Physical System. Using a Non-Markov reverse process to824

recover the distribution introduced by Markovian forward process is not a new idea. In physics, many825

systems exhibit this property. Langevin Dynamics: Although the forward motion of a Brownian826

particle (with velocity and position) can be Markovian in the full state space, attempts to reverse the827

position-only dynamics often require the history of the system to account for friction or random kicks828
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[20, 59]. Quantum Processes: Tracing out environmental degrees of freedom can yield a Markovian829

forward evolution, but reconstructing the entire global state upon reversal introduces non-Markovian830

memory effects.831

Non-Markovian Discrete Diffusion. Relaxing the Markovian assumption enables a more flexible832

and expressive diffusion framework. Prior work, DNDM [10], focuses on accelerating inference833

by introducing a predetermined transition time set, enabling a training-free sampling algorithm834

that significantly reduces the number of function evaluations. This efficiency gain is achieved by835

breaking the Markovian constraint. Concurrently, ReMDM [61] proposes a non-Markovian discrete836

diffusion process that allows remasking of previously generated tokens during inference, enabling837

iterative refinement. In contrast, CaDDi introduces a more general non-Markovian discrete diffusion838

framework that explicitly models the entire generation trajectory.839

C Model Implementation Details840

C.1 Context Window and Latent Compression841

A practical limitation when using causal language models within our non-Markovian discrete diffusion842

framework arises from their inherently bounded context windows. Traditional causal transformers843

can process sequential inputs effectively only up to a fixed length, which restricts the number of844

latent timesteps that can be accommodated-denoted here as m. However, non-Markovian diffusion845

processes often require conditioning on extensive historical trajectories, frequently exceeding this846

limit.847

To address this constraint, we introduce a general latent compression operator, Γ (x1:T ), which maps848

the full latent sequence x1:T to a compressed form that fits within the model’s context window.849

Accordingly, the reverse denoising function is expressed as:850

µθ (xt:T , t) := µθ (Γ (xt:T ) , t) (28)

C.1.1 Latent Truncation851

The simplest yet effective instantiation of Γ is latent truncation, defined as852

Γtrunc (xt:T ) := FlattenTime (xt,xt+1, . . . ,xt+m−1) , (29)
where FlattenTime denotes the operation of temporally flattening the sequence into a one-853

dimensional input trajectory suitable for the causal language model. For a model with a context854

window limit of m, this strategy retains only a fixed-length segment from the most recent m timesteps,855

discarding earlier latents.856

Such selective truncation inherently emphasizes the most recent—and typically more informa-857

tive—states, which are often less affected by accumulated inference noise. Notably, by intentionally858

discarding earlier latents, the model is allowed to “forget” potentially noisy or erroneous history,859

an idea related to selective re-masking approaches in diffusion modeling [61]. This forgetfulness860

acts as an implicit regularization mechanism, helping the model focus on more stable and relevant861

information while reducing the risk of propagating stale or corrupted context during inference.862

C.1.2 Trajectory Re-composition863

While latent truncation is efficient, it can discard valuable long-range information beyond timestep864

t + m. To mitigate this, we introduce trajectory re-composition, a complementary compression865

strategy that integrates information across the full latent sequence before applying truncation. This866

method first aggregates latent information through a sequential integration operation and then retains867

only the most recent m composite states:868

x↷
t := xt ⊕ xt+1 ⊕ · · · ⊕ xT

Γrec (x1:T ) := FlattenTime
(
x↷
t ,x↷

t+1, . . . ,x
↷
t+m−1

) (30)

Here, ⊕ denotes an element-wise integration operator. For masked-like diffusion models, this operator869

replaces each element with the most recently unmasked token when applicable. This re-composition870

process enables earlier timesteps to incorporate contextual signals from future states, effectively871

compressing the trajectory into a form suitable for the limited context window without losing essential872

long-range dependencies.873
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CaDDi

(b) CaDDi generation with block-level causal mask

Figure 5: Illustration of vanilla block-wise generation of CaDDi. Figure 5a shows the attention mask
of vanilla block-wise generation. The block-level causal mask allows bidirectional attention within
each time point and causal attention over the time points. Figure 5b shows the generation scheme.
Note that the model itself predicts the clean data x0 in practice but the figure highlights the next
sampled time point (in color) for clarity.

Birds fly over MASK Birds fly over MASK Birds fly over MASK
x

Figure 6: Illustration of causal bidirectional augmentation. On the left, direct token-level causal
attention is applied to the original sequence, where each token attends only to preceding tokens. On
the right, the sequence is repeated, allowing tokens in the second copy to attend to their counterparts
in the first, thereby approximating bidirectional attention with token-level causal attention.

C.2 Causal Bidirectional Augmentation874

Conventional discrete diffusion models often employ transformers with bidirectional attention across875

the sequence dimension. In the context of non-Markovian discrete diffusion, a natural extension of876

this framework is to incorporate a block-wise causal attention mask, as illustrated in Figure 5. This877

block-level causal mask enables bidirectional attention within a single timepoint and enforces causal878

dependencies across different timepoints.879

However, unlike token-level causal attention (CaDDi-AR), block-wise causal attention of CaDDi is880

not readily compatible with standard pretrained causal language models, which adopt token-level881

causal mask and next-token prediction scheme. Moreover, as it involves an irregular attention882

pattern, it cannot take advantage of existing infrastructure—such as efficient implementations like883

FlashAttention [15].884

For CaDDi, our goal is to enable one-shot block-level generation while preserving bidirectional885

modeling capabilities. Directly applying a token-level causal mask to predict the next block in one886

shot would eliminate bidirectional modeling, as the final timepoint’s tokens in the context window887

would lack visibility into subsequent tokens (see Figure 6). So here we propose an alternative - causal888

bidirectional augmentation, which involves repeating the final timepoint in the context window. As889

shown in Figure 7b, this approach preserves compatibility with the standard token-level causal mask890

and supports block-wise generation with bidirectional modeling. Our method also bears resemblance891

to prior work [51] on repetition-based improvements in language modeling.892

C.3 CaDDi-AR Token-Level Factorization893

As discussed in Section 4.2, CaDDi-AR models token-level dependencies within each denoising step894

by adopting an autoregressive factorization over the token dimension. This approach builds on prior895

work such as DART [23], which proposed token-wise autoregression for improving expressiveness in896

discrete diffusion.897

Formally, instead of modeling the full sequence distribution in a single step, we decompose the898

reverse process as:899
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(b) CaDDi Generation with causal bidirectional augmentation

Figure 7: Illustration of causal bidirectional augmentation. The last time point is repeated and
highlighted in bold to approximate bidirectional attention within a causal framework. Figure 7a
shows the token-level causal attention mask, identical to the standard mask used in causal language
models. Figure 7b illustrates the generation process: for the token at position i, the model attends to
all tokens in the generative trajectory and predicts the token at position (i+ 1) in x0, consistent with
the autoregressive nature of causal language models. Both the attention mask and generation process
are fully compatible with causal architectures, making CaDDi a natural extension. Note that, while
the model predicts the clean data x0 in practice; the next time point is shown gray here for illustrative
simplicity.

pθ (xt−1 | xt:T ) =

L∏
i=1

pθ
(
xi
t−1 | x<i

t−1,xt:T

)
(31)

where x<i
t−1 =

(
x1
t−1, . . . ,x

i−1
t−1

)
. This sequential factorization enables more accurate modeling of900

intrastep token dependencies compared to fully factorized approaches.901

In our formulation, we further adopt the x0-parameterization, predicting the clean sequence autore-902

gressively and applying the forward corruption kernel to reconstruct xt−1. This leads to the following903

form:904

pθ (x0 | xt:T ) =

L∏
i=1

pθ
(
xi
0 | x<i

0 ,xt:T

)
(32)

where x0 denotes the clean target sequence. This structure aligns well with standard causal language905

models, allowing autoregressive decoding over tokens while conditioning on the latent trajectory906

xt:T as a static prompt.907

In implementation, CaDDi-AR is trained using standard left-to-right causal masking, with the latent908

variables provided as additional context. During inference, the model samples x0 autoregressively at909

each timestep and applies the corruption kernel to obtain xt−1. To reduce computational cost, we910

employ semi-speculative decoding (Section 4.2) by partially reusing predictions from previous steps911

and verifying them in parallel.912

This token-level decoding strategy provides finer granularity for generation, and is particularly913

effective in tasks requiring fluent, coherent text output or strong local consistency.914

E Experiment Details915

E.1 LM1B Dataset Experiment Details916

Dataset Preprocessing. We follow the preprocessing setup introduced in DiffusionBERT [26],917

using the One Billion Word Benchmark [7]. Sentences are tokenized using the bert-base-uncased918

tokenizer with a vocabulary size of 30,522. All sequences are padded or truncated to a fixed length of919

128 tokens during training.920
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Model Configuration. All models are based on a 12-layer Transformer decoder architecture with a921

hidden size of 768 and 12 attention heads. For D3PM [2], MDLM [44], and SEDD [37], we adopt922

an absorbing diffusion kernel with a log-linear noise schedule. For CaDDi and CaDDi-AR, we use923

the absorbing-state forward kernel described in Section A.5, with total diffusion steps set to T = 64.924

Note that models such as MDLM and SEDD are trained in continuous time, whereas our models925

operate in discrete time. CaDDi uses a context window of 5 and applies latent truncation as described926

in Section C.1.1. In this experiment, CaDDi-AR is trained entirely from scratch without leveraging927

any pretrained language model weights.928

Training Details. Models are trained using AdamW with a learning rate of 3e-4, 2500 warm-up929

steps. All models use a batch size of 512 and train for 1000K steps. Our models are trained on 4930

NVIDIA H100 GPUs with mixed precision.931

Inference and Sampling. We evaluate generative perplexity using pretrained oracle models (GPT-932

2, LLaMA-2-7B, and LLaMA-3-3B) under three sampling temperatures: T = 1.0, T = 0.7, and933

T = 0.5. For each evaluation, sequences are generated according to the length distribution of the934

dataset, and average perplexity is computed under the oracle model. All diffusion-based models935

use 64 denoising steps during inference. For CaDDi-AR, we additionally explore semi-speculative936

decoding to reduce sampling latency without sacrificing quality.937

Evaluation Metrics. We report oracle-based generative perplexity (Gen PPL) as our primary938

metric for evaluating generation quality. Gen PPL is computed using a separate, pretrained causal939

language model, which assesses how well it can predict the next token in the generated sequence.940

Intuitively, lower perplexity indicates that the oracle model finds the generated text more coherent941

and predictable given the context—implying better fluency and consistency.942

To mitigate known issues with perplexity, such as its tendency to reward repetitive or degenerate943

outputs [29], we adopt guided generative perplexity. Specifically, we prepend a natural language944

prompt—Does the following sentence make sense: —to each sequence before evalua-945

tion. This encourages the oracle model to assess coherence in a more human-aligned fashion,946

reducing the risk of falsely low perplexity on poor-quality outputs.947

In addition to quality, we assess diversity using token-level entropy over the generated output948

distribution without applying temperature scaling. This captures how varied the model’s outputs are949

across generations.950

E.2 Amazon Polarity Conditional Generation Details951

Dataset and Preprocessing. We use the Amazon Polarity dataset [38], a large-scale binary senti-952

ment classification corpus consisting of approximately 3.6 million product reviews labeled as either953

positive or negative. All reviews are tokenized using the bert-base-uncased tokenizer and954

truncated to a maximum length of 128 tokens. To enable conditional generation, we prepend a955

natural language sentiment prompt to each review. This prompt takes the form of a simple prefix956

indicating the intended sentiment (e.g., positive or negative), allowing standard causal language957

models—such as GPT-2—to generate sentiment-aligned outputs. Example formatted inputs are958

shown below:959

• This is a positive review:960

Title: Great!!961

Content: "This product is amazing! The quality exceeded my expectations and I will962

definitely buy again."963

• This is a negative review:964

Title: Very disappointing965

Content: "It broke after a week and customer service was not helpful."966

Conditional Generation Setup. We adapt our model to perform sentiment-controlled generation967

by training a unified denoising network µθ(c,xt:T ), where c denotes a conditioning input (e.g., a968

sentiment label prompt) and xt:T is the observed noisy trajectory. During training, we simulate both969

conditional and unconditional modes by randomly masking the conditioning input c. This enables970

the model to learn both µθ(c,xt:T ) and µθ(xt:T ) within a single parameterization.971
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At inference time, we generate sentiment-aligned text using either direct conditioning (i.e., sampling972

from q(xt−1 | µθ(c,xt:T ))) or classifier-free guidance. In the latter case, we apply the reweighted973

sampling distribution q̃(xt−1 | µθ(c,xt:T )) as defined in Equation 33, which balances conditional974

and unconditional predictions using a guidance scale γ. This allows finer control over sentiment975

alignment during generation.976

Classifier-Free Guidance. We extend classifier-free guidance (CFG) to the unsupervised discrete977

diffusion setting by reweighting the sampling distribution at each reverse step. Specifically, we define978

a guided transition distribution over xt−1 as:979

q̃ (xt−1 | µθ(c,xt:T )) ∝
q (xt−1 | µθ(c,xt:T ))

γ

q (xt−1 | µθ(xt:T ))
γ−1 , (33)

where c denotes a conditioning signal (e.g., a sentiment label or prompt), and µθ(·) is the denoising980

network predicting the clean input x0 from the noisy trajectory xt:T . The numerator corresponds to981

the conditional denoising distribution, while the denominator represents the unconditional variant,982

where the conditioning input c is masked out. This formulation smoothly interpolates between983

conditional and unconditional behavior, analogous to CFG in continuous diffusion.984

The guidance scale γ ≥ 1 controls the strength of conditioning: when γ = 1, the model performs985

standard conditional generation; as γ increases, the model places more emphasis on aligning with the986

conditioning signal, potentially improving controllability at the cost of diversity or fluency. In practice,987

we find that moderate values such as γ = 1.0 or 1.25 strike a good balance between alignment and988

generation quality.989

To enable this guidance, we train the denoising model jointly on both conditional and unconditional990

modes by randomly masking the conditioning input c during training. This allows the model to learn991

both behaviors within a single parameterization.992

Evaluation. To evaluate sentiment alignment, we use a publicly available DistilBERT classifier993

fine-tuned on the Amazon Polarity dataset3. For each sentiment label, we generate 1,000 samples994

using top-k sampling with k = 50 and temperature T = 1.0, across 64 denoising steps. Sentiment995

accuracy is computed as the percentage of generated samples whose predicted label matches the996

intended conditioning prompt. Results are reported in Table 4.997

For the GPT-2 baseline, we condition generation on the same prepended prompt used in our model998

and apply the same top-k sampling and temperature settings for consistency.999

E.3 Text8 Dataset Experiment Details1000

Dataset Preprocessing. We use the standard Text8 dataset, a 100M character-level corpus derived1001

from Wikipedia. Following prior work [2, 48], we split the raw text into non-overlapping sequences1002

of 256 characters. No tokenization is applied—each character is treated as a discrete token from1003

an alphabet of size 27 (26 letters + space). We use the first 90% of the dataset for training and the1004

remaining 10% for validation and testing.1005

Model Setup. All models use a 12-layer Transformer with hidden size 768 and 12 attention heads.1006

We adopt the absorbing-state forward kernel described in Section A.5. For CaDDi, we use T = 641007

denoising steps. The default context window is set to 5, and we apply latent truncation and trajectory1008

recomposition as described in Section C.1. Baselines (D3PM, SEDD, MDLM, UDLM) are either1009

reimplemented or taken from their official codebases using the configuration for fair comparison.1010

Training Details. Models are trained using AdamW with a learning rate of 3e-4 and 2,500 warm-up1011

steps. We use a batch size of 512 and train for 1M steps. We use the simplified ELBO objective for1012

absorbing kernels as described in Equation (8), which reduces to a weighted cross-entropy loss over1013

clean targets.1014

3https://huggingface.co/kaustavbhattacharjee/finetuning-DistillBERT-amazon-polarity

11

https://huggingface.co/kaustavbhattacharjee/finetuning-DistillBERT-amazon-polarity


Evaluation Metrics. We report bits-per-character (BPC) on the test set, computed as:1015

BPC = − 1

L

L∑
i=1

log2 p(xi),

where L is the sequence length and p(xi) is the predicted probability of the i-th character. For1016

diffusion-based models, we compute a variational upper bound on the log-likelihood using the ELBO1017

objective. For autoregressive baselines, we report the true NLL.1018

Note: We do not report likelihood-reltaed metrics for CaDDi-AR due to its token-level autoregressive1019

decomposition under x0-parameterization pθ (x0 | xt:T ) =
∏L

i=0 pθ
(
xi
0 | x<i

0 ,xt:T

)
. This formula-1020

tion makes direct evaluation of log pθ
(
xi
t−1 | xt:T

)
intractable, as it requires marginalizing over all1021

possible prefix sequences x<i
0 . A tractable lower bound can be estimated via:1022

log pθ
(
xi
t−1 | xt:T

)
⩾ Ex<i

0 ∼pθ(x<i
0 |xt:T ) log pθ

(
xi
t−1 | x<i

0 ,xt:T

)
(34)

but this introduces an additional approximation gap in likelihood estimation, making reported values1023

less directly comparable.1024

Comparison Notes. Likelihood estimation of diffusion model is sensitive to the discretization1025

of timesteps: as the number of steps increases, perplexity typically decreases. To ensure a fair1026

comparison, all diffusion-based models are evaluated using 64 denoising steps for consistency. Some1027

prior works report results under continuous-time settings or with 1000-step discretizations; we include1028

these numbers for reference but highlight the corresponding rows in gray in Table 2 to indicate that1029

they are comparable.1030

E.4 General Language Reasoning Dataset Details1031

Dataset Overview. We evaluate CaDDi-AR on a set of natural language understanding benchmarks1032

covering commonsense reasoning, factual QA, and reading comprehension:1033

• ARC-Challenge / ARC-Easy [14]: multiple-choice science questions.1034

• BoolQ [13]: binary reasoning dataset based on a short context.1035

• PIQA [4]: commonsense physical reasoning questions with two-choice answers.1036

• RACE [33]: multi-choice reading comprehension from English exams.1037

• Social IQA [45]: social commonsense reasoning dataset.1038

• LAMBADA [40]: cloze-style word prediction requiring broad context understanding.1039

Fine-tuning Setup. Following [39],we fine-tune CaDDi-AR on ShareGPT4 dataset from a pre-1040

trained QWen-1.5B checkpoint using our diffusion-based objective with T = 64 steps. The model is1041

trained using AdamW with a learning rate of 5e-5, a batch size of 64 with gradient accumulation, and1042

20K total steps. We adopt the absorbing kernel formulation with simplified ELBO as the training1043

loss.1044

Inference Procedure. We evaluate CaDDi-AR on standard natural language reasoning tasks using1045

the Language Model Evaluation Harness [19], a widely adopted framework for assessing pretrained1046

language models on benchmark datasets. Following common practice, we convert each task into1047

a text completion format and measure the log-likelihood of the correct answer under the model.1048

The final prediction is selected as the choice with the highest likelihood. This approach ensures1049

consistency across models with different architectures (e.g., ARMs and MDMs). We report accuracy1050

as the primary evaluation metric for all datasets.1051

4https://sharegpt.com/
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Baselines. We compare CaDDi-AR against several established language models of comparable1052

scale. Specifically, we include GPT-2 (1.5B parameters), TinyLLaMA (1.1B), and MDM (1.1B), a1053

recently proposed diffusion-based language model. To ensure a fair comparison, all baselines are1054

evaluated using the same prompt formatting and inference procedure as described above. For MDM,1055

we directly use the performance numbers reported in the original paper.1056

G Additional Experiments and Ablation Study1057

G.1 Effect of Sampling Steps on Generative Quality1058
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Figure 8: Generative Perplexity Distribution Across Sampling Steps

To investigate the relationship between sampling budget and generative quality, we evaluate the1059

generation of CaDDi model trained with LM1B dataset under varying numbers of sampling steps.1060

We report generative perplexity as the evaluation metric, computed from oracle model’s likelihood on1061

generated sentences.1062

Unlike prior work in continuous-time settings [44, 37], CaDDi is trained with a fixed discrete timestep1063

schedule ( T = 64 ). To enable adaptive sampling with fewer denoising steps at inference, we employ1064

a uniform step-skipping strategy. Specifically, for selected timesteps t, we directly use the most recent1065

prediction of x0 to sample from the corresponding latent distribution q (xt | x0), without invoking1066

the neural network for prediction. This allows efficient generation under a reduced sampling budget1067

while preserving the learned diffusion trajectory.1068

Figure 8 presents a violin plot illustrating the distribution of perplexity scores as a function of the1069

number of denoising steps. As the number of sampling steps increases, we observe a consistent1070

reduction in perplexity, indicating improved sample quality. This trend suggests that the model1071

benefits from longer refinement trajectories, with more steps allowing finer-grained correction of1072

uncertainty during generation.1073

The observed perplexity curve approximately follows a scaling behavior, reminiscent of trends in1074

autoregressive models where performance improves predictably with increased compute or depth.1075

This hints at a potential scaling law in non-Markovian discrete diffusion generation: sample quality1076

improves smoothly with increased inference budget. Future work may explore formalizing this1077

relationship and connecting it to theoretical underpinnings of discrete-time inference refinement.1078
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Figure 9: Validation BPD over training steps for different context window sizes (3, 5, and 8). Dashed
lines represent raw validation BPD at each step, while solid lines show the smoothed moving average.
Larger context windows consistently yield lower BPD, indicating improved modeling of long-range
dependencies. However, context window 5 offers a favorable balance between performance and
stability.

G.2 Other Ablation Study1079

To assess the impact of key architectural and training design choices, we conduct an ablation study1080

on a subset of the Text8 dataset, using only the first 10% of the training data. We focus on three1081

factors: the number of diffusion steps, the choice of positional encoding, and the size of the context1082

window used during latent truncation, as described in Section C.1.1. Results are shown in Table 5,1083

using bits-per-dimension (BPD), perplexity, and negative log-likelihood (NLL) as evaluation metrics.1084

Diffusion steps. Increasing the number of diffusion steps from 16 to 128 consistently improves1085

performance across all metrics. Specifically, BPD decreases from 2.013 to 1.712, and perplexity drops1086

from 4.04 to 3.28. This suggests that additional refinement steps lead to more accurate modeling of1087

the data distribution, albeit at increased computational cost.1088

Positional encoding. We compare our 2D RoPE encoding (used in CaDDi) with 1D RoPE and1089

sinusoidal RoPE variants. The CaDDi encoding achieves the best results, while alternative encodings1090

result in slight performance degradation. This highlights the importance of aligning positional1091

encodings with the inductive biases of the diffusion-based architecture.1092

Context window. We vary the context window size during latent truncation and observe a trade-off1093

between context length and model performance. A window size of 8 yields the best results (BPD =1094

1.740) but incurs higher computational cost. A window size of 5 offers a favorable balance, achieving1095

competitive performance with reduced resource requirements. Accordingly, we adopt it as the default1096

setting in our experiments. We also plot the learning dynamic of different context window size in1097

Figure 9. These findings support the intuition that larger context windows aid in modeling long-range1098

dependencies, though benefits plateau beyond a certain size.1099

Attention masking. We compare two attention masking strategies: a block-level causal mask1100

and a token-level causal mask combined with Causal Bidirectional Augmentation, as described in1101

Section C.2. The two approaches yield nearly identical performance. However, the token-level mask1102

with bidirectional augmentation offers practical advantages: it enables accelerated inference through1103

flash attention and is inherently more compatible with pretrained large language models.1104
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Table 5: Ablation study evaluating the impact of diffusion steps, positional encoding, context window
size, and attention masking strategies. Default condiguration is denoted with *

Configuration BPD Perplexity NLL

Diffusion steps

CaDDi-16 steps 2.013 4.0362 1.3953
CaDDi-32 steps 1.845 3.5925 1.2789
CaDDi-64 steps* 1.751 3.3659 1.2137
CaDDi-128 steps 1.712 3.2761 1.1867

Positional Encoding
2D RoPE* 1.751 3.3659 1.2137
1D RoPE 1.773 3.4176 1.2290
Sinusoidal RoPE 1.801 3.4846 1.2484

Context Window
Window-8 1.740 3.3404 1.2061
Window-5* 1.751 3.3659 1.2137
Window-3 1.791 3.4605 1.2414

Attention Mask Block-level causal mask 1.747 3.3566 1.2109
Token-level causal mask
+ Causal Bidirectional Aug.* 1.751 3.3659 1.2137
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Figure 10: Generation performance under manually injected noise at different timestep

G.3 Inference Robustness Under Noise Injection1105

To further assess the robustness of our proposed CaDDi model during generation, we conduct a1106

controlled perturbation study in which synthetic noise is manually injected into the latent trajectory1107

at various timesteps. This simulates potential inference-time errors and allows us to systematically1108

examine how different models propagate and recover from early-stage inaccuracies.1109

Setup. At a chosen timestep t ∈ {T/2, 9T/16, 5T/8, . . . , T}, we randomly corrupt a subset of1110

tokens in the latent variable xt by replacing them with uniformly specific values from the vocabulary,1111

thereby introducing controlled deviation from the expected latent distribution. We then allow the1112

model to proceed with the remaining reverse steps without additional interventions and evaluate the1113

final output quality.1114

Metrics. We report generative perplexity computed against oracle LMs (e.g., GPT-2), following the1115

evaluation procedure in Section 5.2. Lower perplexity indicates stronger resilience to the injected1116

noise.1117

Findings. As shown in Figure 10, CaDDi maintains significantly lower perplexity under all noise1118

injection conditions compared to D3PM and MDLM. This highlights the benefit of CaDDi’s non-1119

Markovian architecture, which conditions on the full generative trajectory rather than a single latent1120
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state. Notably, CaDDi is more effective at self-correction when noise is injected early (e.g., t = T/21121

), where traditional Markovian models suffer the most from cascading inference errors.1122

These results validate the design motivation behind CaDDi and demonstrate its ability to recover from1123

intermediate perturbations, making it particularly well-suited for scenarios with partial or uncertain1124

context.1125

16



H Generation Samples from CaDDi1126

H.1 Amazon Polarity1127

this is a negative review:
title : were they afraid of newborns?
content : this book was terrible. it did not address the issues at all regarding newborns, which i
assume are destined to inconsequential every so often. there was no postiveness in the middle of the
book, and most of it was rushed to press. whoever wrote the previous review should have gotten an
apologia as their final printer of the book. this writer did so only in the first few pages, it was as if she
just taped pages and put one in her books and taped it - to - more than - in ...

this is a negative review:
title : blechhhhh content
content : wow, isn’t it nice to see such juvenile drivel such toole so popular on the net. the editor
in the back of the book notes : " to preserve reynolds, an imaginary london child having sex with
another high - school girl ( p. s. ) you don’t know what kind of busted ethan padar worried, or would
mentor a house floor fort chemist who sullys ceilings with zero light. the whole novel is lame, poorly
written and awfully mediocre. the " plot " is transparent from the first page ...

this is a negative review:
title : pile of 1 % crap
content : this movie was disaster. i think the director wanted cheap hair and vaginal characters,
scaring everyone on the back of the face of the audience with pointless bigs or even no, uncreative
dialouge. the ruined 30 minutes most of this movie, rushes in and out of the movie. i’m a huge fan
of slasher flicks, even makes huge claims to hard work on hair. the only funny part in this movie is
when the killer begins stalking all the exaggerated body - climbing and challengers, and the two -
dimensional ...

this is a negative review:
title : what an insult to music lovers!
content : the true diva that deserves the wide spread islam and the lies of the young musicians who
make this music allows for such glittery displays and excuses. she never needs to spend our high time
singing this " exquisite in its gem ". the artist is just a shadow of her most famous but she has no
talent. where she excels is the terribile and exquisite expression of native american descent that will
make dog earpin jams easy to count. she has a good voice but she hasn’t mastered it. oh, she needs to
go ...

this is a negative review:
title : miserable album content
content : i owned this album and when it came out i loved it. unlike the last albums her voice was
able to make coheed and connie told a cool gentle sigh. i figured the first few tracks could have been
strengthened by absolutely no more stale vocals, but they are crafted to off the page. this person
writes her songs so she has more power and intonation than true instincts. i like to listen to the song
that she was destined to write. get the single years that are runaways. " only excuse me on the radio "
is sweetly sung by anyone, ...

Figure 11: Sample generated using CaDDi, conditioned on a negative prompt. In each sample, the
purple text indicates the prompt.
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this is a positive review :
title : one for the head bob fans!
content : i’ve won stadium since the mid 70’s. this double lp has all of the greatest hits on it! so
why not split their support. this has soul in the covers ( not on the cover ). a hercules and a freddie
and theatrics contribution is true, and paul petrie and leslie heralbull rock at the same time. even the
stevie ray & carole or even stevie ray drivel adds some new comparatively to the cole porter music. a
truly unique collection of a performers work, and the cd succeeds ...

this is a positive review :
title : jk rowling is a sci - fi crime novelist!
content : in harry’s hell - called scream, jk rowling gets back the bullet to get to jk’s responsiblity. i
liked this book so much. the storyline was great, the characters well drawn and great, and jk rowling
made me care about what happened. this is the second book in the harry " hallie " tray fouls trilogy
including a sister named calvin, who is young. lucy prince is young again following her sister and her
intense ex - boyfriend michaelk bo ...

this is a positive review :
title : a great story and excellent special effects and overall worth the film
content : trust me, this is much better than the original. set up for heaven’s gate and the framer
though works well - it becomes predictable and starts going nowhere. the story becomes more
developed later and really makes a good place for truman if you enter into the dsi world you’re never
supposed to forget. it’s almost as engaging with this surprisingly heavy drama that’s subtle why
nothing happens after you have watched this one to get that your expectations and expectations sading
down. i recommend definitely seeing this ...

this is a positive review:
title : simply the best
content : i have been wanting to have a safe with my son my son. we used to play w / his cardboard
toy box, but thought this was just a hazard. well, after true terror in my baby’s swing, i hunted down
the safe and amazon had the best price i could find. great product that was a huge relief from our
efforts. my 7 month old loves to play with this at least 10 different times that i put him in the swing. i
can see how i will get this useful for the one he has. i am so glad i ...

this is a positive review:
title : a surprise!
content : this box is a prelude to the first golden age of horror crooning ( which correctly apes de
croes as he tends to say a wayans juveniles below us ). and these are individual breakfast of murders.
the writers of these crime / mysteries / new orleans exhibit that encompasses the catholic church in
their b & w documents. best blurb of all those who would read about the errors they witness and
don’t believe. an interesting twist ending to the loose ends. hercule poirot is cast as a smart cop
undercover. the two big funny g ...

Figure 12: Sample generated using CaDDi, conditioned on a positive prompt. In each sample, the
purple text indicates the prompt.
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