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A Extended Results of Our Method on the 60K-Sample Dataset1

In Appendix A, we present the extended evaluation of our SIGMA method on a larger 60K-sample2

dataset. We first analyze performance gains across three backbone architectures in Appendix A.13

including LLAMA3-8B[3], MISTRAL-7B[6], and DEEPSEEKMATH-7B[13], demonstrating con-4

sistent improvements over existing fine-tuning baselines. We then provide a benchmark level break-5

down across six diverse mathematical reasoning tasks in Appendix A.2 (GSM8K[2], MATH[5],6

College[14], DeepMind[12], Olympiad[4], and Theorem[1]), highlighting SIGMA’s robustness and7

its ability to generalize across varying levels of problem difficulty.8

A.1 Analysis of Performance Across Different Base Models9

To further demonstrate the effectiveness of our proposed SIGMA method, we expanded the dataset10

from 30K to 60K samples. The experimental results are presented in Table 1. Notably, our11

model LLAMA3-SIGMA-8B-60K outperforms LLAMA3-8B-DART-MATH, which was fine-12

tuned on a much larger dataset of 590K examples, across the average performance on six benchmark13

datasets[15]. Below, we provide a detailed analysis based on different base models.14

LLaMA3-8B. Given the same number of training samples, our model achieves an average score15

that is 1 point higher than MathFusion[10]. In particular, it surpasses MathFusion by 5.8 on the16

DeepMind benchmark and by 3.2 on GSM8K. Even when compared with models trained on sig-17

nificantly more data, our 60K-trained model surpasses all others, (including DART-Math-590K) by18

0.5 in average score and achieves the highest score on the DeepMind benchmark (49.2) among all19

models.20

Mistral-7B. When trained on the same dataset size (60K), our MISTRAL-SIGMA-7B-60K model21

outperforms all other models. It achieves a 0.8 point gain over MathFusion and a 4-point improve-22

ment over DART-Math. Notably, its score on the DeepMind benchmark reaches 46.1, which is even23

higher than models fine-tuned on the full 590K dataset, outperforming DART-Math by 1.8 .24

DeepSeekMath-7B. Using an identical number of training examples, our DEEPSEEKMATH-25

SIGMA-7B-60K model outperforms MathFusion by 1.8 and DART-Math by 1.9. On the MATH26

dataset, it achieves a score of 56.5, the highest across all models regardless of training data size,27

exceeding DART-Math (590K) by 2.9 . Overall, the average performance of our model is very close28

to that of DART-Math (590K).29

A.2 Analysis of Performance Across Six Different Benchmarks30

To systematically quantify how each data construction technique impacts performance across our31

six benchmarks:GSM8K, MATH, College, DeepMind, Olympiad, and Theorem.We present dif-32

ferent benchmarks’ analysis comparing SIGMA with MetaMath [16], MMIQC [8], RefAug [17],33
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Table 1: Performance comparison across base models and training strategies. Results are reported
as exact-match accuracy under 0-shot greedy decoding(temperature = 0). All scores were obtained
from the first attempt. Arrows indicate accuracy changes relative to the baseline in blue background.
Some results are quoted from MathFusion [10] and some are quoted from DART-Math [15].

Model # Samples In-Domain Out-of-Domain AVG
MATH GSM8K College DM Olympiad Theorem

LLaMA3-8B (General Base Model)
Llama3-8B-MetaMath 400K 32.5 77.3 20.6 35.0 5.5 13.8 30.8
Llama3-8B-RFT 590K 39.7 81.7 23.9 41.7 9.3 14.9 35.2
Llama3-8B-DART-Math 590K 46.6 81.1 28.8 48.0 14.5 19.4 39.7
Llama3-8B-MMIQC 2.3M 39.5 77.6 29.5 41.0 9.6 16.2 35.6
Llama3-SIGMA-8B-15K 15K 36.0 82.0↑4.1 24.2 42.0 10.5 22.0↑5.0 36.1↑0.5
Llama3-SIGMA-8B-30K 30K 40.8↑2.0 79.5↑1.6 26.3↑0.8 47.5↑5.5 12.7↑0.1 19.1↑2.1 37.7↑2.1
MathFusion (Sequential) 30K 38.8 77.9 25.1 42.0 12.6 17.0 35.6
MathFusion (Conditional) 30K 34.7 76.9 21.2 27.4 11.9 15.5 31.3
MathFusion (Parallel) 30K 38.1 75.4 25.5 41.9 11.9 18.9 35.3
Llama3-8B-MetaMat 60K 28.7 78.5 19.7 31.3 5.3 16.1 29.9
Llama3-8B-MMIQC 60K 24.4 69.7 13.4 30.9 5.2 10.6 25.7
Llama3-8B-RefAug 60K 20.3 68.6 15.5 29.1 5.5 13.0 25.3
Llama3-8B-DART-Math 60K 39.6 82.2 27.9 39.9 12.9 22.9 37.6
MathFusion-Llama3-8B 60K 46.5 79.2 27.9 43.4 17.2 20.0 39.0
Llama3-SIGMA-8B-60K 60K 44.9 82.4↑3.2 28.1 49.2↑5.8 15.3 21.3↑1.3 40.2↑1.2

Mistral-7B-v0.1 (General Base Model)
Mistral-7B-MetaMath 400K 29.8 76.5 19.3 28.0 5.9 14.0 28.9
Mistral-7B-WizardMath-V1.1 418K 32.3 80.4 23.1 38.4 7.7 16.6 33.1
Mistral-7B-RFT 590K 38.7 82.3 24.2 35.6 8.7 16.2 34.3
Mistral-7B-DART-Math 590K 45.5 81.1 29.4 45.1 14.7 17.0 38.8
Mistral-SIGMA-7B-15K 15K 30.0 75.3↑1.4 20.8↑1.939.5↑10.2 7.7 16.3↑0.8 31.6↑1.7
Mistral-SIGMA-7B-30K 30K 35.5↑2.8 78.6↑4.7 22.1↑3.243.8↑14.5 11.1↑1.8 18.0↑2.5 34.9↑5.0
MathFusion (Sequential) 30K 32.7 73.9 18.9 29.3 9.3 15.5 29.9
MathFusion (Conditional) 30K 26.3 73.0 15.6 21.4 7.3 12.8 26.1
MathFusion (Parallel) 30K 30.9 75.1 20.9 26.5 11.0 15.2 29.9
Mistral-7B-MMIQC 60K 17.3 61.4 11.1 13.5 5.0 5.9 19.0
Mistral-7B-RefAug 60K 17.4 63.1 12.5 18.1 3.9 11.1 21.0
Mistral-7B-MetaMath 60K 22.7 70.8 14.1 27.2 5.0 12.2 25.3
Mistral-7B-DART-Math 60K 34.1 77.2 23.4 36.0 8.7 18.2 32.9
MathFusion-Mistral-7B 60K 41.6 79.8 24.3 39.2 13.6 18.1 36.1
Mistral-SIGMA-7B-60K 60K 40.3 79.2 24.1 46.1↑6.9 12.3 19.2↑1.1 36.9↑0.8

DeepSeekMath-7B (Math-Specialized Base Model)
DeepSeekMath-7B-RFT 590K 53.0 88.2 41.9 60.2 19.1 27.2 48.3
DeepSeekMath-7B-DART-Math 590K 53.6 86.8 40.7 61.6 21.7 32.2 49.4
DeepSeekMath-7B-Instruct 780K 46.9 82.7 37.1 52.2 14.2 28.1 43.5
DeepSeekMath-7B-MMIQC 2.3M 45.3 79.0 35.3 52.9 13.0 23.4 41.5
DeepSeekMath-SIGMA-7B-15K 15K 52.2↑2.3 81.1↑4.5 37.4 64.5 20.3 26.1↑3.3 47.0↑1.3
DeepSeekMath-SIGMA-7B-30K 30K 54.9↑5.0 82.2↑5.6 36.7 67.2↑2.6 21.6 26.6↑3.8 48.2↑2.5
MathFusion (Sequential) 30K 49.9 76.6 38.8 64.6 21.6 22.8 45.7
MathFusion (Conditional) 30K 48.5 74.6 37.0 55.2 19.3 19.0 42.3
MathFusion (Parallel) 30K 50.9 76.7 38.9 62.2 19.0 23.8 45.3
DeepSeekMath-7B-MMIQC 60K 26.3 60.6 19.2 41.5 10.4 6.8 27.5
DeepSeekMath-7B-RefAug 60K 33.1 71.6 26.2 35.4 10.5 14.0 31.8
DeepSeekMath-7B-MetaMath 60K 40.0 79.0 33.2 45.9 9.5 18.9 37.8
DeepSeekMath-7B-DART-Math 60K 51.4 82.9 39.1 62.8 21.0 27.4 47.4
MathFusion-DeepSeekMath-7B 60K 53.4 77.9 39.8 65.8 23.3 24.6 47.5
DeepSeekMath-SIGMA-7B-60K 60K 56.5↑3.1 81.7↑3.8 37.2 68.4↑2.6 22.5 29.3↑4.7 49.3↑1.8
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Figure 1: Performance comparison of models fine-tuned on 60k-sample datasets generated by dif-
ferent methods, evaluated across six benchmark tasks. Different colored dots represent different
methods.

Figure 2: Performance comparison of models fine-tuned on 30k-sample datasets generated by dif-
ferent methods, evaluated across six benchmark tasks. Different colored dots represent different
methods.

DART-Math, and MathFusion (Figure 1). We highlight both absolute and relative gains, as well34

as consistency across the three backbone models, to demonstrate SIGMA’s robustness and general35

applicability.36

60K-Sampled Datasets Comparsion Across Six Benchmarks. GSM8K: SIGMA consistently37

outperforms MathFusion across all base architectures. Furthermore, it matches the performance38

of DART-Math, and remarkably, all three models converge to nearly identical accuracies when39

fine-tuned with our method. MATH: On the more demanding MATH benchmark, SIGMA deliv-40

ers substantial gains over DART-Math for every backbone. In particular, it also exceeds MathFu-41

sion’s results on both LLaMA and DeepSeekMath, underscoring its robustness on complex arith-42

metic reasoning. College: In the College evaluation, SIGMA yields pronounced improvements43

for Mistral and DeepSeekMath. This demonstrates the strength of our data generation in enhanc-44

ing performance on intermediate-difficulty problems. DeepMind: SIGMA outstrips all competing45

approaches—including DART-Math and MathFusion—by a wide margin on DeepMind. The consis-46

tent uplift across every model highlights its effectiveness on advanced reasoning tasks. Olympiad:47
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Figure 3: Performance comparison of models fine-tuned on 15k-sample datasets generated by our
SIGMA15k and 30k-sample datasets generated by other methods, evaluated across six benchmark
tasks. Different colored dots represent different methods.

For the Olympiad benchmark, SIGMA falls slightly short of MathFusion on LLaMA and Mistral48

but outperforms it on DeepSeekMath. Crucially, it still achieves clear, uniform improvements over49

DART-Math across all three architectures. Theorem: On Theorem, SIGMA secures a clear advan-50

tage over MathFusion, confirming its ability to generate data that strengthens formal and symbolic51

reasoning.52

30K-Sampled Datasets Comparsion Across Six Benchmarks. As shown in Figure 2, GSM8K:53

SIGMA surpasses all baselines on GSM8K when fine-tuned with 30 K samples, demonstrating54

consistent superiority across multiple base models. MATH: On MATH benchmark, SIGMA deliv-55

ers marked gains over every competing method, showing stable uplift across different base models.56

College: In College evaluations, SIGMA yields notable improvements for each architecture, demon-57

strating that our data construction effectively enhances general-purpose models’ ability for reasoning58

challenging mathematical problems. DeepMind: SIGMA delivers substantial gains over MathFu-59

sion on DeepMind tasks, underscoring its strong adaptability to DeepMind dataset. Olympiad: For60

Olympiad problems, SIGMA maintains consistent gains over DART-Math across all backbones and61

narrows the gap with MathFusion, confirming robust performance on competition-level questions.62

Theorem: On the Theorem dataset, SIGMA achieves uniform improvements over every baseline,63

illustrating that its advantages in theorem reasoning persist regardless of dataset size.64

SIGMA-15K vs. 30K-Scale Methods: Performance Across Six Benchmarks. As shown in65

Figure 3, GSM8K: With 15K training samples, SIGMA still leads all augmentation strategies on66

GSM8K, delivering uniformly higher accuracies across LLaMA, Mistral and DeepSeekMath and67

narrowing performance disparities among them. MATH: Even at reduced scale, SIGMA achieves68

clear improvements on MATH, outperforming each baseline and preserving its edge on all three69

backbones. College: In the College evaluation, SIGMA demonstrates a pronounced advantage,70

boosting each architecture’s capability to tackle intermediate-difficulty tasks despite the limited71

training data. DeepMind: SIGMA adapts effectively to the DeepMind dataset, surpassing Math-72

Fusion and other approaches across all backbones, which underscores its resilience on complex73

reasoning challenges. Olympiad: On Olympiad questions, SIGMA outperforms DART-Math for74

every base model and approaches MathFusion’s standard, confirming its steady competitiveness on75

high-difficulty problems even at reduced scale. Theorem: For the Theorem benchmark SIGMA sus-76

tains its lead over all competing strategies, demonstrating that its strengths in reasoning persist when77

trained on only fifteen thousand instances.78
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B Training Setup79

All fine-tuning experiments were carried out on four NVIDIA H100 GPUs with DeepSpeed2 ZeRO80

[11] optimizations, operating in mixed precision [9] (FP16) to maximize memory efficiency and81

throughput.82

The computation sequence token length was fixed at 4096 to capture long range mathematical rea-83

soning. We set per device train batch size=8 and used gradient accumulation steps=484

to accumulate gradients.85

We used the AdamW [7] optimizer with weight decay of 0.01. A cosine decay learning rate86

scheduler was applied with a linear warmup over the first 3 percent of total training steps87

(warmup ratio=0.03) to prevent instability. All models were trained for 3 epochs.88

Initial learning rates were tuned per model:89

• DeepSeekMath-7B: 5× 10−590

• Mistral-7B: 4× 10−691

• LLaMA3-8B: 1× 10−592

We logged metrics at regular intervals during training and validation. Random seeds were fixed and93

model checkpoints were saved after each epoch to ensure reproducibility.94

C Examples95

In Appendix C, we present detailed examples and Q&A examples to provide deeper insight into96

the mechanism by which the SIGMA method refines reasoning data. Appendix C.1 illustrates how97

SIGMA refines reasoning steps on both geometry and algebra problems. Appendix C.2 presents98

additional SIGMA-refined reasoning paths for questions from MATH and GSM8K datasets.99

C.1 Detailed examples100

Example 1. Geometry

Question: The altitude to the hypotenuse of a triangle with angles of 30◦ and 60◦ is 3 units.
What is the area of the triangle, in square units? Express your answer in simplest radical
form.
#Picture below is compiled from Asymptote code in question line.

3 units

Answer: The area is 6
√
3 square units.

MCTS Selected Path:
(0-1): Step: Calculate the length of the hypotenuse:

hypotenuse = 2 · 3
(0-1-2): Step: Calculate the length of the base:

base =
hypotenuse

2
101
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(0-1-2-1): Step: Calculate the length of the altitude:

altitude = 3

(0-1-2-1-1): Step: Calculate the area of the triangle:

area = 0.5 · base · altitude

The answer is: 4.5

Step-by-Step Sibling Comparison and Critique:
Step 1:

• Sibling(0-2):Step:Calculate the length of the hypotenuse using
the altitude and the 60-degree angle.We use the relationship
in a 30◦-60◦-90◦ triangle.Since the altitude from the right
angle to the hypotenuse is 3 units, the hypotenuse is:

hypotenuse = 2
√
3.

• Sibling(0-0):Step:Calculate the length of the legs of the
triangle.Using triangle ratios again, the longer leg (opposite

the 60◦ angle) is:leg length = 3
√
3.

• Evaluation: Step 0-0 incorrectly assumes a leg length without relating it to the
given altitude; step 0-2 correctly uses the 30◦–60◦–90◦ property to link the altitude
and hypotenuse; step 0-1 computed hypotenuse but resulted in wrong value.

Step 2:
• Sibling(0-1-0):Step:Calculate the length of the side opposite the
30-degree angle:side 30 = hypotenuse / 2

• Sibling(0-1-1):Step:Compute the base using the Pythagorean

theorem:base =
√
hypotenuse2 − altitude2

• Evaluation: Step 0-1-0 conflates the 30° as opposite side with the base without
justification; step 0-1-1 applies Pythagorean theorem correctly but adds unneces-
sary complexity; step 0-1-2 halves the hypotenuse that only holds in an isosceles
right triangle.

Step 3:
• Sibling(0-1-2-0):Step:Calculate the length of the height:height=3

• Sibling(0-1-2-2):Step:Compute the altitude using triangle
legs:altitude=(leg1 * leg2) / hypotenuse

• Evaluation:Step 0-1-2-0 merely restates the given;step 0-1-2-1 correctly extracts
the altitude;step 0-1-2-2 applies a geometric formula but assumes leg values.

Step 4:
• Sibling(0-1-2-1-0):Step:Calculate square: base * altitude / 2 = 6

• Sibling(0-1-2-1-2):Step:Calculate answer: 0.5 * base * altitude =
6

• Evaluation: Step 0-1-2-1-0 calculate the square; step 0-1-2-1-1 calculate the area
of the triangle; step 0-1-2-1-2 compute the answer.

Key points:

• For step 0-1, explicitly derive the hypotenuse length from the altitude to the hy-
potenuse using the correct geometric relationship in a 30-60-90 triangle.

• For step 0-1-2, form and solve the altitude equation for that parameter.
• For step 0-1-2-1, substitute back to obtain all side lengths.
• For step 0-1-2-1-1, keep the square computing logic still.

102
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Optimzed Output:
Step 1: Assign variables to the sides of the 30-60-90 triangle.
Let the shortest leg (opposite 30°) be x. Then the hypotenuse is 2x, and the longer leg
(opposite 60°) is x

√
3. Thus, the legs are x and x

√
3, and the hypotenuse is 2x.

Step 2: Use the given altitude length to solve for x.
We are told the altitude to the hypotenuse is 3 units, so:

3 =
x
√
3

2
=⇒ x =

3× 2√
3

=
6√
3
.

Rationalizing the denominator:

x =
6√
3
×

√
3√
3
=

6
√
3

3
= 2

√
3.

Step 3: Calculate the lengths of all sides using x = 2
√
3.

- Short leg (opposite 30°): x = 2
√
3.

- Longer leg (opposite 60°): x
√
3 = 2

√
3×

√
3 = 2× 3 = 6.

- Hypotenuse: 2x = 2× 2
√
3 = 4

√
3.

Step 4: Calculate the area of the triangle.
The area of a right triangle is half the product of its legs:

Area =
1

2
× (short leg)× (long leg) =

1

2
× 2

√
3× 6 =

1

2
× 12

√
3 = 6

√
3.

The answer is: (6
√
3)

103

Example 2. Algebra

Question: Four positive integers A, B, C and D have a sum of 36. If A + 2 = B − 2 =
C × 2 = D ÷ 2, what is the value of the product A×B × C ×D?

Answer: The correct product is 3840 .

MCTS Selected Path:
(0-2): Step: Define the variables A,B,C, and D.

(0-2-2): Step: Write the system of equations:
A+B + C +D = 36,

A+ 2 = B − 2,

B = C,

C =
D

2
.

(0-2-2-1): Step: Solve the system to obtain
A = 8, B = 8, C = 8, D = 16.

(0-2-2-1-0): Step: Compute the product:
A×B × C ×D = 8× 8× 8× 16 = 4096.

The answer is: 4096 (Incorrect)

Step-by-Step Sibling Comparison and Critique:
Step 1:

104
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• Sibling(0-0):Step:Define variables:A + B + C + D = 36

• Sibling(0-1):Step:Define sum:SUM = 36

• Evaluation: Step 0-1 correctly begins by defining the total sum constraint explic-
itly; step 0-1 gives clear definition of total sum; step 0-2 omits in this step.

Step 2:
• Sibling(0-2-0):Step:Define equations:A = C * 2 - 2; B = C * 2 + 2;
D = C * 2 * 2

• Sibling(0-2-1):Step:Define relationships:A = B - 4; B = C * 2 + 2;
D = A * 2 + 4

• Evaluation: Step 0-2-0 expresses all variables in terms of a single variable C,
which provides a clearer structure; step 0-2-1 give recurrent definition of relative
variables;step 0-2-2 instead defines relationships in isolated pairs.

Step 3:
• Sibling(0-2-2-0):Step:Solve equations:A + B + C + D = 36 ; A + 2 =
B - 2 ; C * 2 = D / 2

• Sibling(0-2-2-2):Step:Solve equations:5 * C + 4 = 36

• Evaluation: Step 0-2-2-0 captures the equality logic via C ∗ 2 = D/2 correctly;
step 0-2-2-2 express all variables using C; step 0-2-2-1 misrepresents this logic
using B = C and C = D/2.

Step 4:
• Sibling(0-2-2-1-1):Step:Calculate requirement: A * B * C * D =
4096

• Sibling(0-2-2-1-2):Step:Calculate answer: A * B * C * D = 4096

• Evaluation: Step 0-2-2-1-1 calculate the required output; step 0-2-2-1-2 calculate
the answer ; step 0-2-2-1-0 compute the product.

Key Points:
• For step 0-2, explicitly state constraints in initial setup.
• For step 0-2-2, express all variables using a single reference variable.
• For step 0-2-2-1, correctly encode and solve the system with logical relationships.
• For step 0-2-2-1-0, keep the computing logic.

Optimized Output:
Step 1: Introduce a common value k so that

A+ 2 = B − 2 = 2C =
D

2
= k and A+B + C +D = 36.

Step 2: Express each variable in terms of k:

A = k − 2, B = k + 2, C =
k

2
, D = 2k,

then substitute into the sum:

(k − 2) + (k + 2) + k
2 + 2k = 36 =⇒ 9k

2
= 36 =⇒ k = 8.

Step 3: Determine the four integers:

A = 6, B = 10, C = 4, D = 16,

which indeed satisfy both the sum and the four-way equality.
Step 4: Compute the product:

A×B × C ×D = 6× 10× 4× 16 = 3840.

The answer is: 3840105
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C.2 Q&A examples106

Example 1

Question: Mari made 4 more than five times as many decorated buttons as Kendra. Sue
made half as many as Kendra. Sue made 6 buttons. How many did Mari make?
Answer:

Step 1: Sue made 6 buttons, so Kendra made 2× 6 = 12.
Step 2: Mari made 4 more than 5× Kendra’s count: 5× 12 + 4.
Step 3: Compute 5× 12 = 60, then add 4 to get 64.
Step 4: Therefore, Mari made 64 buttons.
The answer is: 64

107

Example 2

Question: When three standard dice are tossed, the numbers a, b, c are obtained. Find the
probability that

(a− 1)(b− 1)(c− 1) ̸= 0

Answer:
Step 1: Total outcomes = 63 = 216.
Step 2: (a− 1)(b− 1)(c− 1) = 0 iff at least one die shows 1.
Step 3: Favorable: none is 1 =⇒ 53 = 125 outcomes.
Step 4: Probability = 125

216 .
Step 5: Hence the probability is 125

216 .

The answer is:
125

216

108

Example 3

Question: What is the minimum value of y if y = 3x2 + 6x+ 9?
Answer:
Step 1: Rewrite or note vertex of parabola 3(x2 + 2x) + 9 = 3(x+ 1)2 + 6.
Step 2: Since (x+ 1)2 ≥ 0, minimum occurs at x = −1.
Step 3: Substitute x = −1: y = 3 · 0 + 6 = 6.
Step 4: Therefore, the minimum value is 6.
The answer is: 6

109

Example 4

Question: You are given a sequence of 58 terms P +n where P is the product of all primes
≤ 61 and n = 2, 3, . . . , 59. Let N be the number of primes in this sequence. Find N .
Answer:
Step 1: If n is prime (17 values), P + n ≡ 0 (mod n) so composite.
Step 2: Remaining 58− 17 = 41 terms with composite n may be prime.
Step 3: Known result for Euclid-type numbers gives exactly 16 primes among them.
Step 4: Thus N = 16.
The answer is: 16

110

Example 5

Question: A rectangle has length 40 m and width 20 m. A similar smaller rectangle has half
the length and width. What is the area of the smaller rectangle?

111
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Answer:
Step 1: Scale factor = 1

2 , so smaller sides are 20 m and 10 m.
Step 2: Area = 20× 10 = 200 m2.
Step 3: Alternatively area factor ( 12 )

2 = 1
4 of 800 gives 200.

Step 4: Therefore, the area is 200.
The answer is: 200

112

Example 6

Question: Last year, Isabella took 7 math tests with distinct integer scores 91–100. Each
running average after n tests was an integer. She scored 95 on the 7th test. What was her 6th
test score?
Answer:
Step 1: Let Sn be sum after n tests; Sn ≡ 0 (mod n).
Step 2: From S7 = S6 + 95 ≡ 0 (mod 7) =⇒ S6 ≡ 3 (mod 7).
Step 3: Also S6 ≡ 0 (mod 6), so S6 ≡ 24 (mod 42).
Step 4: In allowable range 546 ≤ S6 ≤ 600, the valid sum is 570, giving s6 = 570− S5 =
100.
Step 5: Therefore, the 6th score is 100.
The answer is: 100

113

Example 7

Question: Let p, q be distinct solutions to
4x− 12

x2 + 2x− 15
= x+ 2. If p > q, find p− q.

Answer:
Step 1: Domain excludes x = −5, 3. Multiply by x2+2x−15 to get x3+4x2−15x−18 = 0.
Step 2: Rational root x = 3 is extraneous. Factor gives (x− 3)(x2 + 7x+ 6) = 0.
Step 3: Solve x2 + 7x+ 6 = 0 =⇒ x = −1,−6.
Step 4: Thus p = −1, q = −6, so p− q = 5.
Step 5: Therefore, the difference is 5.
The answer is: 5

114

Example 8

Question: A vampire needs 7 gallons of blood per week, sucking 2 pints per person. How
many people per day must he feed on?
Answer:
Step 1: 7 gal × 8 pt/gal = 56 pints/week.
Step 2: At 2 pt/person, he needs 56/2 = 28 people/week.
Step 3: Dividing by 7 days gives 28/7 = 4 people/day.
Step 4: Therefore, he must feed on 4 people each day.
The answer is: 4

115

Example 9

Question: Marla is mixing lilac paint 70% blue, 20% red, rest white. If she adds 140 oz of
blue, how many ounces of white does she add?
Answer:
Step 1: White%=100–(70+20)=10%.
Step 2: Total T : 0.7T = 140 =⇒ T = 200 oz.
Step 3: White amount = 0.1× 200 = 20 oz.
Step 4: Therefore, she adds 20 ounces of white.
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The answer is: 20
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Example 10

Question: By partial fractions,

1

x(x+ 1)(x+ 2)(x+ 3)(x+ 4)
=

A

x
+

B

x+ 1
+

C

x+ 2
+

D

x+ 3
+

E

x+ 4

for some constants A,B,C,D,E. Find A+B + C +D + E.
Answer:
Step 1: Multiply both sides by x(x+ 1)(x+ 2)(x+ 3)(x+ 4) to get

1 = A(x+ 1)(x+ 2)(x+ 3)(x+ 4)

+B x(x+ 2)(x+ 3)(x+ 4)

+ C x(x+ 1)(x+ 3)(x+ 4)

+Dx(x+ 1)(x+ 2)(x+ 4)

+ E x(x+ 1)(x+ 2)(x+ 3).

Step 2: Evaluate at the roots:

x = 0 : 1 = 24A =⇒ A = 1
24 ,

x = −1 : 1 = −6B =⇒ B = − 1
6 ,

x = −2 : 1 = 4C =⇒ C = 1
4 ,

x = −3 : 1 = −6D =⇒ D = − 1
6 ,

x = −4 : 1 = 24E =⇒ E = 1
24 .

Step 3: Sum the constants:

A+B + C +D + E = 1
24 − 4

24 + 6
24 − 4

24 + 1
24 = 1−4+6−4+1

24 = 0
24 = 0.

Step 4: Therefore, the sum is zero.
The answer is: 0
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Example 11

Question: Let P be a point outside of circle O. A segment is drawn from P such that it
is tangent to circle O at T . Meanwhile, a secant from P intersects O at A and B, with
PA < PB. If PA = 3 and PT = AB − PA, then what is PB?
Answer:
Step 1: By the Power of a Point, PT 2 = PA · PB.
Step 2: Since AB = PB−PA, the condition PT = AB−PA gives PT = (PB−PA)−
PA = PB − 2PA, so with PA = 3 we have PT = PB − 6.
Step 3: Substitute into the power relation: (PB − 6)2 = 3PB.
Step 4: Expand: PB2 − 12PB + 36 = 3PB, hence PB2 − 15PB + 36 = 0.
Step 5: Solve via the quadratic formula:

PB =
15±

√
225− 144

2
=

15± 9

2
,

yielding PB = 12 or PB = 3.

Step 6: Discard PB = 3 since PB > PA = 3, so PB = 12.

The answer is: 12
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