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A Appendix

A.1 Overview
We organize our supplementary material as follows.

¢ Related Work

— MLLMs for Mathematics
— Visual Chain of Thought

¢ Dataset Details

— Dataset Example
— Dataset Statistic

¢ Theoretical Details of Interleaved CoT RL

Additional Implementation Details

Additional Quantitative Results

— Results on Other Benchmark
— Projector Ablation

Additional Qualitative Results

A.2 Related work

MLLMs for Mathematics Recent advancements in MLLMs [25, 18, 1] have shown impressive
capabilities in various vision-language tasks. However, even powerful models like GPT-4V [25]
and Qwen2-VL [31] fail to demonstrate satisfying performance on existing visual mathematical
benchmarks [3, 21, 20, 38]. Various specialized approaches [11, 39, 15, 7, 22, 30, 26] have emerged
to enhance visual mathematical reasoning. Current approaches mostly focus on enriching the
multimodal math data. G-LLaVA [11] extends the LLaVA architecture with geometric reasoning
capabilities by augmenting the current dataset. Math-LLaVA [30] enlarges the data scope with the
introduced MathV360K dataset. MAVIS [39] first identifies the critical issue of the vision encoder
and empowers it with the mathematical capability. Then it further develops an automated system for
generating mathematical visual datasets at scale. Reverse Chain-of-Thought (R-CoT) [7] introduces
the Geometry Generation Chain for creating geometric images with more accurate descriptions.

Visual Chain of Thought With advancements of various visual reasoning tasks [20, 36, 16], visual
chain of thought has been emerging as an effective method to enhance accuracy. One line of the
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method relies on textual CoT to conduct multimodal analysis [9, 23, 4, 37, 8, 34]. For example, R1-
V[4] extends the paradigm of DeepSeek R1 [13] to generate a comprehensive text CoT to analyze the
visual information before providing the final answer. Another line of method explicitly incorporates
multimodal elements in the rational [28, 24, 33, 14, 17]. Visual CoT [28] and Chain-of-Spot [19]
propose to crop the region of high interest on the image and integrate it into the CoT process. Chain-
of-Image [24] and Visual SKETCHPAD [14] introduce auxiliary tools to generate helpful diagrams
for mathematical or geometric problem-solving. Although these methods demonstrate competitive
performance, they are limited to rigid image cropping or dependence on external tools. Recently,
ICoT [12] leverages the attention map of the MLLM to select the relevant visual tokens to compose
the multimodal rational. However, this approach relies solely on attention scores on the image feature
maps, which have been shown to be insufficiently informative for mathematical scenarios [39].

A.3 Dataset Details
Dataset Example We present examples from our MINT-CoT Dataset in Figures | to 3, where the

yellow highlights indicate the interleaved grid indices, and the blue highlights denote the key words
in each reasoning step.

Dataset Statistic We provide the key statistics of MINT-CoT Dataset in Table 1. This dataset
comprises 54,031 data points derived from the mathematical portion of the Mulberry-260k dataset.

Table 1: Key statistics of the MINT-CoT dataset.

Statistic | Value
Total data points 54,031
Data points containing Interleave Tokens (interleaved data points) 52,142
Average number of Interleave Tokens per interleaved data point 2.80
Maximum number of Interleave Tokens in a single interleaved data point 12
Average number of selected indices per interleaved data point 19.91
Average number of selected indices per Interleave Token 7.10
Minimum number of selected indices in a single Interleave Token 1
Maximum number of selected indices in a single Interleave Token 140

A.4 Theoretical Details of Interleaved CoT RL

Following the standard GRPO framework [29], we integrate GRPO into our approach. Specifically,
similar to Lcg in Stage 2, we apply a policy loss Lgrpo_text t0 textual tokens:

. (D

— 16 1 Po(yjelyj<e,1T) 4 N
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where fljyt is the advantage detailed in Section 2.3, Py is a reference policy that serves as a
regularization target, and Dkp [Py || Pe] penalizes deviation from this reference distribution to
encourage stable updates. The min and clip operations are omitted for brevity.

To enable more flexible and effective selection of visual tokens, we further apply a Lgrpo_vis to the
scaled similarity scores ozg-f)T, which are derived from the interactions between Interleave tokens and
input visual tokens in the the j-th chain of reasoning steps. Let M denote the number of input visual
tokens in j-th chain, and IV; denote the the number of Interleave tokens in j-th chain. Formally, the

loss is defined as:

()
el 1 N,;,M Py ) |yj < I, T) 2
= —FEvac L5 St e SR el L AL BDy [Py || P, .2
LGRPO_vis {535 ~Po  CILT) | G 2uj=1 N, M; 2uijr=1 Py @y ;7)1 BDL[Po || Pet] 2

The final policy loss is defined as the sum of both losses, with the Lgrpo_vis rescaled by a weighting
factor A:

L6rro = LGrPO_text + A © LGRPO_vis- 3)
By computing this combined loss, we enhance both token selection and inference capabilities using
Interleave tokens.
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Table 2: Combined results on the Mathematics section of MMStar benchmark. We evaluate
MINT-CoT-7B, the baseline model and the state-of-the-arts.

Model | MMStar-Math
Qwen2.5-VL-7B-Instruct [2] 66.8
InternVL2-8B [6] 66.8
R1-VL-7B [37] 68.4
Mulberry [35] 66.8
Open-R1-Multimodal [10] 59.2
Qwen2-VL-7B-Instruct [32] (Baseline) 46.4
MINT-CoT-7B 69.6

A over the Baseline Model +23.2

Table 3: Ablation study on different training stages. We evaluate the baseline model, Text-only
CoT SFT, Interleaved CoT SFT and Interleaved CoT RL on the Mathematics section of MMStar
benchmark.

Model | MMStar-Math
Baseline [32] 46.4
+ Text-only CoT SFT 67.6
+ Interleaved CoT SFT 68.00
+ Interleaved CoT RL 69.6

A.5 Additional Implementation Details

We use Qwen2-VL-7B [32] as the base MLLM model in our experiments. Each of the two projectors,
Perieave and Py, is implemented as a single linear layer. We uniformly set the threshold 6§ = 0.7 to
filter the similarity scores. The hyper-parameter +y to scale the similarity is set to 1/0.07 following
CLIP [27]. The training procedure consists of three stages: (1) Text-only CoT Training, where we train
for 2 epochs on the MINT-CoT dataset without applying the interleaving strategy, using a learning
rate of 5.0e-6 and a batch size of 64, following the configuration of Mulberry [35]; (2) Interleaved
CoT SFT, where we train for 3 epochs on the MINT-CoT dataset with a learning rate of 1e-6 and a
batch size of 64; and (3) Interleaved CoT RL, where we train for 700 steps on the MINT-CoT dataset,
using a group size G = 4, a weighting factor A = 0.02, a learning rate of le-6 and a batch size of
16. During training, all model parameters, including the Interleave Token and projector layers, are
unfrozen, except for the vision encoder, which remains fixed. Finally, the resulting model is named
MINT-CoT-7B.

For Bounding Box CoT SFT, we use the MINT-COT dataset and extract the minimal enclosing
rectangle that covers the index positions of all labels as the ground truth bounding box to train the
model. We train 2 epochs with a learning rate of 1e-6 and a batch size of 64. And during inference, it
interleave the minimal enclosing rectangle that covers all the seleted tokens. For Original Image CoT
SFT, however, we enforce the concatenation of the entire image at the beginning of each step during
both training and inference. We train only 1 epoch with a learning rate of le-6 and a batch size of 64,

A.6 Additional Quantitative Results

Results on Other Benchmark In addition to the quantitative results in Section 3.2, we provide
results of our method on the Mathematics section of MMStar [5] benchmark. As shown in Table 2,
MINT-CoT-7B outperforms the baseline model by +23.2%, and performs better than the state-of-the-
arts. Furthermore, we present the results of an ablation study on different training stages in Table 3.
We find that the performance improves at each training stage, validating the efficiency of our three
training stages.

Projector Ablation We conduct an ablation study on the post interleave projector Pos_ingv and
the post visual projector Fos_vis on the Interleaved CoT SFT stage. Both projectors were initially
implemented as single-layer linear layers. We first remove both projectors entirely, and then replace



91
92
93

94

95
96

Table 4: Ablation study on the post interleave projector and the post visual projector. We
compare three configurations: without projectors, with single-layer linear projections, and with
two-layer MLPs.

Configuration | Layer Number | All  GEO ALG GPS TQA

w.0. projectors | - | 6444 63.68 6442 6394 66.13
. Drotectors 1 67.78 6651 6779 67.31 69.35
- ProJ 2 65.18 6321 6554 63.94 69.35

Question: .

The Municipal Planning Bureau is designing a cross-street bridge with a height of = Rl

'z" units, where z = 6.0. If the slope of the overpass AC follows a 3:4 ratio, what is :\“—L‘_\’ 2R ‘; :
the length of the slope AC?\nChoices:\nA: 10m\nB: 8m\nC: 6m\nD: 6\3m > ¢ ; TEIE:|
Outputs:

### Rationales: The problem involves calculating the hypotenuse (slope AC) of a right triangle where one side (the
height AB) is given, and the ratio of the two legs (AB:BC) is provided. Using these details, the Pythagorean theorem
will help find the length of the hypotenuse.

### Let's think step by step.

##t# Step 1. <interleave>9,16,23,30<interleave>Identify the values and ratios given. The height of the bridge (AB) is 6
units, with a slope ratio of 3:4. indicatina AB:BC.

#1t# Step 2:<interleave>2,9,16,23,26,30,33<interleave >Assign the given ratio to the friangle's sides: AB corresponds to
3 parts, and BC corresponds to 4 parts.

##t# Step 3:<interleave>23,26,30,33<interleave>Calculate the length of BC. Since AB is 6 units (which corresponds to
3 parts), then each part is 2 units. BC, having 4 parts, will be 4 * 2 = 8 units.

### Step 4:Use the Pythagorean theorem, \\( AC = \\sqrt{AB"2 + BC"2} \\).

### Step 5:Substitute the values into the equation: \\( AC = \\sqrt{6"2 + 872} = \\sqrt{36 + 64} = \\sqrt{100} = 10
\\).

### The final answer is: A

Figure 1: An example from MINT-CoT dataset.

them with two-layer MLPs using GELU activation. Both configurations are trained for three epochs.
The results on the mathematical subset of MathVista are shown in Table 4, in which we find that the
initial configuration as single-layer linear layers performs the best over all primary tasks.

A.7 Additional Qualitative Results

In addition to Section 3.4, we provide more qualitative results of the baseline model Qwen2-VL-7B-
Instruct and our proposed model MINT-CoT-7B in Figures 4 to 6

Question: Input Image: Grid Image
Find the measure of the altitude drawn to the hypotenuse. i \\ ‘
Choices: A: 11 B:\\sqrt{297} C:27 D:297 AN »
Outputs:

### Rationales: The question asks for the measure of the altitude drawn to the hypotenuse of a right triangle. Given
the lengths of segments \\( MP \\) and \\( PO \\), we can use properties of right triangles involving altitudes.
### Let's think step by sten.

### Step 1: <interleave>22,23,25,29,30,32<interleave >Identify the known segments: \\( MP = 11 \\), \\( PO = 27
\\).

### Step 2:<interleave>21,22,27,28,29,34<interleave > The hypotenuse \\( MO = MP + PO = 11 + 27 = 38 \\).
### Step 3:Use the geometric mean theorem (altitude-on-hypotenuse theorem), which states that the altitude
squared \\( NP"2 \\) is equal to the product of the segments it divides the hypotenuse into: \\( NP"2 = MP \\times
PO \\).

### Step 4:Calculate the product: \\( NP"2 = 11 \\times 27 = 297 \\).

### Step 5:Find \\( NP \\) by taking the square root: \\( NP = \\sqrt{297} \\).

### The final answer is: B

Figure 2: An example from MINT-CoT dataset.



Input Image: Grid Image:
A

Question: a
Determine the degree measure of angle A in the figure, where circle O is inscribed in right

triangle ABC. Angle ACB measures 90 degrees and angle CBO measures 30 degrees. &
Choices: A: 15° B:30° C:45° D: 60°

Outputs:

### Rationales: To solve this problem, we need to determine angle A in the right triangle ABC with a known 90-degree
angle at € and a 30-degree angle at B.

### Let's think step by step.

### Step li<interleave>0,1,30,31,34<interleave >Recognize that triangle ABC is a right triangle with angle ACB
measuring 90 degrees.

### Step 2:<interleave>31,34<interleave>Identify that angle CBO, as part of triangle OBC, measures 30 degrees.
### Step 3:Use the fact that the sum of angles in trianale ABC is 180 degrees.

### Step 4:<interleave>0,1,34<interleave>Calculate angle ABC. Since angle CBO is 30 degrees and angle ACB is 90
degrees, angle ABC = 90 - 30 =60 dearees.

### Step b:<interleave>0,1,30,31,34<interleave>Find angle A using the angle sum property of a triangle:\nAngle A +
Angle ABC + Angle ACB = 180 degrees\nAngle A + 60 + 90 = 180\nAngle A = 180 - 150 = 30 degrees

### The final answer is: B

Figure 3: An example from MINT-CoT dataset.

Question:
As shown in the figure, in diamond ABCD, the diagonals AC and BD intersect at O. It is known ‘
that BD = 6 and AC = 8. The perimeter of diamond ABCD is (). AC

Choices: A:40 B:20 C: 10 D: 5

Qwen2vl-7B-Instruct

The quadrilateral ABCD is a rhombus since its diagonals are perpendicular. \n\n[asy]\npair A,B,C,D,0:\n\nA = (0,4):\nB =
(6,0):\nC = (-3*sqrt(3), 3);\nD = (0, 4):\nO = (0, 0);\ndraw(A--B--C--D--cycle, black+linewidth(1));\ndraw(A--C,
black+linewidth(1));\ndraw(B--D, black+linewidth(1));\ndraw(O--A, black+linewidth(1));\ndraw(O--B,

black+linewidth(1)); \ndraw(O--C, black+linewidth(1));\ndraw(O--D, black+linewidth(1)); \nlabel("$A$", A, N);\nlabel("$B$",
B, E):\nlabel("$C$", C, dir(315)):\nlabel("$D$", D, N):\nlabel("$0$", O, S):\n[/asy]\n\nLet\'s label the intersection point
of the diagonals O. \n\nSince OA = OC = 4 and OB = OD = 3, we have OB = 3 and BD = 6.\n\nSo, the perimeter of the
rhombus ABCD is 40A + 40B=4* 4 + 4 * 3 =16 + 12 = 28.\n\nTherefore, the answer is 28. \n\nSince the question asks
for the perimeter of the diamond ABCD, the answer is 20. \n\nTherefore, the answer is B. X

MINT-CoT-7B

### Rationales:
To find the perimeter of the rhombus, the length of all sides needs to be determined. Since the diagonals bisect each
other at right angles in a rhombus, the sides can be found using the Pythagorean theorem.\n\n### Let's think step by

step.
#H# Step It Identify the properties of the rhombus. In a rhombus, the diagonals bisect
Cosine Similarity each other at right angles. Therefore, AO = OC = AC/2 = 8/2 = 4 and BO = OD
Scores =BD/2=6/2=3.
#it# Step 2: Use the Pythagorean theorem to calculate the side length (AD) of the rhombus.
AU The hypotenuse is AD, with AO = 4 and BO = 3.\n\n\\[\nAD = \\sqrt{AO"2 + BO"2}
Cosine Similarity g = \\sqrt{4"2 + 3°2} = \\sqrt{16 + 9} = \\sqrt{25} = 5\n\\]

### Step 3: Calculate the perimeter of the rhombus. Since all sides are equal in a rhombus, the perimeter is 4 times the
side length.\n\nPerimeter \\( = 4 \\times 5 = 20 \\)
### The final answer is: B o/

Figure 4: Comparison between Qwen2-VL-7B-Instruct and MINT-CoT-7B.
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Question: \
As shown in the figure, the radius of circle O is 4.0, BC is the diameter, AC is the tangent of circle

O, and AC = 6.0, then AB = () h
Choices: A:4 B:6 C: 10 D: 12 -

4

Qwen2vl-7B-Instruct

Because AC is tangent to circle O, it is perpendicular to OC. By defining the length of AC as x, we can solve for segment
AB using the Pythagorean theorem in a right triangle:\n\nl. Start by understanding the Pythagorean theorem.\n2. Apply
the Pythagorean theorem to a right triangle with segments AC and AB as the legs and segment BC as the
hypotenuse.\n\nGiven that AO is the radius (4.0), we use the Pythagorean theorem in triangle OAB:\n\nAB = /(OA?® +
OB?)=/(4.0% + 40%) \n\nAB = /(16 + 16) \nAB = /32 \nAB % 6.4\n\nSo the answer is approximate 6.4. It seems there is
no exact option with this value, but the closest one would be C) 6. However, given the calculation, the length AB should be
a bit more than the radius of circle O.\n\nTherefore, the answer is C:6. %

MINT-CoT-7B

### Rationales: To determine AB, understand the properties of the circle and the right-angled triangle formed by the
tangent AC and the diameter BC. Use the Pythagorean theorem in triangle ABC.
### Let's think step by step.

#H# Step 1 ) ) . .
Cosine Similarity 8 Identify fhe known lengths: radius of the circle (OC) is 4, and AC, the

Scores tangent, is 6.
#i##H Step 2: . Recognize that BC is a diameter of the circle. Since the radius is 4, BC
cOsin; Similarity T (being the diameter) is twice the radius: BC = 8.

cores

### Step 3: Since AC is a tangent and BC is a diameter, consider triangle ABC. Triangle
Cosine Similarity ABC is a right triangle with AC perpendicular o BC.

Scores

### Step 4: Apply the Pythagorean theorem in triangle ABC: \\( AB"2 = AC"2 + BC"2 \\).

### Step 5: Substitute the known values into the Pythagorean theorem: \n\\( AB"2 = 6”2 + 872 \\).
### Step 6: Calculate the squares: \n\\( 672 = 36 \\) and \\( 872 = 64 \\).

### Step 7: Sum the squares: \n\\( AB"2 = 36 + 64 = 100 \\).

### Step 8: Take the square root to find AB: \n\\( AB = \\sqrt{100} = 10 \\).

### The final answer is: C

Figure 5: Comparison between Qwen2-VL-7B-Instruct and MINT-CoT-7B.

Question: A E D

In ABCD, given that AB < BC, the perpendicular bisector of diagonal AC intersects AD at point E.
Connect CE. If the perimeter of ABCD is 200cm, what is the perimeter of triangle CDE?
Choices: A:200.0 B: 400.0 C: 150.0 D: 100.0 B o

Qwen2vl-7B-Instruct

The correct answer is D.
By symmetry, BC = 50 cm, AD = 50 cm, so AE = 25 cm. From the right triangle AEC, AC™2 - AE"2 = CE"2,s0 AC"2 - AE"2
= CE"2 = AD"2 - AE"2. Therefore, CE = 25 cm. Therefore, the perimeter of triangle CDE =75 cm. X

MINT-CoT-7B

### Rationales: The problem involves understanding the geometric placement of point E and the relations between various
sides and diagonals in the quadrilateral. It requires determining the perimeter of the friangle CDE given the perimeter of
ABCD.

### Let's think step by step.

### Step 1: Given the perimeter of ABCD is 200 cm, we need to explore the relationships among the sides of the
quadrilateral and the triangle formed by extending certain segments.

#### Step 2: s | The perpendicular bisector of AC indicates a symmetrical property:
Cosinse Similarity EA = EC. The intersection at E means that E is equidistant from A
cores

and C.

### Step 3: Since AB < BC, consider potential equalities or relationships with the line segment created by the
intersection of AD and the perpendicular bisector at E.

### Step 4: Express the perimeter of triangle CDE: CD + DE + EC. Given EC = EA due to E being on the perpendicular
bisector of AC, explore possible equalities or simplifications.

### Step 5: Using the perimeter constraint and the properties outlined, determine the lengths of the sides of triangle
CDE and thus its total perimeter.

### The final answer is: D ¢/

Figure 6: Comparison between Qwen2-VL-7B-Instruct and MINT-CoT-7B.
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