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Supplemental Material

The supplemental material is organized as follows:

• A Implementation Details: implementation details of STRIDER, including the system
hyperparameters, prompting setup, and deployment configurations.

• B Robustness Analysis: robustness analysis under two settings: perceptual degradation
and mid-trajectory perturbation.

• C Visualization Results: qualitative visualization results, including a step-by-step case
study, additional episodes, and failure cases.

• D Limitations and Future Work: discussion of current limitations related to perception
settings and foundation model dependencies, along with future directions.

• E Broader Impact: broader impact analysis concerning the societal implications of
deploying large-scale VLM- and LLM-based navigation systems.

These sections provide further insights into our system design, experimental robustness, and qualita-
tive behaviors, along with reflections on limitations and potential societal implications.

A Implementation Details

In this section, we provide comprehensive implementation details of our proposed STRIDER. We
begin by outlining the overall system pipeline and deployment setup, including the perception
configuration, structured waypoint generation, task-alignment mechanism, and LLM-based planning
loop. We then describe the design of our prompting templates for the Vision-Language Model (VLM),
which play a central role in both environmental perception and progress feedback.

A.1 System Pipeline and Deployment Settings

All experiments were conducted in a simulated VLN-CE environment using the Matterport3D
simulator. We followed the standard evaluation protocols defined by the R2R-CE and RxR-CE
benchmarks.

Perception Setup. At each timestep t, the agent receives a 360° RGB-D panoramic observation
consisting of 12 RGB-D frames spaced at 30° intervals. All frames are captured at a fixed horizontal
elevation, without looking above or below eye level. The RGB images are resized to 244× 244× 3,
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and the depth maps are resized to 256× 256. To obtain a holistic understanding of the surrounding
environment, we concatenate the 12 RGB frames into a single 3 × 4 grid image and input it into
the Vision-Language Model (VLM) to generate a global scene description. This allows the agent
to build a comprehensive understanding of the overall context. Additionally, for each candidate
waypoint, we feed the corresponding directional RGB view into the model to obtain a localized visual
description. We adopt Qwen-VL-Max (accessed via API) as the default VLM for all perception and
feedback-related tasks in our system.

Structured Waypoint Generation. We extract spatially structured waypoints by processing the
local point cloud centered on the agent. Points with vertical height below δh = −1.0m are retained
to approximate surrounding static structures. These points are projected onto the x-z plane to form
a 2D occupancy map. To obtain a clean and geometrically consistent traversable area, we apply
contour filling followed by Gaussian smoothing (kernel size 75× 75), which helps simplify irregular
boundaries and suppress small artifacts, thereby reducing unnecessary branches in the subsequent
skeleton. The result is then binarized and filtered to retain only the largest connected region. We
extract a topological skeleton via morphological thinning and identify endpoints as pixels with degree
= 1 in the 8-connected neighborhood, corresponding to path-extremities in the navigable space. These
endpoints are merged within a 10-pixel radius to reduce redundancy, and converted back to world
coordinates. Points within 1.0 meter of the agent are excluded to avoid overly local actions. The
remaining candidates, expressed in relative polar coordinates (distance and direction), constitute the
final structured waypoint set.

Task-Alignment Regulator. After each action, the agent evaluates whether its behavior has advanced
toward the current subgoal by comparing visual observations before and after the movement. Specifi-
cally, we select a single RGB frame aligned with the selected waypoint direction from the pre-action
panoramic observation Ot, and the front-facing RGB frame from the post-action observation Ot+1.
These two views are concatenated side-by-side into a single image, forming a minimal visual tra-
jectory context for comparison. This composite image, along with the current subtask parsed from
the instruction (e.g., “go into the bedroom”), is fed into the VLM. The model generates a natural
language description indicating the perceived semantic change. This feedback is then passed to the
LLM planner to guide the next decision step, effectively closing the perception-action loop with
dynamic task progress estimation.

LLM-Based Planning. We use GPT-4o (accessed via API) as the decision-maker. At each step,
GPT-4o receives the instruction L, the current decision space At, and the feedback ft to decide on
the next waypoint w∗

t ∈ Wt. After making a decision, the LLM also generates a short explanation
of its reasoning, such as why a particular direction is selected, and maintains a concise history of
previous actions and their corresponding explanations.

Stopping Strategy. STRIDER does not rely on the model generating an explicit STOP signal.
Instead, the instruction is first decomposed into a series of subtasks by the LLM, with the maximum
number of execution steps set to match the number of subtasks, ensuring a hard minimum of 6 steps
to guarantee task completion. Once the maximum step is reached, the system halts. This approach
eliminates reliance on potentially unreliable stop predictions from the model and guarantees stable
behavior across tasks.

Hardware. We conduct all inference experiments on a single NVIDIA RTX 4090 GPU. Since both
the VLM and the LLM are accessed through APIs rather than deployed locally, and the original
trained waypoint predictor is discarded in favor of structured skeleton-based planning, the overall
GPU memory footprint of our system is minimal. This makes our pipeline lightweight and feasible to
run. For users interested in local deployment of the LLM, we recommend referring to the hardware
setup used in the Open-Nav as a guideline.

A.2 Prompting Templates

We design a set of prompt templates for the VLM tailored to two key components: perception and
feedback generation. These prompts are crafted to guide the VLM in producing meaningful scene
descriptions, localized object information, and action-oriented feedback.

Specifically, our perception prompts aim to extract global understanding from panoramic visual
inputs, as well as detailed descriptions from directional candidate views. Meanwhile, our feedback
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System: You are an expert in environmental description. Your task is to describe the objects and 

areas visible in a panoramic image, along with their spatial relationships. The images were captured 

from a fixed position as the camera rotated clockwise in a full circle. Your response must include 

"Objects and Areas". In "Objects and Areas", describe the visible objects and distinguishable areas 

in a single paragraph. Do not output anything other than "Objects and Areas".

User: The pictures are taken from a fixed position, with the camera rotating in a circular manner. 

Describe the surrounding environment, including visible objects and distinct areas. Objects and 

Areas: ... 

Panoramic Perception 

System: You are an expert in environmental description. Your task is to describe the objects and 

areas visible in a panoramic image, along with their spatial relationships. The images were captured 

from a fixed position as the camera rotated clockwise in a full circle. Your response must include 

"Objects and Areas". In "Objects and Areas", describe the visible objects and distinguishable areas 

in a single paragraph. Do not output anything other than "Objects and Areas".

User: The pictures are taken from a fixed position, with the camera rotating in a circular manner. 

Describe the surrounding environment, including visible objects and distinct areas. Objects and 

Areas: ... 

Panoramic Perception 

Directional Perception 

System: You are provided with a description of your current surroundings and an image taken 

from the same location. Based on the overall description and the image, your task is to identify 

the objects or areas directly in front of you. Please respond with a single, brief paragraph.

User: Description: {Panoramic description}. What objects or areas can you see?

Directional Perception 

System: You are provided with a description of your current surroundings and an image taken 

from the same location. Based on the overall description and the image, your task is to identify 

the objects or areas directly in front of you. Please respond with a single, brief paragraph.

User: Description: {Panoramic description}. What objects or areas can you see?

System: You are an expert in action completion estimation. Your task is to determine whether 

the given action has been successfully executed. You are provided with two images: the left image 

shows the previous view, and the right image shows the view after the agent has taken an 

action. Please follow the step-by-step instructions provided below: 

(1) Understand the given action and determine what observable change is expected if the action is 

completed.

(2) Compare the views and focus on changes in object positions and sizes, appearance or 

disappearance of certain landmarks. 

(3) Determine completion criteria: 

"Go towards X": The target X should appear larger or more centered in the right image, 

indicating that the agent moved closer. 

"Pass through the door" or "Enter room": The door should be behind or no longer visible 

in the right image, and the surroundings should match the expected next area. 

"Leave the room": Room-specific objects should no longer be visible, and another room 

elements should start to appear.

"Turn left/right": The view should shift accordingly. Objects on one side should move toward 

the center or out of view.

"Move forward": The general scene should look closer or more zoomed-in; far objects should 

become more prominent.

Your answer includes two parts: "Thought" and "Executed". In the "Thought", you must follow 

instructions to analyze whether the given action has been executed in a single paragraph. In the 

"Executed", you must output "True" or "False" without any other words. 

User: Given Action {Current action}, estimate whether the given action has been successfully 

executed. Thought: ... Executed: ... 

Task-Alignment Regulator 

System: You are an expert in action completion estimation. Your task is to determine whether 

the given action has been successfully executed. You are provided with two images: the left image 

shows the previous view, and the right image shows the view after the agent has taken an 

action. Please follow the step-by-step instructions provided below: 

(1) Understand the given action and determine what observable change is expected if the action is 

completed.

(2) Compare the views and focus on changes in object positions and sizes, appearance or 

disappearance of certain landmarks. 

(3) Determine completion criteria: 

"Go towards X": The target X should appear larger or more centered in the right image, 

indicating that the agent moved closer. 

"Pass through the door" or "Enter room": The door should be behind or no longer visible 

in the right image, and the surroundings should match the expected next area. 

"Leave the room": Room-specific objects should no longer be visible, and another room 

elements should start to appear.

"Turn left/right": The view should shift accordingly. Objects on one side should move toward 

the center or out of view.

"Move forward": The general scene should look closer or more zoomed-in; far objects should 

become more prominent.

Your answer includes two parts: "Thought" and "Executed". In the "Thought", you must follow 

instructions to analyze whether the given action has been executed in a single paragraph. In the 

"Executed", you must output "True" or "False" without any other words. 

User: Given Action {Current action}, estimate whether the given action has been successfully 

executed. Thought: ... Executed: ... 

Task-Alignment Regulator 

Figure 1: Overview of the designed prompt templates. Panoramic Perception prompts guide the
VLM to generate global semantic summaries from 360° panoramic views. Directional Perception
prompts provide localized visual descriptions for each candidate waypoint. Task-Alignment Regulator
prompts enable the system to assess action execution status by comparing visual observations before
and after navigation steps.

prompts are primarily designed to guide the VLM in assessing task completion status and generating
textual outputs accordingly. We present the prompt templates in Fig. 1.

B Robustness Analysis

In this section, we evaluate the robustness of our STRIDER under two types of realistic challenges:
sensory sparsity and mid-execution perturbations.
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Table 1: Robustness to perceptual degradation. We reduce the number of input RGB-D views from
12 to 6, increasing the angular interval between observations to simulate degraded visual perception.
Evaluation metrics reflect each model’s ability to navigate under reduced sensory input.

Method Views TL NE↓ NDTW↑ OSR↑ SR↑ SPL↑

Open-Nav-GPT4
12 7.68 6.70 45.79 23 19 16.10
6 8.25 8.07 40.29 19 10 8.58

↑7.44% ↑20.45% ↓12.02% ↓17.39% ↓47.37% ↓46.73%

STRIDER
12 8.13 6.91 51.87 39 35 30.30
6 8.26 7.83 47.98 35 23 20.47

↑1.60% ↑13.33% ↓7.49% ↓10.26% ↓34.29% ↓32.47%

Table 2: Robustness to perturbation recovery. Evaluation metrics are measured after injecting a
mid-trajectory perturbation that displaces the agent from its planned waypoint, assessing its ability to
recover and complete the navigation task.

Method TL NE↓ NDTW↑ OSR↑ SR↑ SPL↑
Open-Nav-GPT4 8.95 8.32 39.26 15 13 10.24

STRIDER 8.47 7.52 47.62 31 28 23.88

B.1 Robustness to Perceptual Degradation

To validate the model’s robustness to sparser perceptual inputs, we deliberately reduce the robot’s
accessible RGB-D observations from 12 to 6, increasing the angular interval from 30◦ to 60◦. This
setting directly challenges the model’s ability to maintain spatial awareness and semantic consistency
with less comprehensive visual coverage. We take Open-Nav-GPT4 as a baseline for comparison to
assess the relative robustness of different models under the same degradation condition.

As shown in Table 1, both Open-Nav-GPT4 and STRIDER experience significant performance
drops under degraded perception, yet the degree of robustness differs markedly between them. For
Open-Nav-GPT4, reducing the number of views results in a 20.45% increase in navigation error (NE),
along with substantial decreases in success-related metrics: success rate (SR) drops by 47.37%, and
success weighted by path length (SPL) drops by 46.73%. This indicates that the model’s path planning
and decision confidence are heavily reliant on high-resolution panoramic context. Furthermore, the
decrease in normalized dynamic time warping (NDTW) by 12.02% suggests degraded path adherence
and reduced semantic trajectory alignment.

In contrast, STRIDER demonstrates relatively greater robustness. While it also suffers from per-
formance degradation, the increases in NE (+13.33%) and decreases in NDTW (–7.49%) and SR
(–34.29%) are more moderate. Notably, SPL drops by 32.47%, which, though significant, is still
considerably less than the degradation observed in Open-Nav-GPT4. This suggests that STRIDER
benefits from either more efficient path reasoning or a less perception-heavy reliance on global
context.

Overall, the analysis reveals that while both models are sensitive to perceptual sparsity, STRIDER
retains higher performance under degraded input, potentially due to more robust spatial priors or
stronger local visual grounding. These findings highlight the importance of designing VLM-based
agents that are resilient to variations in sensory input density, especially in real-world deployment
scenarios where perceptual completeness cannot always be guaranteed.

B.2 Robustness to Perturbation Recovery

To validate the robustness of STRIDER in recovering from unexpected execution deviations, we
design a perturbation recovery experiment that simulates real-world disturbances during navigation.
Specifically, at a randomly selected step during each episode, the agent’s current waypoint is perturbed
by altering its location with a slight displacement from the original path. This setting aims to evaluate
whether the agent can detect the deviation, reorient itself, and still accomplish the navigation goal
effectively.
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As shown in Table 2, both Open-Nav-GPT4 and STRIDER experience performance degradation due
to mid-trajectory perturbations. However, STRIDER demonstrates significantly stronger robustness
across all evaluation metrics. In terms of trajectory length (TL), Open-Nav-GPT4 exhibits a more
pronounced increase (from 7.68 to 8.95) compared to STRIDER (from 8.13 to 8.47), indicating that
STRIDER recovers more efficiently with fewer detours. Similarly, navigation error (NE) increases to
8.32 for Open-Nav-GPT4 but remains notably lower for STRIDER at 7.52, suggesting better spatial
correction and path realignment capabilities.

When examining semantic alignment metrics, STRIDER retains a higher normalized dynamic time
warping (NDTW) score of 47.62, compared to 39.26 for Open-Nav-GPT4, reflecting its superior
ability to return to semantically plausible trajectories after deviation. Success-related metrics further
highlight this gap: STRIDER achieves a 28% success rate (SR) post-perturbation, more than double
that of Open-Nav-GPT4 (13%). The success weighted by path length (SPL) shows a similar trend,
with STRIDER maintaining 23.88 versus Open-Nav-GPT4’s 10.24, confirming that not only does
STRIDER recover better, but it also does so more efficiently.

Overall, these results underscore the importance of robust recovery mechanisms in navigation
agents. While both models struggle under unexpected disruptions, STRIDER’s relatively graceful
degradation suggests that it possesses stronger global scene grounding and re-planning capabilities.
This robustness is critical for real-world deployment, where perfect plan execution cannot be assumed,
and systems must dynamically adapt to noisy or unstable environments.

C Visualization Results

To complement the quantitative evaluation, we present a series of qualitative visualizations that offer
deeper insight into the agent’s behavior, perception, and reasoning process. These include a detailed
case study, additional trajectory examples on benchmark datasets, and representative failure cases.

C.1 Case Study

To better understand how STRIDER perceives its environment, interprets instructions, and makes
decisions throughout a navigation episode, we conduct a detailed case study with full-step visualiza-
tion. As shown in Fig. 5–9, we select a representative trajectory and visualize each decision step,
from t = 1 to t = 5. At each step, we include the panoramic scene description, directional candidate
views, the agent’s reasoning process, selected action, and the task-alignment feedback generated after
execution.

This case illustrates how the agent sequentially decomposes the instruction, grounds it to visual
observations, and dynamically reasons over available waypoints. The visualizations provide insights
into the agent’s multimodal understanding, as well as its ability to monitor task progress and adjust
behavior based on feedback. This step-by-step breakdown offers a qualitative complement to the
quantitative results, highlighting the interpretability of our STRIDER.

C.2 More Visualization Trajectories

To further illustrate the agent’s navigation behavior, we present additional qualitative trajectory
visualizations on both the R2R-CE and RxR-CE datasets, as shown in Fig. 2 and Fig. 3. For each
selected episode, we visualize the agent’s step-by-step observations in temporal order by arranging
the visual input images from left to right. This provides a clear view of how the agent perceives and
interprets its environment over time. In addition, we include top-down map visualizations showing
both the agent’s executed trajectory (Blue Line) and the annotated reference path (Green Line).
The starting position and target location are marked with blue and red dots, respectively. These
visualizations provide insights into the agent’s decision-making dynamics, spatial understanding, and
alignment with human demonstration trajectories.

C.3 Failure Cases

Despite the overall effectiveness of STRIDER, we observe certain failure cases that reveal limitations
imposed by the perception setting, as shown in Fig. 4. The agent is instructed to descend a staircase
and proceed toward a designated door. During navigation, the agent only receives horizontally
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You are in a closet, walk forward, turn right to walk out of closet into a bed room. turn right and see bath room, walk into bathroom and wait near the 

tub and sink.

You are in a closet, walk forward, turn right to walk out of closet into a bed room. turn right and see bath room, walk into bathroom and wait near the 

tub and sink.

Leave the bathroom.  Go through the door straight across the hall walk straight through the kitchen.  Turn left at the end of the bar turn left again and 

go in the room to the right stand in between the closet and the sink.

Leave the bathroom.  Go through the door straight across the hall walk straight through the kitchen.  Turn left at the end of the bar turn left again and 

go in the room to the right stand in between the closet and the sink.

Go through the door and turn left. Go to the left of the stairs. Stop in the doorway to the left of the white double doors.Go through the door and turn left. Go to the left of the stairs. Stop in the doorway to the left of the white double doors.

Leave the bathroom and take a right. Walk down the hallway into the entry way and stop next to the console table on the right, and the banister to the 

stairs on the right. 

Leave the bathroom and take a right. Walk down the hallway into the entry way and stop next to the console table on the right, and the banister to the 

stairs on the right. 

 Walk to the living room on the far side of the counter. Stop next to the end table next to the couch with the bookshelf on your right. Walk to the living room on the far side of the counter. Stop next to the end table next to the couch with the bookshelf on your right.

Leave the sauna and enter the pool room. Stand on the platform at the end of the pool near the lounge chairs. Leave the sauna and enter the pool room. Stand on the platform at the end of the pool near the lounge chairs. 

Walk along the carpet. Turn left and enter the rightmost doorway. Wait on the first few steps of the stairs.Walk along the carpet. Turn left and enter the rightmost doorway. Wait on the first few steps of the stairs.

Step 1 Step 2 Step 3 Step 4 Step 5 Step 6 Top Down Map

Figure 2: Qualitative trajectory visualizations on the R2R-CE dataset. Each row represents
an instruction-following episode, where images from left to right correspond to the agent’s visual
observations over time. The green line denotes the reference path, the blue dot indicates the agent’s
starting position, and the red dot marks the target location.

aligned RGB-D inputs and cannot perceive content above or below its eye level according to the
perception setting. As a result, the downward staircase is not captured in its visual input, leading to a
misinterpretation of the scene and incorrect action selection. Additionally, the VLM fails to recognize
the “black door” referenced in the instruction during the early stages of execution. This semantic
grounding error contributes further to the deviation from the intended trajectory. Such cases highlight
the importance of vertical field-of-view coverage and more accurate visual grounding when operating
in spatially complex environments.
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Step 1 Step 6 Step 9 Step 15 Step 17 Step 19 Top Down Map

You are standing facing an open doorway.  To the right of you is outside.  You are going to enter the doorway that you are closer to.  You will come 

into a room with a round table in the middle and 3 chairs.  You are going to walk across the dining area and walk into the entrance on your right.  To 

the left of you will be a fireplace and a couch and a chair.  To the right of you will be a counter with the sink on the other side.  You will walk in 

between the couch and the chairs at the counter.  You will then turn to your right, right past the counter.  You are going to walk past the counter and 

pass a steel stove in the wall on your left.  On your right there's going to be a kitchen island with a marble top. There is going to be an arched entrance 

way on your left.  Turn there.  You have a entered a little hallway. You are going to go down the hallway.  And you are going to enter the first room on 

your left.  It will not be the walk way on your left but the actual first room on your left with a door.  And you will come into a bathroom.  There will be 

a sink area and a toilet to your right.  You are going to stop right in front of the toilet and you are done.

Step 1 Step 4 Step 9 Step 12 Step 15 Step 16 Top Down Map

Begin facing an arched fireplace. Take a left and head into the ope doors. Head towards the indoor BBQ. Make a right into the kitchen. And head past 

an open oval door. Turn right and once you pass through this area head towards the Kitchen counter top. The bottom of the L of the kitchen counter top. 

Head towards the fire place in front of you. Head past the fireplace towards the small TV. Once you're in front of the TV you're done.

Figure 3: Qualitative trajectory visualizations on the RxR-CE dataset. Each row represents
an instruction-following episode, where images from left to right correspond to the agent’s visual
observations over time. The green line denotes the reference path, the blue dot indicates the agent’s
starting position, and the red dot marks the target location.

Step 1 Step 2 Step 3 Step 4 Step 5 Step 6 Top Down Map

Walk down the flight of stairs to the lower level. Walk into the room ahead with the tile mosaic on the floor. Walk around the corner through the open 

arched door to the right with rug on the ground.

Turn to face black door. Walk forward. Turn right to walk past stairs. Stop in front of door on right.

Figure 4: Failure case caused by limited visual coverage and VLM misperception. The agent
only receives horizontally aligned images and is unable to perceive the staircase below. In addition,
the VLM fails to detect the black door referenced in the instruction, leading to incorrect navigation.

D Limitations and Future Work

While STRIDER demonstrates promising performance, there remain several limitations associated
with the system setting and underlying model capabilities. First, due to the perception setup,
the agent only receives RGB-D observations captured at a fixed horizontal viewing angle. This
configuration excludes upward or downward tilt, leading to incomplete vertical field-of-view coverage.
In environments with significant elevation changes, such as staircases or split-level layouts, this
limitation may result in missing important visual cues that are outside the visible range. Second,
our system relies heavily on the capabilities of large-scale VLMs and LLMs. While these models
offer powerful generalization across domains, they also exhibit inherent weaknesses. In particular,
VLMs may fail to consistently identify task-relevant objects or overlook subtle visual cues due to
their goal-agnostic training paradigm. Similarly, LLMs may occasionally generate plausible yet
incorrect decisions when provided with ambiguous or incomplete visual descriptions. Since our
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method builds on top of these pretrained models, its effectiveness is inherently constrained by their
perceptual and reasoning limitations. Lastly, the use of large-scale foundation models introduces
additional computational latency. The combined inference time of VLM and LLM modules may
limit the system’s applicability in real-time or high-frequency decision-making scenarios. In future
work, we aim to explore more perception-rich configurations that include vertical view coverage
and investigate more lightweight, powerful VLM variants to improve both perceptual relevance and
runtime efficiency.

E Broader Impacts

Our work explores the integration of large-scale vision-language models (VLMs) and language
models (LLMs) for embodied navigation, contributing to more generalizable, interpretable, and
instruction-following agents in complex 3D environments. This approach has the potential to
enhance human-robot interaction in practical scenarios such as indoor service robotics, assistive
navigation, and autonomous exploration. By leveraging multimodal understanding and reasoning,
our method brings AI agents closer to natural, language-driven task execution. However, the reliance
on large pre-trained models also introduces concerns regarding bias, reliability, and computational
accessibility. VLMs may inadvertently encode cultural or dataset-specific biases, which could affect
perception or decision-making in sensitive environments. Moreover, the high inference cost may limit
deployment in resource-constrained or latency-sensitive settings. We encourage future research to
investigate fairer, more efficient, and human-aligned multimodal systems, especially in safety-critical
applications.

Scene Description: Objects and Areas: The panoramic view captures a luxurious bathroom with various 

distinct areas and objects. Starting from the left, there is a long vanity area with multiple sinks, mirrors, 

and framed pictures on the wall, followed by a spacious walk-in shower enclosed with marble-like tiled 

walls featuring multiple showerheads and fixtures. Adjacent to the shower is a section with built-in 

shelves and storage units. Moving further, there are double doors leading to another room or closet, and 

next to it, a large mirror reflects the vanity area, enhancing the sense of space. The flooring throughout is 

consistent with light-colored wood or laminate, complementing the overall elegant and cohesive design of 

the bathroom. Each area seamlessly transitions into the next, creating a harmonious and functional layout.

Direction 0: Directly in front of you is a long vanity area featuring multiple sinks, mirrors, and framed 

pictures on the wall. The vanity is equipped with white cabinets and drawers, set against a backdrop of 

light-colored wood or laminate flooring that extends throughout the space. This area serves as the focal 

point of the bathroom, providing both functionality and elegance.

Direction 3: Directly in front of you is a section with double doors that appear to lead to another room or 

closet. To the left of the doors, there is a partial view of a walk-in shower enclosed with marble-like tiled 

walls, and to the right, a large mirror reflects part of the bathroom, enhancing the sense of space. The 

flooring continues with a light-colored wood or laminate finish.

Perception

Reasoning
Thought: The instruction requires me to exit the shower and then the bathroom to head toward the 

bedroom. Currently, I am in the bathroom, and the shower is visible in the rear left direction (Direction 3). 

To exit the shower, I should move toward the shower area first. The best direction to achieve this is 

Direction 3, as it provides a clear path toward the shower and aligns with the initial step of the instruction.  

Prediction: 3

Task-Alignment Regulator
Action 1: exit the shower and the bathroom

Thought: The given action is "exit the shower and the bathroom". In the left image, the agent appears to 

be inside a shower area, as indicated by the visible shower door and the tiled walls. In the right image, the 

agent has moved away from the shower area, and the shower and bathroom is no longer in the immediate 

view. Instead, the agent is now facing a hallway with an open door leading to another room. This change 

in perspective and the absence of the shower in the current view suggest that the agent has indeed exited 

the shower. Therefore, the observable changes align with the expected outcome of the action.  

Executed: True

t = 1
Instruction: Head out of the shower and 

out of the bathroom.  Go toward the 

bedroom.  Go in the bedroom and stop at 

the side of the bed.

Direction 0

Direction 3

Previous

Next

Action 1

Figure 5: Case study with the navigation process at step 1.
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Scene Description: Objects and Areas: The images depict a modern bathroom with a consistent layout as 

the camera rotates. Visible objects include a large walk-in shower with multiple showerheads, a spacious 

bathtub, and a double vanity with sinks and mirrors. Distinct areas include the entrance with a closed door, 

the shower area with tiled walls and a glass partition, the bathtub situated near a window, and the vanity 

area with ample countertop space and storage cabinets. The flooring transitions from light-colored tiles in 

the main bathroom area to darker tiles in the adjacent room visible through the open door.

Direction 2: Directly in front of you is a hallway with wooden flooring and white doors, leading to other 

parts of the house. The hallway is well-lit, featuring a ceiling fixture that emits a warm glow. To the left, 

there is a doorway leading into a walk-in closet with built-in shelves, while to the right, another doorway 

opens into a spacious bathroom with a large bathtub near a window and a double vanity. 

Direction 8: In front of me, I can see a modern bathroom featuring a large walk-in shower with multiple 

showerheads to the left, a spacious bathtub near a window in the center, and a double vanity with sinks 

and mirrors to the right. The entrance door is closed on the far left, and the flooring consists of light-

colored tiles that transition to darker tiles in an adjacent room visible through an open door on the right.

Perception

Reasoning
Thought: The current instruction is to exit the shower and bathroom, then go toward the bedroom. Based 

on the scene description, the shower is located in the bathroom, and the hallway leading to other parts of 

the house (potentially the bedroom) is visible in Direction 2. To exit the bathroom and head toward the 

bedroom, moving toward the hallway (Direction 2) is the most logical choice as it leads away from the 

bathroom and shower area. 

Prediction: 2

Task-Alignment Regulator
Action 2: go toward the bedroom

Thought: The given action is "go toward the bedroom." To determine if this action has been successfully 

executed, we need to observe if the bedroom appears larger or more centered in the right image compared 

to the left image. In the left image, the bedroom is visible through an open doorway, appearing smaller 

and less prominent. In the right image, the view is now inside the bedroom, with the bed and surrounding 

furniture clearly visible and occupying a significant portion of the frame. This indicates that the agent has 

moved closer to the bedroom, making it more central and detailed in the view.  

Executed: True

t = 2
Instruction: Head out of the shower and 

out of the bathroom.  Go toward the 

bedroom.  Go in the bedroom and stop at 

the side of the bed.

Direction 2

Direction 8

Previous

Next

Action 2

Figure 6: Case study with the navigation process at step 2.

Scene Description: Objects and Areas: The images depict a well-lit interior space featuring a bedroom 

and an adjacent bathroom. The bedroom area showcases a large bed with a headboard, flanked by 

nightstands and lamps. There is a walk-in closet with built-in shelving and drawers. The bathroom area 

includes a bathtub, a shower stall, and a vanity with a mirror. The flooring transitions from hardwood in 

the bedroom to tiled in the bathroom. Windows are visible, allowing natural light to enter both spaces. The 

overall decor is modern with a neutral color palette, and the layout suggests a spacious and luxurious 

living environment.

Direction 0: In front of me, I can see a well-lit interior space with a walk-in closet featuring built-in 

shelving and drawers. Beyond the closet, there is a bedroom area with a large bed that has a headboard, 

flanked by nightstands and lamps. The flooring in this area appears to be hardwood. To the right, there is a 

bathroom area with a bathtub and a vanity equipped with a mirror. 

Direction 4: In front of me, I can see a narrow hallway leading to a small room that appears to be a 

bathroom or utility space. The floor transitions from a light wood or laminate to a tiled surface, marking a 

change in room function. A single window at the end of the hallway allows natural light to enter, and the 

recessed ceiling light adds additional illumination. White door frames and trim contrast with the beige-

colored walls, giving the space a clean and modern feel.

Perception

Reasoning
Thought: Based on the instruction to go toward the bedroom and enter it, I need to move away from the 

bathroom area. The current view shows the bedroom area in direction 0 (front), which includes the bed 

and walk-in closet, while direction 4 (rear left) shows the bathroom doorway. Since the goal is to move 

toward the bedroom and stop at the side of the bed, the most suitable direction is direction 0, which leads 

further into the bedroom area.    

Prediction: 0

Task-Alignment Regulator
Action 3: enter the bedroom

Thought: The first image shows a walk-in closet or dressing area with a view into the adjacent bedroom 

through an open doorway. In the second image, the viewpoint has shifted slightly forward and to the right, 

reducing the visible space in the closet area and offering a more direct view of the bedroom, including 

more of the bed and windows. However, the perspective still remains largely in or at the threshold of the 

closet area, not fully within the bedroom.

Executed: False

t = 3
Instruction: Head out of the shower and 

out of the bathroom.  Go toward the 

bedroom.  Go in the bedroom and stop at 

the side of the bed.

Direction 0

Direction 4

Previous

Next

Action 3

Figure 7: Case study with the navigation process at step 3.
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Scene Description: Objects and Areas: The images depict a well-lit interior space featuring a series of 

built-in white cabinetry with glass doors, which appear to be part of a walk-in closet or storage area. The 

cabinetry is symmetrically arranged around a central doorway that leads into another room. To the left, 

there is a glimpse of a bedroom with a bed and nightstand visible through an open door. The flooring 

transitions from hardwood in the foreground to carpet in the adjacent room. The ceiling has recessed 

lighting, and there are additional light fixtures within the closet area. The overall environment suggests a 

modern, organized, and spacious home interior designed for functionality and aesthetic appeal.

Direction 2: I can see a walk-in closet with built-in white cabinetry featuring glass doors, illuminated by 

recessed lighting. To the left, through an open doorway, part of a bedroom is visible, showing a bed and a 

nightstand. The flooring changes from hardwood in the closet area to carpet in the bedroom.

Direction 3: I can see a walk-in closet with built-in white cabinetry featuring glass doors, arranged 

symmetrically around a central doorway. The flooring is hardwood transitioning to carpet as it leads into 

another room, and there are recessed lights in the ceiling along with additional light fixtures within the 

closet area. To the left, part of a bedroom is visible with a bed and nightstand through an open door.

Direction 8: I can see a well-lit walk-in closet with built-in white cabinetry featuring glass doors. The 

central doorway of this closet leads into another room, and to the left, there is a glimpse of a bedroom with 

a bed and nightstand visible through an open door.

Perception

Reasoning
Thought: The next action is to enter the bedroom. Direction 2 and Direction 3 both show the bedroom 

through an open doorway, but Direction 2 provides a clearer view of the bed and nightstand, making it the 

most suitable choice to proceed toward the bedRoom. Direction 8 shows the closet, which is not relevant 

to the current action. Therefore, moving to Direction Viewpoint ID 2 will help complete the instruction.

Prediction: 2

Task-Alignment Regulator
Action 3: enter the bedroom

Thought: The given action is "enter the bedroom." In the first image, the viewpoint is positioned in a 

space between two rooms, with visible doorways leading to both a closet on the left and a bedroom on the 

right. The second image shows a forward movement into the bedroom, with the bed, side table, and lamps 

now much closer and occupying the central view. The closet and doorway are no longer visible, indicating 

a clear spatial transition.

Executed: True

t = 4
Instruction: Head out of the shower and 

out of the bathroom.  Go toward the 

bedroom.  Go in the bedroom and stop at 

the side of the bed.

Direction 2

Direction 3

Previous

Next

Action 4

Direction 8

Figure 8: Case study with the navigation process at step 4.

Scene Description: Objects and Areas: The images depict a luxurious bedroom with a large bed 

positioned centrally, flanked by nightstands with lamps. To the left, there is a spacious walk-in closet with 

built-in shelves and drawers, featuring a mix of open and closed storage spaces. The room has hardwood 

flooring and is illuminated by both natural light from large windows and artificial lighting from ceiling 

fixtures and lamps. The walls are painted in a light color, complementing the overall elegant and serene 

ambiance of the space.

Direction 11: In front of me, I can see a beautifully designed, luxurious bedroom that exudes elegance 

and comfort. A large, neatly made bed sits centrally in the room, flanked by stylish nightstands with 

matching lamps on either side. Soft bedding and plush pillows enhance the inviting atmosphere. To the 

left, a spacious walk-in closet with built-in shelves and drawers offers ample storage. The room is brightly 

illuminated by a grand ceiling light fixture, complemented by soft natural light streaming through large 

windows and glass doors that likely open to an outdoor area, enhancing the sense of openness and 

tranquility.

Direction 4: In front of me is a spacious walk-in closet featuring white built-in shelves, hanging rods, and 

enclosed storage sections. The layout is designed for efficient organization of clothes and accessories. 

Warm wooden flooring contrasts with the white cabinetry, creating a clean, modern, and functional 

atmosphere ideal for everyday use.

Perception

Reasoning
Thought: The instruction requires stopping at the side of the bed, which is currently visible in Direction 

ID 11 (Front Right). Since the bed is the landmark we need to reach, moving towards Direction ID 11 will 

allow me to complete the action of stopping at the side of the bed. The walk-in closet in Direction ID 4 is 

not relevant to the current instruction.  

Prediction: 11

Task-Alignment Regulator

Action 4: stop at the side of the bed

Thought: In the first image, the camera is positioned near the foot or slightly to the side of the bed, 

showing a broad view of the bedroom. In the second image, the perspective moves closer to the bed, 

directly facing the dresser and mirror, with the bed now occupying a large portion of the foreground. This 

indicates a clear approach to the side of the bed, suggesting a halt near that area.

Executed: True

t = 5
Instruction: Head out of the shower and 

out of the bathroom.  Go toward the 

bedroom.  Go in the bedroom and stop at 

the side of the bed.

Direction 11

Direction 4

Previous

Next

Action 5

Figure 9: Case study with the navigation process at step 5.
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