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Abstract

We consider the problem of active seriation, where the goal is to recover an un-
known ordering of n items based on noisy observations of pairwise similarities.
The similarities are assumed to correlate with the underlying ordering: pairs of
items that are close in the ordering tend to have higher similarity scores, and vice
versa. In the active setting, the learner sequentially selects which item pairs to
query and receives noisy similarity measurements. We propose a novel active
seriation algorithm that provably recovers the correct ordering with high proba-
bility. Furthermore, we provide optimal performance guarantees in terms of both
the probability of error and the number of observations required for successful
recovery.

1 Introduction

The seriation problem involves ordering n items based on noisy measurements of pairwise similarities.
This reordering problem originates in archaeology, where it was used for the chronological dating
of graves [Robinson, 1951]. More recently, it has found applications in data science across various
domains, including envelope reduction for sparse matrices [Barnard et al., 1995], read alignment in
de novo sequencing [Garriga et al., 2011, Recanati et al., 2017], time synchronization in distributed
networks [Elson et al., 2004, Giridhar and Kumar, 2006], and interval graph identification [Fulkerson
and Gross, 1965]. In many of these settings, pairwise measurements can be made in an active
or adaptive manner, leveraging information from previously chosen pairs. Motivated by these
applications, we study the problem of recovering an accurate item ordering from a sequence of
actively selected pairwise measurements.

In the seriation paradigm, we assume the existence of an unknown symmetric matrix M representing
pairwise similarities between a collection of n items. This similarity matrix is structured so that the
similarities are correlated with an unknown underlying ordering of the items. This ordering can be
encoded by a permutation π = (π1, . . . , πn) of [n], where the similarity Mij between items i and j
tends to be large when their positions πi and πj are close, and small when they are far apart.

To model this structure formally, the literature often assumes that M is a permuted Robinson matrix
(also known as an R-matrix) [Fogel et al., 2013, Recanati et al., 2018, Janssen and Smith, 2020, Giraud
et al., 2021]. A matrix is called Robinson if its rows and columns are unimodal and attain their
maxima along the main diagonal. Under this assumption, the similarity M is modeled as a Robinson
matrix whose rows and columns have been permuted according to π.

In the active seriation problem, observations are collected sequentially. At each step, a pair of items
(i, j) is selected, and a noisy observation of the corresponding similarity Mij is obtained. This
observation is modeled as a realization of a σ-sub-Gaussian random variable with mean Mij . A total
of T pairs are selected, where T is fixed in advance, and the choice of each pair may depend on
the outcomes of previous selections. It is standard to assume that the T observations are mutually
independent.
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The goal is to recover the hidden ordering π of the n items from these noisy, actively chosen
observations. To evaluate the performance of an estimator π̂, we consider the probability of error
P {π̂ ̸= π}, which measures the likelihood of failing to recover the true ordering.

Our first contribution is a characterization of the optimal rates for the active seriation problem on
the class of similarity matrices whose pairwise similarities are separated by a minimal gap ∆. The
statistical difficulty of ordering recovery is captured by the quantity

SNR :=
∆2T

σ2n
, (1)

which can be interpreted as the number of observations per item, T/n , multiplied by the signal-
to-noise ratio (SNR) per observation, ∆2/σ2. Our theorems identify two regimes depending on
the value of this SNR. For conciseness, we focus on the challenging regime where the SNR per
observation satisfies ∆2

σ2 ≤ 1, and use the notation ≲ and ≳ to ignore absolute constant factors.

• The Impossible Regime: SNR ≲ lnn. In this regime, we prove that no algorithm can
recover the ordering with a vanishing probability of error.

• The Recovery Regime: SNR ≳ lnn. We show that the optimal recovery rate is achievable
in polynomial time, with high probability. Specifically, we show that the probability of error
decreases exponentially fast with the SNR, and no algorithm can achieve a faster decay,
establishing optimality.

Our second contribution is algorithmic. We introduce Active Seriation by Iterative Insertion (ASII),
an active procedure for estimating the ordering π. Unlike most existing seriation methods, which are
non-active, ASII is remarkably simple, runs in polynomial time, yet achieves optimality guarantees
both in terms of the probability of error and the number of observations required for recovery.

Our third contribution extends our results to general Robinson matrices, without any ∆-separation
assumption. We introduce a robust variant of our procedure that adaptively focuses on well-separated
items, and show that it can still recover a consistent partial ordering with high confidence.

Finally, we illustrate the performance of ASII through numerical experiments and a real-data appli-
cation. On synthetic data, ASII remains competitive with specialized batch algorithms on Toeplitz
matrices and clearly outperforms them on more general non-Toeplitz structures. On single-cell RNA
sequencing data, ASII produces biologically coherent reorderings, highlighting the robustness and
practical relevance of the proposed approach beyond idealized settings.

1.1 Related work

Classical seriation. The classical (non-active) seriation problem was first addressed by [Atkins et al.,
1998] in the noiseless setting, using a spectral algorithm. Later works analyzed this algorithm under
noise [Fogel et al., 2013, Giraud et al., 2021, Natik and Smith, 2021], showing good performance
under strong structural assumptions [Giraud et al., 2021]. More recent contributions proposed
polynomial-time algorithms with statistical guarantees under various assumptions, such as Lipschitz
structure [Giraud et al., 2021], relaxed average Lipschitz conditions [Issartel et al., 2024], Toeplitz
structure [Cai and Ma, 2022, Berenfeld et al., 2024], and others [Janssen and Smith, 2020]. In
contrast, our analysis does not rely on additional structural assumptions such as Lipschitz or Toeplitz
conditions.

Statistical-computational gaps. Prior studies have suggested statistical–computational gaps in
the non-active seriation problem [Giraud et al., 2021, Cai and Ma, 2022, Berenfeld et al., 2024],
where known polynomial-time algorithms fall short of achieving statistically optimal rates under
specific noise conditions or structural assumptions. While some of these gaps have recently been
closed [Issartel et al., 2024], the resulting algorithms tend to be complex and may not scale well in
practice. In the active setting, however, we show that a simple and computationally efficient algorithm
achieves statistically optimal performance.

Active and adaptive observation models. While classical seriation assumes access to all pairwise
similarities, our work considers an active setting where similarities are observed sequentially, based
on past observations. Related problems include adaptive ranking and sorting under noisy comparisons,
such as active preference learning [Jamieson and Nowak, 2011], adaptive sorting [Braverman and
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Mossel, 2009], and ranking from pairwise comparisons [Heckel et al., 2019]. However, these
problems rely on pairwise comparisons (e.g., is item i preferred to item j?) to infer a total order of
items. In contrast, seriation builds on pairwise similarity scores that encode proximity in an unknown
underlying ordering. This distinction leads to different statistical and algorithmic challenges.

Connections to bandit models. In classical multi-armed bandits (MAB) [Bubeck and Cesa-Bianchi,
2012], each arm yields independent rewards, and the goal is to maximize cumulative reward or identify
the best arm. In contrast, in active seriation, each query (i, j) measures the similarity between two
interdependent items, and all measurements must be consistent with a single latent ordering. This
interdependence prevents a direct application of standard MAB algorithms such as UCB or Thompson
Sampling, which treat arms as independent and do not exploit structural relationships between them.

Algorithmically, our approach is related to noisy binary search and thresholding bandits [Feige
et al., 1994, Karp and Kleinberg, 2007, Ben-Or and Hassidim, 2008, Nowak, 2009, Emamjomeh-
Zadeh et al., 2016, Cheshire et al., 2020, Cheshire et al., 2021], which rely on adaptive querying
under uncertainty. However, these methods operate on low-dimensional parametric models, whereas
seriation involves a combinatorial ordering that must remain globally consistent across item pairs.

Relation to active ranking problems. A related but distinct problem is active ranking [Heckel
et al., 2019], where a learner infers a total order based on noisy pairwise comparisons or latent score
estimates. Extensions include Borda, expert, and bipartite ranking [Saad et al., 2023, Cheshire et al.,
2023]. These methods typically assume that each item is associated with an intrinsic scalar score,
and that pairwise feedback expresses a directional preference between items. In contrast, seriation
relies on symmetric pairwise similarity information, which encodes proximity rather than preference.
Recovering the latent ordering therefore requires global consistency among all pairwise similarities,
making the problem more constrained and structurally different from standard ranking tasks.

2 Problem formulation

In this section, we formally state the seriation problem considered in this paper.

2.1 Pairwise similarities, Robinson structure, and orderings

Given a collection of items [n] := {1, . . . , n}, let M = [Mij ]1≤i,j≤n denote their (unknown)
symmetric similarity matrix, where the coefficient Mij ∈ R measures the similarity between items i
and j. Our structural assumption on M is related to the class of Robinson matrices, introduced below.
The entries of a Robinson matrix decrease as one moves away from the (main) diagonal; see Figure 1.

Definition 2.1. A matrix R ∈ Rn×n is called a Robinson matrix (or R-matrix) if it is symmetric and
satisfies the inequalities

Ri+1,j > Ri,j and Ri,j > Ri,j+1

for all 1 ≤ i < j ≤ n on the upper triangle.

Thus, each row and column of an R-matrix is unimodal and attains its maximum on the diagonal.

Figure 1: R-matrix & a permuted version.

Following [Atkins et al., 1998], a matrix is said
to be pre-R if it can be transformed into an R-
matrix by simultaneously permuting its rows
and columns (see Figure 1). In this paper, we
assume the similarity matrix M is pre-R, i.e.,

M = Rπ := [Rπi,πj
]1≤i,j≤n (2)

for some R-matrixR and some permutation π =
(π1, . . . , πn) of [n]. We call π an ordering of the
n items with similarity matrix M if it satisfies
(2) for some R-matrix.

In (2), the similarities Mij reflect the ordering π
in that Mij tends to be larger when the positions
πi and πj are close together, and smaller when
they are far apart.
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Remark 1. The items have two orderings: if π is an ordering, then the reverse permutation πrev,
defined by πrev

i = n + 1 − πi for all i, is also an ordering. Indeed, one can verify that M = Rrev
πrev

where Rrev is the R-matrix defined by Rrev
ij := Rn+1−i,n+1−j .

A key quantity in our analysis is the separation between consecutive entries in the underlying R-matrix.
Specifically, for any pre-R matrix M as in (2), we define the minimal gap as

∆M := min
1≤i<j≤n−1

{(Ri+1,j −Ri,j) ∧ (Ri,j −Ri,j+1)} , (3)

where we write a ∧ b := min(a, b). This quantity measures the smallest difference between neigh-
boring entries in the R-matrix associated with M . (Note that ∆M is well-defined, even though M
admits two associated R-matrices: R and its reverse Rrev.)

For future reference, define

M∆ :=
{
M ∈ Rn×n :M is pre-R, and ∆M ≥ ∆

}
(4)

as the set of pre-R matrices with minimal gap at least ∆.

To simplify the presentation of our findings, we focus on the challenging regime where

∆

σ
≤ 1, (5)

i.e., the signal-to-noise ratio per observation is at most 1. This excludes mildly stochastic regimes
where the problem has essentially the same difficulty as in the noiseless case.

2.2 The active seriation problem

In the active seriation problem, the algorithm sequentially queries T pairs of items and receives
noisy observations of their pairwise similarities. The unknown similarity matrix M ∈M∆ (see (4))
encodes these similarities, and the goal is to recover an ordering associated with M as in (2).

At each round t = 1, . . . , T , the algorithm selects a pair (it, jt) with it ̸= jt, possibly depending on
the outcomes of previous queries. It then receives a noisy observation of the similarityMitjt , modeled
as a realization of a σ-sub-Gaussian random variable1 with meanMitjt . This sub-Gaussian framework
covers several standard observation models, including Gaussian noise, Bernoulli observations, and
bounded variables.

After T queries, the algorithm outputs a permutation π̂ of [n] as its estimate of the true ordering. The
algorithm is considered successful if π̂ recovers either π or its reverse πrev, as both induce valid
Robinson structures on the similarity matrix (see Remark 1). The probability of error is thus defined
as:

pM,T := PM,T {π̂ ̸= π and π̂ ̸= πrev} , (6)

where the probability is over the randomness in the T observations collected on M .

3 Seriation procedure

ASII (Active Seriation by Iterative Insertion) reconstructs the underlying ordering by iteratively
inserting each new item into an already ordered list. At iteration k, given a current ordering π(k−1)

of k − 1 items, the algorithm inserts item k at its correct position to form an updated ordering π(k).
This process is repeated until the full ordering of all n items is obtained.

To perform this insertion efficiently, two key subroutines are used:

(i) Local comparison rule. To decide where to insert k, the algorithm must compare its position
relative to items already in the list. This is achieved through the subroutine TEST, which
determines whether k lies to the left, in the middle, or to the right of two reference items.

1We recall that a real-valued random variable X is said to be σ-sub-Gaussian if E[exp(uX)] ≤ exp
(

u2σ2

2

)
for all u ∈ R.
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(ii) Efficient insertion strategy. To minimize the number of comparisons, the algorithm performs
a binary search over the current ordering, where each comparison is made via TEST. Because
these tests are noisy, the procedure is further stabilized through a backtracking mechanism,
which allows the algorithm to detect and correct occasional local errors without increasing the
overall sample complexity.

The next paragraphs describe these two subroutines in more detail.

Local comparison rule. Given three items (k, l, r) such that πl < πr, the goal is to determine
whether πk lies to the left, in the middle, or to the right of (πl, πr) in the unknown ordering:

πk < πl vs πk ∈ (πl, πr) vs πk > πr . (7)

The intuition follows from a basic property of Robinson matrices: when k lies between l and r, its
similarity to both l and r tends to be higher than the similarity between l and r themselves. Hence,
by comparing the three empirical similarities M̂kl, M̂kr, and M̂lr, we identify the smallest one as
corresponding to the pair of items that are farthest apart. Formally, if M̂lr is the smallest, k lies in the
middle; if M̂kr is the smallest, k lies to the left of (l, r); and if M̂kl is the smallest, k lies to the right.
The subroutine TEST returns b ∈ {−1, 0, 1} accordingly.

In practice, TEST uses a small fixed number of samples T0 to make each test sampling-efficient, except
in a few critical steps of ASII (e.g., initialization of a binary search) where higher reliability is required.
This sampling-efficient design trades individual test accuracy for global robustness: occasional
misclassifications are later corrected by the backtracking mechanism. The formal pseudocode of
TEST is provided in Appendix B.

Efficient insertion strategy. The idea of incorporating backtracking into a noisy binary search
has appeared in several algorithmic studies, e.g., [Feige et al., 1994, Ben-Or and Hassidim, 2008,
Emamjomeh-Zadeh et al., 2016], and was further explored in [Cheshire et al., 2021]. Here, we
adopt this general principle to design a robust insertion mechanism that remains reliable under noisy
relational feedback.

To efficiently insert a new element into an already ordered list, we use the subroutine BINARY &
BACKTRACKING SEARCH (BBS), which determines the relative position of item k within the current
ordering (π1, . . . , πk−1). The search proceeds by repeatedly testing whether k lies in the left or
right half of a candidate interval, thereby narrowing down the possible insertion range. Because
test outcomes are noisy, even a single incorrect decision can misguide the search and lead to an
erroneous final placement. A naive fix would be to allocate many samples per test to ensure highly
reliable outcomes, but this would increase the sample complexity and undermine the benefit of active
sampling. Instead, BBS uses a small, constant number of samples per test—enough to ensure a
constant success probability (e.g., around 3/4). This design trades individual test accuracy for global
sample efficiency, with backtracking acting as a corrective mechanism that restores robustness.

The algorithm keeps track of previously explored intervals and performs sanity checks at each step
to detect inconsistencies in the search path. When an inconsistency is detected, it backtracks to an
earlier interval and resumes the search. This prevents local mistakes from propagating irreversibly.
Theoretical analysis shows that as long as the number of correct local decisions outweighs the number
of incorrect ones—an event that occurs with high probability— the final insertion position is accurate.
Hence, the backtracking mechanism enables the algorithm to combine low-sample local testing with
global reliability, providing both efficiency and robustness despite noisy observations. A pseudocode
of this procedure is provided in Appendix B.

4 Results for ∆-separated matrices

We analyze the fundamental limits of ordering recovery over the classM∆, deriving both information-
theoretic lower bounds and algorithmic upper bounds on the error probability. These results are
expressed in terms of the signal-to-noise ratio (SNR), defined earlier in (1), and identify two distinct
regimes separated by the threshold log n.
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4.1 Impossibility regime

When the SNR satisfies ∆2T
σ2n ≲ lnn, no algorithm can recover the ordering with vanishing error

probability. The following theorem formalizes this impossibility, establishing a constant lower bound
on the error probability (6) for any algorithm in this regime.

Theorem 4.1 (Impossibility regime). Let n ≥ 9, σ > 0, ∆ > 0, and T ≥ 1. If the SNR satisfies

∆2T

σ2n
≤ c0 lnn,

for a sufficiently small absolute constant c0 > 0, then for any algorithm, there exists a matrix
M ∈M∆ such that

pM,T ≥
1

2
.

Intuitively, the impossibility regime is more pronounced when the minimal gap ∆ is small or when
the sub-Gaussian parameter σ is large. The proof is provided in Appendix G.

4.2 Recovery regime

In the complementary regime, where the SNR satisfies ∆2T
σ2n ≳ lnn, we establish performance

guarantees for ASII. Specifically, part (a) of the next theorem provides an upper bound on the
error probability (6) of ASII, which decreases exponentially fast with the SNR. Conversely, part (b)
provides a matching lower bound, showing that no algorithm can achieve a faster error decay than
exponential in the SNR.

Theorem 4.2 (Recovery regime). Let n ≥ 4, σ > 0, ∆ > 0, and T ≥ 1. If the SNR satisfies

∆2T

σ2n
≥ c1 lnn,

for a sufficiently large absolute constant c1 > 0, and condition (5) holds, then:

(a) For any M ∈M∆, the error probability of ASII satisfies

pM,T ≤ exp

(
− 1

800

∆2T

σ2n

)
. (8a)

(b) For any seriation algorithm, there exists M ∈M∆ such that

pM,T ≥ exp

(
− 8

∆2T

σ2n

)
. (8b)

Theorem 4.2 completes the characterization of the recovery regime, showing that the error probability
of ASII decays exponentially once the SNR ∆2T

σ2n exceeds a logarithmic threshold in n. Together,
Theorems 4.1 and 4.2 delineate the statistical landscape of active seriation, establishing a sharp
phase transition between impossibility and recovery at the critical SNR level ∆2T

σ2n ≍ lnn. Proofs of
parts (a) and (b) are given in Appendices E and G, respectively.

Instance-dependent guarantee. For simplicity, Theorem 4.2 (a) is stated for a fixed ∆, but the
same bound holds instance-wise in terms of the true minimal gap ∆M of M . Specifically, for any
M ∈M0 (the class of pre-R matrices), if lnn ≲ ∆2

MT
σ2n , then

pM,T ≤ exp

(
− ∆2

MT

800σ2n

)
.

Hence, the performance of the algorithm automatically scales with each instance, without requiring
any knowledge of ∆M , σ, or the SNR.
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4.3 Optimal sample complexity for exact recovery

The following corollary summarizes Theorems 4.1 and 4.2 in terms of sample complexity. Combining
the impossibility result of Theorem 4.1 with the recovery guarantee of Theorem 4.2, we obtain a
precise characterization (up to absolute constants) of the number of observations required for exact
recovery.
Corollary 4.3 (Optimal sample complexity). The minimax-optimal number of observations required
for exact recovery with probability at least 1− 1/n2 satisfies

T ⋆ ≍ σ2n lnn

∆2
.

This result follows directly from Theorem 4.2 (a), which guarantees exponentially small error
probability whenever T ≳ σ2n lnn

∆2 , and from Theorem 4.1, which shows that recovery is impossible
below this threshold. Hence, ASII attains the minimax-optimal sample complexity T ⋆, which
depends transparently on the problem parameters (∆, σ, n). This expression formalizes the intuition
that recovery becomes easier as the signal gap ∆ increases or the noise parameter σ decreases.
Importantly, it also shows that exact recovery is achievable with a number of queries T ≪ n2,
significantly improving over the classical batch setting where all pairwise similarities must be
observed.

4.4 Intrinsic hardness and invariance to model assumptions

Both lower bounds (Theorems 4.1 and 4.2 (b)) are established under a Gaussian noise model with
centered, homoscedastic entries of variance σ2, whereas our upper bound is proved in the more
general sub-Gaussian setting allowing heterogeneous noise levels. Since these bounds match up to
constant factors, potential heterogeneity in the noise variances does not affect the minimax rates.

Moreover, the lower bounds are derived for the simple Toeplitz family Rij = ∆(n − |i − j|), yet
the attainable rates coincide with those obtained under the general assumption M ∈ M∆. Hence,
allowing heterogeneous, non-Toeplitz matrices and sub-Gaussian noise comes at no statistical cost.

Finally, even in the extreme case where the Robinson matrix R is fully known —such as the one-
parameter family Rij = ∆(n− |i− j|)— the attainable rates remain unchanged. This shows that the
hardness of active seriation stems from the combinatorial nature of the latent ordering rather than
from uncertainty on the similarity model.

5 Extension to general Robinson matrices

In many practical scenarios, some items may be nearly indistinguishable in terms of their pairwise
similarities. For instance, a few rows (or columns) of the similarity matrix may be almost identical.
In such cases, the minimal gap ∆M can become extremely small. When this occurs, some items
are effectively indistinguishable in the presence of noise, making their exact ordering statistically
impossible to recover. To handle this situation, we now consider arbitrary Robinson matrices
M ∈M0, without any separation assumption. Our goal is then to recover the ordering of a subset of
items that are sufficiently well separated, while ignoring indistinguishable ones.

5.1 Algorithmic adaptation: simplified seriation procedure

The extended algorithm, denoted EXT-ASII(∆), follows the same iterative insertion framework as
ASII, but employs a simplified binary search and a more conservative local testing rule to handle
potentially non–∆-separated items. Backtracking is no longer required, as each local decision is
made with high confidence by allocating lnn times as many samples per test as in ASII.

Modified test rule. Given a triplet of items (ℓ, r, k) and a tolerance parameter ∆ > 0, the subroutine
TEST∆ determines whether k lies to the left, in the middle, or to the right of (ℓ, r) based on their
empirical similarities. Let M̂ℓr, M̂ℓk, and M̂rk denote the corresponding sample means, each
computed from T0 = ⌊T/(3n (log2(n) + 1))⌋ observations per pair. Define the event

I[(a, b), x,∆] :=
{
M̂ab +

∆
2 < M̂xa ∧ M̂xb

}
.
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The output b ∈ {−1, 0, 1} of TEST∆ is assigned as follows:

b =


0 if I[(ℓ, r), k,∆] (middle),

−1 if I[(k, r), ℓ,∆] (left),

+1 if I[(k, ℓ), r,∆] (right).

(9)

If none of the three cases above applies, the item k is considered ∆–close to at least one of ℓ or r and
is discarded from further insertion.

Binary search without backtracking. At iteration k, the algorithm considers item k and attempts
to insert it into the current estimated ordering π(k−1) over the active subset S(k−1) ⊂ [k− 1] of items
successfully inserted so far. The insertion relies on a standard binary search guided by TEST∆. If a
test fails to decide —that is, if k is ∆-close to a boundary element— the item is discarded and not
further inserted. Otherwise, the binary search proceeds within π(k−1) until the insertion position of k
is determined.

Output. After n iterations, the algorithm outputs a total ordering π̂ over the subset S = S(n) of
successfully inserted items. Items rejected during the procedure are those empirically ∆-close to
others, thereby ensuring that S forms a ∆-maximal subset as defined in Section 5.2.

This simplified variant preserves the structure of ASII while adapting test confidence to weaker
separation, yielding the guarantees of Theorem 5.2.

5.2 Recovery guarantees

Here ∆ > 0 denotes a user-chosen tolerance parameter, which sets the resolution at which the
algorithm attempts to distinguish items. The guarantees below hold without any prior knowledge of
the true matrix M or the noise level σ.

Formally, given ∆ > 0, we define the notion of a ∆-maximal subset. For a subset S ⊂ [n] and a
matrix M ∈ Rn×n, we write MS for the submatrix of M consisting of entries Mij such that i, j ∈ S.
Definition 5.1 (∆-maximal subset). A subset S ⊂ [n] is said to be ∆-maximal for a matrix M ∈M0

if it cannot be enlarged by adding any single item without violating the ∆-separation condition, that
is,

MS∪{k} /∈M∆ for all k ∈ [n] \ S.
Intuitively, S cannot be enlarged without adding items too similar (within ∆) to those already in S.

Given such a subset S, we aim to recover the induced ordering πS of the true permutation π restricted
to S, or its reverse πrev

S . Let pM,T,S denote the probability of misordering S after T active queries:
pM,T,S := PM,T {π̂ ̸= πS and π̂ ̸= πrev

S } . (10)
Theorem 5.2 (Extension to any Robinson matrix). Let n ≥ 1, σ > 0, ∆ > 0, and T ≥ 1. If

∆2T

σ2n
≥ c1(lnn)

2,

for a sufficiently large absolute constant c1 > 0, there exists an absolute constant c2 > 0 such that
the following holds.

For any M ∈ M0, the output π̂ of the extended algorithm EXT-ASII(∆) is a permutation over a
subset S ⊂ [n] satisfying:

• S is ∆-maximal in the sense of Definition 5.1;

• the error probability obeys the bound

pM,T,S ≤ exp

(
− c2

∆2T

σ2n lnn

)
. (11)

Compared to Theorem 4.2 (a), the error exponent in (11) includes an additional logarithmic factor.
This factor stems from using lnn times as many samples per test for high-confidence decisions. A
refined analysis, possibly reusing the backtracking technique of Theorem 4.2 (a), should remove this
factor and yield optimal rates; we leave this refinement for future work. Overall, Theorem 5.2 shows
that reliable partial recovery remains achievable even without uniform ∆-separation.

8



6 Empirical illustration

We illustrate the behavior of ASII through numerical experiments and a real-data example.

Numerical simulations. We assess the empirical performance of ASII on synthetic data and
compare it to three benchmark methods: (i) the batch seriation algorithm ADAPTIVE SAMPLING [Cai
and Ma, 2022], (ii) the SPECTRAL SERIATION algorithm [Atkins et al., 1998], and (iii) a naive
insertion variant without backtracking. All methods are evaluated under identical sampling budgets on
four synthetic scenarios, including both Toeplitz and non-Toeplitz Robinson matrices (see Appendix C
for full experimental details and figures).

On Toeplitz matrices, ASII performs slightly below specialized batch methods such as ADAPTIVE
SAMPLING and SPECTRAL SERIATION, which are tailored to that structure, yet still achieves
high empirical accuracy. In contrast, on non-Toeplitz matrices, ASII consistently outperforms
both ADAPTIVE SAMPLING and SPECTRAL SERIATION, which may fail entirely in some settings.
These experiments confirm that ASII maintains reliable performance beyond classical structural
assumptions, demonstrating strong robustness across heterogeneous matrix geometries.

Application to real data. We further assess the robustness of ASII on real single-cell RNA
sequencing data (human primordial germ cells, from [Guo et al., 2015], previously analyzed by [Cai
and Ma, 2022]). Although such biological data depart substantially from the idealized Robinson
models assumed in our theory, ASII still produces a meaningful reordering of the empirical similarity
matrix, revealing coherent developmental trajectories among cells. This illustrates the practical
relevance and robustness of the proposed approach beyond the assumptions made in our theoretical
model. Full experimental details are provided in Appendix C.

7 Discussion

Scope and noise regimes. Our analysis focused on the stochastic regime where the per-observation
signal-to-noise ratio ∆/σ is at most 1, which captures the most challenging setting for active seriation.
The results, however, extend naturally to less noisy regimes (∆/σ > 1): in that case, accurate
recovery requires only T ≳ n log n queries, reflecting the intrinsic O(n log n) cost of performing n
adaptive binary insertions. Further details and discussion are provided in Appendix A.1.

Gain from active learning. Our active framework enables recovery of the underlying ordering
without observing the entire similarity matrix. Whereas batch approaches such as spectral methods
require O(n2) observations, our active algorithm ASII succeeds with only T ≳ (σ2/∆2)n log n
samples. This corresponds to a fraction (σ2/∆2)(log n/n) of the full matrix and yields a substantial
reduction in sample complexity, provided that the signal-to-noise ratio ∆2/σ2 remains bounded
away from zero. This gain arises from the ability of adaptive sampling to draw information from a
well-chosen, small subset of pairwise similarities, from which the entire matrix can be reordered,
achieving strong statistical efficiency under limited sampling budgets.

Potential applications. Beyond synthetic settings, seriation techniques are broadly relevant in
domains where pairwise similarity information reflects a latent one-dimensional structure. Examples
include genomic sequence alignment, where seriation helps reorder genetic fragments by similarity,
and recommendation systems, where item-item similarity matrices can reveal latent preference
orderings. We also illustrated, on real single-cell RNA sequencing data (human primordial germ cells
from [Guo et al., 2015]), that ASII can recover biologically meaningful trajectories despite the data
departing strongly from our theoretical model. These settings often involve noisy or costly pairwise
measurements, making active seriation particularly appealing as a statistically efficient alternative to
batch reordering methods.

Comparison with batch methods. In certain scenarios —especially when differences between
candidate orderings are highly localized— our active formulation can succeed under weaker signal
conditions than batch methods. This contrast reflects a design difference: batch approaches often
rely on global matrix discrepancies, which can impose stronger separation requirements in such
localized settings, whereas our active algorithm concentrates sampling on locally ambiguous regions.
A detailed comparative example is provided in Appendix A.2.
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Fixed-budget and fixed-confidence formulations. Throughout this work, we focused on the
fixed-budget setting, where the total number of samples T is fixed in advance and the objective is to
minimize the error probability within this budget. The algorithm does not require prior knowledge
of the noise variance σ nor of the minimal signal gap ∆; it simply allocates the available budget T
across tests. As a result, the performance depends on σ and ∆ only through the signal-to-noise ratio
SNR = ∆2T/(σ2n), which determines the achievable accuracy.

A natural extension would be to study the complementary fixed-confidence setting, where the algo-
rithm must adaptively decide when to stop sampling in order to achieve a prescribed confidence level.
Such a formulation would typically require variance-aware sampling policies and data-driven stopping
rules, possibly involving online estimation of σ. Developing such an adaptive, fixed-confidence
version of ASII remains an interesting direction for future work.

Conclusion. This work introduces the first active-learning formulation of the seriation problem,
together with sharp theoretical guarantees and a simple, polynomial-time algorithm. We characterize
a phase transition in sample complexity governed by the signal-to-noise ratio SNR := ∆2T/(σ2n):
recovery is impossible when SNR ≲ log n, while ASII achieves near-minimax optimality once this
threshold is exceeded. Our analysis highlights how adaptive sampling and corrective backtracking
improve statistical efficiency.

Beyond ∆-separated instances, we further extended the analysis to arbitrary Robinson matrices,
introducing a user-chosen tolerance parameter ∆ that sets the resolution at which recovery is at-
tempted. At this scale, ASII reliably recovers the ordering of all items that are sufficiently well
separated, formalized through the notion of ∆-maximal subsets. Nevertheless, some matrices may
exhibit global ordering structure even in the absence of any locally separated subsets. Capturing such
globally structured signals —beyond the local, ∆-based framework— remains an open and important
direction for future work.
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Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?
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Justification: All theoretical results referenced in abstract are clearly stated in main text.
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• The answer NA means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?

Answer: [Yes]

Justification: Yes both theoretical and practical limitations are discussed
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• The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate "Limitations" section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]

13



Justification: Assumptions are clearly stated in main text with corresponding proofs in
appendix
Guidelines:

• The answer NA means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?
Answer: [Yes]
Justification: All code used to generate empirical results is provided.
Guidelines:

• The answer NA means that the paper does not include experiments.
• If the paper includes experiments, a No answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?
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Answer: [Yes]

Justification: All code used to produce empirical results is provided

Guidelines:

• The answer NA means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://nips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//nips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]

Justification: ´Experimental section is clearly explained. All code used to produce empirical
results is provided

Guidelines:

• The answer NA means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: Error bars are provided.

Guidelines:

• The answer NA means that the paper does not include experiments.
• The authors should answer "Yes" if the results are accompanied by error bars, confi-

dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
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• It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

• It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

• If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [No]

Justification: Experiments are purely illustrative as this is a theoretically focused work

Guidelines:

• The answer NA means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: No ethical concerns

Guidelines:

• The answer NA means that the authors have not reviewed the NeurIPS Code of Ethics.
• If the authors answer No, they should explain the special circumstances that require a

deviation from the Code of Ethics.
• The authors should make sure to preserve anonymity (e.g., if there is a special consid-

eration due to laws or regulations in their jurisdiction).

10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [NA]

Justification: Limited potential impact as the work is theoretically focused

Guidelines:

• The answer NA means that there is no societal impact of the work performed.
• If the authors answer NA or No, they should explain why their work has no societal

impact or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.
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• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pretrained language models,
image generators, or scraped datasets)?

Answer: [NA]

Justification: No risk posed

Guidelines:

• The answer NA means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: Competing algorithms clearly referenced

Guidelines:

• The answer NA means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the package

should be provided. For popular datasets, paperswithcode.com/datasets has
curated licenses for some datasets. Their licensing guide can help determine the license
of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.
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• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?
Answer: [NA]
Justification: No new assets
Guidelines:

• The answer NA means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?
Answer: [NA]
Justification: No crowdsourcing or research with human subjects
Guidelines:

• The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [NA]
Justification: NA
Guidelines:

• The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
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Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigorousness, or originality of the research, declaration is not required.
Answer: [NA]
Justification: No involvement of LLMs
Guidelines:

• The answer NA means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy (https://neurips.cc/Conferences/2025/
LLM) for what should or should not be described.
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A Additional discussion and extensions

A.1 Beyond the stochastic regime ∆/σ ≤ 1

To simplify the presentation of our results, we have primarily focused on the challenging regime
where the signal-to-noise ratio per observation, ∆/σ, is at most 1. In this subsection, we discuss how
our findings extend to less noisy regimes where ∆/σ may exceed 1.

In fact, our upper bound can be stated in a slightly more general form than that of Theorem 4.2,
covering all values of ∆/σ. Specifically, we show that if

lnn ≲

(
∆2

σ2
∧ 1

)
T

n
, (12)

then for any M ∈M∆, the error probability of ASII satisfies

pM,T ≤ exp

(
−c∆

2T

σ2n

)
for some absolute constant c > 0. When ∆/σ ≤ 1, this recovers the bound stated in Theorem 4.2. In
contrast, when ∆/σ ≥ 1, the condition (12) reduces to T ≳ n lnn, which reflects the fact that ASII
performs O(n) binary insertions, each requiring up to O(lnn) queries.

Whether the lower bound of Theorem 4.1 extends to the entire complementary regime, where the in-
equality in (12) is reversed, is an open and more delicate question. Nevertheless, computational lower
bounds are well-established for related settings. For instance, any comparison-based sorting algorithm
(with noiseless comparisons) requires at least O(n lnn) comparisons in the worst case [Cormen et al.,
2009, Section 8.1]. More generally, such lower bounds apply to broader algorithmic classes, such
as bounded-degree decision trees or algebraic computation trees [Ben-Or, 1983]. Taken together,
these computational barriers and the information-theoretic lower bound from Theorem 4.1 provide
a more comprehensive understanding of the fundamental limitations of the problem. In particular,
they support condition (12) as a natural threshold for the success of sorting algorithms modeled as
bounded-degree decision trees.

A.2 Comparison with batch methods: illustrative example

The seriation problem has mainly been studied in non-adaptive settings, notably by [Cai and Ma,
2022], who analyze exact reordering of Robinson Toeplitz matrices from a single noisy observation
of the full matrix. There exist classes of instances for which their guarantees require a signal-to-noise
ratio growing polynomially with n, whereas our active approach succeeds under dramatically weaker
conditions, with an effective threshold of order

√
(log n)/n. An illustrative example of this gap is

presented in the next subsection. This contrast stems from a fundamental difference in design: our
active algorithm concentrates sampling effort on locally ambiguous regions, while the batch analysis
of [Cai and Ma, 2022] relies on global matrix discrepancies, naturally leading to stronger separation
requirements in scenarios involving highly localized differences between orderings.

A.3 Theoretical comparison with ADAPTIVE-SORTING from [Cai and Ma, 2022]

The exact reordering of Robinson Toeplitz matrices has recently been analyzed in the batch (non-
adaptive) setting by [Cai and Ma, 2022]. In their framework, the learner observes a single noisy
realization of the entire similarity matrix,

Yij = Rπ⋆(i)π⋆(j) + σZij , 1 ≤ i, j ≤ n,

where R is a Robinson Toeplitz matrix and Z is a symmetric noise matrix. The goal is to recover the
correct reordering of R, equivalently the permutation π⋆.

The authors introduce a signal-to-noise ratio (SNR) over a parameter space R × S, where R is a
class of Robinson Toeplitz matrices and S a set of permutations. It is defined as

ρ(R× S) = min
R∈R, π,π′∈S

∥Rπ −Rπ′∥F ,
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where ∥ · ∥F denotes the Frobenius norm. Their main result shows that the ADAPTIVE-SORTING
algorithm exactly reorders the matrix with high probability whenever

ρ(R× S) ≳ σn2. (13)

Although this result is not directly comparable to ours —since it pertains to the batch observation
model— it is instructive to focus on a simple case where the two settings overlap. LetR∆ denote the
set of Robinson Toeplitz matrices with minimal gap ∆, and let Sn be the set of all permutations of [n].
Assume moreover that the number of queries in our active framework equals T = n2, corresponding
to the batch regime.

A concrete example. Consider the Toeplitz matrix Rij = ∆(n− |i− j|), and compare the identity
permutation πid with the transposition (1, 2). The two permuted matrices differ only in their first two
rows and columns, and a direct calculation gives

∥Rπid
−R(1,2)∥F ≍ ∆

√
n.

Substituting into (13) yields the sufficient condition

∆ ≳ σn3/2.

Hence, in this instance, ADAPTIVE-SORTING requires the signal gap ∆ to grow polynomially with n.

By contrast, our Theorem 4.2 guarantees exact recovery by ASII under

T ≳
σ2n log n

∆2
,

which, for T = n2, becomes

∆ ≳ σ

√
log n

n
.

For this restricted class of matrices and permutations, the required signal level is therefore expo-
nentially smaller in n than in the batch setting, revealing the potential statistical benefit of adaptive
sampling.

Remark. The above comparison relies on a specific, highly localized perturbation of the permu-
tation: the identity versus the transposition (1, 2). In this situation, the two hypotheses differ only
through a few rows and columns, creating a local variation in the similarity structure. Our active
procedure is particularly suited to detect such localized discrepancies, as it concentrates its sampling
effort on uncertain or informative regions. In contrast, the batch analysis of [Cai and Ma, 2022] is
formulated in terms of global matrix discrepancies (such as Frobenius norms), which naturally leads
to stronger separation requirements in these localized scenarios.

A.4 Further related literature on ranking

The seriation problem is related, though fundamentally different, from the literature on ranking from
pairwise comparisons. In that setting, each pair of items i, j is associated with a probability pi,j
that item i beats item j, and the learner aims to recover the full ranking from noisy comparisons. A
common assumption is stochastic transitivity (ST), which posits the existence of a true underlying
order r1, . . . , rn such that ri > rj implies pi,j > 1/2. This problem has been studied under the
fixed-confidence setting (e.g., [Falahatgar et al., 2017, Ren et al., 2019]), as well as under simplified
noisy sorting models where pi,j depends only on the relative rank difference (e.g., [Gu and Xu,
2023]).

Many ranking algorithms proceed incrementally, inserting items one-by-one into a growing list using
a binary search strategy –similar to our ASII procedure. However, in seriation, unlike ranking,
pairwise scores do not directly reveal the ordering; rather, the ordering must be inferred from global
structural constraints.

Score-based ranking algorithms (e.g., via Borda scores) offer another perspective. These approaches
assign each item a score, typically based on its average performance against others, and sort items
accordingly. Several active ranking methods (e.g., [Heckel et al., 2019, Cheshire et al., 2023, Cheshire
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and Clémençon, 2025]) use elimination-based sampling strategies based on these scores. However,
such techniques are not applicable to seriation, where no intrinsic score is associated with individual
items.

Another related problem is the thresholding bandit problem (TBP), where the learner must place
a threshold element into a totally ordered set of arms with known monotonic means. The binary
search approach in our algorithm is partly inspired by that of [Cheshire et al., 2021], developed for
TBP. Still, seriation poses unique challenges due to the absence of scores and the reliance on relative
similarity between pairs of items.

B Algorithmic details

We provide here the full pseudocode of the main procedure ASII and of its two subroutines, TEST
and BINARY & BACKTRACKING SEARCH.

Subroutine TEST. This subroutine compares three items (k, l, r) and determines whether k lies to
the left, in the middle, or to the right of (l, r), based on noisy empirical similarities. It forms the basic
local comparison rule used throughout the procedure.

Subroutine TEST

Require: (k, l, r, T0)
Ensure: b ∈ {−1, 0, 1}
1: Sample T0 times each of the pairs {l, r}, {k, l}, and {k, r}. Denote the respective sample means by M̂lr ,

M̂kl, and M̂kr .
2: if M̂lr < M̂kl ∧ M̂kr then b = 0
3: else if M̂kl > M̂kr then b = −1
4: else b = 1

Main procedure ACTIVE SERIATION BY ITERATIVE INSERTION (ASII). The algorithm inserts
items one by one into an ordered list, using TEST to compare relative positions and BBS to determine
insertion points.

Procedure ACTIVE SERIATION BY ITERATIVE INSERTION (ASII)
Ensure: π = (π1, . . . , πn) an estimator of π∗

1: Initialize the permutation π(2) = (1, 2), where π
(2)
1 = 1 and π

(2)
2 = 2

2: for k = 3, . . . , n do
3: Choose (l(k−1), r(k−1)) ∈ [k − 1]2 such that (π(k−1)

l(k−1) , π
(k−1)

r(k−1)) = (1, k − 1)

4: b = TEST(k, l(k−1), r(k−1), ⌊T/(3n)⌋)
5: if b = −1 then
6: π

(k)
k = 1, and set π(k)

i = π
(k−1)
i + 1 for all i ∈ [k − 1]

7: else if b = 1 then
8: π

(k)
k = k, and set π(k)

i = π
(k−1)
i for all i ∈ [k − 1]

9: else
10: π

(k)
k = BINARY & BACKTRACKING SEARCH(π(k−1))

11: Set π(k)
i = π

(k−1)
i for all i such that π(k−1)

i < π
(k)
k

12: Set π(k)
i = π

(k−1)
i + 1 for all i such that π(k−1)

i ≥ π
(k)
k

13: end for
14: π = π(n)

At each iteration k = 3, . . . , n, the algorithm maintains the current permutation π(k−1) of the first
k−1 items. The pair (l(k−1), r(k−1)) in lines 3–4 corresponds to the leftmost and rightmost elements
of π(k−1). If the initial test indicates that k lies outside the current range, k is inserted as the first or
last element (lines 6–8). Otherwise, the algorithm calls the BINARY & BACKTRACKING SEARCH
subroutine (line 10) to locate the correct insertion point. Lines 11–12 then update the permutation
indices accordingly.

Subroutine BINARY & BACKTRACKING SEARCH. This subroutine performs a noisy binary
search with backtracking. It maintains a stack of explored intervals and revisits previous ones when
inconsistencies are detected, ensuring robustness without increasing the total sampling budget.
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Figure 2: Representation of the Robinson matrices R(s), s ∈ {1, 2, 3, 4}, corresponding to the four
scenarios. Scenarios (1)–(3) have a minimal gap ∆, while in scenario (4) the minimal gap is random
but lower bounded by ∆. The matrix R(1) is Toeplitz, while R(2), R(3), and R(4) are not. Here,
∆ = 0.2.

Subroutine BINARY & BACKTRACKING SEARCH (BBS)
Require: (π1, . . . , πk−1) permutation of [k − 1]
Ensure: πk ∈ [k]

1: Set (l0, r0) ∈ [k− 1]2 s.t. (πl0 , πr0) = (1, k− 1); initialize L0 = [(l0, r0)]; set Tk = 3⌈log2 k⌉
2: for t = 1, . . . , Tk do
3: if |Lt−1| ≥ 1 and TEST(k, lt−1, rt−1, ⌊T/(3nTk)⌋) ̸= 0 then
4: Remove last element: Lt = Lt−1 \ {Lt−1[−1]}
5: Set (lt, rt) = Lt[−1]
6: else
7: if πrt−1 − πlt−1 ≤ 1 then set (lt, rt) = (lt−1, rt−1)
8: else choose mt ∈ [k − 1] s.t. πmt

= ⌊(πlt−1
+ πrt−1

)/2⌋
9: if TEST(k, lt−1,mt, ⌊T/(3nTk)⌋) = 0 then set (lt, rt) = (lt−1,mt)

10: else set (lt, rt) = (mt, rt−1)
11: Update list: Lt = Lt−1 ⊕ [(lt, rt)]
12: end for
13: Return πk = πlTk

+ 1

The subroutine maintains a list Lt of explored intervals, where Lt[−1] denotes the current active
interval. The operator ⊕ represents list concatenation, and |Lt| to denote the last index of the list (so
that |Lt| = 0 when Lt contains a single element). At each iteration, a sanity check (line 3) verifies
consistency of the current search path. If the check fails, the last interval is removed and the algorithm
backtracks (lines 4–5); otherwise, the current interval is split in two, and the appropriate subinterval
is appended to the list (lines 7–11). This corrective mechanism ensures that local inconsistencies do
not propagate and that the search remains robust under noisy test outcomes.

C Numerical Simulations and Real-Data Application

C.1 Numerical simulations

We evaluate the empirical performance of the ASII procedure on synthetic data. To the best of our
knowledge, no seriation algorithms have been specifically designed for the active setting. Accordingly,
we compare ASII to established batch benchmarks: the ADAPTIVE SORTING algorithm of [Cai and
Ma, 2022], the classical SPECTRAL SERIATION method [Atkins et al., 1998], and a simple NAIVE
INSERTION baseline (a binary search without backtracking). Pseudocodes for all competitors are
provided in Appendix D.1.

Batch algorithms typically operate from a single noisy observation Y =M + E, where entries of
E are independent centered σ̃-sub-Gaussian noise. To mirror this setting in our active framework,
we distribute the sampling budget T evenly among all pairs {i, j}, so that Yij = M̂ij represents the
empirical mean of O(T/n2) noisy samples. This correspondence allows direct comparison between
active and batch methods under a common sampling budget.
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Figure 3: Empirical error probabilities for ADAPTIVE SORTING, ASII, SPECTRAL SERIATION, and
NAIVE INSERTION as the parameter ∆ varies. Scenarios (1)–(4) are displayed from left to right and
top to bottom. Each experiment involves n = 10 items and T = 10,000 observations. Each point is
averaged over 100 Monte Carlo runs.

Four scenarios. We consider four scenarios illustrated in Figure 2. For the first three scenarios, the
Robinson matrices are defined as follows for i > j:

R
(1)
i,j = ∆n

(
1− |i− j|

n

)
and R

(2)
i,j = ∆(n− |i− j|)max(j, n− i)1.5

R
(3)
i,j = +

{
10∆(n− |i− j|)max(j, n− i) if |i− j| ≤ n/4,
∆(n− |i− j|)max(j, n− i) otherwise.

In the fourth scenario, the matrix R(4) is generated randomly as follows. For i ∈ [n], the diagonal
element R

(4)
i,i is drawn from a Uniform(1, 10) distribution. The rest of the matrix is generated

sequentially, where for all i > j,

R
(4)
i,j = min(R

(4)
i−1,j , R

(4)
i,j+1)−Uniform(∆, 10∆).

All matrices are symmetric, with R
(s)
j,i = R

(s)
i,j for j > i and s ∈ [4]. The parameter ∆ > 0 is varied

across scenarios.

We define the four similarity matrices M = R
(s)
π , s ∈ [4], where n = 10 and π is uniformly drawn

from the set of permutations of [n]. We set σ = 1 and T = 10000.

Numerical results. In all scenarios in Figure 3, ASII outperforms the naive iterative insertion
procedure, confirming the benefits of its binary-search corrections. These gains are consistent with
the theoretical logarithmic improvement predicted by our analysis.

In scenario (1), where R(1) is Toeplitz, SPECTRAL SERIATION and ADAPTIVE SAMPLING out-
perform ASII, as expected from their specialization to this structure. The comparatively weaker
performance of ASII likely stems from two factors: (i) it is designed for general Robinson matrices
and thus does not exploit Toeplitz regularity; and (ii) its sampling budget T is distributed across
multiple binary-search iterations, slightly reducing efficiency compared to batch methods.

In the non-Toeplitz scenarios (2)–(4), ASII remains consistently accurate, whereas the performance of
ADAPTIVE SAMPLING and SPECTRAL SERIATION is unstable — with occasional failures (notably,
ADAPTIVE SAMPLING in (2)–(3) and SPECTRAL SERIATION in (2)–(4)). This illustrates the
robustness of ASII across heterogeneous matrix structures.
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Figure 4: Empirical error probabilities for ADAPTIVE SORTING, ASII, SPECTRAL SERIATION,
and NAIVE INSERTION as the parameter ∆ varies, with added error bars (other settings identical to
Fig. 3). For each value of ∆, the 100 Monte Carlo runs are split into 10 equal groups, and the error
bars indicate the 0.1 and 0.9 quantiles of the empirical error across groups.

Summary of empirical findings. Overall, the experiments confirm that ASII performs reliably
across both Toeplitz and non-Toeplitz settings. While batch algorithms such as ADAPTIVE SAMPLING
and SPECTRAL SERIATION exploit Toeplitz regularities and degrade sharply when this structure is
absent, ASII maintains stable accuracy without relying on any structural assumptions —highlighting
its robustness and practical relevance.

C.2 Application to real data

We now assess the performance of ASII on a real single-cell RNA sequencing dataset, following the
biological setup previously studied in [Cai and Ma, 2022]. The goal is to infer the latent temporal
ordering of cells during a differentiation process, based on pairwise similarities of gene-expression
profiles.

Dataset and preprocessing. We use the dataset from [Guo et al., 2015], which contains RNA
sequencing data for n = 242 human primordial germ cells (PGCs) collected at developmental
ages of 4, 7, 10, 11, and 19 weeks. Each observation corresponds to a high-dimensional vector
of gene-expression counts across more than 230,000 genes. Following the preprocessing pipeline
of [Cai and Ma, 2022], we employ the Seurat package [Hao et al., 2023] in R to normalize and
reduce the dimensionality of the data:

1. normalization using NormalizeData;

2. identification of highly variable genes with FindVariableFeatures;

3. standardization via ScaleData;

4. principal component analysis with d = 10 components.

Let X1, . . . , Xn ∈ R10 denote the PCA embeddings of the cells, and D the resulting pairwise
Euclidean distance matrix. The similarity matrix is then defined as

M = c1n −D, where c = ∥D∥∞.

This construction ensures that larger similarities correspond to smaller distances between cells.
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Figure 5: PGC similarity matrix before and after reordering by ASII. Left: random permutation; right:
ordering inferred by ASII. The recovered structure highlights coherent developmental trajectories
among cells.

Results. Figure 5 shows the similarity matrix M under a random permutation of the cells (left) and
after reordering by ASII (right). The recovered ordering reveals a clear block-diagonal structure
consistent with developmental progression: dissimilar regions (blue) are pushed to the boundaries,
while groups of highly similar cells (yellow and green) align along the diagonal. Although this dataset
is far from satisfying the assumptions of our theoretical model, ASII still recovers biologically
meaningful organization, demonstrating robustness to strong model misspecification.

Discussion. This experiment illustrates that ASII can yield interpretable orderings even on complex,
high-dimensional biological data that deviate substantially from idealized Robinson structures. It
therefore provides empirical evidence that active seriation remains effective beyond controlled
synthetic settings, supporting its potential relevance for practical data-analysis tasks. Together with
the synthetic experiments presented above, these results confirm the robustness of active seriation
and its potential relevance for real-world data-analysis tasks.

D Complements

D.1 Pseudocodes of competitor algorithms

In this appendix, we present the pseudocodes of the competitor algorithms used in the numerical
simulations (Section C): the Naive Binary Search algorithm, the ADAPTIVE SORTING algorithm
from [Cai and Ma, 2022], and the SPECTRAL SERIATION algorithm introduced by [Atkins et al.,
1998].

Naive Insertion Algorithm The naive insertion procedure is identical to the ASII procedure
described in Section 3, except that whenever ASII invokes the BBS subroutine, the naive algorithm
instead calls the NAIVE BINARY SEARCH subroutine defined below. Recall that the TEST subroutine
was introduced at the start of Section 3.
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Algorithm 1 NAIVE BINARY SEARCH

Require: (π1, . . . , πk−1), a permutation of [k − 1]
Ensure: πk ∈ [k]

1: Initialize (l0, r0) ∈ [k − 1]2 such that (πl0 , πr0) = (1, k − 1)
2: while πrt−1

− πlt−1
> 1 do

3: Let mt ∈ [k − 1] satisfy πmt =
⌊
πlt−1

+πrt−1

2

⌋
4: if TEST

(
k, lt−1,mt,

⌊
T

n log(k)

⌋)
= 0 then

5: (lt, rt)← (lt−1,mt)
6: else
7: (lt, rt)← (mt, rt−1)
8: end if
9: end while

10: Set πk ← πlt + 1

Adaptive Sorting Algorithm The ADAPTIVE SORTING algorithm from [Cai and Ma, 2022]
operates in a batch setting, where the learner observes a single noisy matrix

Y =M + Z, (14)
with Z a noise matrix having independent zero-mean σ̃-sub-Gaussian entries, for σ̃ > 0. Algorithms
designed for the batch setting are adapted to our active setting as follows, the algorithm first divides
the budget T uniformly across all coefficients of the matrix, i.e. each pair (i, j) is sampled ⌊T/n2⌋
times, so as to generate the noisy matrix Y . When run in the context of our active setting, algorithms
that are designed exclusively for the batch setting naturally require T ≥ n2.

For each i ∈ [n], Yi,−i denotes the ith row of Y excluding the ith entry, the ADAPTIVE SORTING
procedure is then as follows:

Algorithm 2 ADAPTIVE SORTING (AS)

Require: Y ∈ Rn×n
Ensure: π = (π1, . . . , πn)

1: Compute scores Si =
∑
j∈[n]\{i} Yij for each i ∈ [n]

2: Set π1 = argmini∈[n] Si
3: for i = 2, . . . , n− 1 do
4: Select πi ∈ argminj∈[n]\{π1,...,πi−1} ∥Yj,−j − Yπi−1,−πi−1

∥1
5: end for

Spectral Seriation Algorithm The widely used Spectral Seriation algorithm is also designed for
the batch setting described in (14). It proceeds as follows:

Algorithm 3 SPECTRAL SERIATION

Require: Y ∈ Rn×n
Ensure: π = (π1, . . . , πn)

1: Compute the graph Laplacian L = D − Y , where D = diag(d1, . . . , dn) with di =
∑n
j=1 Yij

2: Let v̂ be the eigenvector associated with the second smallest eigenvalue of L
3: Define π as the permutation that sorts the entries of v̂ in ascending order

E Proof of Part (a) of Theorem 4.2

Recall that if π is an ordering of the n items, then its reverse πrev is also an ordering. We denote by
π∗ the ordering that satisfies π2

1 < π2
2 .

For any 2 ≤ k ≤ n, we say that a permutation π = (π1, . . . , πk) of [k] is coherent with π∗ if
∀ 1 ≤ i < j ≤ k : π∗

i < π∗
j ⇐⇒ πi < πj . (15)
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In other words, π agrees with π∗ on the relative ordering of items 1, . . . , k.

We begin by analyzing the success of the TEST subroutine. For each k ≥ 3, let Ak denote the event
on which, at iteration k, the TEST subroutine called by ASII outputs a correct recommendation:

Ak : TEST
(
k, l(k−1), r(k−1), ⌊T/(3n)⌋

)
=

 −1 if π∗
k < π∗

l(k−1) ,
0 if π∗

k ∈ (π∗
l(k−1) , π

∗
r(k−1)),

1 if π∗
k > π∗

r(k−1) .
(16)

This event assumes that π∗
l(k−1) < π∗

r(k−1) , which holds when π(k−1) is coherent with π∗, by definition
of l(k−1) and r(k−1).

We now state the performance guarantee for the TEST subroutine. The proof is deferred to Ap-
pendix E.6.
Proposition E.1. Let n ≥ 3, σ > 0, ∆ > 0, T ≥ 12n, and suppose M ∈M∆. For any 3 ≤ k ≤ n,
if π(k−1) is coherent with π∗ as in (15), then

P(Ack) ≤ 6 exp

(
− T∆2

32nσ2

)
.

Next, we turn to the performance of the BBS subroutine. At iteration k, when invoked by ASII, it
receives as input the permutation π(k−1) of [k− 1], and performs a binary search to locate the correct
position of item k. The binary search is successful if: - the final interval (lTk

, rTk
) contains the true

position of π∗
k, and - this interval has length one.

Formally, we define the event:

Bk(π) :=
{
π∗
k ∈ (π∗

lTk
, π∗
rTk

) and πrTk
− πlTk

= 1
}
, (17)

which captures the success of binary search when applied to input permutation π.

The following proposition guarantees success under appropriate conditions; its proof appears in
Appendix E.2.
Proposition E.2. Let 3 ≤ k ≤ n. Assume that the input π = (π1, ...πk−1) to the BBS subroutine
is coherent with π∗ as in (15), and that π∗

k ∈ (π∗
l0
, π∗
r0), where (πl0 , πr0) = (1, k − 1). If T∆2

nσ2 ≥
4800 log2 n, and T ≥ 18n log2 n, then

P {Bk(π)c} ≤ exp

(
− T∆2

400nσ2

)
.

We are now ready to prove the Part (a) of Theorem 4.2, showing that the final output π(n) of the ASII
procedure equals the true ordering π∗. Since ASII constructs π(k) incrementally from π(k−1), we
proceed by induction on k.

E.1 Proof of Part (a) of Theorem 4.2

For the initialization of the induction, we observe that the permutation π(2) = (1, 2) (defined in line 1
of the ASII procedure) is trivially coherent with π∗ as in (15).

Now, assuming that π(k−1) is coherent with π∗, we show that, conditionally on event Ak in (16),
the permutation π(k) is coherent with π∗ with high probability. There are three cases defined by the
value of the output b of TEST.

- Case 1: b = −1. If the call to TEST at iteration k returns b = −1, then onAk, we have π∗
k < π∗

l(k−1) .

Since π(k−1)

l(k−1) = 1, and π(k−1) is coherent with π∗, we deduce that π∗
k < π∗

s for all s ∈ [k − 1].
Therefore, the permutation π(k) defined in line 6 of ASII is coherent with π∗.

- Case 2: b = 1. Similarly, if the call to TEST returns b = 1, then on Ak we have π∗
k > π∗

r(k−1) .

Since π(k−1)

r(k−1) = k − 1 and π(k−1) is coherent with π∗, we deduce that π∗
k > π∗

s for all s ∈ [k − 1].
Therefore, the permutation π(k) defined in line 8 of ASII is coherent with π∗.

28



For these two cases, we have shown that if π(k−1) is coherent, then the new permutation π(k) is
coherent with probability at least

P {Ak} ≥ 1− 6 exp

(
− T∆2

32nσ2

)
, (18)

where we used Proposition E.1 for n ≥ 3 and T ≥ 12n.

- Case 3: b = 0. The ASII procedure calls the BBS subroutine with input π(k−1) to determine the
position of k in the new permutation π(k), defined as

π
(k)
k = π

(k−1)
lTk

+ 1.

On event Bk(π(k−1)) defined in (17) (with π = π(k−1)), the permutation π(k) (lines 10 to 12 of
ASII) is coherent with π∗.

Conditionally on Ak, since b = 0, we have
π∗
k ∈ (π∗

l(k−1) , π
∗
r(k−1)),

and since (l0, r0) = (l(k−1), r(k−1)) by definition, we obtain π∗
k ∈ (π∗

l0
, π∗
r0). The assumption of

Proposition E.2 is thus satisfied, allowing us to apply the proposition directly. Hence,

P|Ak

{
Bk(π(k−1))

}
≥ 1− exp

(
− T∆2

400nσ2

)
, (19)

provided that T∆2

nσ2 ≥ 4800 log2 n and T ≥ 18n log2 n.

Denoting by Bck(π(k−1)) the complement of Bk(π(k−1)), we have

P
{
Bck(π(k−1))

}
= P

{
Bck(π(k−1)) ∩ Ak

}
+ P

{
Bck(π(k−1)) ∩ Ack

}
≤ P|Ak

{
Bck(π(k−1))

}
· P {Ak}+ P {Ack}

≤ exp

(
− T∆2

400nσ2

)
+ 6 exp

(
− T∆2

32nσ2

)
≤ 7 exp

(
− T∆2

400nσ2

)
,

where we used (18) and (19).

We have shown that if π(k−1) is coherent, then the new permutation π(k) is coherent with probability
at least

1− 7 exp

(
− T∆2

400nσ2

)
.

- Conclusion: In all three cases, the permutation π(k) is coherent with probability at least 1 −
7 exp

(
− T∆2

400nσ2

)
. By induction and a union bound over all iterations 3 ≤ k ≤ n of the ASII

procedure, we obtain that π(n) is coherent with π∗, that is, π(n) = π∗, with probability at least
1− 7n exp

(
− T∆2

400nσ2

)
. Thus, for

T∆2

400nσ2
≥ 2 ln(7n), (20)

we recover π∗ with probability at least 1− exp
(
− T∆2

800nσ2

)
.

To prove this result, we have used several conditions on the parameters (n, T,∆, σ) which are all
satisfied when n ≥ 3, ∆/σ ≤ 1, and

T∆2

nσ2
≥ 4800 log2 n,

and (20) is satisfied. Since log2(x) =
ln(x)
ln(2) , the last two conditions are implied by

T∆2

nσ2
≥ 7000 lnn.

Part (a) of Theorem 4.2 follows for c1 = 7000.
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E.2 Proof of Proposition E.2

Let 3 ≤ k ≤ n. Given any permutation π, we use the notation k ∈π (l, r) to indicate that the position
πk belongs to the interval (πl, πr):

k ∈π (l, r) when πk ∈ (πl, πr) . (21)

In this case, we say that (l, r) is, with respect to π, an interval containing k. Recall that (πl, πr)
denotes the set of integers between πl and πr, that is, {m ∈ N : πl + 1 ≤ m ≤ πr − 1}.
Any (l, r) is called a “good” interval if k ∈π∗ (l, r). We define wt as the index of the last good
interval in the list Lt:

wt = max
0≤w≤|Lt|

{w : k ∈π∗ Lt[w]} , for all t ∈ [Tk], (22)

where |Lt| denotes the largest index in the list Lt. Note that wt is well-defined, since there is at least
one good interval in Lt (indeed, (l0, r0) is a good interval by assumption).

Let π be the permutation given as input to the BBS subroutine. The length of an interval (l, r)
is defined as: length(l, r) = πr − πl. In the next lemma, we show that all intervals Lt[w] with
w ≥ ⌈log2 k⌉ have length 1, and are equal to each other. The proof is in Appendix E.3. We recall
that Lt[−1] denotes the last element of the list Lt.

Lemma E.3. Let t ≥ 1. If |Lt| ≥ ⌈log2 k⌉, then for all w such that ⌈log2 k⌉ ≤ w ≤ |Lt|, we have
length(Lt[w]) = 1, and Lt[w] = Lt[−1].

If wTk
≥ ⌈log2 k⌉ at the final step Tk := 3⌈log2 k⌉ of the BBS subroutine, then Lemma E.3 implies

LTk
[−1] = LTk

[wTk
] and length(LTk

[−1]) = 1 , (23)

which means that the last interval of LTk
is a good interval of length 1. Since the last element of LTk

is (lTk
, rTk

) (by construction of the lists), this is equivalent to the occurrence of the event (17). To
conclude the proof of Proposition E.2, it remains to show that wTk

≥ ⌈log2 k⌉ with high probability.

We introduce the quantity

Nt := |Lt|+ ⌈log2 k⌉ − 2wt , for all t ∈ [Tk]. (24)

We will show that NTk
≤ 0 with high probability, which implies the desired inequality wTk

≥
⌈log2 k⌉, since |Lt| − wt ≥ 0 for all t, by definition (22) of wt.

Before proceeding, let us explain the intuition behind Nt. It can be interpreted as an upper bound on
the number of steps required to complete the binary search, assuming no mistakes are made. Indeed,
|Lt| − wt is the number of backtracking steps needed to return to the last good interval Lt[wt], and
from there, the number of steps to reach an interval of length 1 is at most ⌈log2 k⌉ − wt. Adding
these gives Nt.

Intuitively, when a mistake is made at step t of the binary search, Nt increases by 1 compared to
Nt−1. Conversely, when the correct subinterval is chosen, Nt decreases by 1.

We first formalize this in the next lemma, showing that Nt −Nt−1 ≤ 1. (Proof in Appendix E.4.)

Lemma E.4. If (l0, r0) is a good interval, then for all 1 ≤ t ≤ Tk, we have Nt ≤ Nt−1 + 1.

To formalize the effect of correct steps, we define the following “good” event: Et is the event on
which, at step t, the TEST subroutine returns correct recommendations (in both possible calls):

Et :=
{

TEST(k, lt−1, rt−1, ⌊
T

3nTk
⌋) = 0 iff π∗

k ∈ (π∗
lt−1

, π∗
rt−1

)
}

∩
{

TEST(k, lt−1,mt, ⌊
T

3nTk
⌋) = 0 iff π∗

k ∈ (π∗
lt−1

, π∗
mt

)
}
.

(25)

We now show that conditionally on Et, the number of remaining steps decreases:

Lemma E.5. If (l0, r0) is a good interval, then for all 1 ≤ t ≤ Tk, we have Nt ≤ Nt−1− 1 on event
Et.
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(Proof in Appendix E.5.)

We now apply Lemmas E.4 and E.5. Using the decomposition Nt = Nt1Et
+Nt1Ec

t
, we get

Nt ≤ (Nt−1 − 1)1Et
+ (Nt−1 + 1)1Ec

t
= Nt−1 − 1 + 21Ec

t
,

for all t ∈ [Tk]. By induction on t = 1, . . . , Tk, we obtain

NTk
≤ N0 − Tk + 2

Tk∑
t=1

1Ec
t
= ⌈log2 k⌉ − Tk + 2

Tk∑
t=1

1Ec
t
, (26)

since N0 = ⌈log2 k⌉ (as |L0| = w0 = 0) in (24). Now apply:

Lemma E.6. Let 3 ≤ k ≤ n and Tk = 3⌈log2 k⌉. If T∆2

nσ2 ≥ 4800 log2 n, and T ≥ 18n log2 n, then

P

(
Tk∑
t=1

1Ec
t
≥ Tk/4

)
≤ exp

(
− T∆2

400nσ2

)
.

(Proof in Appendix E.6.)

With this, we conclude that with probability at least 1− exp(− T∆2

400nσ2 ), we have

NTk
≤ ⌈log2 k⌉ − Tk/2 ≤ 0, (27)

for Tk = 3⌈log2 k⌉. Combining this with (24), we conclude that wTk
≥ ⌈log2 k⌉ with high

probability. By Lemma E.3, this implies that the final interval in the list LTk
is a good interval of

length 1, completing the proof of Proposition E.2.

E.3 Proof of Lemma E.3

At any step t ≥ 1, the BBS subroutine either moves forward in the binary search or backtracks:

• Forward step. If rt−1 − lt−1 ≥ 2, it performs a binary search step: it selects the midpoint
mt = ⌊(lt−1 + rt−1)/2⌋, and defines the new interval (lt, rt) as either (lt−1,mt) or
(mt, rt−1), depending on the outcome of the TEST subroutine. This new interval is then
appended to the list Lt−1, forming Lt. If rt−1 − lt−1 < 2, the interval is of length 1, and
the same interval (lt−1, rt−1) is simply duplicated and appended to form Lt.

• Backtracking step. The subroutine removes the last interval from Lt−1, and sets Lt to the
truncated list. The interval (lt, rt) is defined as the new last element of Lt.

Therefore, after t steps, the list Lt can be viewed as the sequence of intervals obtained by performing
a standard binary search (of |Lt| steps) without backtracking. In particular, whenever a forward step
occurs, each interval strictly refines the previous one:

∀ 1 ≤ w ≤ |Lt| : Lt[w] ⊂ Lt[w − 1] . (28)

We now bound the length of each interval in Lt. Let (l0, r0) be the initial interval with length
πr0 − πl0 = k − 2. Then, after w forward steps (ignoring any backtracking), the interval length is at
most

length(Lt[w]) ≤
2⌈log2(k−2)⌉

2w
∨ 1 .

In particular, for any index w ≥ ⌈log2 k⌉, we have

length(Lt[w]) = 1 .

By (28), these intervals are nested and of the same length, so they must be equal:

∀w ∈
[
⌈log2 k⌉, |Lt|

]
: Lt[w] = Lt[−1] .

This proves the claim of Lemma E.3.
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E.4 Proof of Lemma E.4

Fix t ∈ [Tk]. At step t, the BBS subroutine either backtracks (Case 1) or continues the binary search
(Case 2), and updates the list Lt accordingly from the previous list Lt−1. We analyze these two cases
separately.

Before proceeding, we make a key observation about the structure of Lt:

Observation: If Lt[w] is a bad interval (i.e., it does not contain the target k), then every subsequent
interval Lt[w′] with w′ ≥ w is also bad. This follows from the nested inclusion property of the
intervals in the list,

Lt[w] ⊂ Lt[w − 1],

which holds by definition of the binary search. Since Lt[0] = (l0, r0) is a good interval and wt is
defined in (22) as the index of the last good interval in Lt, the list Lt consists of consecutive good
intervals for w = 0, . . . , wt followed by bad intervals for w = wt + 1, . . . , |Lt|:

∀0 ≤ w ≤ wt : Lt[w] is good; ∀wt + 1 ≤ w ≤ |Lt| : Lt[w] is bad. (29)

Case 1: Backtracking step. At step t, the algorithm backtracks by removing the last element of
Lt−1, so

Lt = Lt−1 \ {Lt−1[−1]} ⇒ |Lt| = |Lt−1| − 1 .

Both Lt−1 and Lt satisfy the observation (29), so their good and bad intervals are arranged consecu-
tively. We claim that

wt−1 − 1 ≤ wt .
To see this, note: - If the last interval Lt−1[−1] is good, then Lt[−1] is also good, and

wt−1 = |Lt−1| = |Lt|+ 1 = wt + 1,

so wt = wt−1 − 1. - If Lt−1[−1] is bad, then removing it does not change the last good interval, so

wt = wt−1.

In both cases, wt ≥ wt−1 − 1 holds.

Using the definition of Nt from (24),

Nt = |Lt|+ log2(k)− 2wt,

we have
Nt ≤ (|Lt−1| − 1) + log2(k)− 2(wt−1 − 1) = Nt−1 + 1.

Case 2: Continuing the binary search. At step t, the algorithm continues by adding a new interval:

Lt = Lt−1 ⊕ [(lt, rt)] ⇒ |Lt| = |Lt−1|+ 1.

We check that
wt ≥ wt−1.

Indeed, if Lt[−1] is good, then

wt = |Lt| = |Lt−1|+ 1 ≥ wt−1 + 1,

since wt−1 ≤ |Lt−1|. Otherwise, if Lt[−1] is bad, then the last good interval is unchanged, so

wt = wt−1.

Substituting these inequalities into the definition of Nt,

Nt = |Lt|+ log2(k)− 2wt ≤ (|Lt−1|+ 1) + log2(k)− 2wt−1 = Nt−1 + 1.

This completes the proof of Lemma E.4.
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E.5 Proof of Lemma E.5

Fix t ∈ [Tk]. At step t, either (lt−1, rt−1) is a bad interval (Case 1) or a good interval (Case 2). We
analyze these two cases separately.

Before proceeding, we note an important fact about the list Lt:

Lt[−1] = (lt, rt) . (30)

Case 1: (lt−1, rt−1) is a bad interval. If |Lt−1| = 0, then by (30) we have (lt−1, rt−1) = (l0, r0),
which contradicts the assumption that (l0, r0) is good. Hence, |Lt−1| ≥ 1.

On event Et –see (25), the call TEST(k, lt−1, rt−1, . . .) returns the correct recommendation, which is
nonzero since the interval is bad. Consequently, the algorithm removes the last element from the list:

Lt = Lt−1 \ {Lt−1[−1]}.

Therefore,

|Lt| = |Lt−1| − 1, and Lt[w] = Lt−1[w], ∀0 ≤ w ≤ |Lt−1| − 1. (31)

From the definition (22) of wt, it follows that

wt = max
w≤|Lt−1|−1

{w : k ∈π∗ Lt−1[w]}.

Since Lt−1[−1] is bad,
wt−1 ≤ |Lt−1| − 1,

and by definition of wt−1, we obtain

wt−1 = max
w≤|Lt−1|−1

{w : k ∈π∗ Lt−1[w]}.

Hence,
wt = wt−1.

Plugging into the definition (24) of Nt,

Nt = (|Lt−1| − 1) + ⌈log2 k⌉ − 2wt−1 = Nt−1 − 1.

Case 2: (lt−1, rt−1) is a good interval. Step 1: The algorithm does not backtrack. If
|Lt−1| = 0, this is immediate from the BBS subroutine. If |Lt−1| ≥ 1, then on event Et, the
call TEST(k, lt−1, rt−1, . . .) returns 0 (correct recommendation for a good interval), so the algorithm
continues the binary search and does not backtrack.

Step 2: (lt, rt) is a good interval. Since the algorithm continues the binary search, it sets

(lt, rt) = either (lt−1, rt−1) or one half-interval of (lt−1, rt−1).

If (lt, rt) = (lt−1, rt−1), it remains good by assumption. Otherwise, the algorithm uses
TEST(k, lt−1,mt, . . .) on event Et to select the good half-interval, so (lt, rt) is good.

Step 3: Conclusion. By (30), the last element of Lt is the good interval (lt, rt), so by definition

wt = |Lt|.

Because the algorithm continues (no backtracking), we have

Lt = Lt−1 ⊕ [(lt, rt)] =⇒ |Lt| = |Lt−1|+ 1.

Therefore,
wt = |Lt| = |Lt−1|+ 1 ≥ wt−1 + 1,

since wt−1 ≤ |Lt−1| by definition. Using the definition (24) of Nt,

Nt = |Lt|+ ⌈log2 k⌉ − 2wt ≤ (|Lt−1|+ 1) + ⌈log2 k⌉ − 2(wt−1 + 1) = Nt−1 − 1.

This completes the proof of Lemma E.5.
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E.6 Proofs of Proposition E.1 and Lemma E.6

◦ Proof of Proposition E.1. Recall that l(k−1) and r(k−1) are defined in the ASII procedure so that
(πl(k−1) , πr(k−1)) = (1, k − 1). For clarity, we write l = l(k−1) and r = r(k−1). Since π is coherent
with π∗ (by assumption), this implies π∗

l < π∗
r .

We define the event

Ck :=

{
max

(
|Mlr − M̂lr|, |Mkl − M̂kl|, |Mkr − M̂kr|

)
<

∆

2

}
.

Using that π∗
l < π∗

r and M ∈M∆, we have

(Mkl −Mlr) ∧ (Mkr −Mlr) ≥ ∆ if π∗
l < π∗

k < π∗
r ,

(Mlr −Mkr) ∧ (Mkl −Mkr) ≥ ∆ if π∗
k < π∗

l ,

(Mlr −Mkl) ∧ (Mkr −Mkl) ≥ ∆ if π∗
r < π∗

k .

On the event Ck, this implies:

M̂lr < M̂kl ∧ M̂kr and b = 0 if π∗
l < π∗

k < π∗
r ,

M̂kr < M̂lr ∧ M̂kl and b = −1 if π∗
k < π∗

l ,

M̂kl < M̂lr ∧ M̂kr and b = 1 if π∗
r < π∗

k.

Hence, Ck ⊂ Ak, so by taking complements, we obtain

P(Ack) ≤ P(Cck).

Conditioning on the choice of (l, r), each of the three sample means M̂lr, M̂kl, M̂kr is an average
of ⌊T/(3n)⌋ independent samples. By applying a standard Chernoff bound (see Lemma H.1 with
ϵ = ∆/2), and taking a union bound over the three comparisons, we obtain

P(Cck | l, r) ≤ 6 exp

(
−⌊T/(3n)⌋∆

2

8σ2

)
≤ 6 exp

(
− T∆2

32nσ2

)
,

where the last inequality uses the assumption T ≥ 12n, so that ⌊T/(3n)⌋ ≥ T/(4n).
Since this bound holds for any (l, r), it also holds unconditionally. Thus,

P(Ack) ≤ P(Cck) ≤ 6 exp

(
− T∆2

32nσ2

)
.

This completes the proof.

◦ Proof Lemma E.6. As in [Cheshire et al., 2021], the proof relies on a Chernoff-type argument to
bound the probability of the event

{∑Tk

t=1 1Ec
t
≥ Tk

4

}
, where Tk = 3⌈log2 k⌉.

Fix any t ∈ [Tk]. By the same reasoning as in the proof of Proposition E.1, we upper bound the
probability of the complement event Ect , defined in (25). Note that at each step t, there are two calls to
TEST, and in each call, we observe three sample means. Conditionally on (lt−1, rt−1), each sample
mean is an average of ⌊ T

3nTk
⌋ independent samples. Applying the Chernoff bound (Lemma H.1 with

ϵ = ∆/2) to each sample mean, and using a union bound over the 3 sample means and the 2 calls to
TEST, yields:

∀t ∈ [Tk], pt := P(Ect |Ft−1) = P(Ect |(lt−1, rt−1)) ≤ 12 exp

−
⌊

T
3nTk

⌋
∆2

8σ2

 , (32)

where Ft−1 is the sigma-algebra containing the information available up to step t− 1 of the BBS
subroutine.

34



Using the bound
⌊

T
3nTk

⌋
≥ T

6nTk
, valid for T ≥ 18n log2 n, we get

∀t ∈ [Tk], pt ≤ 12 exp

(
− T∆2

48nTkσ2

)
:= p̄. (33)

Since Tk = 3⌈log2 k⌉ ≤ 6 log2 n, we have

T∆2

48nTkσ2
≥ T∆2

288nσ2 log2 n
.

Thus, for T∆2

nσ2 ≥ 288 ln(96) log2 n, we obtain

p̄ ≤ 1

8
. (34)

Applying Markov’s inequality for any λ ≥ 0, we have

P

(
Tk∑
t=1

1Ec
t
≥ Tk

4

)
≤ E

[
exp

(
λ

Tk∑
t=1

1Ec
t

)]
e−λ

Tk
4 . (35)

Let ϕp(λ) = ln(1 − p + peλ) be the log-moment generating function of a Bernoulli(p) variable.
Since p 7→ ϕp(λ) is non-decreasing for λ ≥ 0, it follows from (33) that ϕpt(λ) ≤ ϕp̄(λ) for all t. By
iterated conditioning and induction,

E

[
exp

(
λ

Tk∑
t=1

1Ec
t

)]
= E

[
E
[
exp

(
λ1Ec

Tk

)
|FTk−1

]
exp

(
λ

Tk−1∑
t=1

1Ec
t

)]

= E

[
e
ϕpTk

(λ)
exp

(
λ

Tk−1∑
t=1

1Ec
t

)]

≤ eϕp̄(λ) E

[
exp

(
λ

Tk−1∑
t=1

1Ec
t

)]
≤ eTkϕp̄(λ). (36)

Combining (35) and (36) and optimizing over λ ≥ 0 yields

P

(
Tk∑
t=1

1Ec
t
≥ Tk

4

)
≤ exp

(
−Tk sup

λ≥0

{
λ

4
− ϕp̄(λ)

})
.

By standard properties of the KL divergence (proved in Appendix H.2), for any 0 < p < q ≤ 1,

sup
λ≥0
{λq − ϕp(λ)} = kl(q, p). (37)

Taking p = p̄ and q = 1/4, which is valid since p̄ ≤ 1/8 < 1/4 by (34), we obtain

P

(
Tk∑
t=1

1Ec
t
≥ Tk

4

)
≤ e−Tk kl(1/4,p̄). (38)

Using the inequality (proved in Appendix H.3)

∀q ∈ [0, 1], p ∈ (0, 1) : kl(q, p) ≥ q ln
(
1

p

)
− ln(2), (39)

taking q = 1/4 and p = p̄, we have

Tk kl(1/4, p̄) ≥
Tk
4

ln

(
1

p̄

)
− Tk ln(2)

≥ T∆2

192nσ2
− Tk

(
ln(12)

4
+ ln(2)

)
,
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where the last step follows from the definition of p̄ in (33).

Noting ln(12)/4 ≤ 1 and Tk = 3⌈log2 n⌉ ≤ 6 log2 n, we get

Tk kl(1/4, p̄) ≥
T∆2

200nσ2
− 12 log2 n ≥

T∆2

400nσ2

for T∆2

400nσ2 ≥ 12 log2 n.

Plugging this into (38) completes the proof of Lemma E.6.

F Proof of Theorem 5.2

We consider the decision rule

I[(a, b), x,∆] : M̂a,b +∆/2 < M̂x,a ∧ M̂x,b,

introduced in Section 5.1. Each call to TEST∆ estimates M̂ℓr, M̂ℓk, and M̂rk from T0 =
⌊T/(9n log2 n)⌋ samples per pair and outputs b ∈ {−1, 0, 1} according to (9). If none of the
three cases applies, the outcome is undecided and item k is discarded.

Proposition F.1 (Correctness of the local test). Fix (a, b, x) and ∆ > 0. Assume that
max{u,v}⊂{a,b,x} |M̂uv −Muv| ≤ ∆/4. Then:

(i) Whenever I[(a, b), x,∆] is true, we also have Ma,b < Mx,a ∧Mx,b; hence the test outcome is
consistent with the population order.

(ii) If none of the three conditions in (9) holds, then there exists t ∈ {a, b} such that |Mx,t−Ma,b| < ∆,
i.e., item x is ∆–close to at least one of a or b.

Step 1: per–test concentration. Let X̄ be the average of T0 i.i.d. σ–sub-Gaussian observations
with mean µ. For some absolute constant c > 0,

Pr(|X̄ − µ| > t) ≤ 2 exp(−cT0t2/σ2).

Applying a union bound to the three empirical means used in TEST∆ and taking t = ∆/4 yields

Pr{TEST∆ returns an incorrect ternary outcome} ≤ 6 exp
(
− c T0∆

2

σ2

)
. (40)

Hence, with probability at least 1− 6 exp(−cT0∆2/σ2), all empirical averages involved in the test
are within ∆/4 of their expectations, and the resulting ternary decision coincides with the population
one by Proposition F.1.

Step 2: number of decisive tests and sampling budget. The binary search for item k performs
at most ⌈log2 k⌉ calls to TEST∆. Each call uses 3T0 scalar observations (three empirical means,
each averaged from T0 samples). Summing over k = 3, . . . , n gives at most 3T0n log2 n scalar
observations overall, so the total budget satisfies 3T0n log2 n ≤ T , with T0 = ⌊T/(3n log2 n)⌋.
Summing over k = 3, . . . , n gives

∑n
k=3⌈log2 k⌉ ≤ n(log2 n + 1), so the total number of scalar

observations is at most 3T0n(log2 n+ 1) ≤ T for T0 = ⌊T/(3n(log2 n+ 1))⌋.

Step 2: number of tests and sampling budget. The binary search for item k performs at most
⌈log2(k)⌉ calls to TEST∆. Each call uses 3T0 scalar observations (three empirical means, each
averaged from T0 samples). Summing over k = 3, . . . , n gives

n∑
k=3

⌈log2(k)⌉ ≤ n
(
log2(n) + 1

)
,

so the total number of scalar observations is at most 3T0 n
(
log2(n) + 1

)
≤ T , with T0 =

⌊T/(3n (log2(n) + 1))⌋.
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Step 3: correctness of insertions given correct tests. If all local tests are correct, then every
comparison made during the binary search is consistent with the true order π. Consequently, each
item k is inserted at its correct position within the current restriction of π.

Step 4: undecided outcomes, ∆–closeness, and maximality. If none of the three conditions in (9)
holds for (ℓ, r, k), then by Proposition F.1 (ii), there exists t ∈ {ℓ, r} such that |Mk,t −Mℓ,r| < ∆,
meaning that item k is ∆–close to one of ℓ or r. Hence, inserting k would destroy ∆-separation of
the current subset. Since previously inserted items are never removed, each rejected item remains
∆–close to the final active set S(n). Consequently, the final set S = S(n) is ∆-maximal.

Step 5: global error bound. A failure can occur only if (i) some call to TEST∆ outputs an incorrect
ternary decision (left, middle, or right), or (ii) none of the three conditions in (9) holds while the
item is not actually ∆–close (the “undecided” case). Case (i) is controlled by Step 1 and case
(ii) cannot happen by Step 4. By Step 1, a single call to TEST∆ fails with probability at most
6 exp

(
− c T0∆2/σ2

)
for some absolute c > 0. A union bound over at most

∑n
k=3⌈log2(k)⌉ ≤

n
(
log2(n) + 1

)
calls yields

pM,T,S ≤ 6n
(
log2(n) + 1

)
exp
(
− c T0∆

2

σ2

)
.

With T0 = ⌊T/(3n(log2(n) + 1))⌋ and absorbing base changes between log2 and ln into constants,

pM,T,S ≤ exp
(
− c′ ∆2T

σ2 n lnn + ln
(
c̃ n lnn

))
,

for absolute constants c′, c̃ > 0. Under the theorem’s assumption ∆2T
σ2n ≥ C(lnn)2 with C large

enough, the logarithmic term is dominated, hence

pM,T,S ≤ exp
(
− c′′ ∆2T

σ2 n lnn

)
,

for an absolute constant c′′ > 0, which completes the proof.

G Proofs of Theorem 4.1 and part (b) of Theorem 4.2

Model and parametric instance. We prove the lower bounds stated in Theorems 4.1 and 4.2 (b)
by analyzing a simple parametric family of active seriation problems. Let Sn denote the set of all
permutations of [n] := {1, . . . , n}. A learner interacts with an environment defined by a similarity
matrix M ∈M∆ over n items. At each round t ∈ [T ], the learner selects an unordered pair {at, bt}
with at ̸= bt and observes a random sample

Yt ∼ ν{at,bt} = N (Mat,bt , σ
2),

where σ > 0 is the (known) noise standard deviation. The goal is to recover the underlying ordering
of the items based on all T observations. This setting can be viewed as a bandit problem with n(n−1)

2
arms corresponding to the pairs {i, j}.
To derive explicit lower bounds, we focus on a parametric instance parameterized by a permutation
π ∈ Sn, a signal gap ∆ > 0, and a noise variance σ2 > 0. Specifically, we take

M = Rπ, Rij = ∆
(
n− |i− j|

)
,

so that R is a Toeplitz Robinson matrix and M ∈M∆. Each observed pair {a, b} then follows

νπ{a,b} = N (Ma,b, σ
2).

We write νπ,∆,σ
2,T for the resulting instance of the active seriation problem (i.e., the joint law of all

pairwise observations under parameters (π,∆, σ2, T )). Throughout the remainder of the proof we fix
∆, σ2, and T ; to lighten notation, we set

νπ := νπ,∆,σ
2,T ,

and simply write νπ for the corresponding instance. After T rounds, the learner outputs an estimated
permutation π̂ ∈ Sn (up to reversal), and the goal is to lower bound the probability of error pM,T for
this instance.
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Proofs of Theorem 4.1 and Theorem 4.2 (b). Fix ∆, σ2, and T , and consider the class of instances
{νπ : π ∈ Sn}.
Proposition G.1 (Impossibility regime). For any n ≥ 9, ∆ > 0, σ > 0, and T ≥ 1 satisfying

T∆2

nσ2
≤ lnn

32
,

we have

inf
π̂

max
π∈Sn

Pνπ (π̂ /∈ {π, πrev}) ≥ 1

2
,

where the infimum is taken over all estimators π̂.

Proposition G.2 (Exponential-rate lower bound). For any n ≥ 4, ∆, σ > 0, and T ≥ 1 such that

T∆2

nσ2
≥ 3,

we have

inf
π̂

max
π∈Sn

Pνπ (π̂ /∈ {π, πrev}) ≥ exp

(
−8T∆2

σ2n

)
.

Proposition G.1 implies Theorem 4.1 for any c0 ≤ 1/32, while Proposition G.2 yields part (b) of
Theorem 4.2 for any c1 ≥ 3.

Remark 2. In Theorem 4.2, the stronger condition T∆2

σ2n ≥ c1 lnn is imposed only for consis-
tency with part (a) (the upper bound). Part (b), corresponding to the lower bound proved here in
Proposition G.2, remains valid under the weaker assumption T∆2

σ2n ≥ 3.

The proofs of Propositions G.1 and G.2 are given below. Before presenting them, we briefly recall
standard concepts and notations for active learning problems, as well as useful information-theoretic
lemmas.

G.1 Preliminaries and notation

Strategy. Recall that we denote by ν{a,b} the distribution associated with the unordered pair {a, b}.
A learner’s strategy is a sequence of functions mapping past observations to the next pair to sample.
Formally, a strategy ψ = (ψt)t∈[T ] consists of sampling rules

ψt : (Pn × R)t−1 → Pn, where Pn = {{a, b} : 1 ≤ a < b ≤ n},

that map the past history ({as, bs}, Ys)s<t of queried pairs and observations to the next pair {at, bt}
to query at round t.

We denote byNψ
{a,b}(T ) the number of times pair {a, b} has been sampled by strategy ψ up to time T .

When the dependence on ψ is clear, we write N{a,b}(T ) or simply N{a,b} for brevity.

Probability space and notation. We follow the standard bandit formalism of [Lattimore and
Szepesvári, 2020, Section 4.6]. Let ΩT = (Pn ×R)T and FT be the associated Borel σ-algebra. For
an active seriation instance ν and a strategy ψ, we denote by Pψν the probability measure on (ΩT ,FT )
induced by the strategy ψ interacting with ν, and by Eψν the corresponding expectation. We omit the
superscript ψ when the dependence on the strategy is unambiguous.

Useful lemmas. To prove Propositions G.1 and G.2, we rely on two standard lemmas.

We denote by kl the Kullback–Leibler divergence between Bernoulli distributions:

∀ p, q ∈ [0, 1], kl(p, q) = p ln
p

q
+ (1− p) ln 1− p

1− q
.

Lemma G.3 is an adaptation of [Garivier et al., 2019], derived from the data-processing inequality
and joint convexity of KL divergence. A proof is provided in Section H.1.
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Lemma G.3 (Fundamental inequality for bandits). Let ν1, . . . , νN and ν̃1, . . . , ν̃N be two sequences
of N seriation problems. For any events (Ek)k≤N with Ek ∈ FT , we have

kl

(
1

N

N∑
k=1

Pνk(Ek),
1

N

N∑
k=1

Pν̃k(Ek)

)
≤ 1

N

N∑
k=1

∑
1≤a<b≤n

Eνk [N{a,b}(T )] KL(νk{a,b}, ν̃
k
{a,b}).

Lemma G.4 provides the closed-form expression of the KL divergence between Gaussian distributions.

Lemma G.4 (KL divergence between Gaussians). Let ρ1 = N (µ1, σ
2) and ρ2 = N (µ2, σ

2). Then,

KL(ρ1, ρ2) =
(µ1 − µ2)

2

2σ2
.

A proof of Lemma G.4 can be found in [Soch et al., 2023], see entry “Kullback–Leibler divergence
for the normal distribution”.

G.2 Proof of Proposition G.1

For clarity, we first establish the lower bound for strategies that are invariant under relabeling of the
items, and then extend the result to arbitrary strategies.

Invariance under relabeling. A strategy ψ is said to be invariant under permutations of item labels
if, for any active seriation instance ν and any permutation π′ ∈ Sn acting on the item set [n],

the distribution of N{a,b} under νπ
′

coincides with that of N{π′(a),π′(b)} under ν, (41)

for any {a, b} ⊂ [n]. This symmetry assumption simplifies the proof by allowing us to treat all item
indices as exchangeable. Once the argument is established for invariant strategies, we extend the
proof to arbitrary strategies by averaging their performance over all possible label permutations —
a standard symmetrization step in the analysis of permutation-invariant bandit problems (see, e.g.,
[Lattimore and Szepesvári, 2020, Section 4.6]).

Choice of permutations. We now focus on a specific family of hypotheses indexed by transpositions
of consecutive indices. Since the lower bound only requires exhibiting one instance for which the
error probability is large, we may, without loss of generality, fix the underlying permutation as the
identity π = (1, . . . , n). For each k ∈ [n− 1], let πk denote the permutation obtained by swapping
positions k and k+1, while leaving all others unchanged:

∀k ∈ [n− 1] : πki =


k + 1, if i = k,

k, if i = k + 1,

i, otherwise.
(42)

In other words, πk is the transposition (k, k+1) acting on the identity permutation.

Proof for invariant-to-labeling strategies. Recall that, for any permutation π ∈ Sn, νπ denotes
the active seriation instance in which each pair {a, b} produces i.i.d. samples νπ{a,b} = N (Mπ

a,b, σ
2)

with mean Mπ
a,b = ∆

(
n− |πa − πb|

)
.

Consider the n− 1 instances νπ
1

, . . . , νπ
n−1

and define

x :=
1

n− 1

n−1∑
k=1

P
νπk

(
π̂ ∈ {πk, (πk)rev}

)
, (43)

y :=
1

n− 1

n−1∑
k=1

Pνπ

(
π̂ ∈ {πk, (πk)rev}

)
, (44)

where (πk)rev is the reversal of πk. Our goal is to upper- and lower-bound kl(x, y).

39



Upper bound. By Lemma G.3 with N = n− 1 and Ek = {π̂ ∈ {πk, (πk)rev}},

kl(x, y) ≤ 1

n− 1

n−1∑
k=1

∑
1≤a<b≤n

E
νπk

[
N{a,b}(T )

]
KL
(
νπ

k

{a,b}, ν
π
{a,b}

)
. (45)

Under our Gaussian parametric instance, KL(νπ
k

{a,b}, ν
π
{a,b}) = 0 if {a, b} ∩ {k, k+1} = ∅, and is at

most ∆2/(2σ2) otherwise (Lemma G.4). Hence

kl(x, y) ≤ ∆2

2σ2
· 1

n− 1

n−1∑
k=1

∑
1≤a<b≤n

{a,b}∩{k,k+1}̸=∅

E
νπk

[
N{a,b}(T )

]
.

By invariance under relabeling (41), we may replace νπ
k

by νπ inside the expectation. Moreover,
for a fixed pair {a, b} with a < b, the condition {a, b} ∩ {k, k + 1} ̸= ∅ holds only for k ∈
{a− 1, a, b− 1, b} ∩ [n− 1], i.e., for at most 4 values of k. Therefore,

kl(x, y) ≤ ∆2

2σ2
· 4

n− 1

∑
1≤a<b≤n

Eνπ

[
N{a,b}(T )

]
=

2T ∆2

(n− 1)σ2
, (46)

since
∑

1≤a<b≤nN{a,b}(T ) = T .

Lower bound. Using the refined Pinsker inequality [Gerchinovitz et al., 2020, eq. (13)],

∀p ∈ [0, 1], ∀q ∈ (0, 1) : (p− q)2 max
(
2, ln

1

q

)
≤ kl(p, q),

with p = x, q = y, and (46), we get for y ∈ (0, 1):

x ≤ y +

√√√√ T∆2

(n− 1)σ2 max
(
2, ln 1

y

) . (47)

By disjointness of the events {π̂ ∈ {πk, (πk)rev}}n−1
k=1 ,

y ≤ 1

n− 1
, (48)

and by averaging,
min

k∈[n−1]

(
1− P

νπk (π̂ /∈ {πk, (πk)rev})
)
≤ x. (49)

Combining (47)–(48)–(49), for n ≥ 1 + e2,

min
k∈[n−1]

(
1− P

νπk (π̂ /∈ {πk, (πk)rev})
)
≤ 1

n− 1
+

√
T∆2

(n− 1)σ2 ln(n− 1)
.

In particular, if n ≥ 5 and T∆2

(n−1)σ2 ≤ ln(n−1)
16 , the right-hand side is at most 1/2. Hence there exists

k ∈ [n− 1] such that

P
νπk

(
π̂ /∈ {πk, (πk)rev}

)
≥ 1

2
.

(Notice that T∆2

(n−1)σ2 ≤ ln(n−1)
16 is ensured by the slightly stronger condition T∆2

nσ2 ≤ lnn
32 for all

n ≥ 3.)

If y = 0, either x = 0, in which case (49) implies maxk Pνπk (π̂ /∈ {πk, (πk)rev}) = 1, or
kl(x, 0) = +∞, which would contradict (46) for finite T .

Combining both cases proves Proposition G.1 for strategies invariant under relabeling. □

Extension to arbitrary strategies. We now remove the assumption that the strategy is invariant
under relabeling. For any permutation π ∈ Sn and any k ∈ [n− 1], define

πk := (k, k+1) ◦ π, (50)
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that is, πk is obtained by swapping the images k and k+1 in π. Equivalently,

∀i ∈ [n], πki =


k+1, if πi = k,

k, if πi = k+1,

πi, otherwise.

Hence, the two instances νπ and νπ
k

differ only for comparisons involving items whose true labels
belong to {k, k+1}. Formally,

νπ{a,b} = νπ
k

{a,b} if {πa, πb} ∩ {k, k+1} = ∅, and KL
(
νπ{a,b}, ν

πk

{a,b}
)
≤ ∆2

2σ2
otherwise.

Define the symmetrized quantities

x′ :=
1

n!(n− 1)

∑
π∈Sn

n−1∑
k=1

P
νπk

(
π̂ ∈ {πk, (πk)rev}

)
, (51)

y′ :=
1

n!(n− 1)

∑
π∈Sn

n−1∑
k=1

Pνπ

(
π̂ ∈ {πk, (πk)rev}

)
. (52)

Applying Lemma G.3 with N = n!(n− 1) and Eπ,k = {π̂ ∈ {πk, (πk)rev}} gives

kl(x′, y′) ≤ 1

n!(n− 1)

∑
π∈Sn

n−1∑
k=1

∑
1≤a<b≤n

E
νπk

[
N{a,b}(T )

]
KL
(
νπ

k

{a,b}, ν
π
{a,b}

)
. (53)

Since the KL term is nonzero only when {πa, πb}∩{k, k+1} ≠ ∅, in which case it equals ∆2/(2σ2),
we get

kl(x′, y′) ≤ ∆2

2σ2
· 1

n!(n− 1)

∑
π∈Sn

n−1∑
k=1

∑
1≤a<b≤n

{πa,πb}∩{k,k+1}̸=∅

E
νπk

[
N{a,b}(T )

]
.

Since the mapping fk : π 7→ πk is a bijection (in fact, an involution) on Sn, we may interchange the
roles of π and πk in the summation, yielding∑

π∈Sn

E
νπk

[
N{a,b}(T )

]
=
∑
π∈Sn

Eνπ

[
N{a,b}(T )

]
.

Moreover, for any fixed pair {a, b}, the condition {πa, πb} ∩ {k, k+1} ≠ ∅ holds for at most four
values of k, namely k ∈ {πa − 1, πa, πb − 1, πb} ∩ [n − 1]. Thus the same counting argument as
in (46) applies, and we obtain

kl(x′, y′) ≤ 2T ∆2

(n− 1)σ2
. (54)

Finally, the analogues of (49) and (48) hold for x′ and y′:

min
π∈Sn, k∈[n−1]

(
1− P

νπk (π̂ /∈ {πk, (πk)rev})
)
≤ x′, y′ ≤ 1

n− 1
. (55)

Combining (54) and (55) with the refined Pinsker inequality used above yields the same lower bound
for arbitrary strategies. □

G.3 Proof of Proposition G.2

As in the proof of Proposition G.1 (for any strategy), we consider the Kullback-Leibler divergence
kl(x′, y′) for x′ and y′ defined in (51)–(52). Our analysis splits into two cases depending on the value
of x′.
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Case 1: x′ ≤ 1
2 . From (55), we have

min
π,k

(
1− P

νπk

(
π̂ /∈ {πk, (πk)rev}

))
≤ x′ ≤ 1

2
.

Hence there exists (π, k) such that

P
νπk

(
π̂ /∈ {πk, (πk)rev}

)
≥ 1

2
.

Since the mapping fk : π 7→ πk is a bijection on Sn, we can equivalently write

max
π,k

P
νπk

(
π̂ /∈ {πk, (πk)rev}

)
= max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
.

Therefore,

max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
≥ 1

2
.

Moreover, whenever T∆2

nσ2 ≥ 1,

1

2
≥ e−1 ≥ exp

(
−T∆

2

nσ2

)
,

so that

max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
≥ exp

(
−T∆

2

nσ2

)
.

This proves the lower bound of Proposition G.2 for the case x′ ≤ 1
2 .

Case 2: x′ ≥ 1
2 . For all k ∈ [n−1] and π ∈ Sn, the sets {π, πrev} and {πk, (πk)rev} are disjoint

(for n ≥ 4). Hence,
∀ k ∈ [n−1], ∀π ∈ Sn : Pνπ

(
π̂ ∈ {πk, (πk)rev}

)
≤ Pνπ

(
π̂ /∈ {π, πrev}

)
.

Consequently,

y′ ≤ max
π∈Sn, k∈[n−1]

Pνπ

(
π̂ ∈ {πk, (πk)rev}

)
≤ max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
. (56)

To lower bound kl(x′, y′), we apply the numerical inequality

∀ p ∈ [0, 1], ∀ q ∈ (0, 1) : p ln
(1
q

)
− ln(2) ≤ kl(p, q), (57)

whose proof is given in Appendix H.3.

Setting p = x′, q = y′, and using x′ ≥ 1
2 together with (56), we obtain

if y′ ∈ (0, 1) :
1

2
ln
( 1

maxπ∈Sn
Pνπ (π̂ /∈ {π, πrev})

)
− ln(2) ≤ kl(x′, y′).

Combining this with (54) yields

if y′ ∈ (0, 1) : exp
(
− 4T∆2

(n− 1)σ2
− 2 ln(2)

)
≤ max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
.

Moreover, since T∆2

nσ2 ≥ 3,

4T∆2

(n− 1)σ2
+ 2 ln 2 ≤ 8T∆2

nσ2
(for all n ≥ 4),

and therefore

if y′ ∈ (0, 1) : max
π∈Sn

Pνπ

(
π̂ /∈ {π, πrev}

)
≥ exp

(
−8T∆2

nσ2

)
. (58)

If y′ = 1, then (56) gives maxπ∈Sn
Pνπ

(
π̂ /∈ {π, πrev}

)
= 1, which also satisfies (58). If y′ = 0,

then since x′ ≥ 1
2 , one has kl(x′, 0) = +∞, and by (54) this would imply T = +∞, contradicting

the finiteness of T .

This completes the proof of Proposition G.2. □
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H Proofs of small lemmas

H.1 Proof of Lemma G.3

We start by recalling a key inequality from [Garivier et al., 2019][Lemma 1], which follows from the
data processing inequality. Let Z be an FT -measurable random variable taking values in [0, 1], and
let P,Q be two distributions on FT with expectations EP ,EQ. Then

KL(P,Q) ≥ kl
(
EP [Z],EQ[Z]

)
. (59)

Since for any event E ∈ FT we have P(E) = EP [1E ], applying (59) with Z = 1E immediately
yields, for any event E ,

KL(P,Q) ≥ kl
(
P(E),Q(E)

)
. (60)

Next, for any sequence of events (E i)i≤N with E i ∈ FT , and distributions (Pi)i≤N , (Qi)i≤N on FT ,
the convexity of the kl-divergence implies

1

N

N∑
i=1

kl
(
Pi(E i),Qi(E i)

)
≥ kl

(
1

N

N∑
i=1

Pi(E i),
1

N

N∑
i=1

Qi(E i)

)
. (61)

(For a detailed proof of this convexity property, see [Gerchinovitz et al., 2020][Corollary 3].)

Now, consider two sequences of seriatoin problems (νi)i≤N , (ν̃i)i≤N with corresponding distribu-
tions Pνi , Pν̃i . Combining (60) and (61), we get

1

N

N∑
i=1

KL(Pνi ,Pν̃i) ≥ kl

(
1

N

N∑
i=1

Pνi(E i), 1
N

N∑
i=1

Pν̃i(E i)

)
. (62)

Finally, we use the well-known chain rule for KL divergences in bandit problems (see [Lattimore and
Szepesvári, 2020][Lemma 15.1]), for any seriation problems ν, ν̃,

∑
1≤a<b≤n

Eν [N{a,b}(T )] KL(ν{a,b}, ν̃{a,b}) = KL(Pν ,Pν̃). (63)

Applying identity (63) to each pair (νi, ν̃i) in (62) and averaging over i yields the desired inequality.

H.2 Proof of (37)

Define ψ(λ) = λq − ln(1− p+ peλ). We have ψ′(λ) = q − peλ

1−p+peλ . Setting q − peλ

1−p+peλ = 0,

gives λ = ln
(
q(1−p)
p(1−q)

)
> 0 since q > p. Now d2

dλ2ψ(λ) =
p(1−p)eλ

(1−p+peλ)2 (−1) < 0 since p < 1, thus,

the function ψ(λ) achieves its maximum at λ = ln
(
q(1−p)
p(1−q)

)
.

It remains to note that

ψ

(
ln

(
q(1− p)
p(1− q)

))
= q ln

(
q(1− p)
p(1− q)

)
− ln

(
1− p+ p

q(1− p)
p(1− q)

)
= q ln

(
q

p

)
+ q ln

(
1− q
1− p

)
− ln

(
(1− p)(1− q)

1− q
+
q(1− p)
1− q

)
= q ln

(
q

p

)
+ q ln

(
1− q
1− p

)
− ln

(
1− p
1− q

)
= kl(q, p)
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H.3 Proof of (39) and (57)

Let x ∈ [0, 1] and y ∈ (0, 1). We have

kl(x, y) = x ln

(
x

y

)
+ (1− x) ln

(
1− x
1− y

)
= x ln

(
1

y

)
+ (1− x) ln

(
1

1− y

)
+ x ln(x) + (1− x) ln(1− x)

≥ x ln
(
1

y

)
+ x ln(x) + (1− x) ln(1− x)

≥ x ln
(
1

y

)
− ln(2),

where the last inequality follows from the fact that the entropy H(x) := −x ln(x)− (1−x) ln(1−x)
of a Bernoulli random variable X ∼ Bern(x) is maximized at x = 1

2 , with

H(x) ≤ H
(
1

2

)
= ln(2).

H.4 Chernoff bound

Lemma H.1. Let σ > 0, and X1, ..., XN be N independent zero mean σ sub-Gaussian random
variables. For all ϵ > 0, we have that

P

(∣∣∣ 1
N

N∑
i=1

Xi

∣∣∣ ≥ ϵ) ≤ 2 exp

(
−Nϵ

2

2σ2

)

Proof. By applying the Markov inequality we have for all ϵ, λ > 0,

P

(
N∑
i=1

Xi ≥ ϵ

)
= P

(
exp

(
λ

N∑
i=1

Xi

)
≥ exp(λϵ)

)

≤
E
[
exp(λ

∑N
i=1Xi)

]
exp(λϵ)

≤
∏N
i=1 E [exp(λXi)]

exp(λϵ)

≤ exp

(
Nλ2σ2

2
− λϵ

)
,

where the second inequality follows from independence of the Xi’s and the final inequality follows
from the definition of sub-Gaussian random variables. Setting λ = ϵ

Nσ2 we have,

P(
N∑
i=1

Xi ≥ ϵ) ≤ exp

(
− ϵ2

2Nσ2

)
.

This then implies,

P

(
1

N

N∑
i=1

Xi ≥ ϵ

)
≤ exp

(
−Nϵ

2

2σ2

)
.

By symmetry, the same bound holds for

P

(
1

N

N∑
i=1

Xi ≤ −ϵ

)
≤ exp

(
−Nϵ

2

2σ2

)
.

A union bound completes the proof.
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