
Technical Appendices and Supplementary Material

A Detailed Experimental Settings

Table A1: Dataset configurations for pre-training, incremental, and zero-shot test datasets used in the four
different learning sequences.

Type of Learning Sequence Pre-training Dataset Incremental Dataset Zero-shot test Dataset

(S1) Scenario 1 COCO Cityscapes ADE20K
(S2) Scenario 2 COCO ADE20K Cityscapes

(S3) Scenario 3 COCO Cityscapes, ADE20K
LVIS, BDD100K, Mapillary Vistas, PC-59,

PC-459, PAS-20, PAS-21, A-847

(S4) Scenario 4 COCO
Cityscapes, ADE20K,

BDD100K, Mapillary Vistas
LVIS, PC-59, PC-459,

PAS-20, PAS-21, A-847

This study assumes scenarios where trainable datasets are provided sequentially and evaluates the
performance of OVS models that are incrementally trained on these datasets. Specifically, we first
train an OVS model from scratch using the pre-training dataset. In the case of fc-clip, only the
decoder is trained from scratch, whereas X-Decoder trains both the encoder and decoder. After
pre-training, we incrementally train the model on the training sets of each incremental dataset in
sequence. As shown in Table A1, we define four experimental scenarios (S1, S2, S3, S4) based on
different learning sequences of the datasets. Finally, the model is evaluated using the evaluation sets
of both the pre-training and incremental datasets, as well as zero-shot test datasets.

A.1 Datasets

Pre-training Datasets. In our experiments, we follow the pre-training dataset configurations proposed
in each OVS model. Specifically, fc-clip uses only the COCO [21] dataset for pre-training, while
X-Decoder is trained on COCO for segmentation and additionally uses four image-text pair datasets.
Since COCO is the only segmentation dataset used in the training of both models, we evaluate the
segmentation performance on the pre-training dataset using the COCO evaluation set.

Incremental Datasets. We use Cityscapes [5] and ADE20K [36] as incremental datasets. Cityscapes
is specialized for urban driving scenes, whereas ADE20K covers a wide range of fine-grained things
and stuff classes from both indoor and outdoor environments. In scenarios S1 and S2, where only
one of these datasets is used for incremental learning, the other is used for zero-shot testing. For
example, when Cityscapes is designated as the incremental dataset, ADE20K serves as the zero-shot
test dataset.

Zero-shot Test Datasets. To evaluate the generalization performance of the OVS model on unseen
classes not included during training, we use a total of eight datasets: LVIS [7], BDD100K [34],
Mapillary Vistas [26], PC-59, PC-459, PAS-20, PAS-21, and A-847. Here, PC refers to Pascal
Context [24], PAS to Pascal VOC [6], and A to ADE20K. The number following each name indicates
the number of classes included in the corresponding dataset.

A.2 Implementation Details

We apply the proposed method to two OVS models: fc-clip with ConvNeXt-L [22] and X-Decoder
with Focal-L [33]. When fine-tuning on incremental datasets, we follow the original fine-tuning
protocols of fc-clip and X-Decoder, in which the encoder is frozen and only the decoder is updated.
The temperature parameter T used in the softmax operation for estimating interpolation factors is set
to 0.01. When computing probabilities from the MVN distributions, we use the log-likelihood. All
experiments are conducted using two NVIDIA A5000 GPUs.

A.3 Evaluation Metrics

The two baselines used in this study, fc-clip and X-Decoder, are universal segmentation models
capable of performing panoptic, instance, and semantic segmentation. Accordingly, we evaluate
model performance across all three tasks using the following metrics: (1) Panoptic Segmentation
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is evaluated with Panoptic Quality (PQ), (2) Instance Segmentation with mean Average Precision
(mAP), and (3) Semantic Segmentation with mean Intersection over Union (mIoU). All PQ, mIoU,
and mAP values are reported in Table A14, A15, and A16, where these three metrics show consistent
performance trends. In addition, some zero-shot test datasets are limited to specific segmentation
types. For instance, LVIS supports only instance segmentation, while PC-459 provides only semantic
segmentation annotations. In such cases, we evaluate performance using only the supported task for
each dataset.

B Compared Methods

B.1 Overview of Adapted Continual Learning Methods for OVS

Existing continual learning (CL) methods are known to be unsuitable for open-vocabulary tasks, as
they are based on the assumption that only classes included in the training dataset can be recognized.
In this paper, we analyze how this limitation affects performance by comparing the proposed method
with existing CL approaches.

To this end, we adapt four representative CL methods to be compatible with the OVS model. Following
prior works [2, 25, 27, 31], we categorize existing CL methods into three groups: replay-based,
regularization-based (parameter, function), and parameter-isolation-based. We select representative
methods from each category and apply it to the OVS model. Section B.2 to B.4 describes the overview
of each method and the modifications made to align them with the OVS setting.

B.2 Replay-based Method: ER

Experience Replay (ER) stores a fixed number of samples per class from previous training datasets
and uses them when training on new datasets. This technique serves as the conceptual foundation for
various memory-based continual learning methods [14, 23].

To apply ER to the OVS model, we select ten samples per class from the previous training dataset.
Since OVS uses a multi-label structure where each image can contain multiple classes, we prevent
duplicate selection by sequentially sampling ten images per class without redundancy.

ER assumes access to the pre-training dataset during the training of new datasets. Therefore, there is
a limitation in conducting a fair comparison with the proposed method or other CL methods that do
not require access to pre-training data. Nevertheless, we include ER in our comparison to provide a
broad performance analysis across different CL strategies.

B.3 Regularization-based Methods: LwF & EWC

Regularization-based methods include two subtypes: (1) function regularization and (2) parameter
regularization. For function regularization, we apply Learning without Forgetting (LwF) [20] to
the OVS model. LwF uses a knowledge distillation loss based on the prediction distance between
the previously trained model and the newly trained model. Since LwF constructs its loss using
the probability scores generated by the previously trained model, it requires the preservation of a
classification head. However, OVS models do not include classification heads. To address this, we
instead compute the similarity between the text embedding of the previously trained model and the
class embeddings to obtain probability scores used for distillation.

Second, we apply Elastic Weight Consolidation (EWC) [17], a parameter regularization method,
to the OVS model. EWC estimates the Fisher Information Matrix using the new training dataset,
which measures the importance of each parameter. It then penalizes changes to important parameters,
thereby preserving previously learned knowledge. Since this method does not alter the architecture of
the OVS model, it can be applied without structural modifications. However, the effectiveness of this
approach depends on clear separation between datasets. If there are overlapping or similar classes or
domains between the datasets, integrating knowledge from both can improve performance. EWC,
however, restricts updates to parameters deemed important for the first dataset, which hinders the
model’s ability to incorporate new knowledge from the second dataset. As a result, even when the
datasets share useful information, the model cannot integrate it effectively, making EWC less suitable
for scenarios involving sequential dataset training.
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B.4 Parameter-isolation-based Method: ECLIPSE

We apply ECLIPSE [16], a parameter-isolation-based method, to the OVS model. ECLIPSE is
designed for class-incremental learning in closed-set segmentation settings. Specifically, it adds
learnable prompts to the object queries and positional embeddings when learning new classes, and
updates the classification head accordingly. Since OVS models do not use a classification head, we
exclude the classification head component and apply only the prompt tuning elements.

ECLIPSE also utilizes logit manipulation based on class-wise probability scores obtained from the
classification head. This component helps determine whether the predicted mask from an object query
corresponds to a valid class or to a “no object” case, preventing semantic drift for unseen classes in
closed-set settings. However, the OVS model must recognize unseen classes and does not include
a classification head, which makes direct application of the logit manipulation method infeasible.
Therefore, we also exclude the logit manipulation component of ECLIPSE in our implementation.

Lastly, because each incremental dataset contains a large number of classes, we assume that a
sufficient number of learnable parameters is necessary. Accordingly, we configure the model to learn
250 additional prompts per dataset.

B.5 Alternative Approaches to MVN Distribution

K-Means Clustering is an unsupervised learning algorithm that partitions a given dataset into K
clusters. Each cluster is associated with a centroid, and the algorithm iteratively assigns each data
point to the cluster whose centroid is closest, then updates the centroid as the mean of all data
points assigned to the cluster. Clustering is based on the Euclidean distance, and the algorithm aims
to minimize the sum of squared distances between data points and their corresponding centroids.
K-Means is computationally efficient and easy to implement. However, it struggles with robustness
under noisy conditions and cannot effectively model non-spherical or overlapping distributions.

Kernel Density Estimation (KDE) is a non-parametric method for estimating the probability
distribution of a given dataset. KDE constructs the probability density function by placing a kernel
function on each data point and summing their contributions. In addition, a bandwidth parameter in
KDE controls the smoothness of the resulting density: small bandwidths lead to overfitting, while
large bandwidths oversmooth the distribution. For that reason, we set the bandwidth to 0.5. Due to its
flexibility, KDE can approximate arbitrary distributions without requiring any parametric assumptions.
However, unlike the MVN distribution, KDE does not offer a compact parametric form. As a result, it
suffers from unstable likelihood estimation, making it less suitable for tasks that rely on density-based
inference, such as interpolation factor estimation.

C Details of Task Vectors
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Figure C1: Performance on the evaluation set of Cityscapes and COCO depending on the interpolation factor λ,
using fc-clip.

The task vector [13] is constructed by subtracting the weights of a pre-trained model from those
of a model fine-tuned on a specific task. These task vectors can be modified or combined through
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arithmetic operations such as addition, and the behavior of the resulting model is adjusted accordingly.
For example, by adding two task vectors obtained from fine-tuning on different tasks and then adding
the result to the pre-trained model’s weights, one can generate model weights that can be utilized
on both tasks. In addition, an interpolation factor λ can be multiplied by the task vector. This λ
determines whether the model uses the weights trained on the pre-training dataset or those trained on
the fine-tuning dataset.

To verify whether the combination of interpolation factors and task vectors is also effective in OVS
models, we construct a task vector by subtracting the weights of a pre-trained OVS model from
those of a fine-tuned OVS model and evaluate the performance changes when various λ values are
multiplied to this vector. As shown in Figure C1, when λ = 0, the decoder uses the pre-trained
weights θdec,pr, which results in strong performance on the pre-training dataset. In contrast, when λ is
close to 1, the decoder uses weights close to the fine-tuned weights θdec,ft, leading to high performance
on the fine-tuning dataset. When λ takes a value between 0 and 1, the decoder interpolates between
the two weights and achieves balanced performance across both datasets.

D Computational Resources

D.1 Training Resources

Table A2: Comparison of training time and GPU memory usage across different methods. The values are
reported relative to standard fine-tuning. For reference, fine-tuning required 5110 seconds and 22.7 GB in
Scenario 1, and 5701 seconds and 20.8 GB in Scenario 2.

Method Scenario 1 (Cityscapes) Scenario 2 (ADE20K)

Training Time GPU Memory Training Time GPU Memory

Fine-tuning 1.00 1.00 1.00 1.00
Retraining 1.25 0.86 1.40 0.95
ER 1.25 0.86 1.40 0.95
LwF 1.28 1.07 1.21 1.13
EWC 1.07 1.00 1.01 1.03
ECLIPSE 0.75 0.57 0.74 0.52
ConOVS (ours) 1.00 1.00 1.00 1.00

To provide a fair comparison, we measured the training time and GPU memory usage of each
method and normalized all results to the computational cost of fine-tuning. As shown in Table A2,
training time does not vary substantially across methods, which is expected since the number of
training iterations was fixed for all experiments. An exception is ECLIPSE, which demonstrates
lower training cost due to its use of Visual Prompt Tuning, updating only a small subset of model
parameters. While this design improves training efficiency, our results show that ConOVS achieves
superior segmentation performance compared to ECLIPSE. We attribute this performance gap to the
inherent limitations of methods that update only a fraction of the model parameters.

D.2 Inference Resources
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Figure D2: Comparison of per-sample inference resources between ConOVS (ours) and ECLIPSE.

Our method is based on a Mixture-of-Experts (MoE) framework that dynamically combines multiple
expert models according to the input sample. In MoE-based continual learning [18], a new expert
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is added each time an incremental dataset is introduced. This raises concerns that the number of
parameters involved in inference may increase with the number of incremental datasets, potentially
leading to higher inference time and GPU memory usage [9]. To examine this issue, we measure
how resource usage scales with the number of incremental datasets and compare our method against
ECLIPSE [16], a parameter-isolation-based method that adds parameters during incremental learning.

As shown in Figure D2, our method consistently requires less inference time and GPU memory than
ECLIPSE. In addition, as the number of incremental datasets increases, the growth in inference time
is significantly smaller for our method. This difference arises from how the additional parameters are
utilized during inference. In ECLIPSE, all parameters added during training are used at inference,
so the number of parameters used increases in proportion to the number of incremental datasets.
In contrast, our method interpolates expert weights based on the input sample to generate a single
decoder weight, so the number of parameters used during inference remains constant regardless of
the number of trained datasets.

Table A3: Inference time per sample with varying numbers of incremental datasets. The unit for all numbers in
the table is milliseconds (ms).

Number of
Incremental Datasets Encoder Interpolation Factor

Estimator
Expert

Interpolation Decoder Total Inference
Time Per Sample Change (%)

0 97.69 - - 102.30 199.99 +0.00%
1 97.69 0.81 10.69 102.30 211.48 +5.75%
2 97.69 1.01 13.23 102.30 214.23 +7.12%

In practice, our method only incurs additional resource usage when estimating the interpolation
factor or interpolating the expert weights; otherwise, the resource usage of the model itself remains
unchanged. As shown in Table A3, the inference time of the encoder and decoder parts does not
increase even as the number of incremental datasets grows.

Beyond inference time, our method also achieves high efficiency in terms of storage. Unlike ensemble-
based approaches [15, 32], which require storing the full model weights to combine multiple models,
our method stores only the parameters of the decoder. As a result, it is sufficient to store only 6.11%
of the total model size, which corresponds to approximately 80MB per dataset. This efficiency
ensures high scalability even in scenarios where the number of models to be combined gradually
increases.

E More Incremental Datasets

Table A4: Performance comparison across pre-training, incremental, and zero-shot datasets when sequentially
training on five datasets. The best performance for each dataset is highlighted in bold.

Method Pre-training Incremental Zero-shot Average
COCO Cityscapes A-150 BDD100K Mapillary LVIS PC-59 PC-459 PAS-20 PAS-21 A-847

fc-clip 50.1 44.0 23.5 19.0 26.0 20.5 53.0 16.9 93.1 80.2 13.8 40.0
Fine-tuning 31.7 55.5 28.7 25.8 36.3 17.7 49.8 16.3 90.0 73.9 14.0 40.0
Retraining 49.0 62.3 36.3 28.2 34.5 21.7 53.6 17.4 94.0 80.7 15.6 44.8
ConOVS (ours) 50.1 62.9 38.5 29.1 35.0 21.8 53.6 17.3 93.2 80.4 16.0 45.3

To validate the effectiveness of our method on a larger number of incremental datasets, we designed
Scenario 4 (S4) in which the model is sequentially trained on five datasets: COCO, Cityscapes,
ADE20K, BDD100K, and Mapillary Vistas. Although we aimed to include additional datasets, we
were constrained to those that provide panoptic segmentation annotations.

The results of this extended experiment are presented in Table A4. As shown, our method outperforms
the baseline, fine-tuning, and retraining approaches. These findings demonstrate that our method
remains effective as the number of incremental datasets increases, highlighting its scalability under
complex domain shifts.
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F Additional Ablation Studies of ConOVS

F.1 Ablation Study on Fine-tuned Components

Table A5: Ablation study on different fine-tuned components. The best performance for each dataset is
highlighted in bold.

Fine-tuned Component COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot)

fc-clip 50.1 44.0 23.5
Last Block 50.0 50.4 25.8
LayerNorm 49.9 44.0 25.8
LoRA 50.7 47.9 25.9
Only decoder 50.4 64.4 26.0

Given recent works that fine-tune the CLIP encoder [4, 19], a more detailed ablation study on our
design choice to freeze the encoder and fine-tune only the decoder is necessary. To this end, we
experimented with three encoder fine-tuning strategies: (1) fine-tuning only the last block of the
encoder, (2) fine-tuning only the LayerNorm modules, and (3) replacing all MLP layers with LoRA
modules and fine-tuning them. Note that, unlike prior attention-based methods designed for ViT-style
CLIP encoders [4, 19], our strategies are tailored to the ConvNeXt-based encoders used in fc-clip.

As shown in Table A5, all three encoder fine-tuning strategies yield lower performance on the
incremental dataset compared to our design choice of fine-tuning only the decoder. We attribute this
to an architectural difference: whereas previous methods [4, 19] generate segmentation masks directly
from the encoder and thus benefit from encoder fine-tuning, fc-clip generates masks in the decoder’s
mask head. This suggests that decoder fine-tuning is more effective for improving segmentation
performance in our setup.

F.2 Ablation Study of Softmax Operation

Table A6: Performance comparison with different normalization operations. The best results for each column
are highlighted in bold.

Operation COCO (pretraining) Cityscapes (incremental) ADE20K (zero-shot) Average

minmax 50.3 50.5 26.1 42.3
sigmoid 50.3 50.3 26.0 42.2
softmax 50.4 64.4 26.0 46.9

We apply the softmax operation to the log-likelihood vector to normalize the proximity scores of
each domain to the [0, 1] range. This decision is based on a prior study [13], which found that when
the interpolation factor exceeds 1, merging performance degrades. To normalize the log-likelihood
values obtained from the MVN distribution, we considered three strategies, including min-max
normalization, sigmoid, and softmax. As shown in Table A6, softmax achieved the best performance,
which led us to adopt it.

F.3 Ablation Study of Element-wise Maximum Operation

Table A7: Comparison of operations for calculating the interpolation factor λ, with the best result in each column
highlighted in bold.

Input Operation COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot) Average

image only - 51.5 43.4 25.8 40.2
text only - 51.9 60.7 25.9 46.2
image+text Average 50.3 64.2 25.9 46.8
image+text Multiplication 50.1 63.8 25.8 46.6
image+text Maximum 50.4 64.4 26.0 46.9

We use the element-wise maximum operation to combine information from both the image and text
modalities. Initially, we considered whether to rely on only the image domain, only the text domain,
or both. For combining both modalities, we evaluated three options: average, multiplication, and
element-wise maximum.
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As shown in Table A7, the results show that combining both modalities performs better than using
a single modality, and among the combination methods, element-wise maximum achieved the best
performance. Based on these findings, we selected element-wise maximum as our fusion strategy.

G Additional Analysis

G.1 Evaluation on Diverse and Challenging Domains

Table A8: Performance comparison (mIoU) on datasets with significant domain shifts.
Method GTA5 DarkZurich FoggyZurich

fc-clip 65.6 40.2 54.4
+ Fine-tuning 58.4 39.8 52.1
+ ConOVS (ours) 66.6 43.1 55.9

To demonstrate the robust generalization capability of the proposed method, we evaluate the model
on three zero-shot test datasets that differ significantly from the domains of the training datasets.
Specifically, we train the model using COCO as the pre-training dataset and ADE20K as the incre-
mental dataset. For evaluation, we use GTA5 [29] (a synthetic driving simulation), DarkZurich [30]
(nighttime driving scenes), and FoggyZurich [8] (driving scenes with fog), which represent domains
that are substantially different from the training data.

As shown in Table A8, simply fine-tuning fc-clip on the incremental dataset leads to performance
degradation across all three zero-shot test datasets. In contrast, the proposed method improves
performance on all of them, demonstrating its effectiveness even under adverse conditions and in
synthetic environments with large domain shifts.

G.2 Different Pre-training Dataset

Table A9: Performance comparison among fc-clip, fine-tuning, and ConOVS (ours), with ADE20K as the
pre-training dataset. The incremental dataset is either (a) COCO or (b) Cityscapes. PQ is used.

Method ADE20K
(pre-training)

COCO
(incremental)

Cityscapes
(zero-shot)

fc-clip 48.1 42.3 40.9

Fine-tuning -18.5 +10.4 +3.3
ConOVS (ours) -1.3 +9.3 +5.2

(a) COCO

Method ADE20K
(pre-training)

Cityscapes
(incremental)

COCO
(zero-shot)

fc-clip 48.1 40.9 42.3

Fine-tuning -18.5 +21.4 -11.5
ConOVS (ours) +0.0 +19.5 +0.0

(b) Cityscapes

To verify the effectiveness of the proposed method on OVS models pre-trained on datasets other than
COCO, we apply our method to an OVS model pre-trained on ADE20K and compare the performance.
As shown in Table A9, even when the pre-training dataset changes, the proposed method significantly
improves performance on the incremental dataset compared to the baseline fc-clip (e.g., +19.5 on
Cityscapes). Moreover, compared to fine-tuning, the proposed method maintains the performance
on the pre-training dataset (e.g., on ADE20K, Fine-tuning: -18.5, ConOVS: +0.0) while achieving
strong performance on the incremental dataset. These results suggest that the proposed method can
effectively expand the recognition capability of OVS models by learning newly collected datasets,
regardless of the type of pre-training dataset.

G.3 Performance of Retraining Across Training Iterations

As shown in Section 6, the retraining method demonstrates relatively lower performance. This is
because all methods were conducted under the same computational budget. Since retraining requires
learning from a substantially larger amount of data compared to our method, it needs a longer training
schedule to reach convergence.

To analyze this more precisely, we conducted additional experiments by training the retraining method
for longer durations. As presented in Table A10, when trained with a sufficiently long schedule (100k
iterations), the retraining method achieves better performance than our approach on the pretraining
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Table A10: Performance comparison across training iterations of the retraining. PQ is used.

Method Training Iterations COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot)

Retraining 10k 50.7 61.9 25.2
Retraining 20k 50.7 62.5 25.4
Retraining 40k 51.0 63.3 25.3
Retraining 100k 51.0 64.4 25.5
ConOVS (ours) 10k 50.4 64.2 26.0

and incremental datasets. However, despite consuming significantly more computational resources,
retraining does not provide a substantial improvement over ConOVS. One possible explanation for
this limited performance is Task Interference [1, 35], which may occur when training on multiple
domains simultaneously. In contrast, ConOVS avoids this issue by independently training domain-
specific experts and dynamically combining them at inference time. Consequently, our method
achieves performance comparable to retraining while requiring significantly less computational cost.

G.4 Effectiveness of ConOVS with Multi-Domain Incremental Datasets

Table A11: Comparison between the baseline and ConOVS when the incremental dataset consists of multiple
domains.

Method COCO
(pre-training)

Cityscapes
(incremental)

ADE20K
(incremental)

Average on
4 zero-shot datasets

fc-clip 50.1 44.0 23.5 60.8
ConOVS (ours) 50.1 60.4 31.5 61.3

We conducted an additional experiment to assess whether our method remains effective when a
single incremental dataset contains samples from multiple domains. For this purpose, we combined
Cityscapes and ADE20K into a single incremental dataset. Note that the performance on the zero-shot
setting was measured by averaging results across four datasets: PC-59, PC-459, PAS-20, and PAS-21.

As shown in Table A11, our method maintains the performance of the baseline fc-clip on the pre-
training dataset, while significantly improving results on both the incremental and zero-shot datasets.
These findings demonstrate that ConOVS remains robust and effective even when the incremental
dataset spans diverse domains.

G.5 Effectiveness of ConOVS in Low-Resource Incremental Settings

Table A12: Performance comparison between fc-clip and ConOVS with a small incremental dataset (5% of
Cityscapes). ConOVS maintains pre-training performance while improving incremental and zero-shot results,
showing robustness in low-resource settings.

Method COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot)

fc-clip 50.1 44.0 23.5
ConOVS (ours) 50.0 48.8 25.9

To investigate whether the proposed method remains effective under low-resource conditions, we
conducted an additional experiment using a small incremental dataset. Specifically, we randomly
sampled 5% of the Cityscapes training set and used it as the incremental dataset.

As shown in Table A12, our method maintains performance on the pre-training dataset while im-
proving results on both the incremental and zero-shot datasets, even with the reduced incremental
data. These findings demonstrate that ConOVS remains effective in scenarios where the number of
incremental samples is limited.

G.6 Comparison with SemLA

Compared to SemLA [28], our approach shares a conceptual similarity in that both methods compute
the proximity of an input image to each training dataset and use it to determine dynamic merging
weights during inference. However, our method differs in three key design choices: (1) it uses both
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image and text embeddings to assess domain relevance, whereas SemLA relies solely on image
embeddings; (2) it estimates domain proximity using multivariate normal (MVN) distributions, while
SemLA computes L2 distances to dataset-specific centroids; and (3) it fine-tunes the decoder for each
dataset, in contrast to SemLA, which applies LoRA modules to the CLIP image encoder.

To provide a direct comparison, we re-implemented SemLA within our experimental framework. In
this variant, domain proximity was computed only from image embeddings, estimated by calculating
the L2 distance between the input embedding and dataset-specific centroids, and model adaptation
was carried out through LoRA fine-tuning on the CLIP image encoder instead of decoder fine-tuning.

Table A13: Performance comparison between fc-clip, SemLA, and ConOVS. The best performance for each
dataset is highlighted in bold.

Method COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot)

fc-clip 50.1 44.0 23.5
SemLA 50.9 61.1 26.0
ConOVS (ours) 50.4 64.4 26.0

As shown in Table A13, our method (ConOVS) outperforms this SemLA variant on the incremental
dataset. This improvement suggests that our design choices are better suited for continual open-
vocabulary segmentation.

H Discussion

Applicability to Open-Vocabulary Object Detection (OVD). Our proposed method is not limited
to Open-Vocabulary Segmentation (OVS) but can also be extended to OVD frameworks. Specifically,
our approach is applicable to models with an encoder-decoder architecture that perform classification
based on the similarity between image and text embeddings. This structural characteristic is shared
by most OVD methods. For instance, YOLO-World [3] adopts a modular design consisting of an
encoder and a prediction head, and omits the use of a conventional fc-based classifier. Given this
structure, all components of our method can be directly incorporated without modification.

To be more specific, for each newly introduced training dataset, an MVN distribution can be formed
using the encoder’s embeddings. During inference, the interpolation weights can be dynamically
adjusted based on the proximity between the input sample and each domain, enabling the model to
incrementally extend its recognition capability.

Effectiveness in Weakly Supervised Settings. We believe that ConOVS can function effectively
regardless of the issue of low-quality segmentation annotations in weakly labeled datasets [10–12].
This is because our technique constructs the MVN distribution using only image and text embeddings,
without relying on segmentation annotations. Therefore, we see no constraints in forming the
MVN distribution and expect to accurately estimate the interpolation coefficients. While label noise
may affect the overall performance, we contend that our method can still contribute to effectively
enhancing the model’s recognition ability even in weakly labeled environments.

Applicability to Cost-based OVS Methods. Our method is also applicable to cost-based OVS
approaches [4]. Since it is designed to merge independently trained models, it remains compatible
with techniques that fine-tune the CLIP encoder. While cost-based methods typically generate
segmentation maps by post-processing encoder features, our method does not rely on such steps,
making it directly applicable without modification.

However, when applied to cost-based OVS models, the encoding process must be executed twice.
This is because our method computes the interpolation factor based on the proximity of the input
sample, which requires an initial forward pass through the encoder. After the interpolation factor
is determined, a second forward pass is performed using the merged encoder to generate the final
feature representation. Consequently, an increase in inference time is expected.

I Qualitative Results

This section presents a qualitative analysis of the original fc-clip, the standard fine-tuning technique,
and ConOVS (ours). Figure I3 illustrates the qualitative outputs of each method. On the pre-training
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fc-clip

COCO 
(pre-training)

Cityscapes 
(incremental)

ADE20K 
(zero-shot)

w/ Fine-tuning w/ ConOVS (ours)

Figure I3: We provide a qualitative analysis on COCO, Cityscapes, and ADE20K. The comparison includes
three methods: fc-clip, fine-tuning, and ConOVS (ours). Cityscapes is used as the incremental dataset.

dataset, the fine-tuning technique fails to recognize the backpack, indicating a loss of information
from the pre-training stage. On the incremental dataset, fc-clip fails to identify key elements such
as road and person, highlighting that OVS models perform well only within the distribution of the
pre-training dataset. On the zero-shot dataset, the fine-tuning technique fails to recognize ceiling, a
class absent from both the pre-training and incremental dataset. In contrast, the proposed method
successfully identifies both previously learned and newly introduced classes, as well as classes not
included in either training dataset.

J Results of All Evaluation Metrics

In this study, we consider fc-clip and X-Decoder as baseline models, both of which are designed
to handle panoptic, instance, and semantic segmentation tasks. Based on this capability, we assess
their performance using the corresponding metrics: PQ, mAP, and mIoU. As shown in Tables A14
to A16, the proposed method consistently outperforms all other approaches across the pre-training,
incremental, and zero-shot test datasets, regardless of the evaluation metric. This confirms, as noted
in Section A.3, that the three metrics follow similar performance trends. Moreover, the results verify
that the proposed method performs robustly across all segmentation tasks.
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Table A14: Performance comparison among the baseline, fine-tuning, retraining, existing continual learning
methods, and ConOVS (ours). The incremental dataset is Cityscapes. We use PQ, mAP, and mIoU as evaluation
metrics.

COCO (pre-training) Cityscapes (incremental) ADE20K (zero-shot)Method Incremental
Dataset PQ mAP mIoU Avg PQ mAP mIoU Avg PQ mAP mIoU Avg

fc-clip - 50.1 41.1 52.0 47.7 44.0 26.8 56.2 42.4 23.5 17.1 30.4 23.7

Fine-tuning -22.7 -16.2 -11.8 -16.9 +20.1 +13.9 +21.2 +18.4 -10.3 -6.3 -3.9 -6.8
Retraining +0.6 +0.9 +0.3 +0.6 +17.9 +10.4 +18.7 +15.7 +1.7 -1.5 +2.5 +0.9
ER -1.6 -2.7 +0.2 -1.4 +19.0 +13.0 +20.1 +17.4 +0.3 -3.5 +0.9 -0.8
LwF -10.7 -11.9 -7.9 -10.2 +12.2 +2.7 +10.2 +8.3 -0.8 -5.4 +0.8 -1.8
EWC -25.9 -19.0 -13.3 -19.4 +19.3 +11.2 +18.4 +16.3 -9.8 -8.4 -4.2 -7.5
ECLIPSE -6.0 -6.2 -3.9 -5.3 +2.2 +0.2 +4.3 +2.2 +0.9 -3.6 +2.0 -0.3
ConOVS (ours)

Cityscapes

+0.3 +0.5 +0.1 +0.3 +20.2 +13.9 +21.3 +18.5 +2.5 -1.2 +2.5 +1.3

X-Decoder - 56.7 46.9 67.4 57.0 36.3 25.4 52.9 38.2 16.7 11.7 24.9 17.8

Fine-tuning -50.4 -32.2 -53.7 -45.5 +26.6 +11.7 +26.7 +21.7 -12.9 -8.1 -19.7 -13.5
ConOVS (ours)

Cityscapes
-0.4 -0.4 -0.3 -0.3 +26.6 +11.6 +26.7 +21.7 +0.1 +0.5 -0.3 +0.1

Table A15: Performance comparison among the baseline, fine-tuning, retraining, existing continual learning
methods, and ConOVS (ours). The incremental dataset is ADE20K. We use PQ, mAP, and mIoU as evaluation
metrics.

COCO (pre-training) ADE20k (incremental) Cityscapes (zero-shot)Method Incremental
Dataset PQ mAP mIoU Avg PQ mAP mIoU Avg PQ mAP mIoU Avg

fc-clip - 50.1 41.1 52.0 47.7 23.5 17.1 30.4 23.7 44.0 26.8 56.2 42.4

Fine-tuning -7.7 -6.2 -2.7 -5.5 +24.1 +19.0 +22.0 +21.7 -3.0 -2.8 +2.9 -1.0
Retraining +1.4 +2.2 +2.9 +2.2 +16.5 +13.3 +15.0 +14.9 -1.2 -0.7 +1.3 -0.2
ER +0.4 -0.3 +2.9 +1.0 +21.5 +16.3 +19.5 +19.1 -3.5 -2.8 -1.0 -2.4
LwF -3.8 -7.1 -2.4 -4.4 +13.7 +8.4 +11.3 +11.1 -1.0 -6.2 -3.0 -3.4
EWC -11.1 -9.3 -6.0 -8.8 +20.7 +16.2 +18.0 +18.3 -2.6 -3.2 +0.3 -1.8
ECLIPSE -0.5 -1.2 +0.6 -0.3 +0.2 -0.3 +3.0 +1.0 -5.9 -4.0 -2.2 -4.0
ConOVS (ours)

ADE20K

+1.7 +1.4 +3.2 +2.1 +23.8 +18.6 +21.1 +21.2 +0.8 +0.8 +1.8 +1.1

X-Decoder - 56.7 46.9 67.4 57.0 16.7 11.7 24.9 17.8 36.3 25.4 52.9 38.2

Fine-tuning -37.3 -33.6 -42.4 -37.8 +28.2 +18.6 +27.2 +24.6 -3.7 -9.4 -0.8 -4.6
ConOVS (ours)

ADE20K
-1.5 -1.7 -1.1 -1.4 +29.2 +19.0 +27.5 +25.2 +1.4 -6.4 +3.5 -0.5

Table A16: Performance comparison among the baseline, fine-tuning, retraining, existing continual learning
methods, and ConOVS (ours). The underlined values indicate the best score for each dataset. We use PQ, mAP,
and mIoU as evaluation metrics.

COCO (pre-training) ADE20k (incremental) Cityscapes (incremental)Method Learning Sequence
PQ mAP mIoU PQ mAP mIoU PQ mAP mIoU

fc-clip - 50.1 41.1 52.0 23.5 17.1 30.4 44.0 26.8 56.2
Fine-tuning ADE20k → Cityscapes 20.8 19.5 40.0 15.4 14.2 34.9 65.2 42.3 77.6
Fine-tuning Cityscapes → ADE20k 39.3 32.4 48.3 48.3 36.3 52.1 46.0 26.4 61.5
Retraining COCO, Cityscapes, ADE20k 48.6 40.5 50.9 35.5 25.8 38.3 60.5 36.5 74.3
ConOVS (ours) Cityscapes, ADE20k 51.6 42.5 55.3 47.0 35.9 51.4 64.3 40.7 77.6
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