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A DATASET

A.1 DATA COLLECTION
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Figure 1: Distribution of Knowledge Types in
Math-VR Dataset. Geometry constitutes the
majority of problems (76%), with Algebra and
Calculus comprising 12%.

We first collect approximately 900k secondary
school–level mathematical problems and their
corresponding solutions from public websites.
Each sample contains at least one image in the
solution explanation. These images vary in na-
ture: some consist solely of texts about the
problem, others depict mathematical figures such
as geometric diagrams or function plots, while
a portion are non-informative or irrelevant im-
ages. We label these images with Qwen2.5-VL-
72B and retain only those questions containing
mathematical images and discard the rest. To
improve readability and ensure dataset consis-
tency, we leverage GPT-4.1 to extract text from
the remaining purely textual images. Subse-
quently, we task GPT-4.1 to rewrite each orig-
inal sample into two standardized markdown
files, representing the question and solution sep-
arately. In the final step, GPT-4.1 verifies these
files to identify and remove incomplete or in-
coherent samples. Furthermore, to improve the accessibility of our dataset, we use GPT-4.1
to translate the samples into English, resulting in 178,150 bilingual question-solution pairs.

A.2 DATASET CATEGORIZATION Table 1: Key Statistics for Math-VR Dataset

Statistics Number
Total Unique Samples 89,075
- Training 86,575
- Testing 2500
————————————————
- Text questions 29%
- Multimodal questions 71%

- Single-part questions 51%
- Multiple-choice 40%
- Answer-based 55%
- Proof-based 5%

- Multi-part questions 49%
- Multiple-choice 3%
- Answer-based 72%
- Proof-based 25%
——————————————–
- Two sub-questions 51%
- Three sub-questions 40%
- Four sub-questions 7%

Question length (text tokens)
- Average 131.64

Solution length (text tokens)
- Average 510.76

Multimodal Question Image
- Average number 1.05
- Average resolution 208x139

Solution Image
- Average number 1.15
- Average resolution 199x151

In Math-VR dataset, approximately 29% of the
questions are expressed using text only, while
the remaining 71% are demonstrated with both
text and mathematical images. Both types of
questions require visual mathematical reason-
ing. In addition to organizing our dataset based
on the modality of the questions, we can also
classify them according to different knowledge
types. First, we randomly sample several thou-
sand question-solution pairs and input them into
an VLM (here, GPT-4.1), which generates initial
labels including a root knowledge type, a sub-
knowledge type and a primary knowledge point,
for each pair. Using these labels alongside formal
definitions of mathematical concepts, we con-
struct a hierarchical knowledge tree. This tax-
onomy then serves as a framework to categorize
all 90k unique samples in our dataset. Based
on this categorization, the dataset is divided into
four main knowledge domains: Geometry, Al-
gebra, Calculus, and Statistics. Geometry con-
stitutes the largest portion, 81% of all samples.
Within Geometry, there are three primary subcat-
egories: Plane Geometry, Solid Geometry, and
Analytic Geometry. These subcategories are fur-
ther broken down into specific knowledge points
such as Triangle, Circle, Quadrilateral, and Area
& perimeter calculation. This hierarchical cate-
gorization is visually summarized in the pie chart
shown in Figure 1.
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A.3 DATASET STATISTICS

We summarize the statistics of our dataset in Table 1. The dataset comprises approximately 90k
unique questions covering a wide range of types, including both single-part and multipart questions,
with two- and three-part questions being the most common. It also includes multiple-choice, answer-
based, and proof-based questions, among which answer-based questions are the most prevalent. On
average, each solution contains at least one image, reflecting the importance of using images to
support the reasoning process.

B BENCHMARK

B.1 TEMPLATES USED IN VLM-BASED EVALUATION PIPELINE

We GPT-4.1 as our VLM evaluation tool. Figure 2 presents the template we use to prompt the VLM
for generating the meta information of each sample. Figure 3 displays the template used by the
VLM to evaluate the model response to each question.

B.2 MANUAL SAMPLE SELECTION AND META INFORMATION VERIFICATION

We combine the selection of samples that require non-trivial visual reasoning with the verification
of meta information into a single manual review process. Figure 4 shows the interface used for this
review. The interface displays the question, solution, and meta information all within one view.
Annotators are tasked with flagging the unqualified samples. For the remaining samples, they ver-
ify that the extracted answers match the final answers in the ground-truth solutions, and that the
identified scoring points and their values are reasonable and consistent. All manual verifications
involved in constructing the benchmark are performed by 15 senior college students majoring in
STEM disciplines.

C TRAINING DETAILS

We leverage Qwen2.5VL-32B-Instruct as the base model for both MatPlotCode and the CodePlot-
CoT model. During training, we pad all input images into squares before resizing them randomly
with lengths between 224 and 560. For rendered images in reasoning chain, we pad and embed
them at a fixed resolution of 448!448. The training for MatPlotCode is a two-stage process: we first
align the visual components by training only the vision encoder (ViT) and the MLP projector for one
epoch, and then perform full-parameter fine-tuning for an additional two epochs. We use a batch
size of 512 and a learning rate of 2e-5. For the main CodePlot-CoT model, we initialize its weights
from our vision-aligned converter after the completion of Stage 1. We then fine-tune this model on
our curated SFT dataset for 5000 steps, using a batch size of 256 and a learning rate of 3e-5. All
settings are conducted on 32 NVIDIA H200 GPUs, with each training stage taking approximately
36 hours.

D CODEPLOT-COT SAMPLES ON MATH-VR BENCHMARK

We present some samples of CodePlot-CoT on Math-VR Benchmark in Figure 5 and 6. Figure 5
includes a math figure in input, while Figure 6 is purely text-based inputs. However, both problems
require visual reasoning. As shown, our model demonstrates strong reasoning capabilities in both
textual and visual reasoning, highlighting our code-driven visual reasoning paradigm.

E LIMITATIONS

Due to the limitations of data scale and model size, our MatPlotCode has not yet achieved a 100%
fidelity rate on images-to-code conversion, which means that some visual reasoning images are not
entirely accurate. As a result, our final model may also produce slightly imperfect visual reasoning
in certain problems. For instance, in Figure 7, point H should lie on edge AD, but the generated
image shows a slight displacement. We hope that future work will further advance the task of
image-to-code conversion, thereby enabling a more robust realization of our paradigm.
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<USER>: I will give you the question, analysis, and answer of a mathematical problem
with the ID: {idd}. The problem may consist of a single question or multiple sub-questions.
1. Summarize the Answers: Clearly summarize all answers for the entire problem. Indicate
how many answers there are and specify which answer corresponds to which question or
sub-question.
2. List Scoring Points: For each question or sub-question, identify the scoring points. Scor-
ing points are the critical steps needed to solve the problem, such as applying theorems,
making necessary reasoning steps, or performing correct calculations. Please assign a score
(e.g., 1, 2) for each scoring point based on its difficulty
Present your answer in the following JSON format: {”id”: [question id], ”scor-
ing points”:[here should be a dictionary with scoring points: ’p1’: [scoring point 1], ’p2’:
[scoring point 2],. . . . . . ], ”scores”:[here should be a dictionary with scores for the scoring
points: ’s1’: [score for p1], ’s2’: [score for p2],. . . . . . ], ”total answer”: [the number of all
answers], ”answer summary”:[here should be a dictionary, the keys should match the ques-
tions, the values should be the answers]}
...Question...

<ASSISTANT>:
{ ”id”: 25006,
”scoring points”: {
”p1”: ”Recognize that AB is the diameter, thus angles ACB and ADB are right angles by
the inscribed angle theorem.”,
”p2”: ”Apply the Pythagorean theorem to calculate BC in triangle ACB and BD in triangle
ADB.”,
”p3”: ”Determine that triangle ABC is an isosceles right triangle to find angle BAC.”,
”p4”: ”Determine angle BAD in triangle ABD using calculated lengths.”,
”p5”: ”Classify the different configurations (AC and AD on the same or opposite sides of
AB), and compute corresponding values for angle CAD.”,
”p6”: ”Combine stepwise results to conclude that the possible values for angle CAD are 15°
or 75°.” },
”scores”: { ”s1”: 1, ”s2”: 2, ”s3”: 1, ”s4”: 1, ”s5”: 2, ”s6”: 1 },
”total answer”: 1,
”answer summary”: { ”1”: ”The possible values of angle CAD are 15° or 75°.” },
”max score”: 8 }

Figure 2: Template used by GPT-4.1 to generate meta information for evaluation. The text
highlighted in cyan should be replaced with information of the specific question.

4



216
217
218
219
220
221
222
223
224
225
226
227
228
229
230
231
232
233
234
235
236
237
238
239
240
241
242
243
244
245
246
247
248
249
250
251
252
253
254
255
256
257
258
259
260
261
262
263
264
265
266
267
268
269

Under review as a conference paper at ICLR 2026

<USER>: You are an expert math teacher and grader. Your task is to evaluate a student’s
solution to a mathematical question and provide a score. You will be provided with the
mathematical question (which may include multiple sub-questions), its ID, the student’s
solution, the correct answer, and the maximum possible score for the question below:
...Question...
{ ’id’:{question id}, ’student solution’:{model response},
’correct answer’:{correct answer}, ’max score’:{max score} }.
Please follow these steps precisely:
1. Initial Check for Correctness:
- Thoroughly review the question and the student solution to identify the student’s final
answer.
- Compare this final answer directly with the provided correct answer.
- If the answers match exactly, award the full max score.
2. Partial Credit Evaluation:
- If the student’s answer is not fully correct, evaluate its work for partial credit using the
grading rubric: {’scoring points’:{scoring points}, ’point values’:{point values}}.
- Go through each scoring point, indicate if the student successfully completed that step.
- Write down all the point ids that the student earned and calculate the total score by sum-
ming the values of those points.
3. Provide your evaluation in a strict JSON format:
{ ”id”: ”string”,
”question solution analysis”: ”string”
”is fully correct”: ”boolean”,
”check scoring point”:”string”,
”awarded points”: [”all” OR a list of earned point ids like ”p1”, ”p2”],
”final score”: ”number” }
Field Explanations:
- ”id”: question id.
- ”question solution analysis”: Analyze the question requirements and compare the stu-
dent’s answer against the correct answer.”
- ”is fully correct”: True if the student’s solution is fully correct, otherwise False.
- ”check scoring point”: If fully correct, provide an empty string ””. If not fully correct,
explain where in the student solution each scoring point is fully met or not met.
- ”awarded points”: If fully correct, this should be [”all”]. If partially correct, provide a list
containing the fully met point ids (e.g., [”p1”, ”p3”]). If no points met, provide an empty
list [].
- ”final score”: the max score if fully correct, or the sum of partial scores otherwise.

Figure 3: Template used by GPT-4.1 to evaluate model response. The text highlighted in cyan
should be replaced with information of the specific question. The orange model response should be
replaced with the response generated by the model given the question.

Figure 4: The GUI interface for manual sample selection and meta information verification.
This interface displays the Question and Analysis files on the left and center panels, with the Review
Checklist on the right. Left: The meta information extracted for each sample is displayed on the right
panel. Right: Scrolling down reveals the items for annotators to check and flag.
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Figure 5: A multimodal math question form Math-VR benchmark and CodePlot-CoT generated
solution.
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Figure 6: A pure textual math question form Math-VR benchmark and CodePlot-CoT generated
solution.
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Figure 7: A pure textual math question form Math-VR benchmark and CodePlot-CoT generated
solution. The textual reasoning is correct, but the model generates a slightly imperfect image in
reasoning by placing H not on edge AD.
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