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: Well. Could you describe this photo and its
wing color, head pattern, …, primary color ?

B: : I see a bird in a photo. How to distinguish its
specific species?

Reasoning Concepts from Observations Inference

…
Reasoning For Each Sample

: Certainly. The bird is perched on a tree
branch amidst the falling snow. Its wings are
grey, and it boasts a black and red pattern on
its head. Notably, its dominant color is red.

: Perfect. Even though I can’t see it, but based
on your description, I think the bird you see would
be a Pyrrhuloxia, Cardinal, or Summer Tanager.

Few Unlabeled Observations

…

VLM

Test Images

Semantic Classification with
Reasoned Concepts

Gadwall Cardinal
Red Eyed Vireo

Rusty Blackbird

Lincoln Sparrow

Tropical Kingbird
… …Large Language Model

Visual Question Answering Model

Vision-Langauge Model

Figure 1: An overview of our proposed fine-grained visual recognition (FGVR) pipeline. Left: Given few
unlabelled images we exploit visual question answering (VQA) and large language models (LLM) to reason
about subordinate-level category names without requiring expert knowledge. Right: At inference, we utilize the
reasoned concepts to carry out FGVR via zero-shot semantic classification with a vision-language model (VLM).

ABSTRACT

Identifying subordinate-level categories from images is a longstanding task in
computer vision and is referred to as fine-grained visual recognition (FGVR). It has
tremendous significance in real-world applications since an average layperson does
not excel at differentiating species of birds or mushrooms due to subtle differences
among the species. A major bottleneck in developing FGVR systems is caused
by the need of high-quality paired expert annotations. To circumvent the need of
expert knowledge we propose Fine-grained Semantic Category Reasoning (FineR)
that internally leverages the world knowledge of large language models (LLMs) as
a proxy in order to reason about fine-grained category names. In detail, to bridge
the modality gap between images and LLM, we extract part-level visual attributes
from images as text and feed that information to a LLM. Based on the visual
attributes and its internal world knowledge the LLM reasons about the subordinate-
level category names. Our training-free FineR outperforms several state-of-the-art
FGVR and language and vision assistant models and shows promise in working in
the wild and in new domains where gathering expert annotation is arduous.

1 INTRODUCTION

Fine-grained visual recognition (FGVR) is an important task in computer vision that deals with
identifying subordinate-level categories, such as species of plants or animals (Wei et al., 2021). It is
challenging due to the fact that different species of birds can differ in subtle attributes, such as the
Lincoln’s Sparrow mainly differs from Baird’s Sparrow in the coloration of the breast pattern (see
Fig. 2). Due to small inter-class and large inner-class variations, the FGVR methods typically require
auxiliary information namely part annotations (Zhang et al., 2014), attributes (Vedaldi et al., 2014),
natural language descriptions (He & Peng, 2017) collected with the help of experts in the respective
fields. Hence, this expensive expert annotation presents as a bottleneck and prevents FGVR in new
domains from being rolled out as software or services to be used by common users.

On the contrary encyclopedia of textual information about plants and animals can be found on the
internet that document at great lengths about the characteristics and appearance of each species. In
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other words, modern day Large Language Models (LLMs) (e.g., ChatGPT (OpenAI, 2022)), trained
on enormous internet-scale corpuses, already encode in its weights the expert knowledge that is
quintessential in FGVR. In this work we ask ourselves, can we build FGVR systems by exploiting the
unpaired auxiliary information already contained in LLMs? The implications are tremendous as it
endows an average layperson with the expert knowledge of a mycologist, ornithologist and so on.

Super-category: 
Ground-truth: 

Bird
Lincoln's Sparrow

Bird
Baird's Sparrow

BLIP-2:  Bird
Sparrow

Bird
Sparrow

LLaVA:  Bird
Sparrow

Bird
Sparrow

LENS:  Bird
Vesper Sparrow

Bird
Clay-colored Sparrow

MiniGPT-4:  Bird
White-throated Swainson Hawk

Bird
White-rumped Sandpiper

FineR (Ours):  Bird
Lincoln's Sparrow

Bird                   
Baird's Sparrow

Figure 2: Comparing our proposed FineR with the state-
of-the-art visual question answering models: BLIP-2 (Li
et al., 2023), LLaVA (Liu et al., 2023a), LENS (Berrios et al.,
2023), and MiniGPT-4 (Zhu et al., 2023b).

Leveraging unlabelled FGVR dataset and
the LLM to build a FGVR model is not
straightforward as there exists a modality
gap between the two. In detail, a LLM
cannot see, as it can only ingest text (or
prompts) at input and give text at output.
To bridge this modality gap, we first use
a general purpose visual question answer-
ing (VQA) model (e.g., BLIP-2 (Li et al.,
2023)) to extract a set of visual attributes
from the images. Specifically, for every im-
age in a bird dataset we prompt BLIP-2 to
extract part-level descriptions of wing color,
head pattern, tail pattern and so on. We then
feed these attributes and their descriptions
to a LLM, and prompt it to reason on a set
of candidate class names using its internal
knowledge of the world. As a final step, we
use the candidate class names to construct a semantic classifier, as commonly used in the vision-
language models (VLMs) (e.g., CLIP (Radford et al., 2021)), to classify the test images. We call our
method Fine-grained Semantic Category Reasoning (FineR) as it discovers concepts in unlabelled
fine-grained datasets via reasoning with LLMs (see Fig. 1).

Through our proposed FineR system we bring together the advances in VQA, LLMs and VLMs
to address FGVR that was previously not possible without accessing high-quality paired expert
annotations. Since our proposed FineR does not require an expert’s intervention, it can be viewed as
a step towards democratizing FGVR systems by making them available to the masses. In addition,
unlike many end-to-end systems our FineR is interpretable due to its modularity. We compare our
method with FGVR, vocabulary-free classification and multi-modal language and vision assistant
models (e.g., BLIP-2) and show its effectiveness in the challenging FGVR task. As shown in Fig. 2
our FineR is more effective than the state-of-the-art methods, which are accurate at predicting the
super-category but fail at identifying the subordinate categories. Unique to our FineR, it works in a
few-shot setting by accessing only a few unlabelled images per category. This is a very pragmatic
setting as fine-grained classes in real-world typically follow an imbalanced class distribution. Finally,
our method is completely training-free, which is the first of its kind in FGVR. Extensive experiments
on multiple FGVR benchmarks show that our FineR is far more effective than the existing methods.

In summary our contributions are: (i) We introduce the challenging task of recognizing fine-grained
classes using only a few samples per category, where neither labels nor paired expert supervision is
available. (ii) We propose the FineR system for FGVR that exploits a cascade of foundation models
to reason about possible subordinate category names in an image. (iii) With extensive experiments on
multiple FGVR benchmarks we demonstrate that our FineR is far more effective than the existing
approaches. We additionally introduce a new fine-grained benchmark of Pokemon characters and
show that FineR exhibits the potential to work truly in the-the-wild, even for fictional categories.

2 METHODOLOGY

Problem Formulation. In this work, we study the problem of fine-grained visual recognition
(FGVR) given an unlabeled dataset Dtrain of fine-grained objects. Different from the traditional
FGVR task (Wei et al., 2021) we do not use any label or paired auxiliary information annotated by an
expert (Choudhury et al., 2023), and Dtrain contains a few unlabelled samples per category (Li et al.,
2022). Our goal is to learn a model that can assign correct labels to the images in the test set Dtest. In
detail, when presented with a test image we output a semantic class name c 2 C, where C is the set of
class names that are not known a priori, making it vocabulary-free (Conti et al., 2023). Our proposed
FineR first aims to generate the set C and then assigns the test image to one of the classes. As an
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example, opposed to the FGVR methods that output a class-index at inference, our FineR directly
outputs a semantic class name (e.g., Blue-winged Warbler). Next we discuss some preliminaries
about the pre-trained models that constitute our proposed FineR.

2.1 PRELIMINARIES

Large Language Models (LLMs), such as ChatGPT (OpenAI, 2022) and LLaMA (Touvron et al.,
2023), are auto-regressive models that are trained on large internet-scale text corpuses possess a
wealth of world knowledge encoded in their weights. These models can be steered towards a particular
task by conditioning on demonstrations of input-output example pairs, relevant to the task at hand,
without the need of �ne-tuning the weights. This emergent behaviour is referred to as in-context
learning (ICL) (Dong et al., 2022; Brown et al., 2020). The LLMs have also demonstrated adequate
reasoning abilities in answering questions when prompted with well-structured prompts (Wei et al.,
2022), another emergent behaviour that we exploit in this work. Formally, a LLMhllm : � llm 7! T llm

takes a text sequence (or LLM-prompt)� llm at input and maps it to a text output sequenceT llm .

Vision-Language Models (VLMs), such as CLIP (Radford et al., 2021) and ALIGN (Jia et al., 2021),
consist of image and text encoders that are jointly trained to predict the correct pairings of noisy
image and text pairs. Due to well-aligned image-text representation space, they demonstrate excellent
zero-shot transfer performance on unseen datasets, provided the class names of the test set is known
a priori (Radford et al., 2021). A VLMhvlm maps an imagex to a categoryc in a given vocabulary
setCbased on the maximum cosine similarity:

ĉ = arg max
c2C

hEimg(x); Etxt(c)i ; (1)

whereĉ is the predicted class, andEimg andEtxt denote the vision and text encoder of the VLM,
respectively.h�; �i represents the cosine similarity function.

Visual Question Answering (VQA) models, such as BLIP-2 (Li et al., 2023) and LLaVA (Liu et al.,
2023a), that combine LLM and VLM in a single framework, learn to not only align the visual and text
modalities, but also to generate the caption of the image-text pair. This visual-language pre-training
(VLP) is then used to perform VQA as one of the downstream tasks. In detail, at inference a VQA
modelhvqa : (I; � vqa) 7! T vqa receives an imageI and a textual question (or VQA-prompt)� vqa as
inputs, and outputs a textual answerT vqa that is conditioned on both the visual and textual inputs.

While these VQA models excel at identifying super-categories and general visual attributes (e.g., color,
shape, pattern) of objects when prompted with a question, they fail to recognize many subordinate-
level categories (see Fig. 2) due to lack of well-curated training data. We show how the aforementioned
pre-trained models can be synergistically combined to yield a powerful FGVR system.

2.2 FINER: FINE-GRAI NED SEMANTIC CATEGORY REASONING SYSTEM

To recall, our goal is to recognize the �ne-grained categories using unlabelled images inD train,
without having access to expert annotations and the ground-truth categories inC. Thus, the challenges
in such a FGVR task are to �rst identify (or discover) the classes inCand then assign a class name
c 2 C to each instance inD test. The idea underpinning our proposedFine-grained Semantic Category
Reasoning (FineR) is that the LLMs, which already encode the world knowledge about different
species of animals and plants, can be leveraged to reason about candidate class namesbC� when
prompted with visual attributes extracted from the VQA models. Concretely, FineR takes a few
unlabeled images inD train as input, and outputs the discovered class namesbC� . Subsequently, the
discovered candidate class names and images inD train are utilized to yield a multi-modal classi�er
W mm to classify a test instance using a VLM. Therefore, our FineR aims to learn a mapping:

H FineR : D train 7! ( bC� ; W mm);
whereH FineR is a meta-controller that encapsulates our system. FineR operates in three phases: (i)
Translating Useful Visual Information from Visual to Textual Modality; (ii) Fine-grained Semantic
Category Reasoning in Language; and (iii) Multi-modal Classi�er Construction. An overview of our
system is depicted in Fig. 3 and the details follow next.

2.2.1 TRANSLATING USEFUL V ISUAL INFORMATION FROM V ISUAL TO TEXTUAL MODALITY

Before we can tap into the expert world knowledge inherent to the LLMs for facilitating FGVR, we
need a mechanism to translate the visual information from the images into an input format which the
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Figure 3: The pipeline of the proposedFine-grained Semantic CategoryReasoning (FineR) system.

LLM understands. Furthermore, we require an understanding about which visual cues are informative
at distinguishing two �ne-grained categories. For instance, what separates two species of birds
(Lincoln's Sparrow vs Baird's Sparrow) is drastically different than what separates two types of
mushrooms (Chanterelle vs Porcini). Motivated by this we design the following steps (see Fig. 3 top).

Identify super-category. To make our framework general purpose and free of any human intervention
we �rst identify the super-category of the datasetD train. In detail, we use a VQA model as a Visual
Information Extractor (VIE)hvqa

VIE for this purpose. The VIE is capable of identifying the super-
category (e.g., “Bird”) of the incoming dataset as it has been pre-trained on large amounts of data
from super-categories. Formally, to get super-categorygn we query the VIE for an imagexn 2 D train:

gn = hvqa
VIE(xn ; � vqa

identify); (2)

where � vqa
identify is a simpleIdentify VQA-prompt of the format shown in Fig. 10, andG =

f g1; g2; : : : ; gN g is a set containing the super-category names corresponding toN images inD train.
To guide the VIE to output only super-category names we provide simple in-context examples as a
list of names (“Bird”, “Pet”, “Flower”, ...). Note that the ground-truth super-category name need not
be present in the list (see App. B.2 for details about in-context examples).

Acquire expert knowledge.After having a general understanding of the dataset this step consists in
identifying the useful set of attributes that set apart the subordinate-level categories. For instance,
the “eye-color” attribute can be used to easily distinguish the bird species Dark-eyed Junco from
the species Yellow-eyed Junco. To help the VIE in focusing on such targetted visual cues we tap
into the expert knowledge of the LLMs, which is otherwise only restricted to experts. In other
words, we essentially ask the LLM: given a super-categorywhat to look for while distinguishing
subordinate-level categories. In detail, we base our Acquire Expert Knowledge (AEK) modulehllm

AEK
on a LLM that takes an input a super-categorygn and outputs a list ofM useful attributes:

an = hllm
AEK(gn ; � llm

how-to); (3)

wherean = f an; 1; an; 2; : : : ; an;M g denote theM attributes corresponding to the sample with index
n, andHow-to LLM-prompt � llm

how-to is the prompt, as shown in Fig. 10. The intuition behind the
How-to LLM-prompt is to emulatehow to be an expertand forms the crux of our FineR. All the
attributes in the dataset are denoted asA = f a1; : : : ; aN g.

Perceive visual attributes. With the attributesA available we leverage the VIE to extract the
description for each attributean;m conditioned on the visual feature. For instance, if an attribute
an;m = “eye-color”, then given the image of an unknown bird the VIE is asked to describe it's eye
color, which is a much easier task compared to directly predicting the subordinate-level category.
In addition, we hard-code ageneralattributea0 = "General description of the image" and
its prompt"Questions: Describe this image in details. Answer:" to extract the global
visual information. Therefore,an  an [ a0 andM  M + 1 . We found this is helpful to capture
the useful visual information from the background like the habitat of a bird. Concretely, given an
imagexn , its super-categorygn and the attributean;m , the attribute description is given as:

sn;m = hvqa
VIE(xn ; gn ; an;m ; � vqa

describe); (4)

where � vqa
describe denotes theDescribe VQA-Prompt, as illustrated in Fig. 10, andSn =

f sn; 1; sn; 2; : : : ; sn;M g represents a set ofM attribute descriptions extracted from the imagexn .
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2.2.2 FINE-GRAINED SEMANTIC CATEGORY REASONING

At the end of the �rst phase (Sec. 2.2.1) we have successfully translated useful visual information into
text, a modality that is understood by the LLM. In the second phase our goal is leverage a LLM and
utilize all the aggregated textual information to reason about class names in the dataset and predict a
candidate setbC� , as illustrated in the middle part of Fig. 3.

Reasoning class names.To discover the candidate class names present in the dataset we build a
Semantic Category Reasoner (SCR) module that contains a LLM under the hood. The goal of SCR
to evoke reasoning ability of the LLM by presenting a well-structured prompt constructed with the
attributes and descriptions obtained in Sec. 2.2.1. Formally, the SCR is de�ned by a functionhllm

SCR

that outputs a preliminary set of candidate classesbCas:

bC = hllm
SCR(G; A ; S; � llm

reason); (5)

where� llm
reasonis theReason LLM-prompt as shown in Fig. 10. The� llm

reasoncan be decomposed into
two parts: (i)Structured Task Instruction is designed keeping in mind the FGVR task and is mainly
responsible for steering the LLM to output multiple possible class names given an image, thereby
increasing diversity in names. We �nd that when only one name is asked, LLMs tend to output
general categories names (e.g., “Gull”) from a coarser but more common granularity. (ii)Output
Instruction embeds the actual attribute description pairs extracted from the image, and task execution
template to invoke the output (see App. B.2 for details).

Noisy name re�nement. In the pursuit of increasing the diversity of candidate class names we
accumulate in the setbCa lot ofnoisyclass names. It is mainly caused by the unconstrained knowledge
in LLMs that is not relevant to the �nite concepts in theD train at hand. To remedy this, in addition
to name deduplication, we propose a Noisy Name Denoiser (NND) module that uses a VLM (e.g.,
CLIP). Speci�cally, NND uses the text encoderEtxt and the vision encoderEimg of the VLM to encode
bCandD train, respectively. Each image inD train is assigned to a categoryĉ 2 bCbased on the maximum
cosine similarity as in Eq. 1. The class names that are not selected by Eq. 1 constitute the noisy class
names setV � bCand are eliminated. The re�ned candidate set is given asbC� = bC n V.

2.2.3 MULTI -MODAL CLASSIFIER CONSTRUCTION

Given the re�ned class names inbC� we construct a text-based classi�er for each classc 2 bC� using
the text-encoderEtxt of the VLM as:

w c
txt =

Etxt(c)
jjEtxt(c)jj2

: (6)

Since there can be ambiguity in some of the class names (Kaul et al., 2023) we also consider a
vision-based classi�er by using the images inD train. In detail, we �rst pseudo-label the images in
D train with bC� using the maximum cosine similarity metric, as outlined in Sec. 2.2.2. This results in
Uc pseudo-labelled images per classc 2 bC� . However, asD train contains only a few images per class
it might make the visual features strongly biased towards those samples. For example, only a few
colors or perspectives of a car of make and model Toyota Supra Roadster is captured in those images.
Thus, we apply a random data augmentation pipelineK times on each samplex (see App. B.1 for
details) and then compute the vision-based classi�er for each classc 2 bC� as:

w c
img =

1
Uc(K + 1)

 
UcX

i =1

Eimg(x c
i )

jjEimg(x c
i )jj2

+
K � UcX

j =1

Eimg(~x c
j )

jjEimg(~x c
j )jj2

!

; (7)

where~x is the augmented version ofx. We setK = 10 in all our experiments (see App. G.2 for an
analysis on the sensitivity ofK ).

Being equipped with classi�ers of two modalities, we construct a multi-modal classi�er (MMC) for
classc that potentially can capture complementary information from the two modalities:

w c
mm = � w c

txt + (1 � � )w c
img; (8)

where� is the hyperparameter that controls the degree of multi-modal fusion. We empirically set
� = 0 :7 in all of our experiments (see App. G.1 for an analysis on the sensitivity of� ). Finally, the
MMC for all the classes inbC� is given asW mm.
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2.3 INFERENCE

As shown in Fig. 3 right, we replace the text-based classi�er in VLM with the MMCW mm, and
classify the test imagesx 2 D test by ĉ = arg max c2 bC� hEimg(x); w c

mmi , whereĉ is the predicted class
name having the highest cosine similarity score.

3 EXPERIMENTS

Datasets.We have conducted experiments on several �ne-grained datasets that include Caltech-
UCSD Bird-200 (Wah et al., 2011), Stanford Car-196 (Khosla et al., 2011), Stanford Dog-120 (Krause
et al., 2013), Flower-102 (Nilsback & Zisserman, 2008), and Oxford-IIIT Pet-37 (Parkhi et al., 2012).
By default, we restrict the number of unlabelled images per category inD train to 3, i.e., jD train

c j = 3
(randomly sampled from the training split). Additionally, we evaluate under an imbalanced class
distribution scenario where1 � jD train

c j � 10. Dataset speci�cs are detailed in the App. A.

Evaluation Metrics. Given the unsupervised nature of the task, a one-to-one match between
the elements in the ground truth setC and the candidate setbC� can not be guaranteed. For this
reason, we employ two synergistic metrics:Clustering Accuracy(cACC) andSemantic Similarity
(sACC) to asses performance in FGVR task, following (Conti et al., 2023). cACC evaluates the
model's performance in clustering images from the same category together, but does not consider the
semantics of the cluster labels. This gap is �lled by sACC, which leverages Sentence-BERT (Reimers
& Gurevych, 2019) to compare the semantic similarity of the cluster's assigned name with the ground-
truth category. sACC also helps gauge the gravity of errors in �ne-grained discovery scenarios. For
example, clustering a “Seagull” as a “Gull” would yield a higher sACC compared to grouping it to
the “Swallow” cluster, given the former mistake is less severe. In summary, the sACC and cACC
jointly ensure that the samples in a cluster are not only similar but also possess the correct semantics.

Implementation Details. We used BLIP-2 (Li et al., 2023) Flan-T5xxl as our VQA, ChatGPT (Ope-
nAI, 2022) gpt-3.5-turbo model as our LLM via its public API, and CLIP (Radford et al., 2021)
ViT-B/16 as the VLM. The multi-modal fusion hyperparameter and exemplar augmentation times are
set to� = 0 :7 andK = 10. We elaborate prompt design detail in App. B.2.

Compared Methods.Given that FGVRwithoutexpert annotations is a relatively new task, except
CLEVER (Choudhury et al., 2023), other baselines are not available in the literature. To this end, we
introduced several strong baselines: (i) CLIP zero-shot transfer using the ground-truth class names as
the upper bound (UB) performance, as only experts can possess the knowledge of true class names
in C. (ii ) WordNet baseline that uses the CLIP and a large vocabulary of 119k nouns sourced from
the WordNet (Miller, 1995) as class names. (iii ) BLIP-2 Flan-T5xxl , a VQA baseline, that indenti�es
the object category by answering a question of the template"What is the name of the main
object in this image?" . (iv) SCD (Han et al., 2023) that �rst uses non-parametric clustering to
group unlabeled images, and then utilizes CLIP to narrow down the unconstrained vocabulary of
119k-noun WordNet and 11k-bird names sourced from Wikipedia. (v) CaSED (Conti et al., 2023)
uses CLIP to �rst retrieve captions from a large 54.8-million-entry knowledge base, a subset of
PMD (Singh et al., 2022). After parsing the nouns from the captions, CaSED uses CLIP to classify
each image. (vi) KMeans (Ahmed et al., 2020) on top of CLIP visual features. (vii ) Sinkhorn-Knopp
based parametric clustering in (Caron et al., 2020) using CLIP and DINO (Caron et al., 2021) features.
All the baselines we re-run use ViT-B/16 as the CLIP vision encoder. Refer to App. C for details.

3.1 BENCHMARKING ON FINE-GRAINED DATASETS

Quantitative comparison I: The battle of machine-driven approaches.We benchmarked our
FineR system for the task of FGVR without expert knowledge on the �ve �ne-grained datasets. We
�rst evaluated on a minimal training set comprising three random images per category (jD train

c j = 3 ).
As shown in Tab. 1, our FineR system outperforms the second-best method (BLIP-2) by a substantial
margin, giving improvements of+9 :8% in cACC and+5 :7% in sACC averaged on the �ve datasets.
We also evaluated a more realistic scenario,i.e., imbalanced (long-tailed) image distribution for class
name discovery (1 � jD train

c j � 10) and report the results in Tab. 2. Despite the heightened discovery
dif�culty posed by imbalanced distribution, our FineR system still consistently outperforms the
second-best method, achieving an average improvement of+7 :3% in cACC and+2 :2% in sACC.
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Bird-200 Car-196 Dog-120 Flower-102 Pet-37 Average
cACC sACC cACC sACC cACC sACC cACC sACC cACC sACC cACC sACC

Zero-shot (UB) 57.4 80.5 63.1 66.3 56.9 75.5 69.7 77.8 81.7 87.8 65.8 77.6

CLIP-Sinkhorn 23.5 - 18.1 - 12.6 - 30.9 - 23.1 - 21.6 -
DINO-Sinkhorn 13.5 - 7.4 - 11.2 - 17.9 - 5.2 - 19.1 -
KMeans 36.6 - 30.6 - 16.4 - 66.9 - 32.8 - 36.7 -
WordNet 39.3 57.7 18.3 33.3 53.9 70.6 42.1 49.8 55.4 61.9 41.8 54.7
BLIP-2 30.9 56.8 43.1 57.9 39.0 58.6 61.9 59.1 61.3 60.5 47.2 58.6
CLEVER † 7.9 - - - - - 6.2 - - - - -
SCD † 46.5 - - - 57.9 - - - - - - -
CaSED 25.6 50.1 26.9 41.4 38.0 55.967.2 52.3 60.9 63.6 43.7 52.6

FineR (Ours) 51.1 69.5 49.2 63.5 48.1 64.9 63.8 51.3 72.9 72.4 57.0 64.3

Table 1: cACC(%) and sACC (%) comparison on the �ve �ne-grained datasets.jD train
c j = 3 . Results reported

are averaged over 10 runs.†: SCD and CLEVER results are quoted from original paper (SCD uses theentire
dataset for class name discovery and assumes the number of classes known asa-priori). Best and second-best
performances are colouredGreen and Red , respectively. Gray presents the upper bound (UB).

Figure 4: Comparison with the learning-based
methods. cACC is averaged on �ve datasets.

Figure 5: Human study results. Averages computed across 30
participants are reported.

Among the compared methods, BLIP-2 stands out, largely owing to its powerful vision-
aligned Flan-T5xxl language core and its large training knowledge base (Li et al., 2023).

Average cACC sACC

Zero-shot (UB) 65.8 77.6

WordNet 41.8 54.7
BLIP-2 44.6 59.0
CaSED 40.8 51.1

FineR (Ours) 51.9 61.2
Table 2: Comparison withimbal-
ancedD train across �ve �ne-grained
datasets. Averages reported.

The WordNet baseline, SCD, and CaSED show strong perfor-
mance on specialized datasets such as Dog-120 and Flower-102,
largely due to their exhaustive knowledge bases. Speci�cally,
WordNet and SCD cover all ground-truth Dog-120 categories,
while CaSED's PMD (Singh et al., 2022) knowledge base includes
101 of 102 ground-truth Flower-102 categories. In contrast, our
reasoning-basedFineR system achieves signi�cant improvements
across various datasetswithout explicitly needing to query any
external knowledge base. Moreover, with just a few unlabeled im-
ages, our method surpasses learning-based approaches that utilize
the full-scale training split, as illustrated in Fig. 4.

Quantitative comparison II: From layperson to expert - where do we stand?Echoing with our
initial motivation of democratizing FGVR, we conducted a human study to establish layperson-level
baselines on the Car-196 and Pet-37 datasets. In short, we presented one image per category to 30
non-expert participants and asked them to identify the speci�c car model or pet breed. If unsure,
the participants were asked to describe the objects. The collected answers were then used to build
a zero-shot classi�er with CLIP, and forms theLayperson baseline. For theExpert baseline we
have used the UB baseline, which uses the ground-truth class names, as described before. As shown
in Fig. 5, on the Car-196 dataset, the Layperson baseline outperforms all machine-based methods,
except our FineR system. On the Pet-37 dataset, our method distinguishes itself as the top performer
among machine-based approaches. This human study shows that FineR successfully narrows the gap
between laypersons and experts in FGVR. Further details in App. J.

Qualitative comparison. We visualize and analyze the predictions of different methods in Fig. 6. On
the Bird-200 dataset (1st row), our FineR system shines in recognizing speci�c bird species, notably
the “Dark-eyed Junco”. Our FineR system successfully captures the nuance of the “dark-eyed” visual
feature, setting it apart from visually similar birds like the more generic “Junco”. In contrast, the
compared methods tend to predict coarse-grained and common categories, like “Junco”, as they
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Figure 6: Qualitative comparison on Bird-200, Car-196, and Flower-102 datasets. Digital zoom recommended.

do not emphasize or account for �ner details necessary in FGVR. Similar trends are evident in the
example of “Jeep Grand Cherokee SUV 2012” (2nd row left). While all methods struggle with
the “Bentley Continental GT Couple 2012” (2nd row right), our system offers the closest and most
�ne-grained prediction. The most striking observation comes from the Flower-102 dataset. Our
system outshines the ground-truth in the prediction results of the “Lotus” category (4th row left),
classifying it more precisely as a “Pink Lotus” aided by the attribute information “primary flower
color: pink ” during reasoning. And in cases where all models misidentify the “Blackberry Lily”
(4th row right), our system offers the most plausible prediction, the “Orange-spotted Lily”, informed
by the �ower's distinctive orange spots in the petals. This further con�rms that our system effectively
captures �ne-grained visual details from images and leverages them for reasoning. This qualitative
analysis demonstrates that FineR not only generates precise, �ne-grained predictions but also displays
high semantic awareness. This holds true even when predictions are only partially correct, thereby
mitigating the severity during misclassi�cation. Refer to App. H for more qualitative results.

3.2 BENCHMARKING ON THE NOVEL POKEMON DATASET

Figure 7: Comparison on the novel Pokemon dataset (3 images per category for discovery, 10 for evaluation).

To further investigate the FGVR capability of FineR on more novel concepts, we introduce a new
Pokemon dataset comprised of 10 Pokemon characters, sourced from Pokedex (Nintendo, 2023)
and Google Image Search, as shown in Fig. 7(a). One can notice that each pair of Pokemons (each
column) have subtle visual differences. As shown in Fig. 7(b), it is hardly surprising that the WordNet
baseline fails to discover any of the Pokemon categories, scoring0=10, given the absence of most
speci�c Pokemon names in its knowledge base. BLIP-2 and CaSED appear to mainly identify only
the most common Pokemon classes. Although CaSED does have all ten ground-truth Pokemon names
in its PMD knowledge base, it still fails to discover most of these categories. We conjecture this
failure to the high visual similarity between the Pokemons characters and their real-world analogs,
compounded by CLIP scoring preferences (Ge et al., 2023). As revealed in Fig. 7(b), the classes
identi�ed by CaSED predominantly feature real-world categories resembling the Pokemons (e.g., the
animal “turtle” rather than the character “Squirtle”). In stark contrast, our FineR system successfully
discovers7=10ground-truth Pokemon categories, consequently outperforming the second-best result
by +31:6% in cACC and+25:9% in sACC as shown in Fig. 7(c).

3.3 ABLATION STUDY

We report an ablation analysis of the proposed components of FineR in Tab. 3. As shown in row
2 of Tab. 3, the Noisy Name Denoiser (NND) for the name re�nement process (Sec. 2.2.2) stands
out as the most impactful, improving cACC by+6 :0%and sACC by+4 :7%over the baseline that
simply uses the preliminary candidate namesĈ for classi�cation. This validates its effectiveness in
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