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2LTCI, Télécom Paris, IP Paris
{marlenec,mmuckley,jjverbeek}@meta.com
stephane.lathuiliere@telecom-paris.fr

ABSTRACT

Image codecs are typically optimized to trade-off bitrate vs. distortion metrics. At
low bitrates, this leads to compression artefacts which are easily perceptible, even
when training with perceptual or adversarial losses. To improve image quality and
remove dependency on the bitrate we propose to decode with iterative diffusion
models. We condition the decoding process on a vector-quantized image repre-
sentation, as well as a global image description to provide additional context. We
dub our model “PerCo” for “perceptual compression”, and compare it to state-
of-the-art codecs at rates from 0.1 down to 0.003 bits per pixel. The latter rate
is more than an order of magnitude smaller than those considered in most prior
work, compressing a 512×768 Kodak image with less than 153 bytes. Despite
this ultra-low bitrate, our approach maintains the ability to reconstruct realistic im-
ages. We find that our model leads to reconstructions with state-of-the-art visual
quality as measured by FID and KID. As predicted by rate-distortion-perception
theory, visual quality is less dependent on the bitrate than previous methods.

1 INTRODUCTION

Traditional image and video codecs are optimized for the rate-distortion function (Shannon, 1948),
which minimizes the expected size of the data under a distortion constraint such as mean-squared
error. Recent research has developed neural image compression methods that surpass handcrafted
image compression codecs in terms of rate-distortion performance (Ballé et al., 2017; Ballé et al.,
2018; Cheng et al., 2020; He et al., 2022a). However, optimization for the rate-distortion function
comes at a cost of “realism”, where realism is mathematically related to the statistical fidelity or
f -divergence between the compressed image distribution and the true image distribution (Blau &
Michaeli, 2018; 2019). The typical qualitative manifestation of unrealistic images is blurring.

Generative modeling compensates for artefacts such as blurring by introducing a divergence
term (Agustsson et al., 2019; Mentzer et al., 2020; Muckley et al., 2023), typically in the form
of an adversarial discriminator loss, which improves human-perceptual performance (Mentzer et al.,
2020). Such codecs are called “generative compression” codecs, and are evaluated in terms of the
rate-distortion-realism tradeoff (Blau & Michaeli, 2019). A further result of rate-distortion-realism
theory is the theoretical possibility of a perfect realism codec, i.e., a codec with no f -divergence,
and zero FID across all rates, with no more than twofold increase in mean-squared error from the
rate-distortion optimal codec. This result motivates research on perfect realism codecs, where orig-
inal and reconstruction are different from each other, but it is not possible to tell which is which.
Such codecs are particularly interesting for extremely low bitrate settings, where existing codecs
introduce severe artefacts that are easily perceptible, see Fig. 1. So far, the primary effort towards
building such a codec was the work of Theis et al. (2022), who demonstrated lower FID scores than
HiFiC (Mentzer et al., 2020) via a combination of a pretrained variational diffusion model and re-
verse channel coding. However, computational constraints prohibited application to images larger
than 64×64 pixels.

In this paper we make further progress towards perfect-realism codecs. Similar to Theis et al. (2022),
we leverage a pretrained text-to-image diffusion model; however, rather than using the diffusion
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