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ABSTRACT

Text-conditioned diffusion models have emerged as a promising tool for neural
video generation. However, current models still struggle with intricate spatiotem-
poral prompts and often generate restricted or incorrect motion. To address these
limitations, we introduce LLM-grounded Video Diffusion (LVD). Instead of di-
rectly generating videos from the text inputs, LVD first leverages a large language
model (LLM) to generate dynamic scene layouts based on the text inputs and subse-
quently uses the generated layouts to guide a diffusion model for video generation.
We show that LLMs are able to understand complex spatiotemporal dynamics from
text alone and generate layouts that align closely with both the prompts and the
object motion patterns typically observed in the real world. We then propose to
guide video diffusion models with these layouts by adjusting the attention maps.
Our approach is training-free and can be integrated into any video diffusion model
that admits classifier guidance. Our results demonstrate that LVD significantly
outperforms its base video diffusion model and several strong baseline methods in
faithfully generating videos with the desired attributes and motion patterns.

1 INTRODUCTION

Text-to-image generation has made significant progress in recent years (Saharia et al., 2022; Ramesh
et al., 2022). In particular, diffusion models (Ho et al., 2020; Dhariwal & Nichol, 2021; Ho et al.,
2022b; Nichol et al., 2021; Nichol & Dhariwal, 2021; Rombach et al., 2022) have demonstrated
their impressive ability to generate high-quality visual contents. Text-to-video generation, however,
is more challenging, due to the complexities associated with intricate spatial-temporal dynamics.
Recent works (Singer et al., 2022; Blattmann et al., 2023; Khachatryan et al., 2023; Wang et al.,
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Figure 1: Left: Existing text-to-video diffusion models such as Wang et al. (2023) often encounter
challenges in generating high-quality videos that align with complex prompts. Right: Our training-
free method LVD, when applied on the same model, allows the generation of realistic videos that
closely align with the input text prompt.
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2023) have proposed text-to-video models that speci cally aim to capture spatiotemporal dynamics
in the input text prompts. However, these methods still struggle to produce realistic spatial layouts or
temporal dynamics that align well with the provided prompts, as illustrated in Fig. 1.

Despite the enormous challenge for a diffusion model to generate complex dynamics directly from
text prompts, one possible workaround is to rst generate explicit spatiotemporal layouts from the
prompts and then use the layouts to control the diffusion model. In fact, recent work (Lian et al., 2023;
Feng et al., 2023; Phung et al., 2023) on text-to-image generation proposes to use Large Language
Models (LLMs) (Wei et al., 2022; OpenAl, 2020; 2023) to generate spatial arrangement and use it to
condition text-to-image models. These studies demonstrate that LLMs have the surprising capability
of generating detailed and accurate coordinates of spatial bounding boxes of each object based on the
text prompt, and the bounding boxes can then be utilized to control diffusion models, enhancing the
generation of images with coherent spatial relationships. However, it has not been demonstrated if
LLMs can generatdynamicscene layouts for videos on both spatial and temporal dimensions. The
generation of such layouts is a much harder problem, since an object's motion patterns often depend
on both the physical properties.§, gravity) and the object's attributes.(), elasticity vs rigidity).

In this paper, we investigate whether LLMs can generate spatiotemporal bounding boxes that are
coherent with a given text prompt. Once generated, these box sequences, termed Dynamic Scene
Layouts (DSLs), can serve as an intermediate representation bridging the gap between the text prompt
and the video. With a simple yet effective attention-guidance algorithm, these LLM-generated DSLs
are leveraged to control the generation of object-level spatial relations and temporal dynamics in a
training-free manner. The whole method, referred to as LLM-grounded Video Diffus\on ), is
illustrated in Fig. 2. As shown in Fig. LVD generates videos with the speci ed temporal dynamics,
object attributes, and spatial relationships, thereby substantially enhancing the alignment between the
input prompt and the generated content.

To evaluatelLVD's ability to generate spatial layouts and temporal dynamics that align with the
prompts, we propose a benchmark with ve tasks, each requiring the understanding and generation of
different spatial and temporal properties in the prompts. We show.¥Hatsigni cantly improves

the text-video alignment compared to several strong baseline models. We also elklData
common datasets such as UCF-101 (Soomro et al., 2012) and MSR-VTT (Xu et al., 2016) and
conducted an evaluator-based assessment, ilviDeshows consistent improvements over the base
diffusion model that it uses under the hood.

Contributions. 1) We show that text-only LLMs are able to generate dynamic scene layouts that
generalize to previously unseen spatiotemporal sequeggd¥e propose LLM-grounded Video
Diffusion (LVD), the rst training-free pipeline that leverages LLM-generated dynamic scene layouts
for enhanced ability to generate videos from intricate text pron®)té/e introduce a benchmark for
evaluating the alignment between input prompts and the videos generated by text-to-video models.

2 RELATED WORK

Controllable diffusion models. Diffusion models have made a huge success in content cre-
ation (Ramesh et al., 2022; Song & Ermon, 2019; Ho et al., 2022b; Liu et al., 2022; Ruiz et al., 2023;
Nichol et al., 2021; Croitoru et al., 2023; Yang et al., 2022; Wu et al., 2022). ControlNet (Zhang

et al., 2023) proposes an architectural design for incorporating spatial conditioning controls into
large, pre-trained text-to-image diffusion models using neural networks. GLIGEN (Li et al., 2023)
introduces gated attention adapters to take in additional grounding information for image generation.
Shape-guided Diffusion (Huk Park et al., 2022) adapts pretrained diffusion models to respond to
shape input provided by a user or inferred automatically from the text. Control-A-Video (Chen et al.,
2023b) train models to generate videos conditioned on a sequence of control signals, such as edge
or depth maps. Despite the impressive progress made by these works, the challenge of generating
videos with complex dynamics based solely on text prompts remains unresolved.

Text-to-video generation. Although there is a rich literature on video generation (Brooks et al.,

2022; Castrejon et al., 2019; Denton & Fergus, 2018; Ge et al., 2022; Hong et al., 2022; Tian et al.,
2021; Wu et al., 2021), text-to-video generation remains challenging since it requires the model
to synthesize the video dynamics based only on text. Make-A-Video (Singer et al., 2022) breaks
down the entire temporal U-Net (Ronneberger et al., 2015) and attention tensors, approximating
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Figure 2: Our methodlVD improves text-to-video diffusion models by turning the text-to-video
generation into a two-stage pipeline. In stage 1, we introduce an LLM as the spatiotemporal planner
that creates plans for video generation in the form of a dynamic scene layout (DSL). A DSL includes
objects bounding boxes that are linked across the frames. In stage 2, we condition the video generation
on the text and the DSL with a DSL-grounded video generator. Both stages are traininigkivse:

and diffusion models are used off-the-shelf without updating their param@&gnssing DSL as an
intermediate representation for text-to-video generatid) generates videos that align much better

with the input prompts compared to its vanilla text-to-video model counterpart.

them in both spatial and temporal domains, and establishes a pipeline for producing high-resolution
videos. Imagen Video (Ho et al., 2022a) creates high-de nition videos through a foundational video
generation model and spatial-temporal video super-resolution models. Video LDM (Blattmann et al.,
2023) transforms the image generator into a video generator by adding a temporal dimension to
the latent space diffusion model. Text2Video-Zero (Khachatryan et al., 2023) introduces two post-
processing techniques for ensuring temporal consistency: encoding motion dynamics in latent codes
and reprogramming frame-level self-attention with cross-frame attention mechanisms. However,
these models still easily fail in generating reasonable video dynamics due to the lack of large-scale
paired text-video training data that can cover diverse motion patterns and object attributes, let alone
the demanding computational cost to train with such large-scale datasets.

Grounding and reasoning from large language models.Several recent text-to-image models
propose to feed the input text prompt into an LLM to obtain reasonable spatial bounding boxes and
generate high-quality images conditioned on the boxes. LMD (Lian et al., 2023) proposes a training-
free approach to guide a diffusion model using an innovative controller to produce images based
on LLM-generated layouts. LayoutGPT (Feng et al., 2023) proposes a program-guided method to
adopt LLMs for layout-oriented visual planning across various domains. Attention refocusing (Phung
et al., 2023) introduces two innovative loss functions to realign attention maps in accordance with a
speci ed layout. Collectively, these methods provide empirical evidence that the bounding boxes
generated by the LLMs are both accurate and practical for controlling text-to-image generation. In
light of these ndings, our goal is to enhance the ability of text-to-video models to generate from
prompts that entail complex dynamics. We aim to do this by exploring and harnessing the potential of
LLMs in generating spatial and temporal video dynamics. A concurrent work VideoDirectorGPT (Lin
et al., 2023) proposes using an LLM in multi-scene video generation, which pursues a different focus
and technical route. It explores training diffusion adapters for additional conditioning, while LVD
focuses on inference-time guidance and in-depth analysis on the generalization of the LLMs.

3 CAN LLM s GENERATE SPATIOTEMPORAL DYNAMICS?

In this section, we explore the extent to which LLMs are able to produce spatiotemporal dynamics
that correspond to a speci ed text promjte aim to resolve three questions in this investigation:

1. Can LLMs generate realistic dynamic scene layouts (DSLs) aligned with text prompts and discern
when to apply speci ¢ physical properties?

2. Does the LLM's knowledge of these properties come from its weights, or does the understanding
of these concepts develop during inference on the y?

3. Can LLMs generalize to broader world concepts and relevant properties based on the given
examples that only entail limited key properties?
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Figure 3:In-context examples.We propose to prompt the LLMs witbnly one in-context example

per key desirable propertfxample(a)/(b)/(c) demonstrates gravity/elasticity/perspective projection,
respectively. In Section 3, we show LLMs are able to generate DSLs aligned with the query prompts
with only these in-context examples, empowering downstream applications such as video generation.

To prompt the LLM for dynamics generation, we query the LLM with a prompt that consists of two
parts: task instructions in text and a few examples to illustrate the desired output and rules to follow.
Following the prompt, we query the LLM to perform completion, hereby generating the dynamics.

Task instructions. We ask the LLM to act as a “video bounding box generator”. In the task setup,
we outline task requirements like the coordinate system, canvas size, number of frames, and frame
speed. We refer readers to our Appendix A.3 for the complete prompt.

DSL representation. We ask the LLM to represent the dynamics for each video using a Dynamic
Scene Layout (DSL), which is a set of bounding boxes linked across the frames. LLMs are prompted
to sequentially generate the boxes visible in each frame. Each box has a representation that includes
the location and size of the box in numerical coordinates, as well as a phrase describing the enclosed
object. Each box is also assigned a numerical identi er starting fdpamd boxes across frames are
matched using their assigned IDs without employing a box tracker.

In-context examples.LLMs might not understand our need for real-world dynamics such as gravity

in the DSL generation, which can lead to assumptions that may not align with our speci c goals.
To guide them correctly, we provide examples that highlight the desired physical properties for
generating natural spatiotemporal layouts. A key question arises: How many examples do LLMs
need in order to generate realistic layouts, given they are not designed for real-world dynamics?
One might assume they need numerous prompts to grasp the complex math behind box coordinates
and real-world dynamics. Contrary to such intuition, we suggest presenting the LLM with a few
examples demonstrating key physical properties and wsihgone example for each desired property
Surprisingly, this often suf ces for LLMs to comprehend various aspects including physical properties
and camera motions, empowering downstream applications such as video generation (Section 4). We
also nd that LLMs can extrapolate from provided examples to infer related properties that are not
explicitly mentioned. This means we do not need to list every desired property but just highlight a
few main ones. Our in-context examples are visualized in Fig. 3, with more details in Appendix A.3.

Reason before generationTo improve the interpretability of the LLM output, we ask the LLM

to output a brief statement of its reasoning before starting the box generation for each frame. We
also include a reasoning statement in each in-context example to match the output format. We refer
readers to Appendix A.1 for examples and analysis of reasoning statements from the LLM.

Investigation setup.With the potential downstream of video generation, we categorize the desired
physical properties into world properties and camera properties. Speci cally, we examine gravity
and object elasticity as world properties and perspective projection as a camera property. However,
the surprising generalization capabilities indicate promising opportunities for LLMs to generalize
to otheruninvestigated propertie\s displayed in Fig. 3, we provide the LLM with one example

for each of the three properties. We then query the LLM with a few text prompts for both world
properties and camera properties (see Fig. 4). We use GPT-4 (OpenAl, 2023) for investigation in this
section. Additional models are explored in Section 5, con rming they exhibit similar capabilities.

Discoveries. We discovered that for various query scenarios, either seen or unseen, LLMs can
create realistic DSLs aligned with the prompt. Notably, this ability is rooted in the LLM's inherent
knowledge, rather than solely relying on provided examples. For instance, given the ball example
that shows the presence of elasticity in our desired world for LLM to simulate (Fig. 3(b)), LLM
understands that the ball, when thrown, will hit the ground and bounce back (Fig. 4(a)), no matter
whether it was thrown from the left (Fig. 3(b)) or right. Furthermore, LLM is able to generalize to
objects with different elasticity. For example, when replacing the ball with a rock without updating
in-context examples (Fig. 4(b)), LLM recognizes that rocks are not elastic, hence they do not bounce,
but they still obey gravity and fall. This understanding is reachigdout explicit textual cues about

the object's nature in either our instructions or our exampl8sce this ability is not derived from

the input prompt, it must originate from the LLM's weights. To illustrate our point further, we show
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Figure 4:DSLs generated by the LLM from input text prompts with only in-context examples in

Fig. 3. Remarkably, despit®t having any textual explanations on the applicability of each physical
property, the LLM discerns and applies them appropriatédyb) The LLM selectively applies the
elasticity rule to the ball but not the rock, even though the attributes of a rock are never mentioned in
the example(c) The LLM infers world context from the examples and factors in air friction, which

is not mentioned either, when plotting the paper airplane’s trajec{d+f). reveal the LLM's inherent
grasp of the role of viewpoint in in uencing object dynamics, without explicit instructions in the
examples. These discoveries suggest that LM's innate knowledge, embedded in its weights,
drives this adaptability, rather than solely relying on the provided examples.

Figure 5:Videos generated by our method LVDfrom the DSLs in Fig. 4. Our approach generates
videos that correctly align with input text promp{a-c) show various objects thrown from the right
to the left.(d-f) depict objects of the same type viewed from different viewpoints.

the LLM that the “imagined camera” follows the principle of perspective geometry in Fig. 3(c):
as the camera moves away from a painting, the painting appears smaller. We then test the LLM
with a scenario not directly taught by our examples, as shown in Fig. 4(e,f). Even without explicit
explanations about how perspective geometry varies with camera viewpoint and object motion, the
LLM can grasp the concept. If the car's forward movement is perpendicular to the direction that the
camera is pointing at, perspective geometry does not apply.

More compellingly, by setting the right context of the imagined wotldMs can make logical
extensions to properties not speci ed in the instructions or exampleshown in Fig. 4(d), the LLM
recognizes that the principles of perspective geometry applies not just when a camera moves away
from a static object (introduced in Fig. 3(c)), but also when objects move away from a stationary
camera. This understanding extends beyond our given examples. As seen in Fig. 4(c), even without
explicit mention of air friction, the LLM takes it into account for a paper airplane and generates a
DSL in which the paper airplane is shown to fall slower and glide farther than other queried objects.
This indicates that our examples help establish an imagined world for the LLM to simulate, removing
the need for exhaustive prompts for every possible scenario. LLMs also demonstrate understanding
of buoyancy and animals' moving patterns to generate realistic DSLs for Fig. 1 in the reasoning
statements. We refer the readers to these statements in Appendix A.1.

These observations indicate that LLMs are able to successfully generate DSLs aligned with complex
prompts given only the three in-context examples in Fig. 3. We therefore use these in-context
examples and present further quantitative and qualitative analysis in Section 5.

4 DSL-GROUNDEDVIDEO GENERATION

Leveraging the capability of LLMs to generate DSLs from text prompts, we introduce an algorithm
for directing video synthesis based on these DSLs. Our DSL-grounded video generator directs an
off-the-shelf text-to-video diffusion model to generate videos consistent with both the text prompt
and the given DSL. Our method does not require ne-tuning, which relieves it from the need for
instance-annotated images or videos and the potential catastrophic forgetting incurred by training.
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