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DISTRIBUTIONALLY ROBUST OPTIMIZATION
WITH BIAS AND VARIANCE REDUCTION
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ABSTRACT

We consider the distributionally robust optimization (DRO) problem, wherein a
learner optimizes the worst-case empirical risk achievable by reweighing the ob-
served training examples. We present Prospect, a stochastic gradient-based algo-
rithm that only requires tuning a single learning rate hyperparameter, and prove
that it enjoys linear convergence for smooth regularized losses. This contrasts
with previous algorithms that either require tuning multiple hyperparameters or
potentially fail to converge due to biased gradient estimates or inadequate reg-
ularization. Empirically, we show that Prospect can converge 2-3x faster than
baselines such as SGD and stochastic saddle-point methods on distribution shift
and fairness benchmarks spanning tabular, vision, and language domains.

1 INTRODUCTION

The ingredients of empirical risk minimization (ERM) are generally considered to be: a model with
parameters w € R? (e.g. a neural network), a training set z1,...,%, € Z of independent and
identically distributed realizations of a random variable Z ~ P, a loss function ¢ : R% x Z — R,
and an optimization algorithm that solves
min Ezp, [((w,Z)], (D
weRd
where P, is the empirical distribution of {z;},_;. The fourth ingredient—often taken for granted—is
the choice of risk functional, which aggregates the distribution of £(w, Z) into a univariate summary
to be minimized. The objective (1) (the expected loss under P, ) is an unbiased estimate of the
expected loss under an underlying data-generating distribution P; however, a deployed model often
observes data from distributions other than P. Motivated by this practical phenomenon, we consider
instead an objective that explicitly captures sensitivity to such distribution shifts:

- Ezq [((w,2)] — vD(Q||P,), 2
min, max z~q [U(w, Z)] = vD(Q||Py) 2)

n
=

in which Q is an uncertainty set of probability measures, v > 0 is a hyperparameter, and D(Q||P,,)
represents the divergence of () from the original training distribution P, (e.g. the x? or Kullback
Leibler divergence). The objective (2) emulates a game in which nature pays a price of v per unit
D(Q)||P,) to replace the expected loss under P,, with the expected loss Ez~.q [¢(w, Z)] associated
with the shifted distribution (). Since v penalizes these shifts, we shall refer to it as the shift cost.

Objectives of the form (2), known as distributionally robust optimization (DRO) problems, have
seen a wave of recent interest in machine learning theory and practice (Chen & Paschalidis, 2020).
Historically used in quantitative finance, a popular such objective is the conditional value-at-risk
(CVaR, ak.a. superquantile/expected shortfall/average top-% loss). In terms of methods, the CVaR
has been used as a canonical DRO objective (Fan et al., 2017; Kawaguchi & Lu, 2020; Rahimian &
Mehrotra, 2022), as well as in unsupervised learning (Maurer et al., 2021), reinforcement learning
(Singh et al., 2020), and federated learning (Pillutla et al., 2023). In applications, it has also been
employed for robust language modeling (Liu et al., 2021) and robotics (Sharma et al., 2020). The
superquantile/CVaR falls into the broader category of spectral risk measures (SRMs), a class of
DRO objectives that includes the extremile and exponential spectral risk measure (ESRM) (Acerbi
& Tasche, 2002; Cotter & Dowd, 2006; Daouia et al., 2019).
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Motivated by 1) the success of the superquantile in applications and 2) the importance of stochastic
optimization in machine learninghe principal goal of this paper is to develop stochastgo-
rithms for spectral risk minimizatian

Contributions. We propose Prospect, a stochastic algorithm for optimizing spectral risk measures
with only one tunable hyperparameter: a constant learning rate. Theoretically, Prospect converges
linearly foranypositive shift cost on regularized convex losses. This contrasts with previous stochas-
tic methods that fail to converge due to bias (Levy et al., 2020; Kawaguchi & Lu, 2020), may not
converge for small shift costs (Mehta et al., 2023), or have multiple hyperparameters (Palaniappan
& Bach, 2016). Experimentally, Prospect demonstrates equal or faster convergence than competi-
tors on the training objective on nearly all objectives and datasets considered, and exhibits higher
stability with respect to external metrics on fairness and distribution shift benchmarks.

Related Work. Examples of DRO formulations range throughout diverse contexts such as rein-
forcement (Liu et al., 2022b; Kallus et al., 2022; Liu et al., 2022c; Xu et al., 2023; Wang et al.,
2023; Lotidis et al., 2023; Kallus et al., 2022; Ren & Majumdar, 2022; Clement & Kroer, 2021),
continual (Wang et al., 2022), interactive (Yang et al., 2023; Mu et al., 2022; Inatsu et al., 2021;
Sinha et al., 2020), Bayesian (Tay et al., 2022; Inatsu et al., 2022), and federated (Deng et al., 2020;
Pillutla et al., 2023) learning, along with dimension reduction (Vu et al., 2022), computer vision
(Samuel & Chechik, 2021; Sapkota et al., 2021), and structured prediction (Li et al., 2022; Fathony
et al., 2018). Various forms of these objectives are parameterized by the uncertai@tyirsetid-

ing those based oh-divergences (Levy et al., 2020; Ben-Tal et al., 2013), the Wasserstein metric
(Blanchet et al., 2019b; Kuhn et al., 2019), maximum mean discrepancy (Kirschner et al., 2020;
Staib & Jegelka, 2019; Nemmour et al., 2021), or more general classes of metrics (Husain, 2020;
Shapiro, 2017). We focus on SRM objectives, as motivated in detail in Sec. 2 and Appx. B.

These objectives also yield connections to other areas in modern machine learning. They are a spe-
cial case okubpopulation shiftwherein the data-generating distribution is modeled as a mixture of
subpopulations, and the distribution shift stems from changes in the mixture. In our case, the sub-
populations are point masses at the observed data points. In the coratgarithmic fairnessthe
subpopulations may represent data conditioned on some protected attribute (e.g. race, gender, age
range), and common notations of fairness sucklesographic/statistical parityAgarwal et al.,

2018; 2019) impose (informally) that model performance with respect to each subpopulation should
be roughly equal. As such, robustness to reweighting and algorithmic fairness are often aligned no-
tions (Williamson & Menon, 2019), with recent research arguing that distributionally robust models
are more fair (Hashimoto et al., 2018; Vu et al., 2022) and that fair models are more distribution-
ally robust (Mukherjee et al., 2022). In supervised learning, the data distribution is modeled as

P = Px.y for afeature-label paifX;Y ) and related settings @bvariate shif{changes iPx and

notPyjx ) (Sugiyama et al., 2007) as well @bel shift(changes ifPy and notPy ;v ) (Lipton et al.,

2018) may also modeled with distributional robustness (Zhang et al., 2021) as illustrated in Fig. 1.

In these settings, distributional robustness may be described as a property of learned representations
that are transferable to multiple tasks (S owik & Bottou, 2022).

In comparisons, we include stochastic algorithms that either are single-hyperparameter “out-of-the-
box” methods such as stochastic gradient descent and stochastic regularized dual averaging (Xiao,
2009), or multi-hyperparameter methods that converge linearly on strongly convex SRM-based ob-
jectives, such as LSVRG (Mehta et al., 2023) and stochastic saddle-point SAGA (Palaniappan &
Bach, 2016). Note that LSVRG may not converge for small shift costs. Other methods may achieve
sublinear convergence rates, even with multiple hyperparameters (Yu et al., 2022; Ghosh et al., 2021;
Carmon & Hausler, 2022; Li et al., 2019; Shen et al., 2022; Yazdandoost Hamedani & Jalilzadeh,
2023; Namkoong & Duchi, 2016). Non-convex settings have also been studied (Jin et al., 2021;
Jiao et al., 2022; Sagawa et al., 2020; Luo et al., 2020), as well as statistical aspects of resulting
minimizes of DRO objectives (Liu et al., 2022a; Blanchet et al., 2019a; Zeng & Lam, 2022; Maurer
etal., 2021; Lee et al., 2020; Khim et al., 2020; Zhou & Liu, 2023; Zhou et al., 2021; Cranko et al.,
2021; S owik & Bottou, 2022). Our goal is to achieve unconditional linear convergence for smooth,
strongly convex (regularized) losses with a single hyperparameter.

We usestochastidnterchangeably witincremental meaning algorithms that mak(1) calls per iteration
to a xed set of oracle$('i;r "i)g., , andnot streamingalgorithms that sample fresh data at each iteration.
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Figure 1: Notions of Distribution Shift. lllustration of various forms of distribution shift that are
characterized by maintaining the same training data but changing the weight of each example.

2 MINIMIZING SPECTRALRISK WITH BIAS AND VARIANCE REDUCTION

We rst describe the key technical challenges in constructing a stochastic optimizer for spectral risk
measures and how Prospect tackles them. Because we consider a xed training setnohsize

usef -divergences fob (reviewed in AppxpBrz, we may parameterize probability measQréy a

setof weightgf2 P f p2 R":p 0, ., pi =1gindicating the probability mass allotted

uniform weightsl, =n = (1 =n;:::;1=n). We can then rewrite (2) in the convenient form

n P [0}
min Rp ("(w)) for Rp (I) := max i”:l Gli D (gkln=n) ; 3)
w2 Rd q2P

order to build a convergent stochastic algorithm, we will construct an estivndite the gradient
of (3) based on a single data indexuch that; ' r  Rp ("(w)) as the iteration counter approaches
in nity. Precisely, we require that for ~ Unif[n],
. 12 = . 12 . 12
Ekr Rp (C(w)) vk rr Rp ( (V\?}) E[vl]k§+ IEkE[v.{]Z i k}a 4

bias variance

decreases to zero asymptotically. In the remainder of this section, we rst identify concretely our
target estimand (i.e. Rp (" (w)) for the spectral risk uncertainty set), construct an estimate, and
then describe individual procedures to ensure that the bias and variance terms in (4) vanish.

Spectral Risk Measures and their Gradients. The conventionap-supgsquantile/CVaR (Rock-

afellar & Royset, 2013) of a loss vectori(w);:::; n(W)) is de ned as |, i (iy(w), where
) (w) D “(ny(w) are the ordered losses angd = 1=k for the largestk = np val-
ues ofi and ; = 0 otherwise (see Equation (21)). Other spectral risk measures (SRMs)
are generated by copstructing any vector= ( 1;:::; n) of non-negative weights satisfying

1 n and i”:1 i = 1, called thespectrum Traditionally used in economics and
nance, SRMs strike a user-de ned balarnge between measuring average and tail loss. Recogniz-
ing that i”:1 i (iy(w) is the maximum of inzl G i (w) for g a permutation of 1;:::; ), or

equivalently, a convex combination of such permutations, we de ne the uncertaifty=sét( ) =
ConvexHull f permutations of g to achieve the regularized formulation in (3). See Appx. B for fur-
ther details on SRMs including the extremile (Daouia et al., 2019) in Equation (22) and ESRM (Cot-
ter & Dowd, 2006) in Equation (23). SRMs are motivated not only by their historical use but also
the ef ciency with which we can compute their exact gradient, as we now describe.

DeneR := Rp( ). When > Oandthe mag 7! D(gkl,=n) is strongly convex oveP ( ), we
have that (Lem. 5, Appx. BR is in fact differentiable with gradient given by

rR ()=argmax o | D (gkl,=n) 2 R": (5)
qzpP ()

This means the full-batch gradiewt 7! r R (“(w)) 2 RY can be computed by solving the inner
maximization to retrievé 7! r R (I) 2 R", calling the oracles to retriews 7! r “(w) 2 R" 9,
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Figure 2:Prediction Error Reduction . Optimization trajectories on the DR objective. Darker shades indicate
lower objective valuel eft (Bias): Average trajectory of Prospect over 20 seeds compared to full-batch gradient
descentRight (Variance): Single trajectory of Prospect with/without adding a control variate.

and multiplying them by the chain rule. To solve for the maximizer, we prove by standard convex du-
ality arguments (Prop. 3, Appx. B) that whBn= Ds is anf -divergence, the maximum ovgrcan

be expressed as a minimization problem that reduces to isotonic regression problem irfvojving
the convex conjugate df. Isotonic regression can be solvexactlyby the Pool Adjacent Violators
algorithm (Best et al., 2000), which runs@y(n) time when the losses are sorted; see Appx. C.

Bias Reduction via Loss Estimation.With a formula for the gradient in hand, we proceed to es-
imation. Denote byg = r R (I) from (5), and observe that by the chain ruleR (*(w)) =

" (W) *(w). In words, we compute the “most adversarial” reweightin) 2 P ( )for a
glven set of losseqw), and then take a convex combination of the gradientg(w);:::;r “n(w)
weighted by the probability mass function®™). While the gradient is computable, however, ac-
cessing (w) andr " (w) requiresn calls to the function/gradient oracleés;r “igl; , which can be
prohibitive. While using a plug-in estimate with a mini-batch of size< n is a natural choice in
ERM (making the rstterm in (4) zero), this will be biased for our objective due to the maximization
overg. For example, fom = 1, we have thaR ("j(w)) = “j(w) andr wR (Cj(W)) = r  i(w),
which are unbiased estimates of the ERM objective and gradient, respectively (not the SRM objec-
tive). However, note that if the optimal weights™) were known, then for sampled uniformly

on [n], thatng, ()¢~ (w) is an unbiased estimate for"_, ¢™'r “(w) = r R (*(w)). While

computingg (W) again requires computingw), the key ingredient of bias reduction in Prospect is
maintaining a tablé 2 R" of losses such that " (w) for the current iteratev 2 RY, and usingy

as a running estimate gf (w). This is justi ed as wherg 7! D (gkl,) is strongly convex, we have
by Lem. 6 the map 7! ¢ is Lipschitz continuous ih with respect t k,. Thus,

I "w) =) d g™ =) E Gugey NG i(w) 1 R (C(w)):

We prove in Sec. 3that “(w) ! O0as the iterate counter goes to in nity for our particular choice
of I, yielding an asymptotically unbiased gradient estimate as illustrated in Fig. 2 (left).

Variance Reduction via Control Variates. The nal ingredient of our stochastic gradient estimate
is a variance reduction scheme. Given any estimatof a 2 RY, a control variateis another
estimatorb over the same probability space with a known expectalﬁfﬁ} = b 2 RY, such that
E[(@ a)>(® b] > 0. We can exploit this positive correlation to construct an estimator with
strictly smaller variance thaf Indeed, for > 0, we have that

Eka (B b aki _ E[(a a)>®B b

Eka ak3 =12 Eka ak3

+ o( ) < 1forsmall ; (6)

demonstrating the improvement af (® b overa Note thata need not be unbiased. In
our case, we havd = ndr “j(w), wherel is the table of losses approximatiﬁgw). We

also keep approxmatlorlgg 2 R" dof r(w) and of g™, and deneb = n ;g and
b= E unfn[n iG] = =1 i9- In the unrealistic case in whidh= &, the optimal multi-
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Algorithm 1 Prospect

Inputs: Initial wo, spectrum , number of iteration3, regularization > 0, shift cost > 0.
Hyperparameter: Stepsize > 0.

1: Initialize | “(wp) andg; r  Ti(wp)+ wofori=1;:::;n.

2: Setq grg MaXyop () gl D (gkly=n)and o}

3: Setg ", g 2RI

4: Setw  wp.

5: for T iterationsdo

6: Sample;j  Unif[n] independently.

77vong(riw)+ w) nig, +g.

8: W w V. . Iterate Update
9: lj i (w).

10: q argmaxpe (a1 D (gkln=n). . Bias Reducing Update

1 g g ig+g( i(w+ w).

12: g r j(w+ w.

13: i G- . Variance Reducing Update
Output: Final pointw.

plieris =1, trivially achieving zero variance. Similar tpwe prove in Sec. 3thgtr “(w)! 0
and g™ 1 0, sowe have in the notation of (6) tHat &! 0. Thus, by using = 1, our nal
stochastic gradient estimate is

R P, _
a B b=ndriw) nig+ [, jg; 7
with asymptotic variance reduction factor (with respedt to Unif[n]):
Var ngr Si(w) nig+g | 26 uigmlngr Siw) 1 (W)’ (nig g gl
Var ngr “i(w) . Ei unipmkndr Si(w) r T (w)> gk2

This results in asymptotically vanishing varianghoutdecreasing the learning rate, as illustrated
in Fig. 2 (right). This scheme generalizes (and is inspired by) the one employed in the SAGA
optimizer (Defazio et al., 2014) for ERM, in which= 1, =n. Finally, while ignored in this section

for ease of presentation, eaghwill actually store the gradients of the regularized losses k k%.

3 THE PROSPECTALGORITHM

By combining the bias reduction and variance reduction schemes from the previous section, we build
an algorithm that achieves overallediction error reduction Thus, we now present therediction
Error-ReducedOptimizer for Spectal Risk Measures (Prospect) algorithm to solve
h [
min F (W)= R (W) + = kwk? : (8)
w2 Rd 2
where > 0is a regularization constant. The full algorithm is given in Algorithm 1.

Instantiating Bias and Variance Reduction. Consider a current iterate 2 RY. As mentioned in
Sec. 2, bias and variance reduction relies on the three approximations: thel lfissgsv) 2 R",

each gradient; forr “;(w)+ w 2 RY, and the weights for g ") 2 P. Given initial point
Wo 2 RY, we initializel = “(wp),g=r “(Wo)+ 1,w3,and = g ™) (includingg:= g> ).

At each iterate, we sample indicg$ Unif[n] independently. The indexis used to compute
the stochastic gradient estimate (7), yielding the update directiorine 7 at the cost of a call to
a(’i;r i) oracle. Then| is updated by replacing with “j (w) costing another call t¢';;r ),

and we reset (the variable that storeg). Next, we usd again to make the replacementsgpf
withr “j(w)+ w and ; with g = d. In summary, each approximation is updated every iteration
by changing one component based on the current itevat&he indices;j are “decoupled” for
theoretical convenience, but in practice using dniyorks similarly, which we use in Sec. 4.
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Computational Aspects. The weight update in Line 10 is solved exactly by (i) sorting the vector
of losses inO(n logn), (ii) plugging the sorted loss tablento the Pool Adjacent Violators (PAV)
algorithm running inO(n) time, as mentioned in Sec. 2. Because only one elementiodnges
every iterate, we may simply bubble sbitarting from the index that was changed. While in the
worst case, this cost B(n), it is exactlyO(s) wheres is the number of swaps needed to resort
We nd in experiments that the sorted orderlaftabilizes quickly. The storage of the gradient table
g requiresO(nd) space in general, but it can be reduce®{m) for generalized linear models and
nonlinear additive models. For losses of the foffw) = h(x{" w;y;), for a differentiable losk and
scalar outpuy;, we haver “j(w) = x; hqx; w;y;). We only need to store the scald(x> w;y;),

so Prospect require®(n + d) memory. In terms of computational complexity, Lines 8 and 13
requireO(d) operations and Line 10 requires at m@gin) operations, so that in total the iteration
complexity isO(n + d). In comparison, a full batch gradient descent requdésd) operations so
Prospect decouples ef ciently the cost of computing the losses, gradients, and weights.

Convergence AnalysisWe assume throughout that eaghs convex,G-Lipschitz, and. -smooth.
We also assume that tlie= Dy is anf -divergence with the generatbrbeing ,-strongly convex
on the interval0; n] (e.g. , = 2n forthe 2-divergence and,, = 1 for the KL-divergence).

The convergence guarantees depend on the condition numberd + L= of the individual
regularized losses, as well as a measure n |, of the skewness of the spectrum. Note that both

and are necessarily larger than or equal to one. Dewfe:= argmin,, F (w), which exists
and is unique due to the strong convexityFof. The proof is given in Appx. D.6.

Theorem 1. Prospect with a small enough step size is guaranteed to converge linearly for all
> 0. If, in addition, the shift costis  ( G?= ), then the sequence of iteratgs);

generated by Prospect and learning rate= (12 (1+ ) ) ! converges linearly at a rate
=2maxfn;24 ( +1)g,i.e,

Ekw®  w’kd 1+ 1+ [ %exp( t= )kw@® wk3:

The number of iterationsrequired by Prospect to achie#w)  w’k3 " (provided that is

large enough) i$ = O((n + )In(1=")). This exactly matches the rate of the LSVRG (Mehta

et al., 2023), the only primal stochastic optimizer that converges linearly for spectral risk measures.
However, unlike LSVRG, Prospect is guaranteed to converge linearly for any shift cost and has a
single hyperparameter, the stepsizeSimilarly, compared to primal-dual stochastic saddle-point
methods, our algorithm requires only one learning rate, streamlining its implementation.

Prospect Variants for Non-Smooth Objectives.We may wonder about the convergence behavior

of Prospect when either the shift cost= 0, or the underlying losses are non-smooth. While

the smoothness of the objective is then lost, Prospect can still converge to the minigiaswe

prove below. The rst setting is relevant as historically, SRMs such as the superquantile have been
employed ag coherent risk measures for loss distributions (Acerbi & Tasche, 2002) in the form of an
L -estimator in:1 iliy (as seen in Sec. 2). If these losses are separated at the optimum, however,
we may achieve linear convergence with Prospect even witld, due to “hidden smoothness” of

the objective, i.e. differentiability at points for whiclfw) has distinct components. Assume that
each’; is convex and that> 0.

Proposition 2. Letw? be the unique minimizer dB) with shift cost 0. Assume that the values

T1(wg); 111 T n(wd) are all distinct. Then, there exists a constagt> 0 such thatvg = w? exactly
for all 0. Thus, running Prospect with2 (0; o] converges to the minimizer].
In particular, o is chosen so th@n o( j+1 i) < (i+) (wg) ‘(i)(wg) for eachi, or as the

multiplicative factor that relates gaps in the spectrum to gaps in the optimal losses (see Appx. B).
When’; itself may be non-smooth, we generalize Prospect by applying it to the Moreau envelope of
each loss; and its gradient (Bauschke & Combettes, 2011; Rockafellar, 1976), allowing for losses
such as those containing an penalty. Speci cally, we consider oracles returningenv(";)(w)
whereenv(';)(w) = inf ,,re "i(V) + kw  vk3; the update steps can be expressed in terms of
the proximal operators of the losses (Bauschke & Combettes, 2011). These oracles can easily be
accessed either in closed form or by ef cient subroutines in common machine learning settings (De-
fazio, 2016; Frerix et al., 2018; Roulet & Harchaoui, 2022). The resulting algorithm enjoys a linear
convergence guarantee similar to Thm. 1 with a more liberal condition on the shift colsile
providing competitive performance in practice (see Appx. E).
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Figure 3:Regression benchmarks They-axis measures suboptimality as given by (9), while the
x-axis measures the number of calls to the function value/gradient oracle dividediley passes
through the training set). Rows indicate different SRM objectives while columns indicate datasets.

4 EXPERIMENTS

We compare Prospect against baselines in a variety of learning tasks. While we focus attention on
its performance as an optimizer of its training objective, we also highlight metrics of interest on
the test set in fairness and distribution shift benchmarks. The algorithm implementation and data
preparation code is made publicly available online: https://github.com/ronakdm/prospect.

Setting, Baselines, Evaluation.We consider supervised learning tasks with input-label example
(Xi;Vi). Losses are of the form(w) := h(y;;w” (x;)), with a xed feature embedding, and

h measuring prediction loss. Uncertainty sets considered are the CVaR, extremile, and ESRM. We
compare against four baselines: minibatch stochastic gradient descent (SGD), stochastic regularized
dual averaging (SRDA) (Xiao, 2009), Saddle-SAGA (Palaniappan & Bach, 2016), and LSVRG
(Mehta et al., 2023). For SGD and SRDA, we use a batch size of 64, and for LSVRG we use an
epoch length ofi. For Saddle-SAGA, we nd that allowing different learning rates for the primal

and dual variables improves theoretically and experimentally (Appx. F) and compare against an
improved heuristic (setting the dual stepsize @s times smaller than the primal stepsize). We plot

Suboptimality(w) = (F (w) F (wW?)=(F w®) F w?); (9)

wherew? is approximated by running LBFGS (Nocedal & Wright, 1999) on the objective until
convergence. The-axis displays the number of calls to any rst-order orasl&! (Vi (w);r “j(w))
divided byn, i.e. the number of passes through the training set. We x the shift cestl and
regularization parameter = 1=n. Further details of the setup such as hyperparameter tuning, and
additional results are given in Appxs H and | respectively.

4.1 TABULAR LEAST-SQUARESREGRESSION

We consider ve tabular regression benchmarks under square loss. The datasets ysethtare
(n = 244) (Tsanas & Xifara, 2012energy (n = 614) (Baressi Segota et al., 202@pncrete

(n = 824) (Yeh, 2006) kin8nm (n = 6553) (Akujuobi & Zhang, 2017), angower (n = 7654)
(Tufekci, 2014). The training curves are shown in Fig. 3.

Results. Across datasets and objectives, we nd that Prospect exhibits linear convergence at a
rate no worse than SaddleSAGA and LSVRG but that is often much better. For example, Prospect
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Figure 4: Fairness benchmarks Top: Training curves for optimizers on the CVaR and extrem-
ile for diabetes (left) and CVaR and extremile faxcsincome (right). Bottom: Statistical
parity scores for the two classi cation objectives diabetes  (left) and regression objectives on
acsincome . Smaller values indicate better performance for all metrics.

converges to precisioh0 8 for the CVaR orconcrete  and the extremile opower within half

the number of passes that LSVRG takes for the same suboptimality. Similarly, for the ESRM on
yacht , SaddleSAGA requires 64 epochs to reach the same precision as Prospect at 40 epochs. The
direct stochastic methods, SGD and SRDA, are biased and fail to converge for any learning rate.

4.2 FAIR CLASSIFICATION AND REGRESSION

Inspired by Williamson & Menon (2019), we explore the relationship between distributional robust-
ness and group fairness on 2 common tabular benchmBikbetes 130-Hospital{diabetes )

is a classi cation task of predicting readmission for diabetes patients based on clinical data from
US hospitals (Rizvi et al., 2014)Adult Census (acsincome ) is a regression task of predicting
income of US adults from data compiled by the American Community Survey (Ding et al., 2021).

Evaluation. We evaluate fairness with theatistical parity scorewhich compares predictive dis-
tributions of a model given different values of a particular protected attribute Agarwal et al. (2018;
2019). LettingZ = ( X;Y;A) denote a random (input, label, metadata attribute) triplet, a ngpdel

is said to satisfy statistical parity (SP) if the conditional distributiog(©@€ ) over predictions given

A = ais equal for any value. Intuitively, SP scores measure the maximum deviation between these
distributions for any ovea, so values close to zero indicate SP-fairnesslidbetes , we use gen-

der as the protected attribude whereas iracsincome we use race as the protected attribute. Note
that the protected attributes are not supplied to the models. Results are given in Fig. 4.

Results.Firstly, we note that Prospect converges rapidly on both datasets while LSVRG fails to con-
verge ondiabetes and SaddleSAGA fails to converge ansincome . Secondly, LSVRG does

not stabilize with respect to classi cation SP, showing a mean/std SP sctrg®f 0:25% within

the nalten passes on tlgiabetes CVaR, whereas Prospect give82 0:00%, i.e., a40%rel-

ative improvement with greater stability. While SaddleSAGA does stabilize in SRabetes

it fails to qualitatively decrease at all on thesincome . Interestingly, while suboptimality and
SP-fairness are correlated for Prospect, SGD (reachingldhly suboptimality with respect to the
CVaR objectives oacsincome ) achieves a lower fairness score. Again, across both suboptimality
and fairness, Prospect is either the best or close to the best.

4.3 IMAGE AND TEXT CLASSIFICATION UNDERDISTRIBUTION SHIFT

We consider two tasks from the WILDS distribution shift benchmark (Koh et al., 2021)Afrtae
zon Reviews(amazon) task (Ni et al., 2019) consists of classifying text reviews of products to a
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Figure 5: Distribution shift benchmarks. Top row: Training curves and worst group misclassi-
cation error onamazon test. Bottom row: Training curves and median group misclassi cation
error on théwildcam  test set. Smaller values indicate better performance for all metrics.

rating of 1-5, with disjoint train and test reviewers. TiliéldCam (iwildcam ) image classi ca-

tion challenge (Beery et al., 2020) contains labeled images of animals, ora, and backgrounds from
cameras placed in wilderness sites. Shifts are due to changes in camera angles, locations, lighting...
We usen = 10000 andn = 20000 examples respectively. For both datasets, we tréiimear probe
classier, i.e., a linear model over a frozen deep representationaf@zon, we use a pretrained

BERT model (Devlin et al., 2019) ne-tuned on a held-out subset of the Amazon Reviews training
set for 2 epochs. Fawildcam , we use a ResNet50 pretrained on ImageNet (without ne-tuning).

Evaluation. Apart from the training suboptimality, we evaluate the spectral risk objectives on their
robustness to subpopulation shifts. We de ne each subpopulation group based on the true label. For
amazon, we use thevorst group misclassi cation erropn the test set (Sagawa et al., 2020). For
iwildcam , we use thenedian group erroowing to its larger number of classes.

Results.For bothamazon andiwildcam , Prospect and SaddleSAGA (with our heuristic) outper-
form LSVRG in training suboptimality. We hypothesize that this phenomenon is due to checkpoints
of LSVRG getting stale over the-length epochs for these datasets with largkeading to a slow re-
duction of bias). In contrast, Prospect and SaddleSAGA avoid this issue by dynamically updating the
running estimates of the importance weights. For the worst group erranfazon, Prospect and
SaddleSAGA outperform LSVRG. Prospect has a mean/std worst group eaB8f 0:00%over

the last ten passes on the extremile, whereas SaddleSAGA has a slightlyii®3el:57% In-
terestingly, oriwildcam , LSVRG and Prospect give stronger generalization performance, nearly
1pp better, than SaddleSAGA in terms of median group misclassi cation rate. In summary, across
tasks and objectives, Prospect demonstrates best or close to best performance.

5 DISCUSSION

We introduced Prospect, a distributionally robust optimization algorithm for minimizing spectral risk
measures that has a linear convergence guarantee. Prospect demonstrates rapid linear convergence
on benchmark examples and has the practical bene ts of converging for any shift cost while only
having a single hyperparameter. Promising avenues for future work include extensions to the non-
convex setting by considering the regular subdifferential, variations using other uncertainty sets, and
further exploring connections to algorithmic fairness.
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Appendix

The Appendix sections are organized as follows. We summarize notation in Appx. A and provide
intuition and results regarding the primal/dual objective function in Appx. B. We describe in detalil

ef cient implementations of the proposed algorithm in Appx. C. In Appx. D, we describe the
convergence analyses of the main algorithm. In Appx. E and Appx. F, we describe an Moreau
envelope-based variant of our method and an improved version of an existing saddle-point method,
respectively. Appx. G contains technical results shared to multiple proofs. We then describe the
experimental setup in detail in Appx. H and give additional results in Appx. I.
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A  SUMMARY OF NOTATION

We collect the notation used throughout the paper in Tab. 1.

Symbol Description
0 Standard regularization constant.
0 Shift cost.
n Strong convexity constant for afiygenerating aff -divergence.

Shorthand = n ,, (used in the convergence proofs).

a(w)s i Ta(w) Loss functions; : RY! R.
“(w) Vector of losses(w) = (“1(w);:::; n(w)) forw 2 RY,
ri(w) Regularized loss; (w) = i (w) + Ekwk%.
r(w) Vector of regularized lossegw) = (ro(w);:::;rnp(w)).
r(w) Jacobian matrix of : R4 ! R" atw (shape =n  d).
Thevector =( 1;:::; n)2[0;1]" whereeach; ::: n and they sumto 1.
P() The seff ;o 2[01" "; 1, = 1n; 71, = 1,9, known as the permutahedron.
f Convex functiorf :[0;1 )! RJ[f +1g generating afi -divergence.
f Convex conjugaté (y) :=sup,,gfxy f(x)g.
or Shift penalty function ¢ : P( ) 7! [0;1 ).
' We considef -divergence penalties; (q) = D¢ (gk1,=n).
F Main objectiveF (W) =maxgp () 0 (W) Dy(dkla=n) + > kwkg.

Most unfavorable reweighting for a given vectmf losses, i.e.,
(1) ord oP(l) =argmax gp ()1 D (gkl,s=n).
d used only in main text for readability.

w? Optimal weightsarg min,, , ga MaXqp (y "1 D (gk1y=n)+( =2) ng.
q Most unfavorable reweighting 6{w?), i.e.,q” = ®{("(w?))

G Lipschitz constant of each w.r.t. k k,.

L Lipschitz constant of eaah *; w.r.t. k k.

M M = L+ ,the Lipschitz constant of eachr; w.r.t. k k,.
E[] Shorthand foE  jw(® | i.e., expectation conditioned ovi).

Table 1: Notation used throughout the paper.

B PROPERTIES OF THEPRIMAL AND DUAL OBJECTIVES

Recall that we are interested in the optimization problem

H > 2
= = + — N
min_ F (w) hax . d (W) D (gkln=n)+ - kwk; ; (10)
whereD; (gk1l,=n) denotes afi -divergence between the distribution associated to the reweighting

g and the discrete uniform weighls =n = (1=n;:::;1=n) andP ( ) is the spectral risk measure
uncertainty set.

The rst goal for this section will be to derive properties of the functien(w), or the primal
objective as well as the inner maximization problem, which we refer to asltia objective Both

will be useful in motivating and analyzing Prospect (used for the primal minimization) and various
subroutines used to compute the maximally unfavorable reweighting (i.e., the maximizeyiover
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the inner maximization). These properties do not depend on the structure f thatself, only

that it is a closed, convex set. The second goal of the section is to provide additional background
on the choice oP ( ) from a statistical modeling perspective. The uncertaintyPdet) is then
described further from a computational perspective in Appx. C.

Review of f -Divergences. Let g andp be any two probability mass functions de ned on atoms
forx > 0, andlim,, o+ f (X) = 0. Thef -divergencerom qto p generated by this functiohis

X g
D+ (gkp) := f— p
i=1 Pi

where we de nelf (0=0) := 0 in the formula above. If there is arsuch thap; = 0 butg > 0, we
sayD¢ (gkp) = 1 . The 2-divergence is generated by:(x) = x?> 1 and the KL divergence is
generated by, (X) = xInx + 4 (x) where , denotes the convex indicator that is zeroxor 0
and+1 otherwise, and we de nglnx =0 forall x < 0.

The Dual Problem. We describe the inner maximization rst, that is

max q | Di¢(gkln) : 11

nax, d i (0k1n) 11)

Its properties will inform the algorithmic implementation for the minimization owein (10). In
the case of af -divergence betweegand the uniform weight%, =n, we have

1 xo
Dt (gk1n=n) := - f (ng): (12)
i=1

We now derive the dual problem to Equation (11). This will lead to an algorithm to solve the
optimization problem ef ciently. Throughout, we dendte(y) := sup,,gfxy f(x)g as the
convex conjugate df.

We consider the following functions whose conjugates are strictly convex. Recallthatsfmooth,

i.e., with Lispchtiz continuous gradients, then its conjugate is strongly convex, hence strictly convex.
More generallyf is strictly convexiff is convex and essentially smooth, that is, with gradient norm
tending to+ 1 at its boundaries, see e.g. (Rockafellar, 1976) for a detailed presentation. For simple
cases such as theé or KL divergence presented, strict convexity of the convex conjugate is naturally
satis ed:

f 2(x)= x? 1landf ,(y)= y?=4+1 ( 2-divergence)
fre(X) = xInx+ L (xX)andf (y)=exp(y 1): (KL-divergence)

Proposition 3. Letl 2 R" be avector and be a permutation that sorts its entries in non-decreasing
order,i.e.l (;y ::: | (n). Consider a functiofi strictly convex with strictly convex conjugate
de ning a divergenceD¢. Then, the maximization over the permutahedron subject to the shift
penalty can be expressed as

X
g, @1 D@z = min 66 (13)
cp = ocp I=

L) G

where we de neg; (G ; 1) := i+  f : The optima of both problems, denoted

c®(l) = argmin gi(c:l); @ =argmaxq’ | D ¢ (gkl,=n);
c2R" qzpP ()

C1 i Cp =1

are related agPP(1) = r (D ¢ (k1,=n)) (I ¢, (1)); thatis,

opty 1 o .
") = I I 20 <Py ) (14)
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Proof. Let p( ) denote the indicator function of the permutahedrqn ), which isO insideP ( )
and+1 outside ofP( ). Its convex conjugate is the support function of the permutahedron, i.e.,

N= max q I
P()() qu()q

For two closed convex functiorts; andh, that are bounded from below, the convex conjugate of
their sum is the in mal convolution of their conjugate (Hiriart-Urruty & Lerdahal, 2004, Propo-
sition 6.3.1):

(hi+ hz) (x) = inf fh;(y)+ hy(x y)g:
y2 Rd

Provided thah; + hy is strictly convex, we have that the maximizer de ning the conjugate is unique
and equal to the gradient, that is,

r (hy+ hy) (x)=argmax z”x (hy+ hy)(2)
z2 Rd

If, in addition, h; + h, is strictly convex anch, is differentiable, we have, by Danskin's theo-
rem (Bertsekas, 1997),

r(hi+ hy) (x)= 1 hy(x y’(x)) fory’(x) =argmin fhy(y) + hy(x y)g:
y2Rd
Consider ther;(g) = p( y(q) andhy(q) = ¢(g) := D ¢ (gkl,=n). Provided thaf is strictly

convex withf strictly convex,D; is also strictly convex witlD; strictly convex sincéD; just
decomposes as a sumfobn independent variables. We have then

sup gl ¢(@ =sup gl (p(y(@+ (9
g2 R"

q2P ()
=( pq ) £) (1)
:yiggn p(YW+ (1Y)

. .
ylgl;n nax, q"y i1y

= ot ~ Yo+ (oY) o (%)
whereyn) i yn) are the ordered values pf2 R". Moreover we have that
(s )
argmax 1 (@) =r (I y*(1) fory’(l) = argmin iy + ()
a2P () y2R"

Since for anyx 2 R", ¢ is decompgsable into a sum of identical functions evatuated at the coor-
dinateg(Xq;:::;Xyn), thatis, ¢(x) = inzl I (xi), its convex conjugate is; (y) = {’:1 o).

Inour case! (xj) = 5f (nx;) from Equation (12), sb (yi) =( =n)f (yi=).

Next, by convexity of , we have that if for scaladg; |;; yi;y; suchthal; |} andy; y;, then
using Lem. 33, we have that

Piooy)+ (5 y) Yoy +t (o y):

P
Hence fory to minimize (I vy) = inzl ' (li Vi), the coordinates of must be ordered
asl. Thatis, ir1: is an argsort fot, s.t. | 1y i1 | (ny, theny ¢y ::0 ¥y (n). Since
P )(y) = i1 iYq) does not depend on the orderingygfthe solution of (15) must also be
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ordered a$ such that the dual problem (15) can be written as

X

X | . .

Lo Ya :
(i) M~ if | G+

) X
min gl
c1 i ¢y i71
where we used a change of variables such that the solutions of the left and right hand sides are
related ag’(1) = ¢ ,(I): O

While strict convexity of the functioh ensures naturally the existence of the maximg?&rde ned
above, this does not help quantify the continuity of the maximizer with respect to the given vector
of losses. For that, we need to consider strong convexity of tH&ergence on the maximization

set. The following proposition simply links the strong convexityf ab the strong convexity of the
associated weighted divergence jmorm.

Proposition 4. Assume that : R! Ris p-strongly convex of0; n]. Then,q 7! D ; (gk1,=n)
is( n n)-strongly convex with respect kok,,.

Proof. Due to the ,-strong convexity of , foranyq; 2 [0;1]" andany 2 (0;1) and any 2 [n],

f(ngi+(@2 Ini) f(ng)+(@ )f(n ;) 7” @ )ng n )=

We average this inequality overyielding

1X]f 4 (1 _ :I_Xnf N1 1X‘f - 0 o - »
N (nCai +( ) i) no, (nai) +( )Hi=1 (ni) — @ Jkng n iK%

De ning (q) := D¢ (gkl,=n), the statement above can be succinctly written as
n
i(g+@ )) f@+@ ) () ;

Therefore, ¢ is ( nn)-strongly convex with respect tok, on[0; 1]", soq 7! D ¢ (gk1,=n) is
( n )-strongly convex. O

(1 kg k%

The Pool Adjacent Violators (PAV) algorithm is designed exactly for the minimization (13). The
algorithm is described for the2-divergence and KL-divergence with implementation steps in

itself, but the interpretation of these indices are different for the input and output Jpdcdshe
argsort can be thought of as amdex nder, in the sense that for a vectbr2 R", because
l'qy it |y, (i) can be interpreted as the index of an element which achieves the

ranki in the sorted vector. On the other hand,*(i) can be thought of as @nk nder, in that
(i) = rank( i) is the position thal; takes in the sorted form ¢f To summarize:

B e

ranks of losses indices of training examples indices of training examples  ranks of losses

We may equivalently write (14) as

)= S0P 20 ) (16)

Finally, as seen in Appx. C, it will be helpful to comput in sorted order. Because tlie
divergence is agnostic to the ordering of theector (as it is being compared to the uniform weights),
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