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ABSTRACT

The potential of Large Language Model (LLM) as agents has been widely acknowl-
edged recently. Thus, there is an urgent need to quantitatively evaluate LLMs as
agents on challenging tasks in interactive environments. We present AGENTBENCH,
a multi-dimensional benchmark that consists of 8 distinct environments to assess
LLM-as-Agent’s reasoning and decision-making abilities. Our extensive test over
29 API-based and open-sourced (OSS) LLMs shows that, while top commercial
LLMs present a strong ability of acting as agents in complex environments, there
is a significant disparity in performance between them and many OSS competitors
that are no larger than 70B. We identify the typical reasons of failures in environ-
ments and LLMs, showing that poor long-term reasoning, decision-making, and
instruction following abilities are the main obstacles for developing usable LLM
agents. Improving instruction following and training on high quality multi-round
alignment data could improve agent performance. And different from existing
assumptions, training on code present ambivalent impacts on different agent tasks.
Datasets, environments, and an integrated evaluation package for AGENTBENCH
are released at https://github.com/THUDM/AgentBench.
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Figure 1: An overview of LLMs on AGENTBENCH. While LLMs begin to manifest their proficiency
in LLM-as-Agent, gaps between models and the distance toward practical usability are significant.

1 INTRODUCTION

Intelligent agents and autonomous entities (Searle, 1970; Maes, 1994; Wooldridge & Jennings, 1995)
that are capable of decision-making and action execution in particular environments have been key
concepts of artificial intelligence (AI) historically. Notwithstanding substantial advancements in deep
learning algorithms applied in both computer vision and natural language processing (NLP), their
potential for developing efficient and practically usable assisting agents remains largely unexplored.
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Figure 2:AGENTBENCH is the �rst systematic benchmark to evaluate LLM-as-Agent on a wide array
of real-world challenges and 8 distinct environments. In total, 29 LLMs are examined in this edition.

The advent of Large Language Models (LLMs) (Brown et al., 2020; Chowdhery et al., 2022; Touvron
et al., 2023), such as GPT-4 (OpenAI, 2023), has brought plenty of new opportunities to this realm.
Through extensive alignment training (Ouyang et al., 2022; Wei et al., 2022a; Sanh et al., 2022), LLMs
have not only mastered traditional NLP tasks but also showcased an impressive ability to comprehend
human intent and execute instructions. This has spurred the development of various LLM-based
applications for autonomous goal completion (like AutoGPT (Richards, 2023), BabyAGI (Nakajima,
2023), AgentGPT (age, 2023)) as well as LLM agents situated in social and game contexts (Park
et al., 2023; Wang et al., 2023b; Zhu et al., 2023), sparking substantial public interest and discussions.

Despite these advancements, the lack of a systematic and standard benchmark to evaluate LLM-as-
Agent presents a critical challenge. Historically, text-based game environments (Osborne et al., 2022;
Côté et al., 2019; Hausknecht et al., 2020; Urbanek et al., 2019) have been employed for language
agent evaluation. But they often suffer from the limitation of closed, discrete action spaces, as well
as their primarily narrow focus on models' commonsense grounding. More recently, attempts on
embodied agents (Reed et al., 2022; Huang et al., 2022; Ahn et al., 2022; Li et al., 2022a) have
employed complicated multi-modal simulators based on games (Küttler et al., 2020; Fan et al., 2022),
GUI (Shi et al., 2017; Toyama et al., 2021), and indoor scenes (Shen et al., 2021; Srivastava et al.,
2022). However, these simulators, despite their complexity, do not accurately re�ect the practical use
cases of LLMs, and their multi-modal nature creates a hurdle for the urgent evaluation of existing
text-only LLMs. Finally, most benchmarks now for agents focus on single environments and thus fail
to provide a comprehensive overview of LLMs across diverse application scenarios.

To address these challenges, we introduceAGENTBENCH, a multi-dimensional benchmark designed
to evaluate LLM-as-Agent across a spectrum of different environments.AGENTBENCH encompasses
eight distinct environments (Cf. Figure 4, �ve out of eight are created for the �rst time), which could
be categorized into three types of groundings:

• Code: Operating System, Database, Knowledge Graph (Anonymous, 2023)
• Game: Digital Card Game, Lateral Thinking Puzzles, House-Holding (Shridhar et al., 2020b)
• Web: Web Shopping (Yao et al., 2022), Web Browsing (Deng et al., 2023)

All datasets, whether newly created or adapted from existing ones, are meticulously designed and
reformulated to simulate interactive environments where text-only LLMs can operate as autonomous
agents.AGENTBENCH thus systematically evaluate an LLM's core abilities, including following in-
structions (Ouyang et al., 2022), coding (Chen et al., 2021), knowledge acquisition (Joshi et al., 2017;
Talmor et al., 2019), logical reasoning (Srivastava et al., 2023), and commonsense grounding (Shridhar
et al., 2020a). It serves as an ideal testbed for both LLM and agent evaluation.

In addition, we develop a uni�ed evaluation toolkit for LLMs to operate on diverse customized agent
tasks, thus enabling a comprehensive benchmarking of the LLM-as-Agent ability of 29 different
LLMs on AGENTBENCH, including both API-based and OSS models. Our results reveal that top-tier
models like GPT-4 are capable of handling a wide array of real-world tasks, indicating the potential
for developing a potent, continuously learning agent. However, we also note a signi�cant performance
gap between these top-tier models and their OSS competitors. Despite the recent success of OSS
LLMs and their competitive scores on several benchmarks (Li et al., 2023; Chen et al., 2021; Cobbe
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Table 1:AGENTBENCH evaluates 29 API-based or OSS LLMs on LLM-as-Agent challenges. Models
annotated with * are evaluated after task weights are computed.

Model #Size Form Ver. Creator Model #Size Form Ver. Creator

gpt-4 (OpenAI, 2023) N/A api 0613 dolly-12b (Conover et al., 2023) 12B open v2 Databricks
gpt-3.5-turbo (OpenAI, 2022) N/A api 0613 llama2-70b (Touvron et al., 2023) 70B open chat
text-davinci-003 (Ouyang et al., 2022) N/A api - llama2-13b (Touvron et al., 2023) 13B open chat
text-davinci-002 (Ouyang et al., 2022) N/A api -

OpenAI

llama2-7b (Touvron et al., 2023) 7B open chat
Meta

claude-3 * (Anthropic, 2024) N/A api opus guanaco-65b (Dettmers et al., 2023)65B open -
claude-2 (Anthropic, 2023b) N/A api - guanaco-33b (Dettmers et al., 2023)33B open -

Meta

claude (Anthropic, 2023a) N/A api v1.3 vicuna-33b (Chiang et al., 2023) 33B open v1.3
claude-instant (Anthropic, 2023a) N/A api v1.1

Anthropic

vicuna-13b (Chiang et al., 2023) 13B open v1.5
chat-bison-001 (Anil et al., 2023) N/A api - Google vicuna-7b (Chiang et al., 2023) 7B open v1.5

LMSYS

glm-4 * (Zeng et al., 2022; Du et al., 2022) N/A api - openchat-13b (Wang et al., 2023a)13B open v3.2 Tsinghua
chatglm-6b (Zeng et al., 2022; Du et al., 2022)6B open v1.1 wizardlm-30b (Xu et al., 2023) 30B open v1.0
codegeex2-6b (Zheng et al., 2023) 6B open -

Tsinghua
& Zhipu

wizardlm-13b (Xu et al., 2023) 13B open v1.0
Microsoft

codellama-34b (Rozière et al., 2023) 34B open instruct koala-13b (Geng et al., 2023) 13B open - UCB
codellama-13b (Rozière et al., 2023) 13B open instruct oasst-12b (LAION, 2023) 12B opensft-4 LAION
codellama-7b (Rozière et al., 2023) 7B open instruct

Meta

et al., 2021), their performance on the challengingAGENTBENCH tasks lags considerably. This
underscores the necessity for additional efforts to enhance the learning abilities of OSS LLMs.

We identify portions of agent task failures in different environments and LLMs, unveiling the
insuf�cient abilities of long-term reasoning, decision-making, and instruction following in existing
LLMs. Comparisons between different LLMs manifest that a proper strategy of introducing code
training can help improve LLM-as-Agent. Alignment training over high-quality data (e.g., data
generated bygpt-4 ) could also help improve LLM agents. In summary, our contributions are:

• We introduce the concept of evaluating LLMs as agents and presentAGENTBENCH, a compre-
hensive benchmark to standardize the evaluation. It de�nes eight distinct environments of 3 types
based on real-world scenarios, offering a practical testbed for LLMs' wide array of capabilities.

• We perform a thorough evaluation of 29 different LLMs usingAGENTBENCH, uncovering a
signi�cant performance gap between leading API-based commercial LLMs and many OSS models
that are no larger than 70B. We also quantitatively analyze the reasons for failures in existing
LLM agents and highlight directions for improvement, such as improving instruction following,
higher-quality alignment data. Also, we show that code training could be a double-edged sword,
which improves some agent tasks while harms other.

• To facilitate the evaluation of LLM-as-Agent, we have introduced an integrated toolkit grounded
in the Server-Client architecture, focusing on modular and scalable design principles. This enables
easy customization of model assessments for any LLMs using the HTTP protocol. Complemented
by its associated datasets and environments, this toolkit is now openly accessible to the broader
research community.

2 LLM- AS-AGENT: DEFINITION AND PRELIMINARY

Here, we formalize the terms for describing the evaluation of LLMs as agents and the necessary
preliminary knowledge for using LLMs in the context of agent evaluation.

De�nition: Interactive Evaluation of LLM-as-Agent. The interactive evaluation of LLM-as-Agent
could be regarded as a Partially Observable Markov Decision Process (S; A ; T ; R ; U; O), which
comprises state spaceS, action spaceA, transition functionT : S � A ! S , reward assigning
functionR, task instruction spaceU, and observation spaceO. Here, we denote an LLM agent asM .

Chain-of-Thought (CoT) and Other Reasoning Strategies.Since LLM-as-Agent requires LLMs'
strong reasoning ability, CoT (Wei et al., 2022b), which has been considered a de facto strategy
in related evaluation together with actions (Yao et al., 2023b), is also adopted inAGENTBENCH.
Despite many improved strategies proposed later, such as introducing ensemble (Wang et al., 2023c),
re�ection (Shinn et al., 2023), and search (Yao et al., 2023a), we evaluate LLMs with the most
primitive CoT in AGENTBENCH. Without multiple trials, repeated generations, or complicated
strategies, CoT is the easiest, cheapest, and most common way for people to deploy LLM agents.

Typical Types of Finish Reasons.Despite LLMs' capabilities, we show inAGENTBENCH that even
the strongestgpt-4 is not quali�ed as a practically usable agent. We identify and categorize �nish
reasons of LLM agents on AGENTBENCH tasks into �ve typical types:
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• Context Limit Exceeded (CLE): the length of interaction history exceeds the LLM's maximum
context length (only happened in 2,048-length LLMstext-davinci-002 and003).

• Invalid Format (IF) : the agent does not follow the format instruction.
• Invalid Action (IA) : the agent follows the format instruction, but its selected action is invalid.
• Task Limit Exceeded (TLE): the agent does not solve the problem after reaching the prede�ned

maximum interaction rounds or begins to do repeated generations for many rounds.

and Complete (task ends normally). While IF and IA are mostly caused by LLMs' poor instruction
following, TLE often indicates a weak multi-turn ability in certain tasks.

3 COMPOSITION OFAGENTBENCH: A BRIEF LOOK

In this section, we brie�y introduce the datasets and environments that compose theAGENTBENCH.
Compared to previous agent evaluation benchmarks (Côté et al., 2019; Fan et al., 2022),AGENT-
BENCH concentrates on the practical evaluation of LLMs via Chain-of-Thought (CoT) (Wei et al.,
2022b; Yao et al., 2023b) prompting, including code-grounded, game-grounded, and web-grounded
scenarios. They pinpoint promising directions for the application of LLMs with autonomous mission
completion, and their versatility avoids task-speci�c models' (e.g., code-speci�c LLMs) overperfor-
mance onAGENTBENCH. Due to page limit, for details of construction, evaluation, and prompt
examples, please refer to Appendix.

3.1 CODE-GROUNDEDENVIRONMENTS

Since LLMs can generate high-quality codes (Chen et al., 2021), a very practical mission for LLM
agents is to assist human interaction with computer interfaces. Here, we introduce three environments
depending on coding and reasoning abilities as representatives in AGENTBENCH.

Operating System (OS).Allowing LLMs to access and manipulate OS in the terminal is a fascinating
but challenging mission. Despite attempts to translate natural language to Shell commands (Lin et al.,
2018), few prior efforts evaluate models in executable environments. We aim to evaluate LLMs in
genuine interactive bash environments (i.e., Ubuntu Docker (Merkel et al., 2014)) on human questions
with deterministic answers (e.g.,number of users with non-/home directories in an OS.) or series of
operations for practical goals (e.g.,recursively set all directory �les to read-only, excluding mine).
We adopt thesuccess rate (SR)as the evaluation metric. (Cf. Appendix B for more details)

Database (DB).As database analysis is crucial but also dif�cult in many daily affairs, it is paramount
to examine LLMs' abilities to operate on real databases via SQL. Prior research has a signi�cant
emphasis on individual procedures, such as translation between SQL and natural language (Zhong
et al., 2017; Gao et al., 2023; Pourreza & Ra�ei, 2023; Ruan et al., 2023), or answering questions
given individual small tables (Nan et al., 2021; Iyyer et al., 2017). However, few consider evaluating
models on the complete pipeline as a whole. Therefore,AGENTBENCH evaluates LLMs on authentic
SQL interfaces, databases, and different types of queries, as found in real-world scenarios. We adopt
theSRas the main evaluation metric. (Cf. Appendix C for more details)

Knowledge Graph (KG (Anonymous, 2023)).Engagement with contemporary KGs, which are often
vast in size (e.g.,FREEBASE(Bollacker et al., 2008) has over 45M entities and 3B facts), demands a
broad range of skills from an intelligent agent (Gu et al., 2023). Operating in such environments, which
are only partially observable, requires the agent to make decisions with incomplete information and
manage inherent uncertainties with various skills, including language understanding (e.g., intricacies
and subtleties), planning (e.g., breaking down instructions into more manageable components), and
tool using (e.g., interact with KG interfaces). As a result, we propose KG as a representative testing
ground to assess the decision-making abilities of AI agents. We adopt question answering as the basic
task formulation and consequently the answerF1 as the metric. (Cf. Appendix D for more details)

3.2 GAME-GROUNDEDENVIRONMENTS

Playing games usually requires strong capabilities in designing strategies, following instructions, and
reasoning. Unlike code-grounded tasks, those in game-grounded environments do not require coding
expertise but rather a more comprehensive understanding of common sense and world knowledge.
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Digital Card Game (DCG). Games usually could serve as simulated environments for intelligent
agent development. And DCG (e.g.,Hearthstone(Hoover et al., 2020)) is an ideal option for text-
only LLMs. It usually involves abundant text descriptions for cards, requiring thoughtful playing
strategies to win, testing a model's understanding of game rules, operating logic, and abilities to form
strategic decisions based on current situation in the game. InAGENTBENCH, we adopt a simpli�ed
DCG systemAquawar1 from the 2021 THU Agent Competition (THUAC) for evaluating LLMs as
Agent. In Aquawar, the agent acts as a player controlling a team of �shes with different talents to
battle against another algorithm-based team in a turn-based form. We report LLMs'win rateas the
evaluation metric. (Cf. Appendix E for more details)

Lateral Thinking Puzzles (LTP). Lateral thinking puzzles (Sloane, 1992; De Bono, 1970), also
known as situation puzzles orw Ÿ d , are globally popular group games that propelling participants
to solve riddles from unconventional perspectives. Typically, one person hosts and others guess the
mystery through strategic questioning, with responses limited to "yes", "no", or "irrelevant". In this
dataset, we �rst set up an LTP host system for automatic judging. And we gathered a diverse set
of web-based puzzles of varying dif�culty levels and simplifying the plot into several points (i.e.,
game progress). Through this assessment, we aim to gain insights into the depth and agility of LLMs'
lateral reasoning abilities. (Cf. Appendix F for more details)

House Holding (HH, ALFWorld (Shridhar et al., 2020b)). Embodied game environments such
as house-holding, which require strong commonsense grounding, have been well-established for
language agent evaluation (Côté et al., 2019). InAGENTBENCH, we assess the model's capability in
accomplishing tasks in physical house-holding environments on the classical ALFWorld (Shridhar
et al., 2020b) derived from the well-established text-game toolkit TextWorld (Côté et al., 2019). The
agent needs to accomplish house-holding tasks such as “Put a pan on the dining table”. We adopt the
SRas the evaluation metric. (Cf. Appendix G for more details)

3.3 WEB-GROUNDEDENVIRONMENTS

Web pages have been the primary interfaces for people to interact in the real world. Therefore,
assessing the behavior of LLM agents in complex web environments is critical and valuable for future
development. Here, we adapt two existing web browsing datasets for practical evaluation over LLMs.

Web Shopping (WS, WebShop (Yao et al., 2022)).Online shopping is a very practical and important
part of modern life. Its trajectory, which comprises searching, viewing, and choosing desirable items
on a real e-commerce website, requires autonomous agents' strong reasoning and decision-making
abilities. Webshop (Yao et al., 2022), a simulated online shopping environment, exactly serves such
a purpose for evaluating language agents. While it is originally evaluated on speci�cally trained
models, we propose assessing LLMs with mere prompting. (Cf. Appendix H for more details)

Web Browsing (WB, Mind2Web (Deng et al., 2023)).A General web environment is an ideal
sandbox for training and evaluating intelligent agents. Mind2Web (Deng et al., 2023) is a very
recently released general benchmark for developing and assessing web agents capable of executing
intricate tasks across various website domains, given high-level user instructions. It designs feasible
actions for website interactions, such as clicking, selecting, and typing, thereby facilitating a holistic
evaluation of LLMs as web agents. Compared to Mind2Web's original setting, we make adaptations
to allow its evaluation on prompted LLMs without additional �ne-tuning. (Cf. Appendix I for more
details)

4 EVALUATION OF AGENTBENCH

We extensively evaluate 29 LLMs, including API-based commercial models and open-sourced LLMs,
to form a systematic view of the existing performance of LLM-as-Agent. We also design and release
a simple plug-and-play evaluation toolkit to facilitate related LLM-as-Agent research.

1https://www.saiblo.net/
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Table 2: Statistics and metrics of 8 environments inAGENTBENCH evaluation. “SR” stands for
Success Rate. “#Avg. Round” denotes the estimated number of interacting rounds to solve a single
problem. In “#Dev”, and “#Test”, we provide the number of query samples and total expected
interacting rounds. Additionally, “Weight� 1” refers to the average score for a task across all models
in our evaluation. For further clari�cation, please refer to Section 4.1 and Appendix B to I.

Operating
System

Data-
Base

Knowledge
Graph

Digital
Card
Game

Lateral
Thinking
Puzzle

House
Holding

Web
Shopping

Web
Browsing

#Avg. Round 8 5 15 30 25 35 5 10
Metric SR SR F1 Reward Game Progress SR Reward Step SR
#Dev 26 / 240 60 / 300 20 / 300 12 / 360 20 / 500 20 / 700 80 / 400 31 / 400
#Test 144 / 1200 300 / 1500 150 / 2250 20 / 600 50 / 1250 50 / 1750 200 / 1000 100 / 1000

Weight� 1 10.8 13.0 13.9 12.0 3.5 13.0 30.7 11.6

4.1 EVALUATION SETUP

Dataset Statistics.We report the statistics of datasets inAGENTBENCH in Table 2. For simplicity,
we use the abbreviation of each dataset in the following part. All datasets are practical multi-round
interacting challenges, and their estimated solving rounds for each individual problem range from 5
to 50. We provide two splits for each dataset: Dev and Test. All datasets are publicly available.

We also carefully balance the evaluation comprehensiveness and ef�ciency inAGENTBENCH design,
as LLMs' multi-round interaction can be time-consuming. We set the size of Dev and Test to 269 and
1,014, respectively, resulting in around 3k and 11k calls for inference, approximately the identical
amounts of calls for inference as MMLU (Hendrycks et al., 2021b) requires.

LLMs to Evaluate. As a systematic attempt to benchmark existing LLMs on LLM-as-Agent, we
include in total 29 models for evaluation, which could be roughly classi�ed into two categories:

• API-based Commercial LLMs: mainly consist of LLM APIs without disclosed parameter
amounts (Cf. Table 1). Due to more investments, their performances are usually better.

• Open-sourced (OSS) LLMs:mostly come from the academia and some companies (Cf. Table 1).
Due to limited computing resources, we only include OSS LLMs smaller than 70B here. It is
noteworthy that this magnitude has already encompassed the majority of open-sourced LLMs
(with very few exceptions) that exhibit outstanding performance and have undergone speci�c
�ne-tuning for tasks related to chat or instruction.

Toolkit: Streamlining LLM Evaluation with API-Centric Approach and Environment Isolation.
As LLM systems continue to advance in complexity and are primarily accessible through APIs, we
have developed an evaluation toolkit that aligns with the API-oriented philosophy. This toolkit is
meticulously designed to interact with APIs, simplifying the process of adapting and testing different
LLMs. Researchers interested in evaluating their LLMs onAGENTBENCH only need to set up a
model server accessible via the HTTP protocol.

Moreover, dealing with diverse and intricate interaction environments poses a signi�cant challenge.
Uniformly con�guring all these environments can be arduous and may lead to con�icts. To address
this, we have implemented two key strategies. Firstly, we encapsulate tasks with complex envi-
ronments into Docker images. Researchers can effortlessly utilize these images by mounting the
code path and initiating the evaluation process with ease. Secondly, we have subdivided each task
into separate workers, ensuring that the environments of these tasks remain isolated and free from
con�icts. (Refer to Appendix A for further details.)

Evaluation Prompt Setup. To accommodate most existing dialogue models, our dialogue paradigm
is structured around two roles, user (i.e., instruction & environment feedback) and agent, engag-
ing and alternating with one another. We record interaction trajectories as a conversation history
(u0; a0; � � � ; uk ; ak ) involving the user and agent, whereui , ai represents thei -th round of the con-
versation history. When we perform inference, the conversation history should follow the format of
(u0; a0; � � � ; uk ). We select the minimumr such that count of all tokens2 in (u0; ar ; ur +1 ; � � � ; uk )
is not greater than 3500. And then we append "[NOTICE]2r messages are omitted." intou0. After
that, the sequence(u0; ar ; ur +1 ; � � � ; uk ) is regarded as the �nal input in multi-round chat format.

2Because the tokenizers of each model is different, we simply calculate tokens like this: a word with length
n occupiesdn=6e token(s), and a non-blank character takes1 token.
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Table 3: Test set (standard) results ofAGENTBENCH. A clear performance gap exists between top
commercial LLMs (e.g.,gpt-4 ) and OSS LLM competitors. “VER” stands for model version; “OA”
stands for the overallAGENTBENCH score, a weighted average of all environments (Cf. Section 4.1).

LLM
Type Models VER OA

Code-grounded Game-grounded Web-grounded

Operating
System

Data-
base

Know
-ledge
Graph

Digital
Card
Game

Lateral
Thinking
Puzzle

House
Holding

Web
Shopping

Web
Browsing

API

gpt-4 0613 4.01 42.4 32.0 58.8 74.5 16.6 78.0 61.1 29.0
claude-3 opus 3.11 22.9 51.7 34.6 44.5 14.3 70.0 27.9 26.0
glm-4 - 2.89 29.2 42.3 46.3 34.1 14.2 34.0 61.6 27.0
claude-2 - 2.49 18.1 27.3 41.3 55.5 8.4 54.0 61.4 0.0
claude v1.3 2.44 9.7 22.0 38.9 40.9 8.2 58.0 55.7 25.0
gpt-3.5-turbo 0613 2.32 32.6 36.7 25.9 33.7 10.5 16.0 64.1 20.0
text-davinci-003 - 1.71 20.1 16.3 34.9 3.0 7.1 20.0 61.7 26.0
claude-instant v1.1 1.60 16.7 18.0 20.8 5.9 12.6 30.0 49.7 4.0
chat-bison-001 - 1.39 9.7 19.7 23.0 16.6 4.4 18.0 60.5 12.0
text-davinci-002 - 1.25 8.3 16.7 41.5 11.8 0.5 16.0 56.3 9.0

OSS
(Large)

llama-2-70b chat 0.78 9.7 13.0 8.0 21.3 0.0 2.0 5.6 19.0
guanaco-65b - 0.54 8.3 14.7 1.9 0.1 1.5 12.0 0.9 10.0

OSS
(Medium)

codellama-34b instruct 0.96 2.8 14.0 23.5 8.4 0.7 4.0 52.1 20.0
vicuna-33b v1.3 0.73 15.3 11.0 1.2 16.3 1.0 6.0 23.9 7.0
wizardlm-30b v1.0 0.46 13.9 12.7 2.9 0.3 1.8 6.0 4.4 1.0
guanaco-33b - 0.39 11.1 9.3 3.2 0.3 0.0 6.0 6.2 5.0

OSS
(Small)

vicuna-13b v1.5 0.93 10.4 6.7 9.4 0.1 8.0 8.0 41.7 12.0
llama-2-13b chat 0.77 4.2 11.7 3.6 26.4 0.0 6.0 25.3 13.0
openchat-13b v3.2 0.70 15.3 12.3 5.5 0.1 0.0 0.0 46.9 15.0
wizardlm-13b v1.2 0.66 9.0 12.7 1.7 1.9 0.0 10.0 43.7 12.0
vicuna-7b v1.5 0.56 9.7 8.7 2.5 0.3 6.4 0.0 2.2 9.0
codellama-13b instruct 0.56 3.5 9.7 10.4 0.0 0.0 0.0 43.8 14.0
codellama-7b instruct 0.50 4.9 12.7 8.2 0.0 0.0 2.0 25.2 12.0
koala-13b - 0.34 3.5 5.0 0.4 0.1 4.4 0.0 3.9 7.0
llama-2-7b chat 0.34 4.2 8.0 2.1 6.9 0.0 0.0 11.6 7.0
codegeex2-6b - 0.27 1.4 0.0 4.8 0.3 0.0 0.0 20.9 11.0
dolly-12b v2 0.14 0.0 0.0 0.0 0.1 1.2 0.0 0.4 9.0
chatglm-6b v1.1 0.11 4.9 0.3 0.0 0.0 0.0 0.0 0.5 4.9
oasst-12b sft-4 0.03 1.4 0.0 0.0 0.0 0.0 0.0 0.3 1.0

However, in order to consider non-chat models, we append a post-processor. We feed the history into
the model for chat models supporting multiple rounds. For models supporting only text completion
(e.g.,text-davinci-003 ), we prepend "USER:" or "AGENT:" into each item in the history and
�nally append the string "AGENT:" to make models generate the agent's content.

For task prompt organization, we adapted the format from (Yao et al., 2023b) to include both
“Thought” (for CoT) and “Action” but in one single round. Usually, a simple CoT demonstration is
provided in the task instruction for a better output format. To ensure reproducible results, we set
temperature=0 (i.e., greedy decoding) in the inference on all tasks following (Wei et al., 2022b).

Overall Score Calculation. We have observed that the score distribution for each task varies
signi�cantly as tasks differ in dif�culty levels. As a consequence, a naively averaged score is
heavily impacted by tasks that generally yield higher scores (e.g., Web Shopping in our observation),
overshadowing those with lower scores and being unsuitable for AGENTBENCH's purpose.

Therefore, we produce the overall score by �rst resizing each task's average score to1 across all the
models we evaluate and then averaging the scores across all tasks for each model (Cf. Table 2). To
standardize and simplify score calculations for future studies, we utilize the reciprocal average score
of all the tested LLMs in each task as a �xed weight for future overall score calculation. The total
score is then computed as the average value obtained by multiplying the score of each task by its
corresponding weight. This method ensures fairness and consistency in evaluation, enabling easier
comparisons and analysis in future research.

4.2 MAIN RESULTS

Overall and dataset-speci�c scores inAGENTBENCH are reported in Table 3. Surprisingly, on
this challenging benchmark, we discover that some top LLMs are equipped with solid capabilities
for dealing with real-world environmental interaction. For example,gpt-4 presents the best
performance on 6 out of 8 datasets inAGENTBENCH; on House Holding, it achieves a success rate of
78%, indicating its practical usability in this scenario.claude-2 andclaude follow gpt-4 but
quite outperformgpt-3.5-turbo . Despite other API-based LLMs' relatively poorer performance,
regardless of tasks, most of them can solve quite a few percent of problems. All API-based LLMs
have an AGENTBENCH overall score above 1.00.
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-ping
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-sing

Completed 75.0 37.9 30.1 51.2 14.0 13.1 54.9 56.6

CLE 0.1 0.7 2.0 0.0 3.5 0.7 0.0 0.0
Invalid Format 0.0 53.3 0.0 38.5 0.0 0.0 17.2 0.0
Invalid Action 0.9 0.0 0.0 10.2 0.0 64.1 0.0 8.4
TLE 23.9 8.0 67.9 0.0 82.5 22.1 27.8 35.0

Table 4: Portions of different types of execution
outcomes in 8 tasks averaged across all models.
(CLE: Context Limit Exceeded, TLE: Task Limit
Exceeded).

Figure 3:AGENTBENCH OA scores with regard
to all tested OSS LLMs.

OSS LLMs we test, however, commonly fail to solve problems in some challenging tasks, such as
Knowledge Graph, Digital Card Game, and House Holding. We plot their performance relative to
their sizes in Figure 3. Generally, most OSS LLMs perform far poorer than API-based LLMs in
AGENTBENCH (Avg. 0.51 v.s. 2.15). The most capable OSS LLM� 70B within the evaluation
scope rounds out to becodellama-34b , achieving an overall score of 0.96 but still presents a
clear performance gap togpt-3.5-turbo . Our community still needs much effort to produce
stronger OSS LLMs.

4.3 ANALYSIS

In the evaluation, we analyze some important factors that impact an LLM agent's performance
on AGENTBENCH, including outcome portion analysis, code training, and the difference between
API-based commercial LLMs and OSS LLM competitors. More insights and case studies into the
ability of planning, self-correction, and tool use are provided in Appendix J.2.

Portion of Different Types of Execution Outcomes.

Table 4 reports the ratios of execution outcomes (Cf. Section 2). The predominant failure cause in
AGENTBENCH tasks isTask Limit Exceeded, revealing weak reasoning and decision-making abilities
in LLMs. This data underpins the existing LLM weaknesses, potentially guiding future development
(please refer to our framework).

In Database and Digital Card Game tasks,Invalid Formaterrors frequently occur due to stringent
formatting requirements (Cf. Appendix J.2.1). Conversely, House Holding and Web Browsing tasks
often faceInvalid Actionerrors due to LLMs generating actions beyond the prede�ned action spaces.
Please refer to Appendix J.1 for more detailed ratios.

Ambivalent Impact of Code Training. We �nd that code tuning might deeply in�uence a model's
way of inferential generation and thinking, even beyond topics just about coding. From the comparison
of codellama andllama-2 series, tuning with code seems to give models an edge in tasks that
follow a relatively static procedure (e.g., Web Shopping). But, this kind of tuning might also affect
the model's general thinking ability, ascodellama series does not perform as well in the Digital
Card Game asllama-2 series, as well as in Operating System where interacting with the Linux
system is more important than writing bash codes. This points to a balance between being good at
following procedures and being good at general thinking when tuning LLMs.

Impact of High-Quality Alignment Data Training. Another helpful comparison would be between
vicuna-13b andllama-2-13b . While they share the same base LLM,vicuna-13b is aligned
by training on ShareGPT's data (generated bygpt-4 andgpt-3.5-turbo , shared by users) and
llama-2-13b is aligned from scratch. As a result,vicuna-13b outperformsllama-2-13b on
AGENTBENCH, and even performs comparably to 3 times largercodellama-34b . This indicates
that high-quality alignment is still a key to develop better LLM agents.

Unexpected Similar Performance ofllama-2-13b and llama-2-70b . During our experi-
ments, we were surprised to �nd thatllama-2-13b andllama-2-70b perform similarly despite
the signi�cant gap between their sizes. After carefully checking and re-running experiments, the
results are unchanged. We think that it indicatesllama-2-70b 's insuf�cient pre-training. While
bothllama-2-13b andllama-2-70b are pre-trained with 2T tokens, a larger LLM should be
trained with more tokens according to the scaling law (Hoffmann et al., 2022).
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Another potential reason could be thatllama-2-70b is not adequately aligned on instruction
following, resulting in its comparatively lagging ability to follow instructions (Cf. Appendix J.2.5).

5 RELATED WORK

Evaluation of LLMs. The general capabilities of self-supervised (Liu et al., 2021) LLMs (Brown
et al., 2020; Chowdhery et al., 2022; Zhang et al., 2022; Scao et al., 2022; Zeng et al., 2022; Touvron
et al., 2023), especially those chat-aligned ones (Ouyang et al., 2022; Anthropic, 2023a; OpenAI,
2023), have refreshed people's impression on deep learning systems and signi�cantly transcended
the conventional scope of NLP evaluation. It thus makes the evaluation of LLMs an urgent and
challenging problem. Compared to previous efforts focusing on a subset of speci�ed tasks (Wang
et al., 2019; Wang et al.; Gehrmann et al., 2021), an increasing number of benchmarks are including
broader spectra of tasks and datasets (Hendrycks et al., 2021b; Liang et al., 2022; Srivastava et al.,
2023) in the evaluation. However, most of them are still limited to traditional tasks and thus fail to
evaluate LLMs' open-ended generation, multi-round interaction, and ability to act as agents.

LLM-as-Agent. In pre-LLM era, text game environments such as TextWorld (Côté et al., 2019),
Jericho (Hausknecht et al., 2020), and LIGHT (Urbanek et al., 2019) are dominant in language
agent study which bases on BERT (Devlin et al., 2019) and reinforcement learning. With the
advent of LLMs, the study of LLM agents begins to thrive (Huang et al., 2022), especially after
Chain-of-Thought (Wei et al., 2022b) came out. ReAct (Yao et al., 2023b) is a pioneer work
to combine CoT reasoning and actions in agent tasks. Later, a multitude of advanced reasoning
strategies (Kim et al., 2023; Shinn et al., 2023; Wang et al., 2023d; Liu et al., 2023; Yao et al., 2023a;
Gu et al., 2023) and applications including frameworks (Richards, 2023; Nakajima, 2023; age, 2023)
and multi-agents (Park et al., 2023; Hong et al., 2023; Wu et al., 2023) for LLM-as-Agent have
emerged and arouse much public interest. Nevertheless, limited datasets and models and available
on the topic, without a standard and comprehensive benchmark.AGENTBENCH presents the �rst
systematic benchmark for evaluating LLM-as-Agent with a broad coverage of tasks and available
LLMs. Additionally, it also initiates the idea of adopting agent tasks to measure LLM performance.

Evaluating LLMs in Executive Environments. As LLMs become increasingly capable of real-
world challenges, there is also a trend to evaluate them in executive environments rather than static
datasets. Besides text games (e.g., ALFWorld (Shridhar et al., 2020b)), another main stream of
works lies in code execution. APPS (Hendrycks et al., 2021a), HumanEval (Chen et al., 2021) and
MBPP (Austin et al., 2021) pioneer the effort to evaluate code LLMs for functional correctness
instead of text similarity. The paradigm has been later widely recognized and adopted in following
works (Li et al., 2022b; Zheng et al., 2023; Nijkamp et al., 2023). However, few previous code
evaluation frameworks consider multi-round interactions. A concurrent work InterCode (Yang et al.,
2023) releases a framework that allows evaluation of interaction between models and Bash and SQL
environments, which are similar to OS and DB tasks in AGENTBENCH.

6 CONCLUSION

We presentAGENTBENCH, a systematically designed multi-dimensional evolving benchmark for
evaluating LLMs as agents, covering as many as 29 LLMs in the �rst time, establishing a uni�ed
testing framework and toolkit for agile evaluation. Based on the evaluation, we present a wide array of
insights into agent tasks, LLM behaviors, and potential methods to improve LLMs onAGENTBENCH.
We anticipate that AGENTBENCH will serve as a cornerstone for subsequent LLM agent research.

ACKNOWLEDGEMENT

We would like to thank the anonymous reviewers and Shunyu Yao for their suggestions in re�ning this
work as well as Zhipu AI for covering all GPU and API cost consumed in this study. Yuxiao Dong is
supported by Natural Science Foundation of China (NSFC) 62276148. Jie Tang is supported by the
Technology and Innovation Major Project of the Ministry of Science and Technology of China under
Grant 2022ZD0118600, NSFC for Distinguished Young Scholar 61825602, Tsinghua University
Initiative Scienti�c Research Program 20233080067 and the New Cornerstone Science Foundation
through the XPLORER PRIZE. This work is also supported by a research fund from Zhipu AI.

9



Published as a conference paper at ICLR 2024

REFERENCES

Agentgpt.Python. https://github.com/reworkd/AgentGPT, 2023.

Michael Ahn, Anthony Brohan, Noah Brown, Yevgen Chebotar, Omar Cortes, Byron David, Chelsea
Finn, Chuyuan Fu, Keerthana Gopalakrishnan, Karol Hausman, et al. Do as i can, not as i say:
Grounding language in robotic affordances.arXiv preprint arXiv:2204.01691, 2022.

Rohan Anil, Andrew M Dai, Orhan Firat, Melvin Johnson, Dmitry Lepikhin, Alexandre Passos,
Siamak Shakeri, Emanuel Taropa, Paige Bailey, Zhifeng Chen, et al. Palm 2 technical report.arXiv
preprint arXiv:2305.10403, 2023.

Anonymous. Knowledge base question answering as tool learning. under review, 2023.

Anthropic. Introducing claude, 2023a. URLhttps://www.anthropic.com/index/
introducing-claude .

Anthropic. Claude 2, 2023b. URLhttps://www.anthropic.com/index/claude-2 .

Anthropic. Introducing the next generation of claude, 2024. URLhttps://www.anthropic.
com/news/claude-3-family .

Jacob Austin, Augustus Odena, Maxwell Nye, Maarten Bosma, Henryk Michalewski, David Dohan,
Ellen Jiang, Carrie Cai, Michael Terry, Quoc Le, et al. Program synthesis with large language
models.arXiv preprint arXiv:2108.07732, 2021.

Kurt D. Bollacker, Colin Evans, Praveen K. Paritosh, Tim Sturge, and Jamie Taylor. Freebase:
a collaboratively created graph database for structuring human knowledge. In Jason Tsong-Li
Wang (ed.),Proceedings of the ACM SIGMOD International Conference on Management of Data,
SIGMOD 2008, Vancouver, BC, Canada, June 10-12, 2008, pp. 1247–1250. ACM, 2008. doi:
10.1145/1376616.1376746. URLhttps://doi.org/10.1145/1376616.1376746 .

Tom B. Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared Kaplan, Prafulla Dhariwal,
Arvind Neelakantan, Pranav Shyam, Girish Sastry, Amanda Askell, Sandhini Agarwal, Ariel
Herbert-Voss, Gretchen Krueger, Tom Henighan, Rewon Child, Aditya Ramesh, Daniel M. Ziegler,
Jeffrey Wu, Clemens Winter, Christopher Hesse, Mark Chen, Eric Sigler, Mateusz Litwin, Scott
Gray, Benjamin Chess, Jack Clark, Christopher Berner, Sam McCandlish, Alec Radford, Ilya
Sutskever, and Dario Amodei. Language models are few-shot learners. InProceedings of the 34th
International Conference on Neural Information Processing Systems, NIPS'20, Red Hook, NY,
USA, 2020. Curran Associates Inc. ISBN 9781713829546.

Mark Chen, Jerry Tworek, Heewoo Jun, Qiming Yuan, Henrique Ponde de Oliveira Pinto, Jared
Kaplan, Harri Edwards, Yuri Burda, Nicholas Joseph, Greg Brockman, et al. Evaluating large
language models trained on code.arXiv preprint arXiv:2107.03374, 2021.

Wenhu Chen, Hanwen Zha, Zhiyu Chen, Wenhan Xiong, Hong Wang, and William Yang Wang.
HybridQA: A dataset of multi-hop question answering over tabular and textual data. InFindings of
the Association for Computational Linguistics: EMNLP 2020, pp. 1026–1036, Online, November
2020. Association for Computational Linguistics. doi: 10.18653/v1/2020.�ndings-emnlp.91. URL
https://aclanthology.org/2020.findings-emnlp.91 .

Wei-Lin Chiang, Zhuohan Li, Zi Lin, Ying Sheng, Zhanghao Wu, Hao Zhang, Lianmin Zheng, Siyuan
Zhuang, Yonghao Zhuang, Joseph E Gonzalez, et al. Vicuna: An open-source chatbot impressing
gpt-4 with 90%* chatgpt quality.See https://vicuna.lmsys.org (accessed 14 April 2023), 2023.

Aakanksha Chowdhery, Sharan Narang, Jacob Devlin, Maarten Bosma, Gaurav Mishra, Adam
Roberts, Paul Barham, Hyung Won Chung, Charles Sutton, Sebastian Gehrmann, et al. Palm:
Scaling language modeling with pathways.arXiv preprint arXiv:2204.02311, 2022.

Karl Cobbe, Vineet Kosaraju, Mohammad Bavarian, Mark Chen, Heewoo Jun, Lukasz Kaiser,
Matthias Plappert, Jerry Tworek, Jacob Hilton, Reiichiro Nakano, et al. Training veri�ers to solve
math word problems.arXiv preprint arXiv:2110.14168, 2021.

10



Published as a conference paper at ICLR 2024

Mike Conover, Matt Hayes, Ankit Mathur, Jianwei Xie, Jun Wan, Sam Shah, Ali Ghodsi, Patrick
Wendell, Matei Zaharia, and Reynold Xin. Free dolly: Introducing the world's �rst truly open
instruction-tuned llm, 2023. URLhttps://www.databricks.com/blog/2023/04/
12/dolly-first-open-commercially-viable-instruction-tuned-llm .

Marc-Alexandre Côté, Akos Kádár, Xingdi Yuan, Ben Kybartas, Tavian Barnes, Emery Fine, James
Moore, Matthew Hausknecht, Layla El Asri, Mahmoud Adada, et al. Textworld: A learning
environment for text-based games. InComputer Games: 7th Workshop, CGW 2018, Held in Con-
junction with the 27th International Conference on Arti�cial Intelligence, IJCAI 2018, Stockholm,
Sweden, July 13, 2018, Revised Selected Papers 7, pp. 41–75. Springer, 2019.

Edward De Bono. Lateral thinking.New York, pp. 70, 1970.

Xiang Deng, Yu Gu, Boyuan Zheng, Shijie Chen, Samuel Stevens, Boshi Wang, Huan Sun, and
Yu Su. Mind2web: Towards a generalist agent for the web.arXiv preprint arXiv:2306.06070,
2023.

Tim Dettmers, Artidoro Pagnoni, Ari Holtzman, and Luke Zettlemoyer. Qlora: Ef�cient �netuning
of quantized llms.arXiv preprint arXiv:2305.14314, 2023.

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. Bert: Pre-training of deep
bidirectional transformers for language understanding. InProceedings of the 2019 Conference of
the North American Chapter of the Association for Computational Linguistics: Human Language
Technologies, Volume 1 (Long and Short Papers), pp. 4171–4186, 2019.

Zhengxiao Du, Yujie Qian, Xiao Liu, Ming Ding, Jiezhong Qiu, Zhilin Yang, and Jie Tang. Glm:
General language model pretraining with autoregressive blank in�lling. InProceedings of the 60th
Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pp.
320–335, 2022.

Jack Edmonds and Richard M Karp. Theoretical improvements in algorithmic ef�ciency for network
�ow problems. Journal of the ACM (JACM), 19(2):248–264, 1972.

Linxi Fan, Guanzhi Wang, Yunfan Jiang, Ajay Mandlekar, Yuncong Yang, Haoyi Zhu, Andrew Tang,
De-An Huang, Yuke Zhu, and Anima Anandkumar. Minedojo: Building open-ended embodied
agents with internet-scale knowledge.Advances in Neural Information Processing Systems, 35:
18343–18362, 2022.

LR Ford Jr and DR Fu�lkerson. Flows in networks. 1962.

Dawei Gao, Haibin Wang, Yaliang Li, Xiuyu Sun, Yichen Qian, Bolin Ding, and Jingren Zhou.
Text-to-sql empowered by large language models: A benchmark evaluation.arXiv preprint
arXiv:2308.15363, 2023.

Sebastian Gehrmann, Tosin Adewumi, Karmanya Aggarwal, Pawan Sasanka Ammanamanchi, An-
uoluwapo Aremu, Antoine Bosselut, Khyathi Raghavi Chandu, Miruna-Adriana Clinciu, Dipanjan
Das, Kaustubh Dhole, et al. The gem benchmark: Natural language generation, its evaluation and
metrics. InProceedings of the 1st Workshop on Natural Language Generation, Evaluation, and
Metrics (GEM 2021), pp. 96–120. Association for Computational Linguistics, 2021.

Xinyang Geng, Arnav Gudibande, Hao Liu, Eric Wallace, Pieter Abbeel, Sergey Levine, and Dawn
Song. Koala: A dialogue model for academic research.Blog post, April, 1, 2023.

Yu Gu and Yu Su. ArcaneQA: Dynamic program induction and contextualized encoding for
knowledge base question answering. InProceedings of the 29th International Conference on
Computational Linguistics, pp. 1718–1731, Gyeongju, Republic of Korea, October 2022. Inter-
national Committee on Computational Linguistics. URLhttps://aclanthology.org/
2022.coling-1.148 .

Yu Gu, Sue Kase, Michelle Vanni, Brian Sadler, Percy Liang, Xifeng Yan, and Yu Su. Beyond
i.i.d.: Three levels of generalization for question answering on knowledge bases. InProceedings
of the Web Conference 2021. ACM, apr 2021. doi: 10.1145/3442381.3449992. URLhttps:
//doi.org/10.1145%2F3442381.3449992 .

11



Published as a conference paper at ICLR 2024

Yu Gu, Xiang Deng, and Yu Su. Don't generate, discriminate: A proposal for grounding language
models to real-world environments. InProceedings of the 61st Annual Meeting of the Association
for Computational Linguistics (Volume 1: Long Papers), pp. 4928–4949, Toronto, Canada, July
2023. Association for Computational Linguistics. URLhttps://aclanthology.org/
2023.acl-long.270 .

Matthew Hausknecht, Prithviraj Ammanabrolu, Marc-Alexandre Côté, and Xingdi Yuan. Interac-
tive �ction games: A colossal adventure. InProceedings of the AAAI Conference on Arti�cial
Intelligence, volume 34, pp. 7903–7910, 2020.

Dan Hendrycks, Steven Basart, Saurav Kadavath, Mantas Mazeika, Akul Arora, Ethan Guo, Collin
Burns, Samir Puranik, Horace He, Dawn Song, et al. Measuring coding challenge competence
with apps.arXiv preprint arXiv:2105.09938, 2021a.

Dan Hendrycks, Collin Burns, Steven Basart, Andy Zou, Mantas Mazeika, Dawn Song, and Jacob
Steinhardt. Measuring massive multitask language understanding. InInternational Conference on
Learning Representations, 2021b.

Jordan Hoffmann, Sebastian Borgeaud, Arthur Mensch, Elena Buchatskaya, Trevor Cai, Eliza
Rutherford, Diego de Las Casas, Lisa Anne Hendricks, Johannes Welbl, Aidan Clark, et al.
Training compute-optimal large language models.arXiv preprint arXiv:2203.15556, 2022.

Sirui Hong, Xiawu Zheng, Jonathan P. Chen, Yuheng Cheng, Ceyao Zhang, Zili Wang, Steven
Ka Shing Yau, Zi Hen Lin, Liyang Zhou, Chenyu Ran, Lingfeng Xiao, and Chenglin Wu. Metagpt:
Meta programming for multi-agent collaborative framework.ArXiv, abs/2308.00352, 2023. URL
https://api.semanticscholar.org/CorpusID:260351380 .

Amy K Hoover, Julian Togelius, Scott Lee, and Fernando de Mesentier Silva. The many ai challenges
of hearthstone.KI-Künstliche Intelligenz, 34:33–43, 2020.

Wenlong Huang, Pieter Abbeel, Deepak Pathak, and Igor Mordatch. Language models as zero-shot
planners: Extracting actionable knowledge for embodied agents. InInternational Conference on
Machine Learning, pp. 9118–9147. PMLR, 2022.

Mohit Iyyer, Wen-tau Yih, and Ming-Wei Chang. Search-based neural structured learning for
sequential question answering. InProceedings of the 55th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers), pp. 1821–1831, Vancouver, Canada, July
2017. Association for Computational Linguistics. doi: 10.18653/v1/P17-1167. URLhttps:
//aclanthology.org/P17-1167 .

Mandar Joshi, Eunsol Choi, Daniel S Weld, and Luke Zettlemoyer. Triviaqa: A large scale distantly
supervised challenge dataset for reading comprehension. InProceedings of the 55th Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pp. 1601–
1611, 2017.

Geunwoo Kim, Pierre Baldi, and Stephen McAleer. Language models can solve computer tasks.
arXiv preprint arXiv:2303.17491, 2023.

Heinrich Küttler, Nantas Nardelli, Alexander Miller, Roberta Raileanu, Marco Selvatici, Edward
Grefenstette, and Tim Rocktäschel. The nethack learning environment.Advances in Neural
Information Processing Systems, 33:7671–7684, 2020.

LAION. Open-assistant.https://github.com/LAION-AI/Open-Assistant , 2023.

Shuang Li, Xavier Puig, Chris Paxton, Yilun Du, Clinton Wang, Linxi Fan, Tao Chen, De-An
Huang, Ekin Akyürek, Anima Anandkumar, et al. Pre-trained language models for interactive
decision-making. InAdvances in Neural Information Processing Systems, 2022a.

Xuechen Li, Tianyi Zhang, Yann Dubois, Rohan Taori, Ishaan Gulrajani, Carlos Guestrin, Percy
Liang, and Tatsunori B Hashimoto. Alpacaeval: An automatic evaluator of instruction-following
models, 2023.

12



Published as a conference paper at ICLR 2024

Yujia Li, David Choi, Junyoung Chung, Nate Kushman, Julian Schrittwieser, Rémi Leblond, Tom
Eccles, James Keeling, Felix Gimeno, Agustin Dal Lago, et al. Competition-level code generation
with alphacode.Science, 378(6624):1092–1097, 2022b.

Percy Liang, Rishi Bommasani, Tony Lee, Dimitris Tsipras, Dilara Soylu, Michihiro Yasunaga, Yian
Zhang, Deepak Narayanan, Yuhuai Wu, Ananya Kumar, et al. Holistic evaluation of language
models.arXiv preprint arXiv:2211.09110, 2022.

Chin-Yew Lin. ROUGE: A package for automatic evaluation of summaries. InText Summarization
Branches Out, pp. 74–81, Barcelona, Spain, July 2004. Association for Computational Linguistics.
URL https://aclanthology.org/W04-1013 .

Xi Victoria Lin, Chenglong Wang, Luke Zettlemoyer, and Michael D Ernst. Nl2bash: A corpus and
semantic parser for natural language interface to the linux operating system. InProceedings of the
Eleventh International Conference on Language Resources and Evaluation (LREC 2018), 2018.

Bo Liu, Yuqian Jiang, Xiaohan Zhang, Qiang Liu, Shiqi Zhang, Joydeep Biswas, and Peter Stone.
Llm+ p: Empowering large language models with optimal planning pro�ciency.arXiv preprint
arXiv:2304.11477, 2023.

Xiao Liu, Fanjin Zhang, Zhenyu Hou, Li Mian, Zhaoyu Wang, Jing Zhang, and Jie Tang. Self-
supervised learning: Generative or contrastive.IEEE transactions on knowledge and data engi-
neering, 35(1):857–876, 2021.

Pattie Maes. Agents that reduce work and information overload.Commun. ACM, 37:30–40, 1994.

Dirk Merkel et al. Docker: lightweight linux containers for consistent development and deployment.
Linux j, 239(2):2, 2014.

Yohei Nakajima. Babyagi.Python. https://github. com/yoheinakajima/babyagi, 2023.

Linyong Nan, Chiachun Hsieh, Ziming Mao, Xi Victoria Lin, Neha Verma, Rui Zhang, Wojciech
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