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ABSTRACT

Accurate traffic forecasting is challenging due to the complex interdependencies
of large road networks and abrupt speed changes caused by unexpected events.
Recent work has focused on spatial modeling with adaptive graph embedding
or graph attention but has paid less attention to the temporal characteristics and
effectiveness of in-situ modeling. In this paper, we propose the time-enhanced
spatio-temporal attention model (TESTAM) to better capture recurring and non-
recurring traffic patterns with mixture-of-experts model with three experts for tem-
poral modeling, spatio-temporal modeling with a static graph, and spatio-temporal
dependency modeling with a dynamic graph. By introducing different experts
and properly routing them, TESTAM better captures traffic patterns under various
circumstances, including cases of spatially isolated roads, highly interconnected
roads, and recurring and non-recurring events. For proper routing, we reformulate
a gating problem as a classification task with pseudo labels. Experimental results
on three public traffic network datasets, METR-LA, PEMS-BAY, and EXPY-TKY,
demonstrate that TESTAM outperforms 13 existing methods in terms of accuracy
due to its better modeling of recurring and non-recurring traffic patterns. You can
find the official code from https://github.com/HyunWookL/TESTAM

1 INTRODUCTION

Spatio-temporal modeling in non-Euclidean space has received considerable attention since it can
be widely applied to many real-world problems, such as social networks and human pose estimation.
Traffic forecasting is a representative real-world problem, which is particularly challenging due to
the difficulty of identifying innate spatio-temporal dependencies between roads. Moreover, such de-
pendencies are often influenced by numerous factors, such as weather, accidents, and holidays (Park
et al.l [2020; [Lee et al., 2020; [Lee et al., [2022)).

To overcome the challenges related to spatio-temporal modeling, many deep learning models have
been proposed, including graph convolutional networks (GCN5), recurrent neural networks (RNNs),
and Transformer. |Li et al.| (2018) have introduced DCRNN, which injects graph convolution into
recurrent units, while [Yu et al.| (2018) have combined graph convolution and convolutional neural
networks (CNNs) to model spatial and temporal features, outperforming traditional methods, such
as ARIMA. Although effective, GCN-based methods require prior knowledge of the topological
characteristics of spatial dependencies. In addition, as the pre-defined graph relies heavily on the
Euclidean distance and empirical laws (Tobler’s first law of geography), ignoring dynamic changes
in traffic (e.g., rush hour and accidents), it is hardly an optimal solution (Jiang et al., [2023)). Graph-
WaveNet, proposed by [Wu et al.[(2019), is the first model to address this limitation by using node
embedding, building learnable adjacency matrix for spatial modeling. Motivated by the success of
Graph-WaveNet and DCRNN, a line of research has focused on learnable graph structures, such as
AGCRN (Bai et al., [2020) and MTGNN (Wu et al., 2020).

Although spatial modeling with learnable static graphs has drastically improved traffic forecast-
ing, researchers have found that it can be further improved by learning networks dynamics among
time, named time-varying graph structure. SLCNN (Zhang et al.| 2020) and StemGNN (Cao et al.,
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2020) attempt to learn time-varying graph structures by projecting observationéal data. Zheng et al.
(2020) have adopted multi-head attention for improved dynamic spatial modeling with no spatial
restrictions, while Park et al. (2020) have developed ST-GRAT, a modi ed Transformer for traf ¢
forecasting that utilizes graph attention networks (GAT). However, time-varying graph modeling

is noise sensitive. Attention-based models can be relatively less noise sensitive, but a recent study
reports that they often fail to generate an informative attention map by spreading attention weights
over all roads|(Jin et al., 2023). MegaCRN (Jiang €t al., 2023) utilizes memory networks for graph
learning, reducing sensitivity and injecting temporal information, simultaneously. Although effec-
tive, aforementioned methods focus on spatial modeling usegi ¢ spatial modeling methods
paying less attention to the use of multiple spatial modeling methods for in-situ forecasting.

Different spatial modeling methods have certain advantages for different circumstances. For in-
stance, learnable static graph modeling outperforms dynamic graphs in recurring traf ¢ situa-
tions (Wu et al.] 2020; Jiang et [dl., 2023). On the other hand, dynamic spatial modeling is ad-
vantageous for non-recurring traf ¢, such as incidents or abrupt speed changes (Park et al., 2020;
Zheng et al.|, 2020). Park et|dl. (2020) have revealed that preserving the the road information itself
improves forecasting performance, implying the need of temporal-only modeling. Jih|et al. (2023)
have shown that a static graph built on temporal similarity could lead to performance improvements
when combined with a dynamic graph modeling method. Although many studies have discussed
the importance of effective spatial modeling for traf ¢ forecasting, few studies have focused on the
dynamic use of spatial modeling methods in traf ¢ forecasting (i.e., in-situ traf ¢ forecasting).

In this paper, we propose a time-enhanced spatio-temporal attention model (TESTAM), a novel
Mixture-of-Experts (MoE) model that enables in-situ traf ¢ forecasting. TESTAM consists of three
experts, each of them has different spatial modeling: 1) without spatial modeling, 2) with learnable
static graph, 3) with with dynamic graph modeling, and one gating network. Each expert consists
of transformer-based blocks with their own spatial modeling methods. Gating networks take each
expert's last hidden state and input traf ¢ conditions, generating candidate routes for in-situ traf ¢
forecasting. To achieve effective training of gating network, we solve the routing problem as a clas-
si cation problem with two loss functions that are designed to avoid the worst route and lead to the
best route. The contributions of this work can be summarized as follows:

» We propose a novel Mixture-of-Experts model called TESTAM for traf ¢ forecasting with
diverse graph architectures for improving accuracy in different traf ¢ conditions, including
recurring and non-recurring situations.

» We reformulate the gating problem as a classi cation problem to have the model better
contextualize traf ¢ situations and choose spatial modeling methods (i.e., experts) during
training.

» The experimental results over the state-of-the-art models using three real-world datasets
indicate that TESTAM outperforms existing methods quantitatively and qualitatively.

2 REeLATED WORK

2.1 TRAFFIC FORECASTING

Deep learning models achieve huge success by effectively capturing spatio-temporal features in traf-
c forecasting tasks. Previous studies have shown that RNN-based models outperform conventional
temporal modeling approaches, such as ARIMA and support vector regreéssion (Vlahogianni et al.,
2014;[Li & Shahabi| 2018). More recently, substantial research has demonstrated that attention-
based models (Zheng et|al., 2020; Park et al., R020) and CNNs (Yu et al., 2018; Wu et al., 2019;
2020) perform better than RNN-based model in long-term prediction tasks. For spatial modeling,
Zhang et al. (2016) have proposed a CNN-based spatial modeling method for Euclidean space. An-
other line of modeling methods using graph structures for managing complex road networks (e.g.,
GCNs) have also become popular. However, using GCNs requires building an adjacency matrix, and
GCNs depend heavily on pre-de ned graph structure.

To overcome these dif culties, several approaches, such as graph attention models, have been pro-
posed for dynamic edge importance weighting (Park et al., 2020). Graph-WaveNet (Wu et al.,
2019) uses a learnable static adjacency matrix to capture hidden spatial dependencies in training.
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SLCNN (Zhang et al., 2020) and StemGNN (Cao et al., 2020) try to learn a time-varying graph
by projecting current traf ¢ conditions. MegaCRN (Jiang et al., 2023) uses memory-based graph
learning to construct a noise-robust graph. Despite their effectiveness, forecasting models still suffer
from inaccurate predictions due to abruptly changing speeds, instability, and changes in spatial de-
pendency. To address these challenges, we design TESTAM to change its spatial modeling methods
based on the traf ¢ context using the Mixture-of-Experts technique.

2.2 MIXTURE OF EXPERTS

The Mixture-of-Experts (MOES) is a machine learning technique devised by Shazeer et al. (2017)
that has been actively researched as a powerful method for increasing model capacities without ad-
ditional computational costs. MoEs have been used in various machine learning tasks, such as com-
puter vision (Dryden & Hoe er, 2022) and natural language processing (Zhou et al., 2022; Fedus
et al., 2022). Recently, MoEs have gone beyond being the purpose of increasing model capacities
and are used to “specialize” each expert in subtasks at speci c levels, such as the sample (Eigen
et al., 2014; McGill & Perona, 2017; Rosenbaum et al., 2018), token (Shazeer et al., 2017; Fedus
et al., 2022), and patch levels (Riquelme et al., 2021). These coarse-grained routing of the MoEs
are frequently trained with multiple auxiliary losses, focusing on load balancing (Fedus et al., 2022;
Dryden & Hoe er, 2022), but it often causes the experts to lose their opportunity to specialize. Fur-
thermore, MoEs assign identical structures to every expert, eventually leading to limitations caused
by the architecture, such as sharing the same inductive bias, which hardly changes. Dryden & Hoe-
er (2022) have proposed Spatial Mixture-of-Experts (SMoESs) that introduces ne-grained routing

to solve the regression problem. SMOEs induce inductive bias via ne-grained, location-dependent
routing for regression problems. They utilize one routing classi cation loss based on the nal output
losses, penalize gating networks with output error signals, and reduce the change caused by inac-
curate routing for better routing and expert specialization. However, SMoEs only attempt to avoid
incorrect routing and pay less attention to the best routing. TESTAM differs from existing MoEs in
two main ways: it utilizes experts with different spatial modeling methods for better generalization,
and it can be optimized with two loss functions—one for avoiding the worst route and another for
choosing the best route for better specialization.

3 METHODS

3.1 PRELIMINARIES

Problem De nition  Let us de ne a road network & = (V; E; A), whereV is a set of all roads

in road networks withjVj = N, E is a set of edges representing the connectivity between roads,
andA 2 RN N js a matrix representing the topology G6f Given road networks, we formulate
our problem as a special version of multivariate time series forecasting that predictsTfugtaiph
signals based ofi® historical input graph signals:

Wherexg) 2 RN € C is the number of input features. We aim to train the mapping function

f():RT° N €1 RT N C which predicts the next steps based on the givar observations.
For the sake of simplicity, we om@ from X ¢ hereinafter.

Spatial Modeling Methods in Traf ¢ Forecasting To effectively forecast the traf ¢ signals, we

rst discuss spatial modeling, which is one of the necessities for traf ¢ data modeling. In traf ¢
forecasting, we can classify spatial modeling methods into four categories: 1) with identity matrix
(i.e., multivariate time-series forecasting), 2) with a pre-de ned adjacency matrix, 3) with a train-
able adjacency matrix, and 4) with attention (i.e., dynamic spatial modeling without prior knowl-
edge). Conventionally, a graph topologyis constructed via an empirical law, including inverse
distance (Li et al., 2018; Yu et al., 2018) and cosine similarity (Geng et al., 2019). However, these
empirically built graph structures are not necessarily optimal, thus often resulting in poor spatial
modeling quality. To address this challenge, a line of research (Wu et al., 2019; Bai et al., 2020;
Jiang et al., 2023) is proposed to capture the hidden spatial information. Speci cally, a trainable
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Figure 1: Overview of TESTAMLeft: The architecture of each expeMiddle : The work ow and

routing mechanism of TESTAM. Solid lines indicate forward paths, and the dashed lines represent
backward pathsRight: The three spatial modeling methods of TESTAM. The black lines indicate
spatial connectivity, and red lines represent information ow corresponding to spatial connectivity.
Identity, adaptive, and attention experts are responsible for temporal modeling, spatial modeling
with learnable static graph, and with dynamic graph (i.e., attention), respectively.

functiong( ; ) is used to derive the optimal topological representafioss:
A = softmax (relu(g(X V; );g(X®; )*); (1)

whereg(X V; ) 2 RN ¢ ande is the embedding size. Spatial modeling based on Eq. 1 can be
classi ed into two subcategories according to whetber ) depends oX (V. Wu et al. (2019)
deneg(; )= E 2 RN ¢, which is time-independent and less noise-sensitive but less in-situ
modeling. Cao et al. (2020); Zhang et al. (2020) propose time-varying graph structure modeling
withg(H®; )= HOW, wherew 2 R? €, projecting hidden states to another embedding space.
Ideally, this method models dynamic changes in graph topology, but it is noise-sensitive.

To reduce noise-sensitivity and obtain a time-varying graph structure, Zheng et al. (2020) adopt a
spatial attention mechanism for traf ¢ forecasting. Given indytof nodei and its spatial neighbor
N;, they compute spatial attention using multi-head attention as follows:

X
H, = Concato;:::; 0 Hywo; o = is T (Hs) )
S2N
o oexple) . o ENMGOP G 3)
: son; exp(es)’ b " de ,

whereW © is a projection layer is a dimension of key vector, arﬁék)( ); f ,Ek)( ); andf\sk)( ) are

query, key, and value projections of tketh head, respectively. Although effective, these attention-
based approaches still suffer from irregular spatial modeling, such as less accurate self-attention (i.e.,
from nodei toi) (Park et al., 2020) and uniformly distributed uninformative attention, regardless of

its spatial relationships (Jin et al., 2023).

3.2 MODEL ARCHITECTURE

Although transformers are well-established structures for time-series forecasting, it has a couple of
problems when used for spatio-temporal modeling: they do not consider spatial modeling, consume
considerable memory resources, and have bottleneck problems caused by the autoregressive decod-
ing process. Park et al. (2020) have introduced an improved transformer model with graph attention
(GAT), but the model still has auto-regressive properties. To eliminate the autoregressive character-
istics while preserving the advantage of the encoder—decoder architecture, TESTAM transfers the
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attention domain through time-enhanced attention and temporal information embedding. As shown
in Fig. 1 (left), in addition to temporal information embedding, each expert layer consists of four sub-
layers: temporal attention, spatial modeling, time-enhanced attention, and point-wise feed-forward
neural networks. Each sublayer is connected to a bypass through skip connections. To improve gen-
eralization, we apply layer normalization after each sublayer. All experts have the same hidden size
and number of layers and differ only in terms of spatial modeling methods.

Temporal Information Embedding Since temporal features (e.qg., time of day) work as a global
position with a speci ¢ periodicity, we omit position embedding in the original transformer ar-
chitecture. Furthermore, instead of normalized temporal features, we utilize Time2Vec embed-
ding (Kazemi et al., 2019) for periodicity and linearity modeling. Speci cally, for the temporal
feature 2 N, we represent with h-dimensional embedding vectef ) and the learnable param-
etersw;; ; for each embedding dimensiomas below:

wiv()lil+ i ifi=0

(4)

whereF is a periodic activation function. Using Time2Vec embedding, we enable the model to uti-
lize the temporal information of labels. Here, temporal information embedding of an input sequence
is concatenated with other input features and then projected onto the hiddén size

Temporal Attention  As temporal attention in TESTAM is the same as that of transformers, we de-
scribe the bene ts of temporal attention. Recent studies (Li et al., 2018; Bai et al., 2020) have shown
that attention is an appealing solution for temporal modeling because, unlike recurrent unit-based or
convolution-based temporal modeling, it can be used to directly attend to features across time steps
with no restrictions. Temporal attention allows parallel computation and is bene cial for long-term
sequence modeling. Moreover, it has less inductive bias in terms of locality and sequentiality. Al-
though strong inductive bias can help the training, less inductive bias enables better generalization.
Furthermore, for the traf ¢ forecasting problem, causality among roads is an unavoidable factor (Jin
et al., 2023) that cannot be easily modeled in the presence of strong inductive bias, such as sequen-
tiality or locality.

Spatial Modeling Layer In this work, we leverage three spatial modeling layers for each expert,
as shown in the middle of Fig. 1: spatial modeling with an identity matrix (i.e., no spatial model-
ing), spatial modeling with a learnable adjacency matrix (Eq. 1), and spatial modeling with attention
(Eq. 2 and Eq. 3). We calculate spatial attention using Egs. 2 and 3. Speci cally, we compute at-
tention with8;,y ; N; = V, which means attention with no spatial restrictions. This setting enables
similarity-based attention, resulting in better generalization.

Inspired by the success of memory-augmented graph structure learning (Jiang et al., 2023; Lee et al.,
2022), we propose a modi ed meta-graph learner that learns prototypes from both spatial graph
modeling and gating networks. Our meta-graph learner consists of two individual neural networks
with a meta-node bankl 2 R™ €, wherem ande denote total memory items and a dimension

of each memory, respectively, a hyper-network (Ha et al., 2017) for generating node embedding
conditioned orM , and gating networks to calculate the similarities between experts' hidden states
and queried memory items. In this section, we mainly focus on the hyper-network. We construct a
graph structure with a meta-node bavikand a projectioWg 2 R® ¢ as follows:

E = MW ; A = softmax (relEE”))

By constructing a memory-augmented graph, the model achieves better context-aware spatial mod-
eling than that achieved using other learnable static graphs (e.g., graph modelifig vl  9).
Detailed explanations for end-to-end training and meta-node bank queries are provided in Sec. 3.3.

Time-Enhanced Attention To eliminate the error propagation effects caused by auto-regressive
characteristics, we propose a time-enhanced attention layer that helps the model transfer its domain
from historical T° time steps (i.e., source domain) to ndxttime steps (i.e., target domain). Let
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W =1 @ (5T pe a temporal feature vector of the label. We calculate the attention
score from the source time stepo the target time stepas:
exp(e; )

iy — ,

-I::t+1 exp(&x )

C_ (HOWNYMM w k)
- P ]

. T ©)

wheredy = d=K, K is the number of heads, arw(gk’;wk(k) are linear transformation matrices.

We can calculate the attention output using the same process as in Eq. 2, except that time-enhanced
attention attends to the time steps of each node, whereas Eq. 2 attends to the important nodes at each
time step.

3.3 GATING NETWORKS

In this section, we describe the gating networks used for in-situ routing. Conventional MoE models

have multiple experts with the same architecture and conduct coarse-grained routing, focusing on
increasing model capacity without additional computational costs (Shazeer et al., 2017). However,
coarse-grained routing provides experts with limited opportunities for specialization. Furthermore,

in the case of the regression problem, existing MoEs hardly change their routing decisions after ini-
tialization because the gate is not guided by the gradients of regression tasks, as Dryden & Hoe er
(2022) have revealed. Consequently, gating networks cause “mismatches,” resulting in uninforma-
tive and unchanging routing. Moreover, using the same architecture for all experts is less bene cial

in terms of generalization since they also share the same inductive bias.

To resolve this issue, we propose novel memory-based gating networks and two classi cation
losses with regression error-based pseudo labels. Existing memory-based traf ¢ forecasting ap-
proaches (Lee et al., 2022; Jiang et al., 2023) reconstruct the encoder's hidden state with memory
items, allowing memory to store typical features from seen samples for pattern matching. In con-
trast, we aim to learn the direct relationship between input signals and output representations. For
nodei at time stefd, we de ne the memory-querying process as follows:

QP = X(Wq + by

a = p exp(QM[i]”)
moexp(QUUM[T)

o= L g M)

8
<

whereM [i] is thei-th memory item, andV, andly, are learnable parameters for input projection.

Let z¢ be an output representation of experGiven the queried memo@i(t) 2 R®, we calculate
the routing probabilitype as shown below:

fe = g(Ze;Oi(t)); Pe= P—————;

whereE is the number of experts. Since we use the similarity between output states and queried
memory as the routing probability, solving the routing problem induces memory learning of a typical
output representation and input-output relationship. We select the top-1 expert output as nal output.

Routing Classi cation Losses To enable ne-grained routing that ts the regression problem,
we adopt two classi cation losses: a classi cation loss to avoid the worst routing and another loss
function to nd the best routing. Inspired by SMoEs, we de ne the worst routing avoidance loss as
the cross entropy loss with pseudo lakehs shown below:

1 X
Lworst (P) = E lelog(pe) (6)
e
8
<1 if L(y;¥) is smaller tharg-th quantile ange = argmax(p)
le=_ 1=(E 1) if L(y;¥) is greater tham-th quantile ang. 6 argmax(p) ;
"0 otherwise
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Table 1: Experimental results on three real-world datasets with 13 baseline models and TESTAM.
The values in bold indicate the best, and underlined values indicate the second-best performance.

METR-LA | 15 min | 30 min | 60 min
| MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE

‘{l_ ietal., 2018 4.16 7.80 13.00% | 4.16 7.80 13.00% | 4.16 7.80 13.00%
STGC Yu et al., 2018) 2.88 5.74 7.62% 3.47 7.24 9.57% | 4.59 9.40 12.70%
DCRNN (Li et al., 2018) 2.77 5.38 7.30% 3.15 6.45 8.80% 3.60 7.59 10.50%
Graph-WaveNet (Wu et al., 2019) 2.69 5.15 6.90% 3.07 6.22 8.37% 3.53 7.37 10.01%
TN (Xu et al., 202 2.79 5.48 7.19% 3.16 6.50 8.53% 3.60 7.60 10.16%
GMAN (Zheng et al., 2020) 2.80 5.55 7.41% 3.12 6.49 8.73% 3.44 7.35 10.07%
MTGNN (Wu et al., 202 3 2.69 5.18 6.86% 3.05 6.17 8.19% 3.4 7.23 9.87%
StemGNN Cao et al,, 20 0) 2.56 5.06 6.46% 3.01 6.03 8.23% 3.43 7.23 9.85%
AGCRN (Bai et al., 2020 2.86 5.55 7.55% 3.25 6.57 8.99% 3.68 7.56 10.46%
CCRNN (Ye et al., 2021 2.85 5.54 7.50% 3.24 6.54 8.90% 3.73 7.65 10.59%
GTS (Shang et al., 2021) 2.65 5.20 6.80% 3.05 6.22 8.28% 3.47 7.29 9.83%
PM-MemNet (Lee et al., 2022 2.65 5.29 7.01% 3.03 6.29 8.42% 3.46 7.29 9.97%
MegaCRNéJlan%Aet al., 2023 2.52 4.94 6.44% 2.93 6.06 7.96% 3.38 7.23 9.72%
T 2.54 4.93 6.42% 2.96 6.04 7.92% 3.36 7.09 9.67%

PEMS-BAY ‘

| MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE

A (Lietal, 20183 2.88 5.59 6.80% 2.88 5.59 6.80% 2.88 5.59 6.80%

STGC Yu et al., 2018) 1.36 2.96 2.90% 1.81 4.27 4.17% 2.49 5.69 5.79%
DCRNN (Li et al., 2018) 1.38 2.95 2.90% 1.74 3.97 3.90% 2.07 4.74 4.90%
Graph-WaveNet (Wu et al., 2019) 1.30 2.74 2.73% 1.63 3.70 3.67% 1.95 4,52 4.63%
STTN (Xu etal., 2020 1.36 2.87 2.89% 1.67 3.79 3.78% 1.95 4.50 4.58%
GMAN (Zheng et al., 2020) 1.35 2.90 2.87% 1. 65 3 82 3.74% 1. 92 4 49 4.52%
MTGNN (Wu et al 2 1.32 2.79 2.77% 69% 4.53%
StemGNN Cao et al., 2020) 1.23 2.48 2.63% N/A from (3Cao etal., 2020) N/A from (Cao etal., 2020)
GCRN (Bai et al., 2 1.36 2.88 2.93% .86% 4.63%
CCRNN (Ye et al., 2021 1.38 2.90 2.90% 1 74 3.87 3.90% 2.07 4.65 4.87%

GTS (Shang et ai., 2021) 1.34 2.84 2.83% 1.67 3.83 3.79% 1.98 4.56 4.59%
PM-MemNet (Lee et al., 20223 . 2.82 2.81% 1.65 3.76 3.71% 1.95 4.49 4.54%

MegaCRNéJlan%Aet al., 2023 . X . X
T 2.77 2:61% 1.59 3.65 356% 1.85 4.33 431%

EXPY-TKY
| MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE

gl_ ietal., 20188 7.63 11.96 31.26%| 7.63 11.96 31.25%| 7.63 11.96 31.24%
STGC Yuetal., 2 18) 6.09 9.60 24.84% | 6.91 10.99 30.24% | 8.41 12.70 32.90%
DCRNN (Li et al., 2018) 6.04 9.44 25.54% | 6.85 10.87 31.02% | 7.45 11.86 34.61%
Graph-WaveNet (Wu et al., 2019) 5.91 9.30 25.22% | 6.59 10.54 29.78% | 6.89 11.07 31.71%
TTN (Xu eta 5.90 9.27 25.67%| 6.53 10.40 29.82% | 6.99 11.23 32.52%
GMAN (Zheng et al., 2020) 6.09 9.49 26.52% | 6.64 10.55 30.19%| 7.05 11.28 32.91%
GNN (Wu'et al., 202 5.86 9.26 24.80% | 6.49 0.44 29.23%| 6.81 11.01 31.39%
StemGNN Cao et al., 2020) 6.08 9.46 25.87%| 6.85 0.80 31.25% | 7.46 11.88 35.31%
GCRN (Bai et al., 2020 5.99 9.38 25.71%| 6.64 10.63 29.81% | 6.99 11.29 32.13%
CCRNN (Ye et al., 2021 5.90 9.29 24.53% | 6.68 10.77 29.93%| 7.11 11.56 32.56%

GTS (Shang et al., 202 ) - - - - - -
PM-MemNet (Lee et al., 2022 5.94 9.25 25.10%| 6.52 10.42 29.00%| 6.87 11.14 31.22%
MegaCRNéJlan%Aet al., 2023 5.81 9.20 24.49% | 6.44 10.33 28.92% | 6.83 11.04 31.02%
T 5.84 9.23 25.36% 6.42 10.24 28.90% 6.75 11.01 31.01%

wherey is the output of the selected expert, apd an error quantile. If an expert is incorrectly
selected, its label becomes zero and the unselected experts have the pseudgiabel), which
means that there are equal chances of choosing unselected experts.

We also propose the best-route selection loss for more precise routing. However, as traf ¢ data are
noisy and contain many nonstationary characteristics, the best-route selection is not an easy task.
Therefore, instead of choosing the best routing for every time step and every node, we calculate
node-wise routing. Our best-route selection loss is similar to that in Eq. 6, except that it calculates
node-wise pseudo labels and the routing probability, and the condition for pseudo labels is changed
from “L(y;¥) is greater/smaller thag-th quantile” to ‘L(y;¥) is greater/smaller thafl  q)-th
guantile.” Detailed explanations are provided in Appendix A.

4 EXPERIMENTS

In this section, we describe experiments and compare the accuracy of TESTAM with that of existing
models. We use three benchmark datasets for the experiments: METR-LA, PEMS-BAY, and EXPY-
TKY. METR-LA and PEMS-BAY contain four-month speed data recorded by 207 sensors on Los
Angeles highways and 325 sensors on Bay Area, respectively (Li et al., 2018). EXPY-TKY con-
sists of three-month speed data collected from 1843 links in Tokyo, Japan. As EXPY-TKY covers a
larger number of roads in a smaller area, its spatial dependencies with many abruptly changing speed
patterns are more dif cult to model than those in METR-LA or PEMS-BAY. METR-LA and PEMS-
BAY datasets have 5-minute interval speeds and timestamps, whereas EXPY-TKY has 10-minute
interval speeds and timestamps. Before training TESTAM, we have performed z-score normaliza-
tion. In the cases of METR-LA and PEMS-BAY, we use 70% of the data for training, 10% for
validation, and 20% for evaluation. For the EXPY-TKY, we utilize the rst two months for training
and validation and the last month for testing, as in the MegaCRN paper (Jiang et al., 2023).
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4,1 EXPERIMENTAL SETTINGS

For all three datasets, we initialize the parameters and embedding using Xavier initialization. After
performing a greedy search for hyperparameters, we set the hiddesh size= 32, the memory
sizem = 20, the number of layers = 3, the number of heads = 4, the hidden size for the
feed-forward networkkss = 128, and the error quantilg = 0:7. We use the Adam optimizer with

1=0:9; ,=0:98 and =10 ?, asin Vaswani et al. (2017). We vary the learning rate during
training using the cosine annealing warmup restart scheduler (Loshchilov & Hutter, 2017) according
to the formula below:

IFmin +(IMmax  Irmin ) 7 For the rstTyam Steps
Irate = 1 warm T . @)
Fmin + 5(Irmax  Irmin ) 1+ cos(ﬁ )  otherwise

whereTg,, is the number of steps since the last restart. WeTyggn = Tireq = 4000; I min
10 7 for all datasets and sétmax = 3 10 3 for METR-LA and PEMS-BAY andr max =

3 10 4 for EXPY-TKY. We follow the traditional 12-sequence (1 hour) input and 12-sequence
output forecasting setting for METR-LA and PEMS-BAY and the 6-sequence (1 hour) input and
6-sequence output setting for EXPY-TKY, as in Jiang et al. (2023). We utilize mean absolute error
(MAE) as a loss function and root mean squared error (RMSE) and mean absolute percentage error
(MAPE) as evaluation metrics. All experiments are conducted using an RTX 3090 GPU.

We compare TESTAM with 13 baseline models: (1) historical average; (2) STGCN (Yu et al., 2018),
a model with GCNs and CNNs; (3) DCRNN (Li et al., 2018), a model with graph convolutional
recurrent units; (4) Graph-WaveNet (Wu et al., 2019) with a parameterized adjacency matrix; (5)
STTN (Xu et al., 2020) and (6) GMAN (Zheng et al., 2020), state-of-the-art attention-based models;
(7) MTGNN (Wu et al., 2020), (8) StemGNN (Cao et al., 2020), and (9) AGCRN (Bai et al., 2020),
advanced models with an adaptive matrix; (10) CCRNN (Ye et al., 2021), a model with multiple
adaptive matrices; (11) GTS (Shang et al., 2021), a model with a graph constructed with long-term
historical data; and (12) PM-MemNet (Lee et al., 2022) and (13) MegaCRN (Jiang et al., 2023),
state-of-the-art models with memory units.

4.2 EXPERIMENTAL RESULTS

The experimental results are shown in Table 1. TESTAM outperforms all other models, especially in
long-term predictions, which are usually more dif cult. Note that we use the results reported in the
respecive papers after comparing them with reproduced results from of cial codes provided by the
authors. The models with learnable static graphs (Graph-WaveNet, MTGNN, and CCRNN) and dy-
namic graphs (STTN and GMAN) show competitive performance, indicating that they have certain
advantages. In terms of temporal modeling, RNN-based temporal models (DCRNN and AGCRN)
show worse performance than the other methods in long-term forecasting due to error-accumulation
of RNNs. Conversely, MegaCRN and PM-MemNet maintained their advantages even in long-term
forecasting by injecting a memory-augmented representation vector into the decoder. GMAN and
StemGNN have performed worse with EXPY-TKY, indicating a disadvantage of the attention meth-
ods, such as long-tail problems and uniformly distributed attention (Jin et al., 2023).

As EXPY-TKY has a 6-9 times larger number of roads than the other two datasets, experimental
results with EXPY-TKY highlight the importance of spatial modeling. For example, attention-based
spatial modeling methods show disadvantages and the results of modeling with time-varying net-
works (e.g., StemGNN) suggest that it could not properly capture spatial dependencies. In contrast,
our model, TESTAM, shows its superiority to all other models, including those with learnable ma-
trices. The results demonstrate that in-situ spatial modeling is crucial for traf ¢ forecasting.

4.3 ABLATION STUDY

The ablation study has two goals: to evaluate actual improvements achieved by each method, and
to test two hypotheses: (1) in-situ modeling with diverse graph structures is advantageous for traf ¢
forecasting and (2) having two loss functions for avoiding the worst route and leading to the best
route is effective. To achieve these aims, we have designed a set of TESTAM variants, which are
described below:



Published as a conference paper at ICLR 2024

Table 2: Ablation study results across all prediction windows (i.e., average performance)

Ablation \ METR-LA \ PEMS-BAY \ EXPY-TKY
\ MAE RMSE MAPE\ MAE RMSE MAPE\ MAE RMSE MAPE

w/o gating 3.00 6.12 8.29%| 1.58 3.57 3.53%| 6.74 10.97 29.48%

Ensemble 2.98 6.08 8.12%| 1.56 3.53 3.50% 6.66 10.68 29.43%
worst-route avoidance only 2.96 6.06 8.11%| 1.55 3.52 3.48% 6.45 1050 28.70%

Replaced 2.97 6.04 8.05%| 1.56 3.54 3.47%| 6.56 10.62 29.20%

w/o TIM 2.96 5.98 8.07%| 1.54 3.45 3.46%| 6.44 10.40 28.94%
w/o time-enhanced attention 2.99 6.03 8.15%| 1.58 3.59 3.52% 6.64 10.75 29.85%

TESTAM 2.93 5.95 7.99%| 1.53 3.47 3.41%| 6.40 10.40 28.67%

w/o gating It uses only the output of the attention experts without ensembles or any other gating
mechanism. Memory items are not trained because there are no gradient ows for the adaptive expert
or gating networks. This setting results in an architecture similar to that of GMAN.

Ensemble Instead of using MoEs, the nal output is calculated with the weighted summation of
the gating networks and each expert's output. This setting allows the use of all spatial modeling
methods but no in-situ modeling.

worst-route avoidance only It excludes the loss for guiding best route selection. The exclusion of
this relatively coarse-grained loss function is based on the fact that coarse-grained routing tends not
to change its decisions after initialization (Dryden & Hoe er, 2022).

Replaced It does not exclude any components. Instead, it replaces identity expert with a GCN-
based adaptive expert, reducing spatial modeling diversity. The purpose of this setting is to test the
hypothesis that in-situ modeling with diverse graph structures is helpful for traf c forecasting.

w/o TIM Itreplaces temporal information embedding (TIM) with simple embedding vectors with-
out periodic activation functions.

w/o time-enhanced attention It replaces time-enhanced attention with basic temporal attention
as we described in Sec. 3.2.

The experimental results shown in Table 2 connote that our hypotheses are supported and that TES-
TAM is a complete and indivisible set. The results of “w/o gating” and “ensemble” suggest that
in-situ modeling greatly improves the traf ¢ forecasting quality. The “w/o gating” results indicate
that the performance improvement is not due to our model but due to in-situ modeling itself since
this setting lead to performance comparable to that of GMAN (Zheng et al., 2020). “worst-route
avoidance only” results indicate that our hypothesis that both of our routing classi cation losses
are crucial for proper routing is valid. Finally, the results of “replaced,” which indicate signi cantly
worse performance even than “worst route avoidance only,” con rm the hypothesis that diverse
graph structures is helpful for in-situ modeling. Additional qualitative results with examples are
provided in Appendix C.

5 CONCLUSION

In this paper, we propose the time-enhanced spatio-temporal attention model (TESTAM), a novel
Mixture-of-Experts model with attention that enables effective in-situ spatial modeling in both re-
curring and non-recurring situations. By transforming a routing problem into a classi cation task,
TESTAM can contextualize various traf ¢ conditions and choose the most appropriate spatial mod-
eling method. TESTAM achieves superior performance to that of existing traf c forecasting models
in three real-world datasets: METR-LA, PEMS-BAY, and EXPY-TKY. The results obtained using
the EXPY-TKY dataset indicate that TESTAM is highly advantageous for large-scale graph struc-
tures, which are more applicable to real-world problems. We have also obtained qualitative results
to visualize when and where TESTAM chooses speci ¢ graph structures. In future work, we plan to
further improve and generalize TESTAM for the other spatio-temporal and multivariate time series
forecasting tasks.
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A ROUTING CLASSIFICATION LOSSFUNCTION

In this section, we provide detailed information on the routing classi cation loss function. Both
functions for worst-route avoidance and best-route selection are cross-entropy loss functions with
different pseudo labels and routing levels. For the worst-route avoidance, we compute ne-grained
routing for each point of each road, as Dryden & Hoe er (2022) do. However, utilizing worst-
route avoidance is suboptimal because experts have less opportunities to be specialized for the best
routing. Therefore, we adopt the best-route selection loss function for the routing problem. While
designing the best-route selection loss function, we have two main concerns: 1) traf ¢ data often
shows severe uctuation, which prevents a model to consistently choose best- t experts, and 2) the
best-route selection itself is a more complex task than worst-route avoidance, resulting in the model
being hardly trained with ne-grained routing. To overcome those challenges, we have decided to
construct node-wise best-route selection loss.

A.1 WORSTFROUTE AVOIDANCE LOSS

For the worst-route avoidance loss function, we have built our pseudo llalsl Eq. 6. In this
section, we describe how those labels are chosen. Given predtt®rRN T and ground truth

Y 2 RV T, we have point-wise distandg(Y;¥) 2 RN T between prediction and ground truth.
Given point-wise distances and error quargjleve say that routing of roatl at timet is incorrect (or

the worst routing) ifL (Yn.t ; $n:t ) is greater thamr-th quantile. Therefore, if (Yn: ; $n:t ) IS greater
thang-th quantile, the pseudo label of the selected expert will be zero, and the labels for the other
unselected experts will ile=(E 1), whereE is total number of experts. HoweverLi{yn.t ; $n:t )

is smaller tharg-th quantile, which means it is correctly routed and the worst route is avoided, the
selected experts will have a pseudo label of one and the other experts will have a pseudo label of
zero. Formally, we can de ne pseudo label of expests follows:

8

<1 if L(y;¥) is smaller tharg-th quantile ang = argmax(p)
le=_ 1=(E 1) ifL(y;¥) is greater tham-th quantile ang, 6 argmax(p)

"0 otherwise

A.2 BESTROUTE SELECTIONLOSS

For the best-route selection loss function, we de ne node-wise pseudo labels by converting each
condition of pseudo labeling for worst-route avoidance. For worst-route avoidance, we assume that
the routing is incorrect (i.e., the worst)Lif(yn $n:t ) is greater thaw-th quantile. In the best-route
selection, we de ne that the routing is correct (i.e., bedt)(if, $) is smaller thari  g-th quantile;
otherwise, its incorrectly routed, as shown below:

8

<1 if L(y;¥) is smallertharl g-th quantile ang = argmax(p)
le= 1=(E 1) if L(y;¥)isgreaterthad ¢-th quantile ang. 6 argmax(p)

"0 otherwise

Table 3: Computation time of the models with the METR-LA dataset

| Training time/epoch Inference time| # of params

STGCN 14.8 secs 16.70 secs 320k
DCRNN 122.22 secs 13.44 secs 372k
Graph-WaveNet 48.07 secs 3.69 secs 309k
GMAN 312.1 secs 33.7 secs 901k
MegaCRN 84.7 secs 11.76 secs 339k
TESTAM 150 secs 7.96 secs 224k

13
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B COMPUTATIONAL COSTANALYSIS

For the computational cost analysis, we use ve models as baselines: 1) STGCN (Yu et al., 2018),
the lightest model that utilizes GCNs and CNNs to forecast 1-step future traf c condition; 2)
DCRNN (Li et al., 2018), a well-known traf ¢ forecasting model with graph-convolutional recurrent
units; 3) Graph-WaveNet (Wu et al., 2019), a model that forecasts values by parallel computation
with GCNs and CNNs; 4) GMAN (Zheng et al., 2020), a spatio-temporal attention model for traf ¢
forecasting, and 5) MegaCRN (Jiang et al., 2023), one of state-of-the-art models using GCRNN and
memory network concepts.

We have investigated other models for comparison but decided to exclude them after careful con-
siderations. For example, we have excluded MTGNN and StemGNN since they are an improved
version of Graph-WaveNet and have similar computational costs compared to Graph-WaveNet.
Similarly, AGCRN, CCRNN, and GTS are excluded from baselines because they are variants of
DCRNN, with few changes in computational costs. PM-MemNet and MegaCRN utilize sequence-
to-sequence modeling with shared memory units; however, PM-MemNet experiences computational
bottleneck with its stacked memory units, which requitemes larger computational costs than
those of MegaCRN.

Even though TESTAM utilizes three individual experts for the prediction, we emphasize that it has
a smaller number of parameters compared to the other models due to its small number of layers
per each expert, which highly affects the computational costs. Furthermore, TESEAM only uses the
encoder architecture of the transformer with a time-enhanced attention module that enables parallel
computation, eliminating a computational bottleneck caused by the decoding process. As a result,
in terms of computational costs, TESTAM is two times cheaper than the attention-based model (i.e.,
GMAN), illustrating a similar training time with DCRNN. Furthermore, in the inference phase,
TESTAM shows the second fastest computation with the smallest number of the parameters.

C DETAILED EXPERIMENTAL RESULTS

Table 4 presents experimental results under various environment settings. In the table, we pose
three scenarios: (l), (H), and (E). Each scenario represents dif cult conditions in making accurate
forecasting. (l) is a set of isolated roads, chosen by considering spatial locations and quantitative
analysis results on the adjacency matrix. (H) is the hard-to-predict roads, including intersections
and the roads with high traf ¢ uctuations. We have determined roads for (H) by visually exploring
the roads (for intersections) and by selecting the roads with top 10% entropy-based time-series
complexity. (E) contains roads and time with sudden events, including accidents, traf c controls, or
holidays (e.g., Christmas). In the experiments, we compare the performances of three baselines with
TESTAM, which are selected as a representative model for each spatial modeling method.

As shown in Table 4, TESTAM outperforms other models in hon-recurring situations (i.e., (E)) and
the roads that have unique spatial and topological features ((I) and (E)). Especially, TESTAM con-
sistently proves its superiority for the roads with spatially unique features, outperforming existing
models from 4% to 7% in general. Among all of three baselines, we observe that the attention-
based modeling method has better encoded spatial information for most of the hard-to-predict sce-
narios. However, there are cases where the attention-based model fails, such as PEMS-BAY (I) or
PEMS-BAY (H). From the perspective of temporal modeling, the attention-based modeling method
indicates better long-term forecasting performance, while CNN- and RNN-based modeling methods
are advantageous in short-term forecasting. TESTAM, in contrast, despite of its temporal model-
ing methods, it outperforms all the baselines in terms of both short-term and long-term forecasting
cases. The results indicate that temporal information embedding and time-enhanced attention help
the model to effectively transfer information from the input domain to the output domain.
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Table 4: Case-specific experimental results on three real-world datasets. The numbers in bold mean
the best performance, and those underlined mean the second-best performance. (I) means isolated
roads. (H) means hard-to-predict roads, including intersections and the roads with high traffic fluc-
tuations. (E) means the non-recurring circumstances, such as holidays or accidents.

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE ‘ MAE RMSE MAPE ‘ MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 3.58 5.93 8.43% 3.90 6.74 9.59% 4.29 7.50 10.98%
GMAN (Zheng et al., 2020) 3.81 6.99 9.15% 4.03 7.48 9.97% 4.32 8.13 11.13%
MegaCRN (Jiang et al., 2023) 3.54 5.88 8.46% 3.88 6.69 9.74% 4.35 7.67 11.39%
TESTAM 3.52 5.89 8.37% 3.80 6.59 9.43% 4.13 7.31 10.72%

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 4.07 6.74 11.75% | 4.73 8.03 14.38% | 5.48 9.34 17.20%
GMAN (Zheng et al., 2020) 4.37 7.79 12.83% | 4.86 8.75 14.77% | 5.37 9.64 16.77%
MegaCRN (Jiang et al., 2023) 4.02 6.68 11.61% | 4.73 8.13 14.46% | 5.55 9.72 17.67%
TESTAM 3.96 6.62 11.42% | 4.51 7.75 13.57% | 5.19 9.03 16.04 %

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 4.22 7.14 13.08% | 5.12 8.84 16.81% | 6.17 10.62  21.19%
GMAN (Zheng et al., 2020) 445 7.67 14.49% | 5.16 9.13 17.53% | 5.95 10.58  21.18%
MegaCRN (Jiang et al., 2023) 4.03 691 12.37% | 4.96 8.75 16.10% | 6.01 10.69  20.58%
TESTAM 4.11 7.09 12.54% | 4.92 8.71 15.71% | 5.89 10.46 19.69%

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE ‘ MAE RMSE MAPE ‘ MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 2.28 4.06 4.89% 2.87 5.29 6.65% 3.48 6.47 8.86%
GMAN (Zheng et al., 2020) 2.51 5.12 5.65% 3.06 6.20 7.34% 3.55 7.10 8.90%
MegaCRN (Jiang et al., 2023) 2.28 4.10 5.06% 2.92 5.58 7.27% 3.49 6.76 9.22%
TESTAM 2.26 4.03 4.67 % 2.86 5.24 6.45% 3.36 6.45 8.55%

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE ‘ MAE RMSE MAPE ‘ MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 2.46 4.42 5.44% 3.14 5.89 7.75% 3.81 7.23 10.50%
GMAN (Zheng et al., 2020) 2.72 5.50 6.28% 3.34 6.76 8.42% 3.88 7.76 10.37%
MegaCRN (Jiang et al., 2023) 2.47 4.44 5.62% 3.19 6.17 8.34% 3.82 7.48 10.76%
TESTAM 2.46 4.52 5.48% 3.10 5.75 7.62% 3.69 7.16 9.96 %

| 15 min | 30 min | 60 min
‘ MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE
Graph-WaveNet (Wu et al., 2019) | 2.64 4.73 6.22% 3.39 6.21 8.91% 4.20 7.78 12.69%

METR-LA (I)

METR-LA (H)

METR-LA (E)

PEMS-BAY (I)

PEMS-BAY (H)

PEMS-BAY (E)

GMAN (Zheng et al.,2020) 2.82 5.11 6.99% 3.55 6.68 9.72% 4.19 7.83 12.23%
MegaCRN (Jiang et al.||[2023) 2.61 4.65 6.25% 3.51 6.70 10.01% | 4.24 8.14 13.11%
TESTAM 2.59 4.58 5.98% 3.39 6.15 8.82% 4.03 7.57 11.45%
| 10 min | 30 min | 60 min
EXPY-TKY (I)

| MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE
Graph-WaveNet (Wu et al.[|2019) | 8.28 12.56  28.65% | 9.40 1423 33.69% | 10.24 1535 36.99%

GMAN (Zheng et al.|[2020) 8.14 1245 28.81% | 8.75 13.43  31.11% | 9.26 1420 32.62%
MegaCRN (Jiang et al.[[2023) 8.06 12.30 27.94% 8.98 13.71 32.22% | 9.64 14.63  35.07%
TESTAM 7.87 12.26  26.95% | 8.60 1344 29.69% | 9.03 14.06 31.83%
| 10 min | 30 min | 60 min
EXPY-TKY (H)

‘MAE RMSE MAPE ‘MAE RMSE MAPE ‘MAE RMSE MAPE
Graph-WaveNet (Wu et al.![2019) | 8.45 1279 30.97% | 9.63 1450  36.07% | 10.52 15.64 39.75%

GMAN (Zheng et al.|[2020) 8.30 12.63  31.08% | 8.90 13.57 33.58% | 9.44 1433  35.19%
MegaCRN (Jiang et al.[[2023) 8.24 1249  3047% | 9.21 13.92 34.60% | 9.90 14.87  38.00%
TESTAM 8.06 12.48 29.08% | 8.81 13.67 31.88% | 9.26 1431 34.23%
| 10 min | 30 min | 60 min
EXPY-TKY (E)

| MAE RMSE MAPE | MAE RMSE MAPE | MAE RMSE MAPE
Graph-WaveNet (Wu et al./[2019) | 11.18 1623  6597% | 11.93 1721 71.71% | 1232 17.69 74.75%

GMAN (Zheng et al.|[2020) 11.02  16.06 64.93% | 11.30 1647 66.84% | 11.49 16.74 67.10%
MegaCRN (Jiang et al.[|2023) 11.04 1632 62.13% | 11.67 17.07 6793% | 11.94 1737 71.43%
TESTAM 10.82 1594 63.30% | 11.28 16.01 6551% | 11.49 16.46 66.94%
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C.1 QUALITATIVE EVALUATION

We perform a qualitative evaluation on TESTAM by visualizing the impact of our context-aware
spatial modeling in four different types of cases: 1) hard-to-predict roads with recurring patterns;
2) isolated roads (I); 3) roads with unique traffic patterns; and 4) roads with non-recurring patterns
for evaluating the event awareness of TESTAM. We use the EXPY-TKY dataset, which contains
complex urban road networks with various traffic patterns.

Long-term prediction for road 1349 on 2021-12-14 Long-term prediction for road 1349 on 2021-12-15

80

60

40

— gt 30
—— TESTAM
—— GWNet
—— GMAN
~—— MegaCRN

~—— MegaCRN

0
00:00  03:00  06:00  09:00 12:00  15:00  18:00  21:00  00:00 00:00  03:00  06:00  09:00 12:00  15:00  18:00  21:00  00:00
Long-term prediction for road 1349 on 2021-12-16 Long-term prediction for road 1349 on 2021-12-17
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Figure 2: Visualization of a recurring pattern in a hard-to-predict road, Road 1349, from Dec 14th to
Dec 17th. Road 1349 is a highway entrance located near Tokyo station. The locations of the roads
are indicated in Fig.[7]

Recurring Patterns on Hard-to-Predict Roads With the hard-to-predict roads, we observe that
previous models often fail to effectively encode the spatial and temporal correlation of the roads, as
Fig.2]shows. For example, Road 1349 is a highway entrance located near the Tokyo station that has
one of the largest traffic volumes in Tokyo and accordingly has severe fluctuation in data. Because of
the fluctuations and complex spatio-temporal dependencies of the roads, prior models have shown
their limitations in spatial modeling. In particular, Graph-WaveNet (the green line in Fig. 2), which
relies on the learnable static graph, fails to timely catch both the speed drop and rise in the red
box of Fig. 2] However, GMAN and MegaCRN (the red and violet lines) properly model the ends
of rush hour, but they also fail to predict the start of rush hour. Furthermore, MegaCRN exhibits
noise-sensitive behavior on Dec. 14th (top-left) and 17th (bottom-right) in Fig. 2}

Long-term prediction for road 1165 on 2021-12-3 Long-term prediction for road 1166 on 2021-12-14
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Figure 3: Qualitative forecasting result analysis for spatially isolated roads (I). The locations of the
roads are indicated in Fig.[6]

Spatially Isolated Roads (I) When forecasting spatially isolated roads, the model should focus
on the road itself, instead of referring to the other roads, which is less informative for prediction.
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