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ABSTRACT

Teams that have trained large Transformer-based models have reported training
instabilities at large scale that did not appear when training with the same hy-
perparameters at smaller scales. Although the causes of such instabilities are of
scientific interest, the amount of resources required to reproduce them has made
investigation difficult. In this work, we seek ways to reproduce and study training
instability at smaller scales. First, we focus on two sources of training instabil-
ity described in previous work: the growth of logits in attention layers (Dehghani
et al., 2023) and divergence of the output logits from the log probabilities (Chowd-
hery et al., 2022). By measuring the relationship between learning rate and loss
across scales, we show that these instabilities also appear in small models when
training at high learning rates, and that mitigations previously employed at large
scales are equally effective in this regime. This prompts us to investigate the extent
to which other known optimizer and model interventions influence the sensitivity
of the final loss to changes in the learning rate. To this end, we study methods
such as warm-up, weight decay, and the pyParam (Yang et al., 2022), and combine
techniques to train small models that achieve similar losses across orders of mag-
nitude of learning rate variation. Finally, to conclude our exploration we study
two cases where instabilities can be predicted before they emerge by examining
the scaling behavior of model activation and gradient norms.

1 INTRODUCTION

Scaling up transformers has led to remarkable progress from chat models to image generation. How-
ever, not every training run is successful. When training large Transformers, researchers have re-
ported instabilities which slow or destabilize learning (Chowdhery et al., 2022; Dehghani et al.,
2023; Zhang et al., 2022; Molybog et al., 2023; Cohen et al., 2022). As the resources required for
large runs continue to grow, it is important to examine the ways that Transformer training can fail.

In this report we reproduce, study, and predict training instability in Transformer models. We find
that measuring the relationship between learning rate and loss across scales is a useful tool to identify
instability (e.g., Figure 1). Therefore, we introduce learning rate (LR) sensitivity, which serves as
a useful summary statistic for learning rate vs. loss curves. LR sensitivity measures the deviation
from optimal performance when varying LR across orders of magnitude.

We show that two sources of instability, which have previously been described at scale, can be
reproduced in small Transformers.! This enables their study without access to large resource pools.
In particular, we examine the growth of logits in attention layers (Dehghani et al., 2023; Gilmer et al.;
Zhai et al., 2023a) and divergence of the output logits from the log probabilities (Chowdhery et al.,
2022). As evident from the learning rate vs. loss curves and by inspecting model characteristics,
both instabilities appear at high learning rates in small models. Moreover, interventions which
have previously been employed at scale are also successful in this regime (e.g., Figure 1). These
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interventions—qgk-layernorm (Dehghani et al., 2023) and z-loss regularization (Chowdhery et al.,
2022)—reduce LR sensitivity and enable successful training across three orders of magnitude of
learning rate variation.

These observations raise the question of how
other known optimizer and model interventions
affect the shape of the learning rate vs. loss
curves across scales. Therefore, we study the
effect of techniques such as warm-up, weight
decay, and Param (Yang et al., 2022) in this
context. When employing gk-layernorm and z-
loss regularization, these other techniques usu-
ally have little impact on the range of learning
rates at which models can be stably trained, but
do affect the sensitivity to learning rate within
this range. In line with previous work, we
nd that longer warm-up reduces learning rate
sensitivity, as does the independent scaling of
learning rate and weight decay recommended
by Loshchilov & Hutter (2019). One interest-
ing nding is that scaling depth increases LR
sensitivity at a faster rate than scaling width.

The remainder of our investigation centers on
the scaling behavior for model characteristics
such as activation and gradient norms. Using
the attention logit growth instability as an ex-

ample, we show that it is possible to predict an
instability before it emerges. This is in contrast
to prior works on scaling which primarily focus

gg;&ﬂgﬂg;ggig?ﬁ%g;OSS (Kaplan et alzigure 1: Qk-Iayemorm (Dehghani et al., 2023)
' " ' enables stable training across three orders of mag-
We conclude by using the scaling behavior afitude of learning rate (LR) variatior(Top) For
model characteristics to search for instabiltransformers witiN parameters, we plot the ef-
ties that are currently not well documentedect of learning rate on nal evaluation los@ot-
Our investigation shows that gradient norms déem) We use LR sensitivity to summarize the top
crease with both scale and learning rate, suptot. LR sensitivity measures the expected devia-
that the default AdamW (Loshchilov & Hutter,tion from the minimum achieved loss when vary-
2019) epsilon hyperparameter is too large. Thigg learning rate across three orders of magnitude.
causes updates that are too small. We conné&t-layernorm reduces LR sensitivity, but LR sen-
this phenomenon and the attention logit growtsitivity still increases with model scale.
instability to parameter norm growth (Merrill
et al., 2020; Lee, 2023).

Overall, we believe our work presents new scienti ¢ opportunities for studying training stability
without access to large resource pools.

2 EXPERIMENTAL METHODOLOGY

This section details our experimental set-up (Section 2.1) and useful tools employed by our analysis:
(i) measuring the relationship between learning rate and loss across scales (Section 2.2) and (ii)
examining scaling trends for model characteristics (Section 2.3).

2.1 EXPERIMENTAL SET-UP

We train small Transformer models (Vaswani et al., 2017) with a similar experimental set-up as GPT-
2 (Radford et al., 2019) implemented in Flax (Heek et al., 2023): the models are decoder-only (Liu
et al., 2018) and trained with an auto-regressive loss (refer to Section A for more infrastructure
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details). While we experimentally manipulate many of the following hyperparameters, this section
provides their default values, which we use unless otherwise speci ed.

By default, we use AdamW (Loshchilov & Hutter, 2019) with = 0:9, , =0:95 = le-8, and
gradient clipping at global norm 1. The default warmup is 5e3 steps, and the default number of total
steps is 1e5. We use a linear schedule for warmup and and a cosine-decay (Loshchilov & Hutter,
2016) schedule for the remainder, with minimum learning rate 1e-5. We use an independent weight
decay of 1e-4 and auxiliary z-loss (Chowdhery et al., 2022) with coef cient 1e-4. Sections 3.2.2
and 3.1.2 respectively provide additional information and ablations on decoupled weight decay and
z-loss. We use pre-normalization (Radford et al., 2019) Transformers with gk-layernorm (Dehghani
et al., 2023) (see Section 3.1.1 for information). We do not use any biases following Chowdhery
et al. (2022), and the layernorm (Ba et al., 2016@mains at the default value in Flax (Heek et al.,
2023) of 1e-6. We jointly scale up the embedding size, depth, and number of heads when scaling
parameters. We do not use weight tying of the rst and last layer (Press & Wolf, 2017), and when
reporting the number of parameters we exclude the embedding and head (as in Kaplan et al. (2020)).
We use rotary positional embeddings (Su et al., 2021), and for training data we use C4 (Raffel
et al., 2020a). Lettingl refer to the model dimension (i.e., the embedding size), the feed-forward
component of the Transformer is an MLP with hidden dimensiond gelu (Hendrycks &
Gimpel, 2016) activations. As in Vaswani et al. (2017) we use fattord scaling in the self-
attention. The emb%dding initialization is the default in Flax, which is normally distributed with
standard deviatiod= d. The remainder of the weights are initialized with a truncated normal
distribution with inverse root fan-in standard deviation (Glorot & Bengio, 2010). The default batch
size is 256, where each batch element has a sequence length of 512 tokens. Sequences are packed so
that no padding is required. Finally, we use the vocabulary from Raffel et al. (2020b) which has size
32101 and uses a SentencePiece (Kudo & Richardson, 2018) tokenizer. We train on TPUs (Jouppi
etal., 2017) in b oatl6 precision using Flax (Heek et al., 2023) and JAX (Bradbury et al., 2018).

2.2 LRVS. LOSS CURVES AND LEARNING RATE SENSITIVITY

To investigate how model instability emerges with scale, it is useful to plot the relationship between
learning rate (LR) and loss for models of different sizes. For instance, an instability is often char-
acterized by an explosion in the loss at high learning rates. LR vs. loss curves can reveal how the
lowest unstable learning rate changes as a function of model size.

To summarize LR vs. loss curves, we use LR sensitivity. LR sensitivity measures the deviation in
nal validation loss from optimal when sweeping LR across three orders of magnitude. If a model
fails to train at high learning rates, then LR sensitivity will be high. There are cases where LR vs.
loss curves and LR sensitivity are no longer meaningful, for instance if an intervention changes the
meaning of learning rate—see Appendix B for a detailed discussion.

Let = A( ) denote the model weightsobtained when training with learning rateand let ( )
denote the validation loss when using weightsFor a learning rate rande; bj, let™ denote the
loss obtained with the best learning rate, i.e.= min ;a5 (A( )). Moreover, let o denote loss
at initialization. Then, LR sensitivity is de ned &  jap) [MIN(C (A ( ));70) 1

Unless otherwise mentioned, we use the learning rate range 3e-4 to 3e-1 with AdamW (Loshchilov
& Hutter, 2019) to measure LR sensitivity, where LR refers to the maximum value in a cosine decay
schedule with warm-up (Loshchilov & Hutter, 2016). We consider LR&3e-4, 1e-3, 3e-3, le-2,
3e-2, le-1, 3egwhen computing the minimum and expectation.

2.3 SCALING TRENDS FOR MODEL CHARACTERISTICS

To study instability, we also nd it useful to examine scaling trends for model characteristics such
as gradient or activation norms. This method is helpful for predicting instabilities and contrasts with
previous work on scaling, which primarily focuses on trends relating model scale and loss (Kaplan
et al., 2020; Hoffmann et al., 2022).

3 RESULTS

This section presents our results on training stability for small Transformers. Equipped with LR
sensitivity (Section 2.2), we study two known instabilities and their corresponding mitigation at



Published as a conference paper at ICLR 2024

small scale (Section 3.1). This raises the question of how other model and optimizer interventions
effect sensitivity of nal loss to learning rate, which we investigate in Section 3.2. Finally, we
examine whether instabilities can be reliably predicted before they emerge: Section 3.3 predicts
when the logit growth instability may cause divergence in a larger model, while Section 3.4 aims to
nd other issues that may occur when scaling up with our default hyperparameters.

3.1 REPRODUCING TWO KNOWN INSTABILITIES AT SMALL SCALE

Here, we examine two instabilities that have previously been described at scale: the growth of logits
in attention layers (Dehghani et al., 2023; Gilmer et al.; Zhai et al., 2023a) and divergence of the
output logits from the log probabilities (Chowdhery et al., 2022). By examining LR vs. loss curves,
we show that these instabilities can be reproduced in small models by using high learning rates and
that mitigations employed at scale are effective in this regime.

3.1.1 ATTENTION LOGIT GROWTH

Researchers have previously documented that Transformer training fails when the attention logits
become large (Dehghani et al., 2023; Zhai et al., 2023a). In Dehghani et al. (2023), this issue
emerged when training a ViT model (Dosovitskiy et al., 2021) with 22 billion parameters.

In the self-attention layer of a Transformer (Vaslgvg]i et al., 2017), quariasd keysk; are com-

bined to compute the attention log#is = hg; kji= dn, wheredy is the head dimension. Next, the
attention logits are passed through a softmax to produce attention weights, which are used to com-
bine valuess;. Dehghani et al. (2023) observed that the attention lagiiecame large, which they
refered to as attention logit growth. As a result, the attention weights collapse to one-hot vectors,
which was named attention entropy collapse by Zhai et al. (2023a). To resolve this issue, Dehghani
et al. (2023) proposed gk-layernorm, which applies LayerNorm (Ba et al., 2016) to the queries and
keys before computing the attention logits.

In our experiments, we nd that models need not be large to exhibit instability related to attention
logit growth. As shown in Figure 1, the maximum learning rate at which small models can be trained
increases when using gk-layernorm. Without gk-layernorm, the learning rate at which models di-
verge becomes smaller with increasing model size. By contrast, models with gk-layernorm exhibit
considerably lower LR sensitivity and train to low loss at high learning rates. As a highlight, gk-
layernorm allows training a model with 1.2B parameters at learning rate 0.3. Both with and without
gk-layernorm, LR sensitivity increases with scale.

Figure G.1 displays the loss and max attention logit for two model scales that differ by three orders
of magnitude. In both cases, the loss diverges without gk-layernorm. Our results in Appendix
Figure G.7 suggest that attention logit growth is due to growth in the queries and keys, not due
to an increase in their alignment. Finally, Appendix C connects this instability to the quadratic

dependence of attention logits on parameter norms.

3.1.2 QUTPUT LOGIT DIVERGENCE

Another instability reported by researchers training large models is divergence in the output logits
from the log probabilities (Chowdhery et al., 2022). Just as before, we reproduce this instability
with small models at large learning rates, and the proposed mitigation ameliorates the issue. Overall,
Figure 2 summarizes the effect.

Lety denote the model'soutput logits, which are used to compute class probabilitiesa softmax

pi = €'=ZwhereZ = , & . This instability occurs when the logits diverge and become very
negative, as illustrated in Figure G.2 for a 2.4M parameter model at learning rate 0.1. In contrast
to the attention logit growth instability, this divergence occurs towards the end of training. The
mitigation proposed by Chowdhery et al. (2022) is to encoulagé to remain close to zero. They

add an auxiliary lostog?® Z, referred to as z-loss, with coef cient 1e-4.

As illustrated in Figures 2, we nd that instability related to output logit divergence occurs in models
with no weight decay regardless of scale, and z-loss resolves this instability. Weight decay also
mitigates this instability for the larger models we test.
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Figure 2: The effect of the output logit diver- Figure 3: The effect of warm-up length for dif-
gence instability (Chowdhery et al., 2022) andferent model sizes. Longer warm-up reduces
the z-loss mitigation (Chowdhery et al., 2022) LR sensitivity and loss, espec!ally for the larger
(Section 3.1.2). Models in this experiment havemodels we test. Models in this experiment use
gk-layernorm (Dehghani et al., 2023). gk-layernorm (Dehghani et al., 2023).

3.2 MEASURING THE EFFECT OF OTHER KNOWN INTERVENTIONS

The previous section used the relationship between learning rate and loss as a useful tool for ex-
amining two known instabilities and their mitigation. This raises the question of how other known
model and optimizer interventions affect the shape of LR vs. loss curves across scales. In particular,
can LR sensitivity help identify additional issues or resolutions when scaling? This section aims to
answer this question for common techniques such as warm-up, weight decayParain (Yang

et al., 2022). Additional interventions and hyperparamters are tested in Appendix Section D.

3.2.1 WARM-UP

As illustrated by Figure 3, a longer warm-up period reduces LR sensitivity. This is most clear for
the larger models, which are not stable at LR 3e-1 without long warm-up. The number of total steps
is xed to 1e5 in this experiment, and all models use gk-layernorm. The importance of warm-up
for stability has previously been highlighted (Gilmer et al., 2021; Shazeer & Stern, 2018; Liu et al.,
2019), although these works do not measure scaling behavior.

3.2.2 INDEPENDENT WEIGHT DECAY

Parameterizing weight decay independently of learning rate reduces LR sensitivity, as illustrated in
Figure 4. While this was recommended by Loshchilov & Hutter (2019), it is not common practice in
the default AdamW implementations of PyTorch (Paszke et al., 2019) or Optax (Babuschkin et al.,
2020). We explain the differences below.

For parameters, let = v=(p u+ ) denote the AdamW update without learning rate or weight

decay. For weight decay coef cient, max learning rate, and scheduls; 2 [0; 1], Loshchilov

& Hutter (2019) recommend the update St ( ), which we refer to asndependent

decay On the other hand, the default implementation in PyTorch or Optax applies the update
st ( ), i.e., now scales both terms.
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Figure 4: Independently scaling LR without Figure 5: Independently scaling depth increases
also scaling weight decay reduces LR sensitivLR sensitivity at a faster rate than scaling width,
ity. While this was recommended by Loshchilov though also produces a model with lower loss
& Hutter (2019), it is not common practice in at the largest scale we test. Refer to Ap-
the default AdamW implementations in popular pendix Figure G.8 for this experiment without
libraries. Refer to Section 3.2.2 for more detail. gk-layernorm.

When reporting LR sensitivity without independent decay in Figure 4, we report the minimum LR
sensitivity over ranges [1le-4, 1le-1] and [3e-4, 3e-1] because the former is sometimes better centered
on the minimum. The default setting in this paper is to use independent decay. When using indepen-
dent decay we set=1e-4, and without independent decay we se.1. A sweep on weight decay
values is conducted in Figure G.16.

3.2.3 SALING WIDTH VS. DEPTH

We have so far consistently observed that increasing the number of parameters increases LR sensi-
tivity. We now examine which part of scaling is most responsible.

Our results, illustrated by Figure 5, indicate that scaling depth increases LR sensitivity at a faster
rate than scaling width. However, at the largest scale we test, independently scaling depth produces
a model with lower validation loss. A validation loss comparison between width scaling, depth
scaling, and joint scaling is in Appendix Figure G.9. The standard practice of joint scaling performs
best at the largest scale and also has a more reliable scaling prediction when extrapolating.

When scaling depth, we use= 512, and when scaling width, we use 6 layers. The number of
heads is scaled proportionally with width, so that the head dimension remains the same.

Figure G.8 repeats this experiment without gk-layernorm, nding that the attention logit growth
instability occurs more frequently at scale regardless of whether width or depth are scaled.

3.2.4 PARAM

Yang & Hu (2021) introduced theParam method for parameterizing a neural network. As a prod-
uct, the optimal LR remains consistent when scaling model width (Yang et al., 2022). This section
tests the effect of Param on LR sensitivity, and examines whethBaram alleviates the need for
gk-layernorm (Dehghani et al., 2023).
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Figure 6: Predicting the attention logit growth instability via scaling behavior of model character-
istics. We extrapolate to predict that a larger model will become unstable at LR 1le-2, and run an
experiment to con rm the prediction. Refer to Section 3.3 for more information.

As illustrated by Figure G.3,Param does succeed in stabilizing the optimal LR at the scale we test.
However, Param does not improve loss or reduce LR sensitivity in our experiments. Appendix
Figure G.4 repeats this experiment without gk-layernorm. Our results indicate Plaaam does

not alleviate the need for this intervention at high learning rates. We note that from a practical
perspective, reducing LR sensitivity is not important if the optimal LR does not change.

We refer to the variant of Param that we use in these experiments Baram (simple) because

it maintains only the core feature oParam. We add additional features from Yang et al. (2022)

in Figure G.11 without measurable improvement at the largest scale we test.PRoam (sim-

ple) we make the following changes from our standard baseline: scale the LR for linear layers by
base-fan-irfan-in. For Param (full) there are three adgitional changes: (i) initialize the head with
standard deviation base-fan-irfan-in; (ii) change thd="d, scaling factor in attention layers to

1=d, whered, is the head dimension; and (iii) initialize the query projection weights with zeros.
For base-fan-in we use the fan-in values for the smallest model we test, which has width 256. We
ablate on change (ii) in isolation in Figure G.12. In initial experiments (iii) had no noticeable effect.

3.3 PREDICTING ATTENTION LOGIT GROWTH INSTABILITY FROM SCALING BEHAVIOR OF
MODEL CHARACTERISTICS

A central question when studying instabilities is whether they can be predicted using small-scale
proxy experiments. We now examine whether it is possible to predict the logit growth instability
before it occurs using previous runs with smaller models. We track the attention logit maximums
across model scales and t a curve to the data. We use this to predict that a 4.8B parameter model
will be unstable at LR 1e-2 without gk-layernorm and run an experiment to con rm this prediction.

Figure 6 plots the number of parameters vs. max attention logit at different learning ratedAlues.
each LR, we t a quadratic to predict how the max attention logit will change with model scale.

We rst noticed that all points with attention logits above 1e4 diverged. Moreover, the quadratic t
predicted that for LR 1e-2 the next model scale would also cross that value. Based on this prediction,
we trained a new 4.8B parameter model at LR 1e-2. This model diverged as predicted. Not only do
we predict the divergence, but our t closely extrapolates to predict the value of max attention logit.

Refer to Appendix E for a preliminary experiment on whether we could have predicted that instabil-
ity arises when the max attention logit exceeds 1e4 without manipulating LR and model size.

3.4 SEARCHING FOR NEW INSTABILITIES VIA SCALING TRENDS OF MODEL
CHARACTERISTICS

This section examines whether the scaling behavior of model characteristics can be used to predict
new issues with the default model and hyperparameter settings.

2\We use block 0, which typically has the largest logits, and consider the value at step 2e3. Much earlier than
2e3 was uninformative, and much later the unstable points had long past diverged.
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Figure 7: Predicting a potential instability from the scaling behavior of model characteristics. The
gradient root mean square (RMS) decreases with num params (left) and learning rate (middle).
These trends indicate that hyperparameter adjustment may be required to successfully scale further,
as the RMS is approaching the default AdamWyperparameter. If the gradient RMS becomes too
small without adjusting or weight decay, a layer may collapse. The gradient RMS in the left and
middle plot is reported for the rst MLP layer of block 0, but we observe similar trends for other
layers (e.g., Appendix Figure G.18). Gradient RMS across different blocks is also reported (right).
Gradient and update RMS are averaged over the nal 500 steps, refer to Appendix Figure G.19 for
the data during training.

In Figure 7 we examine scaling trends for the gradient root mean squarég?MSP Ei [g°]. This
gure reports the RMS for the rst layer of the MLP, though we observe similar trends for other
layers (Appendix Figure G.18).

As models get larger, the value that grad RMS approaches is cause for concern. At the largest scale
and learning rate we test, grad RMS iﬁ around the default Adanmyperparameter. Recall that

the unscaled AdamW update is v=(" u+ ), wherev andu are the rst and second gradient
moment EMA, respectively. If the grad RMS is on the same order, #sen  will decrease in
magnitude as illustrated by Figure G.6, and parameters will not receive learning signals as intended.

An obvious mitigation for this issue is to simply lower the AdamWyperparameter from its default

of 1e-8. We conduct this experiment for a 4.8B parameter model at LR 0.3 and present the results in
Figure G.5. Decreasingto 1e-15 improves loss and mitigates a collapse in grad RMS. We believe
this improvement will only increase at scale. On the other hand, increasmde-6 results in an
instability (shown in Figure G.10).

Figure G.6 expands on this result by illustrating the grad and update RMS throughout training at the
largest scale and learning rate we test. When the grad RMS reactiesupdate RMS becomes
small. Figure G.19 presents data from an analogous experiment at many different scales and LRs,
demonstrating that this issue is most apparent for the larger models and LRs we test.

Although we identi ed the instability above by empirically measuring the scaling behavior of the
gradients, a mechanistic explanation exists. As learning rate increases, so does the parameter RMS.
A larger parameter RMS leads to a larger RMS for the features output by each Transformer block.
Then, the overall output RMS in turn increases with depth due to residual connections. The overall
effect is that for larger networks and learning rates, the Transformer output RMS entering the nal
layernorm will grow. Since the layernorm gradients are scaled by the inverse of their input RMS,
the gradient received by the Transformer will shrink. Refer to Appendix C for a detailed discussion.

4 RELATED WORK

This paper mainly focuses on the effect of known interventions and instabilities, and so related work
has been primarily discussed when relevant. This includes the attention growth instability observed
by Dehghani et al. (2023); Zhai et al. (2023a), and the nal logit divergence issue encountered
by Chowdhery et al. (2022). However, we highlight similar experimental methods in previous work.
For instance, Yang et al. (2022) also measure the relationship between LR and loss across scales,
but their focus is on centering the optimum (see Section 3.2.4). In addition, Zhai et al. (2023a) elicit
instability in base models by doubling learning rate, and Dettmers et al. (2022) measure the presence
of outlier features as a function of scale.
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There are also important instabilities and related topics we have not directly discussed so far. For
instance, we have primarily focused on instabilities that lead to a slow divergence, and we now
summarize research dast loss spikesThis instability is characterized by a quick increase in the
loss that often eventually recovers.

The Edge of Stability and fast spikes.The conventional understanding of gradient descent pre-
dicts that loss instability only occurs when the learning rate excedga.«(H), whereH is the
Hessian. However recent investigations into large batch neural network training dynamics have re-
vealed a more complicated picture via edge of stability (EoS) (Cohen et al., 2021). When training
neural networks with large batch SGD, the loss curvature constantly evolves via the interaction of
two processes: progressive sharpening and self stabilization. Progressive sharpening is the empirical
observation that when LR 2= ,a«(H), the curvature gradually increases until the stability thresh-
old is violated. When the learning rate becomes too large relative to the curvaistrinss spikes
occur and the parameters oscillate into a region with smallgi(H) where stable training and
progressive sharpening resumes. The latter process where instability results in sma(ldr) is
self-stabilization, a theoretical model of which is given in Damian et al. (2022). Gradually shrinking
max(H ) via self stabilization was shown to be a primary mechanism behind the success of learn-
ing rate warmup in Gilmer et al. (2021), who closely studied the connections between curvature,
initialization, architecture and max trainable learning rates.

Cohen et al. (2022) further analyze edge of stability of dynamics with adaptive optimizers, showing
that progressive sharpening interacts with both the self-stabilization process and the adaptive opti-
mizer state. This interaction results in the preconditioned sharppgg® *H) oscillating around

an optimizer speci c threshold (38/LR in the case of Adam witk0.9). Adaptive EoS (AE0S) can

also result in periodic loss spikes when progressive sharpening pushes the preconditioned sharpness
above the stability threshold, however the optimizer hyperparameters play a role. In particular, when
LR>38/ max(P 'H), two mechanisms are now in play to resolve the step size being too big—either

H can shrink o ! can shrink (or both). Cohen et al. (2022) found that wheis large,H tends

to shrink and fast loss spikes result during the process, resembling the self stabilization process ob-
served with gradient descent. However whenis small,P ! tends to shrink, no loss spikes are
observed, andna(H ) tends to gradually increase throughout training.

It is noteworthy that the adaptive edge of stability process (and the rolg studied in Cohen et al.
(2022) offers a more complete understanding for loss spikes studied in a body of literature (Shazeer
& Stern, 2018; Chowdhery et al., 2022; Molybog et al., 2023; Wortsman et al., 2023a; Zhai et al.,
2023b; Chen et al., 2021). For example, Shazeer & Stern (2018) argue that during training of
Transformers with adaptive optimizers the optimizer update can become too big resulting in a loss
spike followed by recovery. This is sometimes attributed to the adaptive optimizer state becoming
“stale”, which is consistent with the observation the reducipgesolves the loss spikes (Shazeer

& Stern, 2018; Wortsman et al., 2023a; Zhai et al., 2023b). This is perhaps the same observation
as Cohen et al. (2022) that reducing allows P * to change quicker to adjust to the process of
progressive sharpening. AEQS also offers an explanation for the periodic loss spikes observed when
training large transformer models (Molybog et al., 2023).

Parameter-free methods and more parameterizations. While our work has studied sensitivity

to learning rate, there is also research that aims to eliminate the need to specify a learning rate (lvgi
et al., 2023; Defazio & Mishchenko, 2023). Based on their analysis, Ivgi et al. (2023) set the
step size for iteration to the maximum distance from the initialization divided by the root sum

of historical gradient squares. Moreover, while our work investigatedram, there are additional
parameterizations for which it would be interesting to explore LR vs. loss (Dinan et al., 2023; Yaida,
2022; Bordelon & Pehlevan, 2023; Jacot et al., 2018).

5 CONCLUSION

This paper demonstrates that useful insights on instability can be gained from small Transformers.
Our results indicate that: (1) instabilities previously reported at scale can be reproduced in small-
scale proxy models, facilitating their study without access to large resource pools; 2) instabilities
previously reported at scale can be predicted before they emerge by extrapolating from experiments
with small-scale proxy models; and 3) new instabilities can be found using small-scale proxy mod-
els.
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A ADDITIONAL INFRASTRUCTURE DETAILS

This Section provides more details on the training infrastructure, which is built on Flax (Heek et al.,
2023), Jax (Bradbury et al., 2018), and TPUs (Jouppi et al., 2017). To enable larger model training,
we shard the model and optimizer states as in FSDP (Ren et al., 2021), then specify these shadings
when compiling with JIT. We use Orbax (Gaffney et al., 2023) for checkpointing, and Grain (Google,
2023) for deterministic data loading. When loading data, sequences are packed so that no padding
is required—if a sequence is less tokens than the context length hyperparameter, then an end of
sequence token is appended, followed by the beginning of a new sequence.

B WHEN IS LEARNING RATE SENSITIVITY A USEFUL METRIC

There are cases where LR sensitivity (de ned in Section 2.2) is no longer a useful metric. This
section details these scenarios and justi es the use of LR sensitivity for the interventions in this

paper.

Interventions which change the meaning of learning rate.When an intervention changes the
meaning of learning rate then comparing LR sensitivity is not useful. A clear example of this would
be taking the square root of the LR before passing it to the optimizer, but there are more subtle cases
to be cautious of when using LR sensitivity.

In general, we avoid manipulations where the meaning of LR meaningfully changes. In some cases,
we have good empirical evidence that the meaning of the learning rate has not changed when inter-
vening. For instance, the LR vs. loss curves are indistinguishable up to some critical learning rate

when using gk-layernorm (Figure 1), adding z-loss (Figure 2), or changing warm-up.

In other cases, such as when testifRaram (Section 3.2.4), we believe that LR sensitivity is useful
despite a per-layer modi cation of LR. This is because the per-layer LR is manipulated linearly, and
this modi cation does not change for different points on the LR vs loss curve.

Shifting of the optimal LR. The de nition of LR sensitivity in Section 2.2 does not account for

the optimal LR shifting when specifying the LR rangehl]. In practice we recommend shifting the
three order of magnitude rangg b to correspond with this shift. For instance, we shift the range

in Section 3.2.2, as discussed in more detail in the section. However, our main experiments (e.g.,
Figure 1) do not test at a large enough scale to necessitate this shift.

LR sensitivity is invariant to loss. Another limitation of the LR sensitivity metric is that it is
invariant to the scale of the loss. If the network consistently achieves random performance across
learning rates, then LR sensitivity will be zero. We do not offer a solution to this, and instead
recommend that LR sensitivity should always be examined in combination with the LR vs. loss
curves as we do in this paper. It is meant as a useful summary of the LR vs. loss curves, not as a
metric to optimize in isolation.

C PARAMETER AND OUTPUT NORM GROWTH

This section discusses the growth of the parameter norm during Transformer training as previously
studied by Merrill et al. (2020); Lee (2023), and relates this phenomenon to the attention logit growth
and AdamW epsilon instabilities (Sections 3.1.1 and 3.4, respectively).

An observation of Lee (2023) is that, when using an adaptive optimizer, the movement of parameters
can be approximated by a random walk. We show parameter root mean square (RMS) throughout
training in Figure C.3, which appears to follow a predictable trend. This aligns with the afore-
mentioned observation, and is further supported by Figure C.2. Figure C.2 displays parameter RMS
as a function model scale and learning rate, averaged over the last 500 training steps. As before,
parameter RMS is determined primarily by learning rate. As parameter RMS grows, we would ex-
pect output RMS to also grow. This is validated by Figure C.3, which shows that the RMS of the
Transformer block output is mainly determined by learning rate, and follows a very similar trend to
parameter RMS.

3We show parameter RMS for the rst MLP layer in various blocks, but expect other layers to exhibit similar
trends.
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There are two interesting takeaways. First, this observation helps to explain why the attention output
logits become large at high learning rates as observed by Dehghani et al. (2023) and Section 3.1.1.
This is the only feature in the network we test whose magnitude depends quadratically on parameter
RMS. For inputsX with unit RMS, a typical matrix multipyXW with parameter§V will result in
featuresY where RM{Y) is a linear function of RMBN). On the other hand, the attention logit
entries are computed viXW 1; XW ,i so depend quadratically on RNMY). They are therefore

the rstto become large when the parameter norm grows. Next, this helps to explain the decreasing
trend in gradient scale observed in Section 3.4 (Figure 7). In a pre-normalization (Radford et al.,
2019) Transformer (Vaswani et al., 2017) there is an output layernorm layer (Ba et al., 2016) after
the last Transformer block and before the nal linear layer. The gradient from this output layernorm
layer is scaled by the reciprocal of the input RMS. In addition to growing with LR, this RMS is
growing with depth because of the residual connections (Figure C.3). As the RMS leaving the last
Transformer block grows, the gradient received shrinks.

For completeness we now compute the layernorm gradient toxnplfe assume the input as mean
zero and the layernorm has no bias for simplicity. Let
X X

z = LayerNorm(x)= pﬁ -~ (1)
wherem = E; x2 +
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D ADDITIONAL MODEL AND OPTIMIZER INTERVENTIONS

This section recreates the plots from Section 3.2 with additional interventions or hyperparameter
changes.

Changing the number of training steps from 1e5 to 5e4 or 2e5 does not meaningfully change
LR sensitivity (Figure G.14).

We try applying gk-layernorm across the whole model dimension instead of individually
per-head with shared paramters. As illustrated in Figure G.13, the latter performs better.
We use per-head gk-layernorm as the default in all other experiments.

Increasing the batch size from 256 to 512 or 1024 does not meaningfully change LR sensi-
tivity (Figure G.15, each batch element contains 512 tokens). When increasing batch size
we decrease the number of training steps so that the amount of data seen is constant. We
believe a similar effect would be observed if instead we held the number of steps constant
because changing the number of steps has no impact on LR sensitivity at batch size 256
(Figure G.14).

The effect of changing the weight decay from 1le-4 is illustrated in Figure G.16. Increasing
decay appears to slightly shift the optimal LR right.

We nd that the logit growth instability is not due to the softmax in the self-attention layer,
as it still occurs with a pointwise variant of attention (Figure G.17).
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