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ABSTRACT

We describe a framework for using natural language to design state abstractions
for imitation learning. Generalizable policy learning in high-dimensional observa-
tion spaces is facilitated by well-designed state representations, which can surface
important features of an environment and hide irrelevant ones. These state repre-
sentations are typically manually specified, or derived from other labor-intensive
labeling procedures. Our method, LGA (language-guided abstraction), uses a
combination of natural language supervision and background knowledge from
language models (LMs) to automatically build state representations tailored to
unseen tasks. In LGA, a user first provides a (possibly incomplete) description
of a target task in natural language; next, a pre-trained LM translates this task de-
scription into a state abstraction function that masks out irrelevant features; finally,
an imitation policy is trained using a small number of demonstrations and LGA-
generated abstract states. Experiments on simulated robotic tasks show that LGA
yields state abstractions similar to those designed by humans, but in a fraction of
the time, and that these abstractions improve generalization and robustness in the
presence of spurious correlations and ambiguous specifications. We illustrate the
utility of the learned abstractions on mobile manipulation tasks with a Spot robot.

1 INTRODUCTION

In unstructured environments with many objects, distractors, and possible goals, learning generaliz-
able policies from scratch using a small number of demonstrations is challenging (Bobu et al., 2024;
Correia & Alexandre, 2023). Consider the demonstration in Fig. 1A, which shows a Spot robot ex-
ecuting a specific maneuver to perform a desired task. Which task is demonstrated here—grabbing
an object, grabbing an orange, or giving an orange to a user? Here, the observations do not provide
enough evidence to meaningfully disentangle which features are relevant for downstream learning.

In humans, abstraction is essential for generalizable learning (McCarthy et al., 2021b). When learn-
ing (and planning), humans reason over simplified representations of environment states that hide
details and distinctions not needed for action prediction (Ho et al., 2022). Useful abstractions are
task-dependent, and a growing body of evidence supports the conclusion that humans flexibly and
dynamically construct such representations to learn new tasks (Ho et al., 2023; Huey et al., 2023).
Importantly, this process of abstraction does not begin with a blank slate—instead, experience,
common-sense knowledge, and direct instruction provide rich sources of prior knowledge about
which features matter for which tasks (Fan et al., 2020). In Fig. 1A, learning that the demonstrated
skill involves a fruit combined with prior knowledge about which objects are fruits makes clear that
the object’s identity (orange) is likely important. Meanwhile, the demonstration provides comple-
mentary information (about the desired movement speed, goal placement, etc.) that is hard to specify
in language and not encapsulated by the utterance bring me a fruit alone. In other words, actions
also contain valuable information that is necessary to complement the abstraction.
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Figure 1:A: Example demonstration in our environment, showing Spot picking up an orange and bringing it to
the user.B: Our approach,Language Guided Abstraction(LGA), creates a state abstraction with task-relevant
features identi�ed by an LM. The policy is learned directly over this abstracted state.

What would it take to build autonomous agents that can leverage both demonstrations and back-
ground knowledge to reason about tasks and representations? State abstraction has been a major
topic of research from the very earliest days of research on sequential decision-making, with signi�-
cant research devoted to both unsupervised representation learning (Coates & Ng, 2012; Bobu et al.,
2023; Higgins et al., 2017; Lee et al., 2021) and human-aided design (Abel et al., 2018; Cakmak
& Thomaz, 2012; Bobu et al., 2021; Abel et al., 2016). However, there are currently few tools for
autonomously incorporating human prior knowledge for constructing state abstractions in unseen,
unstructured environments.

In this paper, we propose to usenatural languageas a source of information for constructing state ab-
stractions. Our approach,Language-Guided Abstraction (LGA) (Fig. 1B), begins by querying hu-
mans for high-level task descriptions, then uses a pre-trained language model (LM) to translate these
descriptions into task-relevant state abstractions. Importantly, LGA requires only natural language
annotations for state features. Unlike most recent work applying LMs to sequential decision-making
tasks, it does not depend on pre-trained skills (Ahn et al., 2022; Huang et al., 2022b), environment
interaction (Du et al., 2023), large multitask datasets (Karamcheti et al., 2023; Shridhar et al., 2022),
or even the ability to describe behavior in language (Kwon et al., 2023). It complements traditional
supervised learning methods like behavior cloning (BC), without relying on additional assumptions
about the data labeling process. Experiments comparing LGA to BC (and stronger variants of BC)
show that LGA-generated abstractions improve sample ef�ciency and distributional robustness in
both single- and multi-task settings. They match the performance of human-designed state abstrac-
tions while requiring a fraction of the human effort.

In summary, we(1) introduce LGA, a method for using text descriptions and language models to
build state abstractions for skill learning;(2) show that LGA produces state abstractions similar (and
similarly effective) to those manually designed by human annotators with signi�cantly less time;(3)
show that LGA-constructed state abstractions enable imitation learning that is more robust to the
presence of observational covariate shift and ambiguous linguistic utterances; and(4) demonstrate
LGA's utility in real world mobile manipulation tasks with a Spot robot.

2 RELATED WORK

Language-Aided Reward Design.Large language models, trained on large amounts of text data,
contain commonsense information about object properties, functions, and their salience/relevance to
various tasks. Several works (Goyal et al., 2019; Kwon et al., 2023; Sumers et al., 2021; Carta et al.,
2022) leverage this to shape or learn reward models by training a policy to complete intermediate or
higher-level tasks and asking the LM to annotate resulting behavior. Language feedback can then be
incorporated as a way toguidethe policy during training (Mu et al., 2022; Du et al., 2023). However,
just as with any reinforcement learning method, these works assume continuous environment access
during the training process as the policy gradually improves with the updated reward (Shinn et al.,
2023). In contrast, we instead leverage LMs to produce state abstractions for learning skills via
imitation learning, which does not require continuous environment interaction or access to rewards.
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