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ABSTRACT

Video diffusion models have recently made great progress in generation quality,
but are still limited by the high memory and computational requirements. This is
because current video diffusion models often attempt to process high-dimensional
videos directly. To tackle this issue, we propose content-motion latent diffusion
model (CMD), a novel, efficient extension of pretrained image diffusion mod-
els for video generation. Specifically, we propose an autoencoder that succinctly
encodes a video as a combination of a content frame (like an image) and a low-
dimensional motion latent representation. The former represents the common con-
tent, and the latter represents the underlying motion in the video, respectively. We
generate the content frame by fine-tuning a pretrained image diffusion model, and
we generate the motion latent representation by training a new lightweight diffu-
sion model. A key innovation here is the design of a compact latent space that can
directly and efficiently utilize a pretrained image model, which has not been done
in previous latent video diffusion models. This leads to considerably better qual-
ity generation and reduced computational costs. For instance, CMD can sample a
video 7.7× faster than prior approaches by generating a video of 512×1024 res-
olution and length 16 in 3.1 seconds. Moreover, CMD achieves an FVD score of
238.3 on WebVid-10M, 18.5% better than the previous state-of-the-art of 292.4.

1 INTRODUCTION
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Figure 1: Existing (text-to-)video diffusion mod-
els extended from image diffusion models often
suffer from computation and memory inefficiency
due to extremely high-dimensionality and tempo-
ral redundancy of video frames. Compared with
these methods, CMD requires ∼16.7× less com-
putation with only ∼66% GPU memory usage
in sampling, while achieving significantly bet-
ter video generation quality. FLOPs and memory
consumption are measured with a single NVIDIA
A100 40GB GPU to generate a single video of a
resolution 512×1024 and length 16.

Recently, deep generative models have exhib-
ited remarkable success in synthesizing photo-
realistic and high-resolution images using dif-
fusion models (DMs) (Ho et al., 2020; Nichol
& Dhariwal, 2021; Song et al., 2021b; Karras
et al., 2022) and even achieving promising re-
sults in difficult text-to-image (T2I) generation
(Rombach et al., 2022; Saharia et al., 2022; Bal-
aji et al., 2022). Inspired by the success in the
image domain, several works have focused on
solving a considerably more challenging task
of video generation. In particular, they have at-
tempted to design DMs specialized for videos
and shown reasonable video generation qual-
ity (Ho et al., 2022b; Yang et al., 2022; Yu et al.,
2023b; Blattmann et al., 2023). Nevertheless,
unlike the image domain, there is still a con-
siderable gap in video quality between gener-
ated and real-world videos. This is mainly due
to the difficulty of collecting a large training
dataset of high-quality videos (Ho et al., 2022b;
Ge et al., 2023) and the high dimensionality of
video data as cubic arrays, leading to a heavy
memory and computational burden (He et al.,
2022; Yu et al., 2023b).

*Work done during an internship at NVIDIA. Project page: https://sihyun.me/CMD.
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Figure 2: Comparison with (a) the conventional extension of image diffusion models for video gen-
eration and (b) our CMD. We mark the newly added parameters asblue. Unlike common approaches
that directly add temporal layers in pretrained image diffusion models for extension, CMD encodes
each video as an image-like content frame and motion latents, and then �ne-tunes a pretrained im-
age diffusion model (e.g., Stable Diffusion (Rombach et al., 2022)) for content frame generation and
trains a new lightweight diffusion model (e.g., DiT (Peebles & Xie, 2023)) for motion generation.

To tackle the data collection issue, several video DM approaches leverage pretrained image DMs
for video generation (He et al., 2022; Singer et al., 2023; Luo et al., 2023; Ge et al., 2023). Due
to the rich visual knowledge already learned from image datasets, the use of image DMs in video
generation leads to better generation quality and faster training convergence compared to training
a video DM from scratch (An et al., 2023; Blattmann et al., 2023). However, since these video
models directly generate high-dimensional videos as cubic arrays, they still entail high memory
consumption and computational costs, especially for high-resolution and long videos.

Another line of video DM approaches focuses on alleviating memory and computational inef�ciency
by �rst projecting the video into a low-dimensional latent space and then training a DM in the latent
space (Yu et al., 2023b). In particular, these approaches consider both the temporal coherency of
videos as well as frame-wise compression in video encoding to obtain the maximum ef�ciency.
However, such latent video DMs are only trained on a limited amount of video data and do not
incorporate pretrained image models, which limits their video generation quality.

Our approach. We address the aforementioned shortcomings by introducing content-motion la-
tent diffusion model (CMD), a memory- and computation-ef�cient latent video DM that leverages
visual knowledge present in pretrained image DMs. CMD is a two-stage framework that �rst com-
presses videos to a succinct latent space and then learns the video distribution in this latent space.
A key difference compared to existing latent video DMs is the design of a latent space that directly
incorporates a pretrained image DM. See Figure 2 for an illustration.

In the �rst stage, we learn a low-dimensional latent decomposition into a content frame (like an
image) and latent motion representation through an autoencoder. Here, we design the content frame
as a weighted sum of all frames in a video, where the weights are learned to represent the relative
importance of each frame. In the second stage, we model the content frame distribution by �ne-
tuning a pretrained image DM without adding any new parameters. It allows CMD to leverage the
rich visual knowledge in pretrained image DMs. In addition, we design a new lightweight DM to
generate motion latent representation conditioned on the given content frame. Such designs avoid
us having to deal directly with video arrays, and thus, one can achieve signi�cantly better memory
and computation ef�ciency than prior video DM approaches built on pretrained image DMs.

We highlight the main contributions of this paper below:

• We propose an ef�cient latent video DM, termed content-motion latent diffusion model (CMD).
• We validate the effectiveness of CMD on popular video generation benchmarks, including UCF-

101 (Soomro et al., 2012) and WebVid-10M (Bain et al., 2021). For instance, measured with
FVD (Unterthiner et al. 2018; lower is better), our method achieves 238.3 in text-to-video (T2V)
generation on WebVid-10M, 18.5% better than the prior state-of-the-art of 292.4.

• We show the memory and computation ef�ciency of CMD. For instance, to generate a single video
of resolution 512� 1024 and length 16, CMD only requires 5.56GB memory and 46.83 TFLOPs,
while recent Modelscope (Wang et al., 2023a) requires 8.51GB memory and 938.9 TFLOPs, sig-
ni�cantly larger than the requirements of CMD (see Figure 1).
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Figure 3: 512� 1024 resolution, 16-frame text-to-video generation resultsfrom our CMD. We
visualize video frames with a stride of 5. We provide more examples with different text prompts in
Appendix C, as well as their illustrations as video �le formats in the supplementary material.

2 RELATED WORK

In this section, we provide a brief overview of some of the important relevant literature. For a more
extensive discussion with a detailed explanation of other methods, see Appendix A.

Latent diffusion models. Diffusion models have suffered from memory and computation inef�-
ciency because they require a large number of iterations in high-dimensional input space for sam-
pling (Ho et al., 2020). To mitigate this issue, several works have considered training diffusion
models in a low-dimensional latent space, learned by an autoencoder (Zeng et al., 2022; Xu et al.,
2023; Ben Melech Stan et al., 2023). In particular, this approach has shown remarkable success
in the image domain (Rombach et al., 2022) to greatly improve ef�ciency as well as achieve high-
quality synthesis results conditioned at a complex text prompt. Similarly, our work aims to design a
latent diffusion model for videos (He et al., 2022; Yu et al., 2023b) to alleviate the inef�ciencies.

Video generation. Numerous works have actively focused on solving the challenging problem of
video synthesis. Previously, generative adversarial network (GAN; Goodfellow et al. 2014) based
approaches (Gordon & Parde, 2021; Tian et al., 2021; Fox et al., 2021; Munoz et al., 2021; Yu et al.,
2022; Skorokhodov et al., 2022; Singer et al., 2023) were proposed to achieve the goal, mostly by
extending popular image GAN architectures (Karras et al., 2020). Recently, there have been several
works that encode videos as sequences of discrete tokens (van den Oord et al., 2017), where they
either generate tokens in an autoregressive manner (Kalchbrenner et al., 2017; Weissenborn et al.,
2020; Rakhimov et al., 2020; Yan et al., 2021; Ge et al., 2022) or a non-autoregressive manner (Yu
et al., 2023a). In addition, with the success of diffusion models (Ho et al., 2020; Nichol & Dhariwal,
2021) in image generation, recent methods exploit diffusion models for videos (Ho et al., 2022b;
Harvey et al., 2022; Yang et al., 2022; Höppe et al., 2022; Singer et al., 2023; Lu et al., 2023),
achieving promising results in modeling complex video distribution. Inspired by their success, we
also aim to build a new video diffusion model to achieve better video synthesis quality.
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Text-to-video (T2V) generation. Following the success of text-to-image (T2I) generation (Rom-
bach et al., 2022; Saharia et al., 2022; Balaji et al., 2022), several works have attempted to solve a
more challenging task of T2V generation. The main challenge of T2V generation is to resolve the
tremendous training costs of diffusion models and the dif�culty in collecting large-scale and high-
quality video data. Predominant approaches (Ho et al., 2022a; Wang et al., 2023b; An et al., 2023;
Blattmann et al., 2023; Ge et al., 2023; He et al., 2022; Singer et al., 2023) have achieved this by
�ne-tuning pretrained T2I diffusion models by adding temporal layers (e.g., temporal attention and
3D convolution layers) to the 2D U-Net architecture (Saharia et al., 2022). However, they suffer
from high memory consumption and computational costs due to the unfavorable increase of input
dimension in high-resolution and long videos. To tackle this issue, a few recent works have focused
on alternative extension strategies that avoid dealing with entire raw video frames directly (Luo
et al., 2023). Speci�cally, they achieve it by proposing frame-by-frame generation with an addi-
tional lightweight diffusion model. However, our extension is based on a latent diffusion model
approach to encoding videos as content frames and motion latent representation to reduce the input
dimension and learn video diffusion models on such compact latent representation.

3 CMD: CONTENT-MOTION LATENT DIFFUSION MODEL

Consider a condition-video pair datasetD, where each sample(c; x1:L ) 2 D is drawn from an
unknown data distributionpdata(x1:L ; c). Here, eachc denotes a condition (e.g., video class or text
description) of the correspondingx1:L , and eachx1:L := ( x1; : : : ; xL ) is a video clip of length
L > 1 with a resolutionH � W , i.e., x ` 2 RC � H � W with a channel sizeC. UsingD, We aim to
learn a conditional model distributionpmodel(x1:L jc) to match the data distributionpdata(x1:L jc).

Our main idea is to encode each video into an “image-like” content frame and succinct motion latent
representation, where pretrained image diffusion models can be used to generate content frames due
to the similarity between natural images and content frames. By doing so, rich visual knowledge
learned from image data is leveraged for video synthesis, leading to better generation quality as well
as reduced training costs. Given content frames, the video generation task thus reduces to designing
a motion diffusion model to generate much lower-dimensional motion latent representation.

In the rest of this section, we explain our content-motion latent diffusion model (CMD) in detail.
In Section 3.1, we provide an overview of diffusion models. In Section 3.2, we describe our video
encoding scheme and design choices of diffusion models for video generation.

3.1 DIFFUSION MODELS

The main concept of diffusion models is to learn the target distributionpdata(x) via a gradual denois-
ing process from Gaussian distributionN (0x ; I x ) to pdata(x). Speci�cally, diffusion models learn
a reverseprocessp(x t � 1jx t ) of the pre-de�nedforward processq(x t jx0) that gradually adds the
Gaussian noise starting frompdata(x) for 1 � t � T with a �xed T > 0. Here, forx0 � pdata(x),
q(x t jx t � 1) can be formalized asq(x t jx t � 1) := N (x t ; � t x0; � 2

t I x ), where� t and� t := 1 � � 2
t are

pre-de�ned hyperparameters with0 < � 1 < : : : < � T � 1 < � T = 1 . If T is suf�ciently large, the
reverse processp(x t � 1jx t ) can be also formalized as the following Gaussian distribution:

p(x t � 1jx t ) := N
�

x t � 1;
1

p
� t

�
x t �

� 2
tp

1 � �� t
� � (x t ; t)

�
; � 2

t I x

�
; (1)

where�� t :=
Q t

i =1 (1� � 2
i ) for 1 � t � T . Here,� � (x t ; t) can be trained as a denoising autoencoder

parameterized by� using the� -prediction objective with a noise� � N (0x ; I x ) (Ho et al., 2020):

Ex 0 ;� ;t

h
jj � � � � (x t ; t)jj2

2

i
wherex t =

p
�� t x0 +

p
1 � �� t � : (2)

As the sampling process of diffusion models usually requires a large number of network evaluations
p(x t � 1jx t ) (e.g., 1,000 in DDPM; Ho et al. 2020), their generation cost becomes especially high
if one de�nes diffusion models in the high-dimensional data space. To mitigate this issue, several
works have proposed latent diffusion models (Rombach et al., 2022; He et al., 2022): they train the
diffusion model in a low-dimensional latent space that encodes the data, thus reducing the computa-
tion and memory cost. Inspired by their success, our work follows a similar idea of latent diffusion
models to improve both training and sampling ef�ciency for video synthesis.
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Figure 4:Illustration of our autoencoder. Encoder: We compute relative importance of all frames
(blue) for a content frame and motion latent representation. Decoder: Using the content frame and
motion latent representation, we construct a cubic tensor for video network to reconstruct the video.

3.2 EFFICIENT EXTENSION OF IMAGE DIFFUSION MODELS FOR VIDEOS

CMD consists of an autoencoder and two latent diffusion models. First, we train an autoencoder that
encodes a videox1:L as a single content frame�x and low-dimensional motion latent representationz.
After that, learning the target distributionpdata(x1:L jc) becomes to learn the following distribution:
p( �x ; zjc) = p(zj �x ; c)p( �x jc). We model each distribution through two diffusion models, where we
utilize a pretrained image diffusion model for learning the content frame distributionp( �x jc).

Autoencoder. We train our autoencoder using a simple reconstruction objective (e.g., `2 loss) to
encode a video inputx1:L . We provide an illustration of the encoder and decoder in Figure 4.

Our encoderf � consists of a base networkf � B and two headsf � I ; f � M for computing�x; z (respec-
tively) with a parameterization� := ( � B ; � I ; � M ). Here, the base networkf � B : RC � L � H � W !
RC 0� L � H 0� W 0

(with f � B (x1:L ) = u) maps a videox1:L to hidden featureu with a channel size
C0, where we adopt a video transformer (e.g., ViViT; Arnab et al. 2021) asf � B . Next, the head
f � I : RC 0� L � H 0� W 0

! RC � L � H � W returns relative importance among video framesx1; : : : ; xL

to compute the content frame�x. Speci�cally, we compute�x usingf � I as:

�x :=
LX

` =1

�
x ` 
 �

�
f � I (u)

� `
�

; (3)

where
 denotes an element-wise product and� (�) is a softmax function across the temporal axis.
Consequently, the content frame�x has the same dimension with each frame and lies in the space of
interpolating consecutive frames, thus looking very similar to them (see Figure 7).

For motion latent representationz, we design it as a concatenation of two latents,i.e., z = ( zx ; zy )
with zx 2 RD � L � H 0

andzy 2 RD � L � W 0
, wherezx ; zy are computed fromu usingf � M as follows:

(zx ; zy ) :=
�
f � M ( �ux ); f � M ( �uy )

�
: (4)

Here,�ux 2 RC 0� L � H 0
; �uy 2 RC 0� L � W 0

are two projected tensors ofu by simply averaging across
x-axis andy-axis, respectively, andf � M is a 1� 1 convolutional layer that maps an input tensor from
a channel sizeC0 to D . Such a 2D-projection-based motion encoding is motivated by recent triplane
video encoding (Kim et al., 2022; Yu et al., 2023b) that project videos to eachx; y; t axis.

Similarly, we design a decoder networkg as two embedding layersg I ; g M for �x ; z (respectively)
and a video networkg B that returns the reconstruction ofx1:L from the outputs ofg I ; g M .
Speci�cally, g I ; g M maps�x; z to have the same channel sizeC0:

v t := g I ( �x) 2 RC 0� H 0� W 0
; v x := g M (zx ) 2 RC 0� L � H 0

; v y := g M (zy ) 2 RC 0� L � W 0
; (5)

where we denotev t = [ vt
hw ]; v x = [ vx

`h ]; v y = [ vy
`w ] with vt

hw ; vx
`h ; vy

`w 2 RC 0
for ` 2 [1; L ]; h 2

[1; H 0]; w 2 [1; W 0]. After that, we compute the input of a video networkg B , denoted byv =
[v`hw ] 2 RC 0� L � H 0� W 0

, by taking the sum of the corresponding vectors of eachv t ; v x ; v y , namely:

v`hw = vt
hw + vx

`h + vy
`w for 1 � ` � L; 1 � h � H 0; 1 � w � W 0; (6)

and thenv is passed tog B : RC 0� L � H 0� W 0
! RC � L � H � W to reconstruct the input videox1:L .

Forg B , we use the same video transformer architecture asf � B .
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Content frame diffusion model. Recall that the content frame�x is computed as a weighted sum
of video framesx1; : : : ; xL and thus it resembles natural images. Hence, for training the content
frame diffusion model to learnp( �x jc), we directly �ne-tune the pretrained image diffusion model
� � I (x t ; c; t) without adding additional parameters. In particular, we use condition-content-frame
pairs(c; �x) computed from the datasetD and use the denoising objective for �ne-tuning:

E�x 0 ;� ;t

h
jj � � � � I ( �x t ; c; t)jj2

2

i
where�x t =

p
�� t �x0 +

p
1 � �� t � : (7)

Note that this �ne-tuning is memory-ef�cient since it does not increase input dimension, and it can
be trained ef�ciently due to the small gap between content frames and natural images.

Motion diffusion model. To learn the conditional distributionp(zj �x ; c), we train a lightweight dif-
fusion model� � M (zt ; c; �x ; t). For the network architecture, we exploit DiT (Peebles & Xie, 2023), a
recently proposed Vision Transformer (ViT) backbone (Dosovitskiy et al., 2020) for diffusion mod-
els, due to its better performance and ef�ciency. Accordingly, for a denoising targetzt , we pass
it to the model as a sequence of patch embeddings. Next, for an input conditionc, we follow the
same conditioning scheme of the original DiT that passes it through the AdaIN layers (Huang &
Belongie, 2017). For the conditioning content frame�x, rather than passing it through the AdaIN
layers, we feed it as input-level patch embeddings likezt to provide “dense conditions” to the model
for predicting motion latent representationz (see Figure 2). Using these inputs, we train the model
via the denoising objective:

Ez0 ;� ;t

h
jj � � � � M (zt ; c; �x ; t)jj2

2

i
wherezt =

p
�� t z0 +

p
1 � �� t � : (8)

We observe that a lightweight model can quickly converge to well-predicting motion latent repre-
sentationz, mainly due to two factors: (a) the rich information provided by the conditions (c; �x),
and (b) the low dimensionality of motion latent representationz. Moreover, one can use a larger
patch size for�x (condition) thanz (prediction target) to reduce the total sequence length of input
patches to the DiT network, thus further decreasing the computational cost (see Section 4.3).

4 EXPERIMENTS

In Section 4.1, we provide setups for our experiments. In Section 4.2, we present the main results,
including qualitative results of visualizing generated videos. Finally, in Section 4.3, we conduct
extensive analysis to validate the effect of each component as well as to show the ef�ciency of CMD
in various aspects, compared with previous text-to-video generation methods.

4.1 SETUPS

Datasets.We mainly consider UCF-101 (Soomro et al., 2012) and WebVid-10M (Bain et al., 2021)
for the evaluation. We also use MSR-VTT (Xu et al., 2016) for a zero-shot evaluation of the text-to-
video models. For model training, we use only train split and exclude test (or validation) sets for all
datasets. We provide more details, including how they are preprocessed in Appendix B.1.

Baselines.For class-conditional (non-zero-shot) generation on UCF-101, we consider recent DI-
GAN (Yu et al., 2022), TATS (Ge et al., 2022), CogVideo (Hong et al., 2023), Make-A-Video
(Singer et al., 2023), and MAGVIT (Yu et al., 2023a) as baselines. For zero-shot evaluations,
we compare with recent CogVideo, LVDM (He et al., 2022), ModelScope (Wang et al., 2023a),
VideoLDM (Blattmann et al., 2023), VideoFactory (Wang et al., 2023b), PYoCo (Ge et al., 2023),
GODIVA (Wu et al., 2021), and N̈UWA (Wu et al., 2022). See Appendix B.2 for more details.

Training details. In all experiments, videos are clipped to 16 frames for both training and evalua-
tion. For a video autoencoder, we use TimeSFormer (Bertasius et al., 2021) as a backbone. For the
content frame diffusion model, we use pretrained Stable Diffusion (SD) 1.5 and 2.1-base (Rombach
et al., 2022), where each video frame is �rst encoded by SD image autoencoder into a latent frame
with an 8� downsampling ratio and output channel sizeC = 4 . For the motion diffusion model, we
use DiT-L/2 (for UCF-101) and DiT-XL/2 (for WebVid-10M) as in the original DiT paper (Peebles
& Xie, 2023), where “L” and “XL” specify the model sizes and “2” denotes patch size of 2� 2 when
converting input into a sequence of patches. We provide all other details in Appendix B.3.
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Table 1: Class-conditional video generation
on UCF-101. # denotes the model also uses
the test split for training.# indicates lower val-
ues are better. Bolds indicate the best results,
and we mark our method by blue. We mark
the method by * if the score is evaluated with
10,000 real data and generated videos, other-
wise we use 2,048 videos. For a zero-shot setup,
we report the dataset size used for training.

Method Zero-shot FVD#

DIGAN# No 465� 12
TATS No 332� 18
CogVideo No 305
VideoFusion No 173

CMD (Ours) No 107� 9

Make-A-Video* No 367
MAGVIT* No 76 � 2

CMD (Ours)* No 73� 2

VideoFactory Yes (130M) 410
PYoCo Yes (22.5M) 355

CogVideo Yes (5.4M) 702
LVDM Yes (10.7M) 642
ModelScope Yes (10.7M) 640
VideoLDM Yes (10.7M) 551
VideoGen Yes (10.7M) 554

CMD (Ours) Yes (10.7M) 504

Table 2:T2V generation on MSR-VTT. " indi-
cates higher scores are better. Bolds indicate the
best results, and we mark our method by blue.
We report the dataset size. * denotes LAION-
5B (Schuhmann et al., 2022) is jointly used.

Method Zero-shot CLIPSIM"

GODIVA No 0.2402
NÜWA No 0.2409

VideoFactory Yes (130M) 0.3005
Make-A-Video Yes (100M) 0.3049

CogVideo Yes (5.4M) 0.2631
LVDM Yes (10.7M) 0.2381
VideoLDM Yes (10.7M) 0.2929
ModelScope* Yes (10.7M) 0.2930

CMD (Ours) Yes (10.7M) 0.2894

Table 3: T2V generation on WebVid-10M. #
and" indicate lower and higher scores are bet-
ter, respectively. Bolds indicate the best results,
and we mark our method by blue. cfg denotes
classi�er-free guidance scale.

Method FVD# CLIPSIM "

LVDM 455.5 0.2751
ModelScope 414.1 0.3000
VideoFactory 292.4 0.3070

CMD (Ours); cfg=9.0 238.3 0.3020

Metrics. Following the experimental setup in recent representative video generation literature (Sko-
rokhodov et al., 2022; Yu et al., 2023a), we mainly use Fréchet video distance (FVD; Unterthiner
et al. 2018, lower is better) for evaluation. To measure text-video alignment, we additionally mea-
sure CLIPSIM (Wu et al. 2021, higher is better) and compare the values with the baselines. We
provide more details of evaluation metrics and how they are computed in Appendix B.4.

4.2 MAIN RESULTS

Qualitative results. We visualize several text-to-video generation results from CMD in Figure 3.
As shown in this �gure, generated videos contain the detailed motion and contents provided by text
prompts and achieve great temporal coherency, leading to a smooth video transition. In particular,
the background is preserved well between different video frames in the generated video with the
prompt. For instance, “A Teddy Bear Skating in Times Square” maintains details of Times Square
well across different video frames. Note that each frame has a resolution of 512� 1024, where we
achieve such a high-resolution video generation without requiring any spatiotemporal upsamplers.
We provide more qualitative results with other text prompts in Appendix C.

Quantitative results. Table 1 provides the non-zero-shot generation result on UCF-101 by training
all models from scratch on UCF-101 (including the content frame diffusion model). As shown in this
table, CMD outperforms all other video generation methods, indicating our framework design itself
is an effective video generation method irrespective of the exploitation of pretrained image diffusion
models. Moreover, we consider text-to-video generation by training CMD on WebVid-10M with
the pretrained SD backbone �ne-tuned for content frame generation. As shown in Table 1 and 3,
our model shows better FVD scores than previous approaches if the same amount of data is used.
Moreover, our model achieves comparable or even better CLIPSIM scores, compared with state-of-
the-art as shown in Table 2 and 3, indicating a good text-video alignment. CMD shows a slightly
worse CLIPSIM score than ModelScope and VideoLDM on MSR-VTT, but note that our model
(1.6B) is� 1.9� smaller than VideoLDM (3.1B). Moreover, ModelScopejointly trains on 5 billion
image-text pairs along with video data to avoid catastrophic forgetting, in contrast to CMD that does
not use any image data for training once provided pretrained image diffusion models.
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(a) FLOPs (b) Time (c) Memory

Figure 5:Training ef�ciency. (a) FLOPs, (b) sec/step, and (c) memory (GB) of different methods
that are trained on 16-frame videos with resolution of512� 512and batch size of 1. All values are
measured with a single NVIDIA A100 80GB GPU with mixed precision. For a fair comparison, we
do not apply gradient checkpointing for all models. See Appendix D for details.

(a) FLOPs (b) Time (c) Memory

Figure 6:Sampling ef�ciency. (a) FLOPs, (b) time (s), and (c) memory (GB) of different methods
that sample a 16-frame video with resolution of512� 1024(i.e., batch size = 1 by default). All
values are measured with a single NVIDIA A100 40GB GPU with mixed precision. Note that we
exclude the cost of Stable Diffusion decoder for all measurements. See Appendix D for details.

4.3 ANALYSIS

Training ef�ciency. Figure 5 summarizes the computation (�oating point operations; FLOPs), time,
and memory consumption in training each component of CMD and compares the values with other
public text-to-video diffusion models. As shown in these plots, all components of CMD require less
memory and computation for training due to the decomposition of videos as two low-dimensional
latent variables (content frame and motion latent representation). Notably, CMD shows signi�cantly
fewer FLOPs than prior methods: the bottleneck is in the autoencoder (0.77 TFLOPs) and is� 12�
more ef�cient than 9.41 TFLOPs of ModelScope. Note that if one sums up the FLOPs or training
time of all three components in CMD, they are still signi�cantly better than existing text-to-video
diffusion models. We also note that the training of content frame diffusion models and motion
diffusion models can be done in parallel. Thus, the training ef�ciency (in terms of time) can be
further boosted. We also provide a model parameter size comparison in Appendix D.

Sampling ef�ciency. Figure 6 reports FLOPs, time, and memory consumption to sample videos.
As shown in Figure 6a, existing text-to-video diffusion models require tremendous computations for
sampling since they directly input videos as high-dimensional cubic arrays. In particular, they over-
look common contents in video frames (e.g., static background), and accordingly, many spatial layer
operations (e.g., 2D convolutions) become unfavorably redundant and tremendous. However, CMD
avoids dealing with giant cubic arrays, and thus, redundant operations are signi�cantly reduced,
resulting in a computation-ef�cient video generation framework. The sampling ef�ciency is also
re�ected in sampling time (Figure 6b); CMD only requires� 3 seconds with a DDIM sampler (Song
et al., 2021a) using 50 steps, which is 10� faster than existing text-to-video diffusion models.

Not only improving computation ef�ciency, our method also exhibits great memory ef�ciency com-
pared with existing methods due to the signi�cantly reduced input dimension. Note that the im-
provement becomes more signi�cant if the models sample multiple videos at once (i.e., a batch size
larger than 1) because, in that case, the memory bottleneck mainly stems from the computation of
intermediate features for sampling rather than the memory allocation of the model parameters. For
instance, as shown in Figure 6c, our model uses about 8.6GB GPU memory to generate 4 videos in
parallel, 2.5� less consumption than the recent ModelScope model that requires more than 20GB.
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Table 4: Ablation studies. (a) FVD on UCF-101 to evaluate each component. Reconstruction:
FVD between real videos and their reconstructions from our autoencoder. Motion prediction: FVD
between real videos and predicted videos with the motion diffusion model conditioning on (ground-
truth) content frames encoded by our autoencoder. Content generation: performance of CMD, where
content frames are generated by our content frame diffusion model. (b) R-FVD of autoencoders on
WebVid-10M with different channel sizesD , video lengthsL , and the usage of weighted sum or
not. (c) FVD of motion diffusion models on UCF-101 with different content frame patch sizes.

(a) Performance of each component

Task FVD

Reconstruction 7.72
Motion prediction 19.5
Content generation 73.1

(b) Autoencoder

D L Weight. R-FVD

16 16 3 56.8
8 16 3 69.5
8 16 7 76.1
8 24 3 81.3

`
(c) Motion diffusion

Con�g. �x patch. FVD

DiT-L/2 16 40.4
DiT-L/2 8 32.9
DiT-L/2 4 19.5

Figure 7:Content frame visualizationwith the corresponding video frames.

Ablation studies. In Table 4a, we report the FVD values by using only some of the components in
CMD. As shown in this table, each module in CMD shows reasonable performance, which validates
our design choices for the overall framework. Moreover, in Table 4b, we analyze the performance
of the autoencoder under various setups; one can observe that the use of weighted sum in content
frame design helps to achieve better reconstruction, and our autoencoder can encode videos with a
longer length than 16 (e.g., L = 24) with reasonable quality as well. Finally, Table 4c shows that
motion diffusion models exhibit a reasonable performance with large patch sizes, so one can control
the tradeoff between computation ef�ciency and memory ef�ciency by adjusting the patch size.

Content frame visualization. Figure 7 visualizes videos in WebVid-10M and the corresponding
content frames. As shown in this �gure, the content frames resemble the original video frames,i.e.,
in the content frames, the background (e.g., buildings) and objects (e.g., a bicycle) appear similarly to
the video frames. Moreover, one can observe that only the region with moving objects is corrupted,
e.g., for the content frame of a video with a moving arm, an area where the arm appears is corrupted.

5 CONCLUSION

We proposed CMD, an ef�cient extension scheme of the image diffusion model for video generation.
Our key idea is based on proposing a new encoding scheme that represents videos as content frames
and succinct motion latents to improve computation and memory ef�ciency. We hope our method
will facilitate lots of intriguing directions for ef�cient large-scale video generation methods.

Limitation and future work. In this work, we primarily focused on generating a video of a �xed
length (e.g., L = 16). One of the interesting future directions would be extending our method for
long video synthesis, similar to PVDM (Yu et al., 2023b) which considers clip-by-clip generation.
Another interesting direction is to develop a better form of content frame and motion latents to
encode video with higher quality but still enable exploiting pretrained image diffusion models. We
provide a more detailed discussion of limitation and future work in Appendix I.
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ETHICS STATEMENT

We believe CMD can provide a positive impact in real-world scenarios related to content-creation
applications. Since CMD can instantly synthesize videos from arbitrary user text prompts, it can
save time for designers (Villegas et al., 2023) who want to generate new content by providing them
with an initial shape of such desired result. Moreover, given that the success of large text-to-image
generation models (Rombach et al., 2022; Saharia et al., 2022; Balaji et al., 2022) has facilitated
intriguing applications such as image editing (Brooks et al., 2023; Kim et al., 2023; Meng et al.,
2022) and personalized generation (Ruiz et al., 2023; Gal et al., 2023), we expect developing a
large-scale video generation framework will promote similar applications in the video domain as
well (Molad et al., 2023).

In contrast, there also exists some potential negative impact of developing a large-scale genera-
tion framework to generate sensitive and malicious content,e.g., DeepFake (Guera & Delp, 2018),
as discussed by some recent large-scale video generation works (Villegas et al., 2023). Although
generated videos from CMD are relatively short and the frame quality is yet distinguishable from
real-world videos, one should be aware of this issue and keep considering to develop a safe video
generation framework in the future.

REPRODUCIBILITY STATEMENT

We provide implementation details (e.g., hyperparameter, model, and optimizer) and experiment
setups (e.g., how the metrics are computed) in Section 4 and Appendix B.
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Tobias Ḧoppe, Arash Mehrjou, Stefan Bauer, Didrik Nielsen, and Andrea Dittadi. Diffusion models
for video prediction and in�lling.Transactions on Machine Learning Research, 2022.

Jun-Ting Hsieh, Bingbin Liu, De-An Huang, Li Fei-Fei, and Juan Carlos Niebles. Learning to de-
compose and disentangle representations for video prediction. InAdvances in Neural Information
Processing Systems, 2018.

Xun Huang and Serge Belongie. Arbitrary style transfer in real-time with adaptive instance normal-
ization. InIEEE International Conference on Computer Vision, 2017.

Yuming Jiang, Shuai Yang, Tong Liang Koh, Wayne Wu, Chen Change Loy, and Ziwei Liu.
Text2Performer: Text-driven human video generation.arXiv preprint arXiv:2303.13495, 2023.
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A M ORE DISCUSSION ONRELATED WORK

There are several recent works that have some similarities to CMD. In what follows, we discuss the
relevant work and the differences with our method in detail.

Motion-content decomposition. CMD is similar to many previous video GANs that generate
videos via motion-content decomposition (Villegas et al., 2017; Hsieh et al., 2018; Tulyakov et al.,
2018; Tian et al., 2021; Munoz et al., 2021; Yu et al., 2022; Skorokhodov et al., 2022). To achieve
generation with motion-content controllability, they sample random content and motion vectors and
use them to generate overall style and underlying motions. We take a similar approach using pre-
trained image diffusion models by training a video autoencoder that decomposes video as a content
frame (similar to content vectors) and motion latent representation. Here, note that CMD does not
strictly decompose motion and contents in a given video, but the scheme is similar at a high level.
Moreover, CMD shares a similarity to several diffusion models for video generation (Guo et al.,
2023; Jiang et al., 2023; Ni et al., 2023). However, they have not achieved (a) an ef�cient generative
modeling and (b) exploitation of pretrained image diffusion models simultaneously. Speci�cally,
(Guo et al., 2023) exploits pretrained image diffusion models, but it deals with videos as cubic ten-
sors, (Jiang et al., 2023; Ni et al., 2023) do not use pretrained image diffusion models, and (Ni et al.,
2023) uses �ow for motion encoding, which is a high-dimensional cubic tensor as well.

Video prediction. Our work also has a relationship between video prediction models that forecast
future video frames given at previous frames as input (Srivastava et al., 2015; Finn et al., 2016;
Denton & Birodkar, 2017; Babaeizadeh et al., 2018; Denton & Fergus, 2018; Lee et al., 2018;
Villegas et al., 2019; Kumar et al., 2020; Franceschi et al., 2020; Luc et al., 2020; Lee et al., 2021;
Seo et al., 2022). Similar to our method, some video prediction methods predict video frames as
low-dimensional latent space rather than raw pixel space to increase the window size and achieve
ef�ciency. The main difference between our method and these approaches is in the input condition:
our method provides a content frame as an input, whereas they provide initial frames as an input.

Difference with PVDM. Our model shares a similarity to recent latent diffusion models for
videos (He et al., 2022; Zhou et al., 2022; Yu et al., 2023b). In particular, our method is quite
similar to PVDM (Yu et al., 2023b); this work also proposes a latent video diffusion model to target
unconditional video generation based on proposing a video encoding scheme to decompose them as
triplane latents. In this work, each latent in triplane latents lies in a different space from the video
frames. Thus, it is dif�cult to exploit pretrained image models. Different from this work, our pri-
mary focus is on conditional video generation, and we introduce the “content frames” concept to
exploit pretrained image diffusion while avoiding handling giant cubic video tensors.

Difference with VideoFusion. Our work shares a similarity to VideoFusion (Luo et al., 2023).
Unlike conventional approaches that add temporal layers to the image diffusion models for achieving
T2V generation, VideoFusion also considers the training of an additional diffusion model in addition
to the pretrained image model for generating videos. However, in contrast to CMD, their primary
focus is not on achieving dimension reduction for improving computation and memory ef�ciency.

Discussion with concurrent works. Show-1 (Zhang et al., 2023) also considers an ef�cient T2V
generation via a mixture of pixel-level image diffusion models and latent image diffusion models.
LAVIE (Wang et al., 2023c) considers video generation using cascaded latent diffusion models.
VideoDirectorGPT (Lin et al., 2023) proposes to combine large language models to generate text
prompts for longer video generation. Li et al. (2023b) considers controllable video generation con-
ditioned on a given image and the motion direction. Text2Video-Zero (Khachatryan et al., 2023)
considers zero-shot video generation from a pretrained T2I model without any video data. However,
neither of them considers the temporal coherency of videos for improving ef�ciency.
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B IMPLEMENTATION DETAILS

B.1 DATASETS

UCF-101(Soomro et al., 2012) is a human video dataset that includes 101 different types of human
actions. Each video consists of frames with 320� 240 resolution with varying video lengths. The
dataset contains 13,320 videos in total; 9,537 videos are in the train split, and the rest of them are
in the test split. We only use train split for training and evaluation of the model, following the
experimental setup used in recent video generation methods (Yu et al., 2023a; Singer et al., 2023).
We resized all video frames to 64� 64 resolution frames and clipped them to a video length of 16.
For the zero-shot evaluation, we resize each video to 512� 512 resolution.

WebVid-10M is a dataset that consists of 10,727,607 text-video pairs as training split. The dataset
also contains a validation split that is composed of 5,000 text-video pairs. We use train split for
training the model and use a validation set for evaluation. Since some videos in the training split
are not available, we exclude these videos from training. We resize all video frames to 512� 1024
resolution and clip each video into a length of 16.

MSR-VTT is a dataset consisting of 10,000 videos and corresponding captions. We use test split for
zero-shot evaluation of our method, which contains 2,000 videos and corresponding text captions.
We only use text captions to measure the alignment between text prompts and generated videos.

B.2 BASELINES

In what follows, we explain the main idea of baseline methods that we used for the evaluation.

• DIGAN (Yu et al., 2022) presents a video GAN based on adapting the concept of implicit neural
representations (or neural �elds) into the generator.

• TATS (Ge et al., 2022) presents a video autoencoder by extending an image autoencoder in
VQGAN (Esser et al., 2021) and trains an autoregressive Transformer for a generation.

• CogVideo(Hong et al., 2023) presents a large-scale autoregressive Transformer for video gen-
eration extended from a pretrained model for images.

• Make-A-Video (Singer et al., 2023) presents a method to achieve text-to-video generation with-
out having text-video pairs but only with text-image pairs and video data.

• VideoFusion(Luo et al., 2023) proposes a new extension scheme of pretrained image diffusion
models for video generation by training an additional diffusion model that achieves frame-by-
frame generation from intermediate noises from pretrained image diffusion models.

• MAGVIT (Yu et al., 2023b) proposes a non-autoregressive Transformer for videos, based on
extending a non-autoregressive Transformer for images, MaskGiT (Chang et al., 2022).

• VideoFactory (Wang et al., 2023b) proposes a new swapped cross-attention for better video
diffusion models and introduces a large-scale text-video dataset.

• PYoCo (Ge et al., 2023) explores noise prior to extend image diffusion models for better video
generation, instead of starting from i.i.d. Gaussian noises.

• LVDM (He et al., 2022) extends latent image diffusion models by modeling video distribution
in spatiotemporally downsampled latent space.

• ModelScope(Wang et al., 2023a) trains a latent video diffusion model from a pretrained text-
to-image diffusion model by adding several temporal layers.

• VideoLDM (Blattmann et al., 2023) proposes an extension scheme from text-to-image diffu-
sion models to text-to-video diffusion models by adding temporal layers in pretrained diffusion
models and pretrained image autoencoder.

• VideoGen(Li et al., 2023a) generates video from a given image and text prompts by generating
motion latent representation inspired by �ow-based temporal upsampling.

• GOVIDA (Wu et al., 2021) trains an autoregressive Transformer with large-scale text-video pair
datasets, HowTo100M (Miech et al., 2019).

• NÜWA (Wu et al., 2022) extends the approaches in GODIVA to multi-modality, including im-
ages, text, and videos.
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B.3 TRAINING DETAILS

Autoencoder. In all experiments, we use the Adam optimizer (Kingma & Ba, 2015) with a learning
rate of 1e-5,(� 1; � 2) = (0 :5; 0:9) without weight decay. We use 8 NVIDIA A100 80GB GPUs for
training with a batch size of 24, and it takes� 1 week for the convergence with 1024� 512 resolution
videos. For backbone networks, we use TimeSFormer (Bertasius et al., 2021) following PVDM (Yu
et al., 2023b), and we use a single convolutional layer as pre- and post-layers at the end of the
encoder and at the beginning of the decoder. We provide other hyperparameters related to the model
con�gurations in Table 5:

Table 5: Hyperparameters related to our autoencoder. Hidden dim. (hidden dimension), depth, head
dim. (head dimension), and num. head (number of heads) denote the channel, the depth, and the
dimension and the number of heads used in the attention layer used in the backbone TimeSformer.

x channel Height Width Input patch size
(H=H 0; W=W 0)

Hidden dim. z channel
Dataset C H 0 W 0 C0 D Depth Head dim. Num. head

UCF-101 4 32 32 (2, 2) 384 8 12 64 8
WebVid-10M (SD1.5) 4 32 32 (2, 2) 384 8 12 64 8
WebVid-10M (SD2.1) 4 32 64 (2, 2) 384 8 12 64 8

Motion diffusion model. We use the Adam optimizer with a learning rate of 1e-4,(� 1; � 2) =
(0:9; 0:999) and without weight decay. We use 8 and 32 NVIDIA A100 80GB GPUs to train the
model on UCF-101 and WebVid (respectively) and use a batch size of 256. It takes 3-4 days for the
convergence with 1024� 512 resolution videos. Since the dimension ofc of the text encoder and the
hidden dimension in the motion diffusion model are different, we add and train a linear projection
layer that maps the text hidden feature to the vector with the same dimension as the DiT hidden
dimension. Our motion diffusion model implementation heavily follows the of�cial implementation
of DiT (Peebles & Xie, 2023), including hyperparameters and training objectives used.* We provide
other hyperparameters related to the model con�gurations in Table 6.

Table 6: Hyperparameters related to our motion diffusion model.

Dataset Con�g. Key. patch size Input patch size Text Encoder Epochs Ema

UCF-101 DiT-L/2 4 2 - 3000 0.999
WebVid-10M (SD1.5) DiT-XL/2 4 2 OpenClip (ViT/H) 3 0.999
WebVid-10M (SD2.1) DiT-XL/2 8 2 OpenClip (ViT/H) 3 0.999

Content frame diffusion model. We use the Adam optimizer with a learning rate of 1e-4,
(� 1; � 2) = (0 :9; 0:999)and without weight decay. We use 16 and 64 NVIDIA A100 80GB GPUs to
train the model on UCF-101 and WebVid (respectively) and use a batch size of 256. For UCF-101
experiments, we train the model from scratch for a fair comparison with baselines. For WebVid-10M
experiments, we �ne-tune Stable Diffusion 1.5 and 2.1-base (Rombach et al., 2022) for zero-shot
evaluation on UCF-101 and other evaluations (respectively), following the recent text-to-video gen-
eration works that use pretrained image models (Wang et al., 2023a). It takes 3-4 days for the
convergence with 1024� 512 resolution video frames due to high dimensionality of video frames.
We provide other hyperparameters related to the model con�gurations in Table 7.

Table 7: Hyperparameters related to our content frame diffusion model.

Dataset Model Epochs Ema

UCF-101 (non-zero-shot) DiT-XL/2 3000 0.999
WebVid-10M (T2V) SD 2.1 (base) 3 0.999

B.4 METRICS

Sampler. For both motion diffusion models and content frame diffusion models, we use the
DDIM (Song et al., 2021a) sampler. We use� = 0 :0 for both models (i.e., without additional
random noises in sampling), and we use the number of steps as 100 and 50 for the motion diffusion
model and the content frame diffusion model, respectively. For the content frame diffusion model,
we use the classi�er guidance scalew = 4 :0 on UCF-101 andw = 7 :5 on text-to-video generation.

* https://github.com/facebookresearch/DiT
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CLIPSIM. Following the protocol used in most text-to-video generation work (Singer et al., 2023;
Wang et al., 2023b), we calculate CLIP scores (Wu et al., 2021) between a text prompt and gener-
ated video frames and report the average between them. Speci�cally, we each video frame into an
image of resolution 224� 224 and use it as an input to the CLIP image encoder. Following Vide-
oLDM (Blattmann et al., 2023), we use the ViT-B/32 CLIP model (Radford et al., 2021).

FVD. For Fŕechet video distance (FVD; Unterthiner et al. 2018), we mainly follow the recently �xed
evaluation protocol proposed by StyleGAN-V (Skorokhodov et al., 2022). Speci�cally, this proto-
col samples a single random video clip from each video and extracts the feature using a pretrained
I3D network (Carreira & Zisserman, 2017). For UCF-101 (non-zero-shot), we consider represen-
tative scenarios for evaluation: 2,048 real/fake samples (used in most previous methods such as
DIGAN (Yu et al., 2022)) and 10,000 fake samples and clips in the training set (used in recent
large-scale video generation methods such as MAGVIT (Yu et al., 2023a)). For zero-shot evaluation
on UCF-101, we use the common protocol to generate 100 videos per class and calculate the fake
statistics (Singer et al., 2023). For text prompts, we use the same text prompt used in PYoCo (Ge
et al., 2023), as shown in Figure 8. For non-zero-shot evaluation on WebVid-10M, we use 5,000
video clips and text prompts in the validation set to calculate real and fake statistics, respectively.
For FPS, we follow the exact same setup in the concurrent VideoLDM (Blattmann et al., 2023).

Figure 8: Text prompts used for zero-shot evaluation on UCF-101.
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C MORE QUALITATIVE RESULTS

Figure 9:512� 1024 resolution, 16-frame text-to-video generation resultsfrom our CMD.
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