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ABSTRACT

Generative models trained on internet data have revolutionized how text, image,
and video content can be created. Perhaps the next milestone for generative mod-
els is to simulate realistic experience in response to actions taken by humans,
robots, and other interactive agents. Applications of a real-world simulator range
from controllable content creation in games and movies, to training embodied
agents purely in simulation that can be directly deployed in the real world. We
explore the possibility of learning a universal simulator (UniSim) of real-world
interaction through generative modeling. We first make the important observation
that natural datasets available for learning a real-world simulator are often rich
along different dimensions (e.g., abundant objects in image data, densely sampled
actions in robotics data, and diverse movements in navigation data). With careful
orchestration of diverse datasets, each providing a different aspect of the over-
all experience, we can simulate the visual outcome of both high-level instructions
such as “open the drawer” and low-level controls such as “move by Az, Ay” from
otherwise static scenes and objects. We use the simulator to train both high-level
vision-language policies and low-level reinforcement learning policies, each of
which can be deployed in the real world in zero shot after training purely in simu-
lation. We also show that other types of intelligence such as video captioning mod-
els can benefit from training with simulated experience, opening up even wider
applications. Video demos can be found at https://universal-simulator.github.io.

1 INTRODUCTION

Generative models trained on internet data can now produce highly realistic text (OpenAl, 2023),im-
age (Ramesh et al., 2022), and video (Ho et al., 2022a). Perhaps the ultimate goal of generative
models is to be able to simulate the visual effects of a wide variety of actions, from how cars are
driven on a street to how furniture and meals are prepared. With a real-world simulator, humans
can “interact” with diverse scenes and objects, robots can learn from simulated experience without
risking physical damage, and a vast amount of “real-world” like data can be simulated to train other
types of machine intelligence.

One roadblock to building this simulator lies in the datasets — different datasets cover different
information that have to be brought together to simulate realistic experience. For instance, paired
text-image data from the internet contains rich scenes and objects but little movement (Schuhmann
et al., 2022; Zhai et al., 2022), video captioning and question answering data contain rich high-
level descriptions but little low-level movement detail (Xu et al., 2016; Krishna et al., 2017), human
activity data contains rich human action but little mechanical motion (Miech et al., 2019; Grauman
et al., 2022), and robotics data contains rich robot action but are limited in quantity (Dasari et al.,
2019; Mandlekar et al., 2018). Since different datasets are curated by different industrial or research
communities for different purposes, divergence in information is natural and hard to overcome,
posing difficulties to a real-world simulator that seeks to capture all visual aspects of the world.

In this work, we propose to combine a wealth of data in a conditional video generation framework
to instantiate a universal simulator (UniSim)'. Under a unified action-in-video-out interface, the
simulator enables rich interaction through fine-grained motion control of otherwise static scenes and
objects. To support long-horizon repeated interactions, we formulate the simulator as an observation

"Note that by “universal”, we mean the model can simulate through the unified interface of actions and
videos, as opposed to being able to simulate everything. Sound, for instance, is not being simulated.
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Figure 1:A universal simulator (UniSim). The simulator of the real-world learns from broad data with diverse
information including objects, scenes, human activities, motions in navigation and manipulation, panorama
scans, and simulations and renderings.

prediction modethat can be rolled out autoregressively to support consistent simulation across video
generation boundaries.

While the potential applications of the simulator are broad, we demonstrate three specic use
cases. We rst show how the simulator enables a vision-language policy to perform long-horizon
goal-conditioned tasks through hindsight relabellng of simulated experience (

). In addition to learning high-level vision-language policies, we illustrate how the S|mulator
can enable learning low-level control policies by leveraging model-based reinforcement learning
(RL) ( , ). Both the high-level vision-language policy and the low-level control policy,
while trained purely in simulation, can generalize to real robot settings. This is enabled by using the
simulator that is nearly visually indistinguishable from the real world, achieving one step towards
bridging the sim-to-real gap in embodied learning ( , ). Furthermore, we can simulate
rare events where data collection is expensive or dangerous (e.g., crashes in self-driving cars). Such
simulated videos can then be used to improve other machine intelligence such as rare event detec-
tors, suggesting broad applications of UniSim beyond embodied learning. The main contributions
can be summarized as follows:

» We take the rst step toward building a universal simulator of real-world interaction by combin-
ing diverse datasets rich in along different dimensions — e.g., objects, scenes, actions, motions,
language, and motor controls — in a uni ed action-in-video-out generative framework.

» We formulate the action-in-video-out framework asadoservation prediction modebnditioned
on nite history and parametrized by a video diffusion model. We illustrate that the observation
prediction model can be rolled out autoregressively to obtain consistent and long-horizon videos.

» We illustrate how the simulator can enable both high-level language policies, low-level control
policies, and video captioning models to generalize to the real world when trained purely in sim-
ulation, thereby bridging the sim-to-real gap.

2 LEARNING AN INTERACTIVE REAL-WORLD SIMULATOR

We de ne a simulator of the real world as a model that, given some state of the world (e.g., an
image frame), can take in some action as input, and produce the visual consequence of the action
(in the form of a video) as output. Learning such a simulator is hard, since different actions have
different formats (e.g.,language instructions, robot controls, camera movements) and videos have
different frame rates. Nevertheless, we propose speci ¢ strategies for processing each type of data
to unify the action space and align videos of variable lengths to actions in Section 2.1. With a uni ed
action space, we then train an action-conditioned video generation model to fuse information across
datasets through a universal interface relating actions to videos in Section 2.2.

2.1 ORCHESTRATINGDIVERSE DATASETS

Below, we highlight diverse information in different datasets and propose ways to process actions
into a common format (see all datasets used to train UniSim in Appendix B).
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Figure 2: Training and inference of UniSim. UniSim is a video diffusion model trained to predict the

next (variable length) set of observation frames) (@iven observations from the past (e.g:, 1) and ac-

tion inputa; 1. UniSim can handle temporally extended actions in various modalities such as motor controls

( x1; '1; Xg;::), language descriptions (“wipe table”), and actions extracted from camera motions and
other sources. Each dotted arrow indicates concatenating the initial noise sample for the next video segment
with the previous frame.

» Simulated execution and renderings While annotating actions for real-world videos is expen-
sive, simulation engines such as Habitat ( , ) can render a wide variety of actions.
We use datasets previously collected from these simulators, i.e., Habitat object navigation with
HM3D ( , ) and Language Table Data from ( ) to train
UniSim. We extract text descriptions as actions when available. For simulated continuous con-
trol actions, we encode them via language embeddings and concatenate the text embeddings with
discretized control values.

» Real robot data. An increasing amount of video data of real-robot executions paired with task de-
scriptions such as the Bridge Data ( , ) and data that enabled RT-1 and RT-2 (

, ) are becoming increasingly available. Despite low-level control actions often being
different across robots, the task descriptions can serve as high-level actions in UniSim. We further
include discretize continuous controls actions when available similar to simulated robotics data.

* Human activity videos. Rich human activity data such as Ego4D ( , ), EPIC-
KITCHENS ( , ), and Something-Something V2 ( , ) have been
curated. Different from low-level robot controls, these activities are high-level actions that hu-
mans take to interact with the world. But these actions are often provided as labels for video
classi cation or activity recognition tasks ( , ). In this case, we convert the video
labels into text actions. In addition, we subsample the videos to construct chunks of observations
at a frame rate that captures meaningful actions.

» Panorama scans.There exists a wealth of 3D scans such as Matterport3D (

These static scans do not contain actions. We construct actions (e.g., turn left) by truncatmg
panorama scans and utilize the information of camera poses between two images.

* Internet text- |mage data. Paired text-image datasets such as LAION (
contain static images of a varlety of objects without actions. However, the captions often contain
motion information such as “a perseralking'. To use image data in UniSim, we treat individual
images as single-frame videos and image captions as actions.

For each of these datasets, we process text tokens into continuous representations using T5 language
model embeddings ( , ) concatenated with low-level actions such as robot controls.
This serves as the nal uni ed action space of our simulator.

2.2 SMULATING LONG-HORIZON INTERACTIONS THROUGHOBSERVATION PREDICTION

With observations from different environments that have been converted to videos, and actions of
different formats that have been converted to continuous embeddings, we can formulate interactions
with many real-world environments as interacting with a universal simulator. We then formulate
the universal simulator as abservation prediction modéhat predicts observations conditioned

on actions and previous observations as shown in Figure 2. We nally show that this observation
prediction model can be parametrized using video diffusion.

Simulating Real-World Interactions. We de ne an observation spa¢2 and an action spack

which capture the videos and actions described in Section 2.1. At a speci c interactivie atep
agent, having observed a set of history frathgs, 2 O, decides on some temporally extended ac-
tiona; 1 2 A, which can be resolved into a sequence of low-level robot commands to be executed in
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the real world. During the execution, the next set of video framexs O are captured from the real
world. The goal of a simulator is to predigtfromh; ; anda; 1. We can formulate this prediction
problem as learning aobservation predictiomodelp(oijh; 1;a; 1). While an ideal predictive
model should condition on all information of the past, i(®y;a0:::;a 2;0 1), through some
recurrent state, we found conditioning on a nite set of frames (e.g., frames from the most recent
interaction,o; ;) greatly simpli es the modeling problem. To simulate long interactions, we can
sample from the observation prediction moggjh; 1;a; 1) autoregressively conditioned on the
previously sampled observations. One advantage of this observation prediction model is that the
simulator stays the same across all tasks and can be used in combination with any reward function,
which can be separately learned. The learned reward function can then be used to optimize policies
(arjht) using existing decision making algorithms such as planning and RL, as we will illustrate
in Section 4.1 and Section 4.2.
Parametrizing and Training the Simulator. We parametrizep(oijh; 1;a; 1) using diffusion
models ( , ; , ) as an instantiation of UniSim outlined in
Figure 2. Speci cally, the reverse process learns a denoising mo(ie{f();kjht 1,8 1) that,
conditioned on the history, generates the next observationfrom initial noise sample¥usieg
noising steps. In practice, we only use previous video frames and omit previous actions as history,

and concatenate previous video frames with initial noise samb'fés N (0;1) channelwise to
serve as conditional inputs to the denoising model. To condition on an agtign we leverage

classi er-free guidance ( , ). The Ma(ojh; 1;a; 1) is parametrized by the
variance schedule:
@ ;kihe ac 1)=@+ ) (o);kihe 1@ 1) (onkjhe 1); (1)

where controls action conditioning strength. With this parametrization, we trabby minimizing
p p—o 2
Lmse = 1 Mo+ Wk h ;8 1

where N (0;1), and ) 2 R are a set oK different noise levels for eack 2 [1;K].
Given the learned , an observatiom; can be generated by sampling from the initial distribution

oEK) N (0;1) and iteratively denoising according to the following proceskftnrom K to 0
d“ V= O ®© @ik a5 N ORI )

where (% is the denoising step size(¥) is a linear decay on the current denoised sample, and
is a time varying noise level that depends diY and ().

Architecture and Training. We use the video U-Net architecture ( , ) to implement
UniSim by employing interleaved temporal and spatial attention and convolution layers in both
the downsampling and upsampling passes. For history conditioning, we replicate the conditioning
frames at all future frame indices, and concatenate the conditioning frames with the noise sample
for each of the future frame to serve as input to the U-Net. UniSim model has 5.6B parameters and
requires 512 TPU-v3 and 20 days to train on all data. See more details in Appendix C.

3 SIMULATING REAL-WORLD INTERACTIONS

We now demonstrate emulating real-world manipulation and navigation environments by simulating
both action-rich and long-horizon interactions for both humans and robots.

3.1 ACTION-RICH, LONG-HORIZON, AND DIVERSE INTERACTIONS

Action-Rich Simulation. We rst demonstrate action-rich interactions through natural language
actions. Figure 3 shows simulation of human manipulation and navigation starting from the same
initial observation (left-most column). We can instruct a person in the initial frame to perform
various kitchen tasks (top left), press different switches (top right), or navigate scenes (bottom). The
model only trained on generic internet data, without action-rich manipulation data such as EPIC-
KITCHENS ( , ), fails to simulate action-rich manipulations (Appendix F).

Long-Horizon Simulation. Next, we illustrate &equentiainteractions in Figure 4. We condition

the simulation of each interaction on previous observations and new language action as described in
Section 2.2. UniSim successfully preserves objects manipulated by previous instructions (e.g., the
orange and can are preserved in the drawers in Columns 4, 5, 7, 8 after being put in the drawers).
See additional long-horizon interactions in Appendix A.1.
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Figure 3: Action-rich simulations. UniSim can support manipulation actions such as “cut carrots”, “wash
hands”, and “pickup bowl!” from the same initial frame (top left) and other navigation actions.

Figure 4: Long-horizon simulations. UniSim sequentially simulates 8 interactions autoregressively. The
simulated interactions maintain temporal consistency across long-horizon interactions, correctly preserving
objects and locations (can on counter in column 2-7, orange in drawer in column 4-5).

Condition | FID# | FVD# | IS" | CLIP"

1 frame 59.47 | 315.69| 3.03 | 22.55
4 distant | 34.89 237 3.43 | 22.62
4 recent 3463 | 211.3 | 3.562 | 22.63

Table 1: Ablations of history conditioning using Figure 6:Simulations of low-data domainsusing the
FVD, FID, and Inception score, and CLIP score ohlabitat object navigation using HM3D dataset (
Ego4D. Conditioning on multiple frames is better , ) with only 700 training exam-
than on a single frame, and recent history has an edges. Pre xing language actions with dataset identi er
over distant history. leads to video samples that complete the action (top).

Diversity and Stochasticity in the Simulator. UniSim can also support highly diverse and stochas-

tic environment transitions, e.g., diverse objects being revealed after removing the towel on top
(Figure 5 left), diverse object colors and locations (cups and pens in Figure 5 right), and real-world
variabilities such as change in camera angles. Flexibility in diffusion models promotes simulation
of highly stochastic environments that cannot be controlled by actions, so that a policy can learn to
only control the controllable part ( , ).

3.2 ABLATION AND ANALYSIS

Frame Conditioning Ablations. We ablate over choices of past frames to condition on using a
validation split of the Ego4D dataset ( , ), which contains egocentric movement
requiring proper handling of observation history. We compare UniSim conditioned on different
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