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Abstract

We conduct an extensive study on the state of calibration under real-world dataset shift for
image classification. Our work provides important insights on the choice of post-hoc and in-
training calibration techniques, and yields practical guidelines for all practitioners interested
in robust calibration under shift. We compare various post-hoc calibration methods, and
their interactions with common in-training calibration strategies (e.g., label smoothing),
across a wide range of natural shifts, on eight different classification tasks across several
imaging domains!. We find that: (i) simultaneously applying entropy regularisation and
label smoothing yield the best calibrated raw probabilities under dataset shift, (ii) post-hoc
calibrators exposed to a small amount of semantic out-of-distribution data (unrelated to
the task) are most robust under shift, (iii) recent calibration methods specifically aimed
at increasing calibration under shifts do not necessarily offer significant improvements over
simpler post-hoc calibration methods, (iv) improving calibration under shifts often comes
at the cost of worsening in-distribution calibration. Importantly, these findings hold for
randomly initialised classifiers, as well as for those finetuned from foundation models, the
latter being consistently better calibrated compared to models trained from scratch. Finally,
we conduct an in-depth analysis of ensembling effects, finding that (i) applying calibration
prior to ensembling (instead of after) is more effective for calibration under shifts, (ii) for
ensembles, OOD exposure deteriorates the ID-shifted calibration trade-off, (iii) ensembling
remains one of the most effective methods to improve calibration robustness and, combined
with finetuning from foundation models, yields best calibration results overall.

1 Introduction

Reliable uncertainty estimation is paramount to the development of trustworthy machine learning models.
Models should accurately estimate their level of uncertainty, without being over- or under-confident in their
predictions. Model calibration precisely measures how well predicted confidence scores reflect the likelihood
of model predictions to be correct (Murphy, 2023; Guo et al., 2017). Calibrated probabilities are more
interpretable and enable reliable performance estimation post-deployment. Improving calibration has been
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Figure 1. Overview of our calibration study

Figure 2: Practical guidelines for improved calibration under dataset shifts

the topic of many papers over the last few years, across various tasks (Guo et al., 2017; Szegedy et al., 2016;
Mdiller et al., 2019; Mukhoti et al., 2020; Zadrozny & Elkan, 2002; Gupta et al., 2021; Zhang et al., 2020;
Tomani et al., 2023; 2021; Seligmann et al., 2023; Kim & Kwon, 2024).

Dataset shift is an eminent issue for model calibration (Ovadia et al., 2019). Yet, for long, most of the eld
has concentrated on evaluating new calibration methods in in-distribution (ID) settings, where calibration
and test sets come from the same distribution (Guo et al., 2017; Zhang et al., 2020; Pereyra et al., 2017;
Mukhoti et al., 2020; Meister et al., 2020). While calibration under shifts is still largely under-studied,
recently, an increasing number of studies speci cally focus on this issue (Tomani et al., 2021; 2023; Kim
& Kwon, 2024; Yuksekgonul et al., 2023). However, most of those exclusively rely on limited synthetic
corruption datasets for evaluation, i.e. CIFAR-C, ImageNet-C (Hendrycks & Dietterich, 2018; Krizhevsky,
2009; Deng et al., 2009). Unfortunately, it is known that observations made on synthetic distribution shifts
may not always hold on more realistic shifts (Taori et al., 2020; Koh et al., 2021). Hence, this paper aims
to better understand existing calibration methods and identify which speci c factors contribute to improved
calibration under realistic dataset shifts, across various imaging domains.

A large portion of the calibration literature has focused on developing post-hoc methods, allowing to correct
model under/over-con dence after training. These, for example, include temperature scaling (Guo et al.,
2017) or isotonic regression (Zadrozny & Elkan, 2002; Zhang et al., 2020). Others have instead proposed
to address miscalibration directly during training, developing specic loss functions and training strate-
gies (Mukhoti et al., 2020; Muller et al., 2019; Pereyra et al.,, 2017). Prominent examples include label
smoothing, entropy regularisation, and focal loss, which are now widely used and part of the standard im-
plementation of most deep learning frameworks. However, there is a need for a more in-depth look at their
behaviour under natural dataset shifts. Moreover, some studies suggest that such in-training calibration
methods may su er from “negative calibration' i.e., their calibration worsens when combined with posthoc
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calibration methods (Wang et al., 2021; Zhang et al., 2022). This prompts us to not only study in-training
and post-hoc calibration methods in isolation, but also to carefully examine their interaction across a wide
range of shifts.

Meanwhile, foundation models have emerged as a promising avenue to improve model robustness (Oquab
et al., 2023; Zhang et al., 2025; Zhou et al., 2023; Shi et al., 2024; Mehta et al., 2022). Hence, we also
investigate the calibration of classi ers netuned from these large foundation models. Speci cally, we aim

to understand whether: (i) the ndings for randomly initialised classi ers generalise to classi ers netuned
from foundation models, (ii) calibration under dataset shifts is indeed improved compared to models trained
from scratch.

Finally, perhaps the most common approach to increase robustness under shifts, when the computational
budget allows, is ensembling (Lakshminarayanan et al., 2017). Many studies showed that ensembling can
signi cantly help with model robustness and calibration (Seligmann et al., 2023; Kumar et al., 2022). How-
ever, there is also some contradictory evidence suggesting that deep ensembles are not necessarily better
calibrated than individual ensemble members (Rahaman & Thiery, 2021; Kumar et al., 2022). Hence, we
conclude our study by analysing ensemble calibration, comparing the e ect of various calibration methods,
and in particular, the impact of applying calibration before or after ensembling.

To summarise, as illustrated in Fig. 1, we comprehensively study existing in-training and post-hoc calibration
methods, speci cally investigating their impact on calibration under dataset shifts. Our goal is not to propose
a new method, but rather to nd practical guidelines on which methods to choose for obtaining well-calibrated
probability under shifts. Our study covers eight datasets and tasks, a wide range of imaging modalities from
satellite images to mammography and histopathology images. We focus on realistic distribution shifts, from
geographical location shifts, medical device shifts, sub-population shifts, experimental protocols shifts, and
more. We study the e ect of ve di erent in-training calibration methods and their interactions with ten post-

hoc calibration methods. We evaluate models trained from random initialisation as well as netuned from
foundation models, across various CNN- and transformer-based architectures, training 420 models in total.
Finally, we analyse the e ect of model ensembling on calibration under shifts, compare various ensemble
calibration strategies and study interactions between ensemble calibration and calibration of individual
ensemble members.

The breadth of our analysis enables us to derive clear practical guidelines for practitioners interested in
building classi cation systems with robust calibration under real-world shift, which we summarise in Fig. 2
and detail below, we nd that:

(i) Classiers ne-tuned from foundation models o er signicantly better calibration (shifted and ID)
compared to classi ers trained from scratch, regardless of the calibration strategy (Y4.2.2);

(i) In-training calibration is not needed when post-hoc calibration is used (Y4.1.2);
(iii) Ensembling improves both ID and shifted calibration regardless of the calibration strategy (Y4.3.1);

(iv) Without ensembling, the most e ective strategy to improve calibration under shifts consists of adding
small amounts of OOD data (unrelated to the task) to the calibration set, regardless of the choice of
post-hoc calibrator (Y4.1.1);

(v) For model ensembles, the best strategy to obtain robust calibration under shifts consists of applying
post-hoc calibration prior to ensembling, andwithout OOD exposure (Y4.3.2);

(vi) Improving calibration under shifts often comes at the cost of ID calibration (Y4.1.3, Y4.3.3).

We make all of our code available to the research community to facilitate further developments in this space.

2 Related work

Model calibration has been a proli c area of research. Proposed approaches notably include post-hoc calibra-
tion methods (Guo et al., 2017; Kim & Kwon, 2024; Zhang et al., 2020), alterations to loss functions (Szegedy
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et al., 2016; Pereyra et al., 2017; Mukhoti et al., 2020), model ensembling (Lakshminarayanan et al., 2017)
and Bayesian Neural Networks (BNN) (Detommaso et al., 2022; Maddox et al., 2019). In this study, we focus
on popular calibration methods, which can be applied within standard training pipelines and for any model
architecture. In particular, we consider the comparison of various BNN training strategies for calibration
robustness out-of-scope. However, the reader interested in such a comparison is invited to consult Seligmann
et al. (2023).

2.1 Model calibration metrics

We consider a classi cation task with C classes. Letp 2 [0;1]° denote the model predicted probabilities
with arg max; f the predicted class andy the associated label. A model is said to be well calibrated if the
probability associated with the predicted class (a.k.a. con dence score) matches the true probability of being
correctly classi ed (Guo et al., 2017). Several metrics have been proposed to evaluate the calibration of a
given model. The most popular one is the Expected Calibration Error or ECE (Guo et al., 2017), approx-
imating the expected di erence between predicted con dence and prediction accuracy (see Appendix A.2).
Despite its popularity, a major limitation of ECE (and its variants like AdaECE, SCE (Nixon et al., 2019))
resides in the necessity of introducing a binning scheme, which may in uence the calibration measure and
make the metric sensitive to small test set sizes (Nixon et al., 2019; Gruber & Buettner, 2022). An alternative
metric is, for example, the Brier Score (Brier, 1950), which does not require any binning, is a proper score,
and measures total calibration (as opposed to only top-level calibration like ECE). This score computes the
average mean squared error between probabilities and one-hot labels (details in Appendix A.2).

2.2 In-training model calibration techniques

Several works have proposed speci c loss functions and regularisation schemes tailored to improve the cali-
bration of model outputs during training, without requiring any architectural changes. These include: label
smoothing (LS) (Szegedy et al., 2016; Mdller et al., 2019), entropy regularisation (ER) (Pereyra et al., 2017;
Meister et al., 2020), and focal loss (Mukhoti et al., 2020). In LS, labels are softened to explicitly discourage
the network from being too con dent in its predictions, i.e. y = (1 )y + é with y the one-hot encoded
labels, and the hyperparameter controlling the amount of smoothing (typically ranging in [0:01;0:1]). ER
adds the negative entropy of the predictions to the cross-entropy loss, where the strength of the regularisation
is controlled by a multiplicative constant  (with = 0:1 working well pcross tasks (Pereyra et al., 2017)).
Another popular approach is the focal loss (Lin et al., 2020), de ned as Ezl vk (1 pPx) log(pk), where is
an hyperparameter. Mukhoti et al. (2020) show that focal loss can improve model calibration, in particular
when using =5 if px 2 [0;0:2) else = 3. Note that other variants of these losses have been subsequently
proposed (Meister et al., 2020; Liu et al., 2022); however, here, we focus on LS, ER, and focal losses as these
remain the most popular for image classi cation (Gao et al., 2020; Wei et al., 2022; Wang et al., 2022; Carse
et al., 2022; Fuentes et al., 2023).

2.3 Post-hoc model calibration techniques

Modifying the loss function to improve calibration is not always a practical solution, as one may not always
have full control over the training process, and loss function alterations may have inadvertent side e ects,
such as performance reduction. Hence, many have focused on developipmst-hocrecalibration techniques to
address mis-calibration after training. This paradigm has the advantage of being independent of the model
architecture or the choice of the loss function during training and is widely used in practice. One example
of such post-hoc calibration method is temperature scaling (TS) (Guo et al., 2017) (or Platt-scaling), where
the logits z are scaled by a constantT, where T is tuned on the validation set such that the negative
likelihood is minimised. Calibrated probabilities are then obtained with p = softmax(z=T). Adjusting the
temperature controls the “peakiness' of the distribution, allowing to correct for model over/under-con dence.
Another approach consists of using isotonic regression (IRM) (Zadrozny & Elkan, 2002) between the predicted
probabilities and the expected accuracy (non-parametric). Gupta et al. (2021) have alternatively proposed to
use splines for calibrating outputs (SPL). The synergies between various parametric and non-parametric post-
hoc methods have been explored by Zhang et al. (2020), who notably proposed ETS, an ensemble formulation
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of TS to allow for increased expressivity. They also proposed IROVaTS, combining IROVa (IRM in a one-
versus-all setup for a multiclass problem) with ETS. Recently, Kim & Kwon (2024) proposed energy-based
calibration (EBS), utilising the energy of the logits, i.e., F(z) = logsumexpg) to derive a sample-wise
temperature. Importantly, this method utilises both an ID validation set and an out-of-distribution (OOD)
set, semantically unrelated to the task, to improve calibration on shifted data (contrary to previous methods,
which do not explicitly require access to external OOD data for calibration). More details on EBS can be
found in Appendix A.5.1. Importantly, TS, ETS, IRM, and EBS are all accuracy-preserving, i.e., the nal
class prediction is unchanged after model calibration.

2.4 Calibration and the problem of dataset shift

An increasing number of studies have recently focused on increasing the robustness of model calibration
under dataset shift. An early study from Tomani et al. (2021) proposed to apply random augmentations
to images in the validation set used to t post-calibrators, for better results under shifts. However, the
generalisation of such calibrators is bounded by the ability of these random augmentations to faithfully
capture shifts encountered at test-time. Yu et al. (2022) have, on the other hand, proposed to train a
domain-to-temperature regressor. However, this requires access to multiple domains at validation time and
for them to capture test-time shifts reliably a highly impractical assumption. Instead Tomani et al. (2023)
proposed Density-Aware-Calibration (DAC), leveraging nearest neighbours distances in the embedding space
(at di erent layers throughout the network) to modulate the temperature for each sample, without requiring
access to multiple domains at calibration time; this idea of measuring the sample's “atypicality’ to calibrate
the network is also adopted in concurrent work from (Yuksekgonul et al., 2023). Importantly, DAC is a
plug-in method that can be used in conjunction with any other post-hoc calibration method. Finally, Kim &
Kwon (2024) demonstrated state-of-the-art results with their EBS calibrator against a wide range of post-hoc
calibrators on CIFAR10-C and ImageNet-C (Hendrycks & Dietterich, 2018), with best results obtained when
EBS is used in conjunction with DAC. Yet, more analyses are needed to determine the robustness of these
calibration methods on a broader set of tasks and, crucially, on real-world shifts beyond synthetic image
corruptions.

For the convenience of the reader, a comparative overview of prior work on calibration under shifts in image
classi cation and our study is presented in Table A.2.

2.5 Model ensembling and calibration

Another popular approach to improve calibration is model ensembling (Lakshminarayanan et al., 2017).
Kumar et al. (2022) showed that ensembling diverse calibrated models yields more robust models and better
calibration across various tasks. Similarly, a recent study from Seligmann et al. (2023) on the calibration
of Bayesian neural networks showed that ensembling was more e cient than any single Bayesian calibration
method in terms of robustness under shifts. However, others report contradictory evidence as well. Wu
& Gales (2021) provided theoretical insights on why calibration of individual ensemble members is not
su cient for their aggregate predictions to be well calibrated, and Rahaman & Thiery (2021) showed that
deep ensembles are not necessarily better calibrated than individual ensemble members. These contradictory
ndings prompt us to include ensembling e ects in our study.

3 Experimental setup

3.1 Datasets and studied shifts

We analyse calibration robustness across di erent image classi cation tasks and real-world natural distri-
bution shifts. First, we investigate robustness against geographic and sub-population shifts, in natural
image classi cation using the Livingl7 and Entity30 datasets (Santurkar et al., 2020), as well adVilds-

iCam (Koh et al., 2021). Next, we analyse realistic shifts speci ¢ to medical imaging, a high-stakes domain
where robustness and calibration are of particular importance. We study calibration robustness against:
(i) scanner changes in breast density assessment models using teBMBED (Jeong et al., 2023) mammog-
raphy dataset, (ii) scanner, population and prevalence changes in chest X-ray classi cation (No Finding /
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Dataset Type of shift(s) Task N classes
Livingl7 Population Balanced 17
Entity30 Population Balanced 30
CameLyon Staining Balanced 2
CXR Scanner, Prevalence, Population Imbalanced 2
RETINA Scanner, Prevalence, Population Imbalanced 5
EMBED Scanner Imbalanced 4
iCam Geographic, Prevalence Imbalanced 182
DomainNet Image type, Prevalence Imbalanced 345

Table 1: Datasets and shifts used in this study.

Diseased) using CheXpert (Irvin et al., 2019) and MIMIC-CXR (Johnson et al., 2019) CXR ), (iii) equip-
ment, prevalence, and geographic location changes for diabetic retinopathy assessment models, combining
multiple public fundus imaging datasets (Karthik & Sohier, 2019; Decenciére et al., 2014; Dugas et al., 2015)
(RETINA ), and (iv) staining protocols changes in histopathology, usingWILDS-CameLyon  (Koh et al.,
2021). Finally, we test against hard modality shifts in natural image classi cation using DomainNet (Peng

et al., 2019) with "Real' images as the ID domain. Details about datasets and ID/shifted domain de nitions
can be found in Appendix A.1, including visual examples of samples from both ID and shifted test sets for
each dataset.

3.2 Models

Experiments are performed in two settings. First, for models trained with randomly initialised weights, where
for each dataset, we trained classi ers with six di erent architectures: ResNet18/50 (He et al., 2016), E -
cientNet (Tan & Le, 2019), MobileNet (Howard et al., 2017), ViT-Base (Dosovitskiy et al., 2020), ConvNext-
tiny (Liu et al., 2022), keeping the checkpoint with the highest balanced accuracy on the validation set. We
additionally investigate the calibration of models netuned from pretrained foundation models, using the
vision encoders from Dino-V2-Base (Oquab et al., 2023), CLIP (Radford et al., 2021), SiG-LIP (Zhai et al.,
2023), MAE-Base (He et al., 2021) and, for medical datasets only, BioMedClip (Zhang et al., 2025). Addi-
tional details regarding our training setup and hyperparameters can be found in Appendix A.4. All detailed
training con gurations are also available in our codebase to ensure reproducibility.

3.3 Benchmarked methods

In this study, we aim to analyse the robustness of existing post-hoc calibration methods and their interactions
with in-training calibration strategies, on a large variety of shifts and tasks. In terms of post-hoc methods,
we compareTS (Guo et al., 2017), IROVaTS (Zhang et al., 2020),IRM (Zadrozny & Elkan, 2002), and
EBS (Kim & Kwon, 2024). EBS has been shown to achieve state-of-the-art performance on calibration
under synthetic corruptions for CIFAR and ImageNet (Kim & Kwon, 2024). However, one crucial di erence
separates EBS from other calibrators: it requires exposure to a small “semantic OOD' set for calibration.
This set is unrelated to the classi cation task and independent of the tested modality/imaging domain.
Following Kim & Kwon (2024), we use samples from the Textures (Cimpoi et al., 2014) dataset for this
purpose. However, we consider that comparing “standard' post-hoc calibrators, such as TS, IRM, etc.,
with EBS is “unfair' since EBS gets some outlier exposure in the calibration step, and, by default, the
others don't. Hence, to better understand whether any potential calibration gains from EBS should be
attributed to the energy-based calibration approach or the use of semantic OOD data, we also compare with
augmented versions of these standard post-hoc calibrators where the same semantic OOD set is used along
with the ID calibration set in the calibration stage. This yields additional calibrators TS + OOD , IRM

+ OOD , IROVaTS + OOD  (see Appendix A.5.2 for implementation details). Conversely, we also report
results of energy-based calibration in the absence of semantic OOD exposure, referred to BBS- . Finally,
we investigate the impact of DAC (Tomani et al., 2021), designed to improve calibration under shift, in
combination with various calibrators.
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(a) ECE

(b) Brier Score

Figure 3: Calibration under shifts in function of in-distribution calibration for classi ers with
random weight initialisation: For each dataset, we report average ECE (top) and Brier score (bottom),
averaged over di erent models (6 architectures).
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In terms of training strategies, we compare standard expected risk minimisation training with cross-entropy
loss (CE ), label smoothing (LS), entropy regularisation (ER ), and focal loss. Moreover, given the symmetric

e ects of label smoothing and entropy regularisation, we also compare with a training strategy using both
label smoothing and entropy regularisation simultaneously ER+LS ). We then analyse interactions between
training strategies and post-hoc calibration methods. In terms of regularisation strength, we chose to x

the hyperparameters for the strength of label smoothing and entropy regularisation across all datasets and
experiments ( =0:05for LS, =0:1for ER, =0:05 =0:1for ER+LS). Fixing these hyperparameters

was a deliberate choice (chosen based on the best average ID calibration results across all datasets) to assess
the generalisability of a given training strategy to new scenarios. Indeed, as we don't have access to the
shifted test set in advance, we would not be able to tune those precisely for improving shifted calibration.

4 Results

We evaluate calibration using Expected Calibration Error (ECE) as well as the Brier Score. Whereas ECE
focuses on top-label calibration, the Brier score measures full calibration and has the advantage of also taking
model performance into account, o ering two complementary measures of model calibration (see Section 2.1).
In Fig. 3 (resp. Fig. 6), we report both ID and shifted calibration results for every combination of training
loss and post-hoc calibration methods, for every dataset, for models trained from scratch (resp. netuned
from foundation models). In the following, we summarise the main take-aways from these experiments.

4.1 Calibration under shifts for models trained from scratch

4.1.1 Post-hoc calibration: exposure to semantic OOD signi cantly improves calibration under shift.

In Fig. 3, calibrators without semantic OOD exposure appear in lighter colours whereas their counterparts
with exposure appear in darker colours. First, we notice thatafter post-hoc calibration, there is no consistent

di erence across the various tested training losses no calibration-speci c training loss consistently beats
the standard cross-entropy loss. Most strikingly, across all datasets, we observe that calibrators with OOD
exposure o er the best results in terms of calibration under shifts (y-axis), for both ECE and Brier scores,
regardless of the training loss used. We, for example, nd that surprisingly, simple temperature scaling with
semantic exposure (TS + OOD) performs the most consistently across datasets and is at least as good as
EBS, which was speci cally designed for tackling calibration under shifts. Note that this improvement in
calibration occurs even though the OOD data used is entirely unrelated to the task, and xed across all
evaluated datasets (Textures dataset, see Section 3.3). This shows that semantic OOD data does not need
to be close to the ID images to bene t calibration. Some datasets, like Living17, are closer to images in the
Textures dataset (RGB photos) while medical image datasets are further. In Fig. A.3, we con rm this by
analysing di erences between samples from the ID test set, from the shifted test sets and from the semantic
OOD Textures in the embedding space across all datasets, showing that for some datasets the semantic OOD
samples are much closer to the ID/shifted test sets than for others. However, results in Fig. 3 show that,
regardless of the distance of the semantic OOD set to the ID data, adding exposure to these OOD images
bene ts calibration under shifts.

After statistical analysis, we con rm that calibrators with semantic OOD exposure have a signi cantly

di erent e ect over those without OOD exposure, however there are no signi cant di erences across cali-
brators once controlling for semantic OOD exposure (see Appendix A.7 for details on statistical analysis).
Regarding model performance, it is important to highlight that most post-hoc calibrators tested here are
accuracy-preserving (TS, IRM, EBS), i.e. they do not a ect the class prediction. Only IROVaTS a ects
model predictions and we note that it tends to worsen balanced accuracy both ID and under shifts, across
datasets (see Fig. A.4).

Regarding the amount of semantic data to use for calibration, authors of EBS used pre-de ned numbers of
OOD images for their experiments on CIFAR/ImageNet, but no rationale was given on how to choose this
number on new datasets. We found that the number of OOD samples has to be dependent on the size of the
ID calibration set. In Fig. 4, we provide a detailed investigation of the sensitivity of various calibrators to
the relative size of the OOD set. Results show that the ideal OOD size depends on the dataset, nevertheless,
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Figure 4: E ect of the amount of semantic OOD data used for calibration on ECE: (averaged over
six model architectures). The amount of OOD data is here relative to the number of ID validation samples
used to calibrate the model (varying across datasets).

we nd that when the semantic OOD set is about 10% the size of ID validation set (used for calibration),
the calibration performance lies on the Pareto front of ID-shifted calibration for most post-hoc calibrators
and datasets. We chose this parametrisation across all experiments.

Finally, we additionally evaluate the e ect of complementing post-hoc calibrators with Dynamically Aware
Calibration (DAC). DAC uses distances in the embedding spaces to further optimise the sample-wise tem-
perature and is compatible with many calibrators. Results in Fig. 5 suggest that DAC has mixed e ects
on model calibration, with substantial gains for some datasets (EMBED) and worsening calibration under
shifts for others (IROVaTS/EBS Camelyon). Overall, it simply has little e ect on many datasets (Living17,
CXR, Entity30).

4.1.2 ER+LS training yields the best calibrated raw outputs on shifted data and is hard to beat with
post-calibrators.

Without post-hoc calibration (black markers), models trained with both entropy-regularisation and label
smoothing (ER+LS, diamond) are best calibrated, often by a large margin, both in terms of ECE and
Brier score. For example, on Livingl7 and Entity30 the ECE is 50% lower for models trained with ER+LS
than with CE. Overall, without post-hoc calibration, ER+LS has the lowest ECE across all tested training
paradigms on 7 out of the 8 tested datasets, and the lowest Brier in 6 out of 8. Importantly, nor LS nor
ER alone is able to reach the same consistent calibration robustness, combining both paradigms is key.
Importantly, we nd that the di erent loss functions perform similarly in terms of balanced accuracy across
datasets (see Fig. A.4).

4.1.3 Improving calibration under shift often comes at the cost of ID calibration.

In Fig. 3, we observe that on several datasets (Livingl7, RETINA, CameLyon, CXR, Entity30) a trade-o
pattern between ID and shifted calibration appears, in particular for ECE. This is particularly striking for
calibrators with OOD exposure, which yield much lower calibration errors under shifts compared to other
calibrators, but sometimes display substantially higher calibration error on ID test sets.
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Figure 5: E ect of DAC with various post-hoc calibrators on ECE: mixed results across datasets
Large circles show calibration with DAC; crosses denote calibration without DAC. Full comparison with Brler
score can be found in Appendix A.8.

4.2 Do these ndings hold for classi ers netuned from foundation models?

4.2.1 Findings from randomly initialised models generalise to models netuned from foundation
models

Fig. 6 compares calibration results both under shifts and on ID test sets, for classi ers netuned from
foundation models (averaged over four to ve models, see Section 3.2). These results con rm our previous
conclusions: exposure to semantic OOD improves calibration under shift, with EBS and TS+OOD yielding
most consistent results in terms of ID-shifted trade-o across datasets (average ID-shifted calibration is best
for TS+OOD on 6 out of 8 datasets). In terms of base predictions (without post-hoc calibration), models
netuned with ER+LS are best calibrated under shifts compared to base predictions from models trained
with other losses (black markers, y-axis) on 6 out of 8 datasets, however this again often comes at the cost
of ID calibration (3 out 6 datasets).

4.2.2 Models netuned from foundation models are better calibrated under dataset shifts,
irrespective of the calibrator used

In Fig. 6, the red star depicts average calibration for models trained from scratch (with CE) and using robust
EBS post-hoc calibration, a strong baseline from Fig. 3. This comparison shows that models netuned from
foundation models o er substantially better calibration under dataset shifts, in terms of Brier score in
particular (also re ecting an improvement in classi cation performance, see Fig. A.5), but also in terms
of ECE. This conclusion may perhaps not be very surprising per se, however, it is important to note that
even with foundation models applying robust post-hoc calibration like EBS or TS with semantic OOD
signi cantly improves calibration compared to base probabilities. Moreover, a further ablation study in
Fig. A.8 on the impact of model size on shifted-ID calibration demonstrates the calibration improvements
are indeed attributable to the pretraining of the foundation models and not to their increased model size.

10
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(a) ECE

(b) Brier score
Figure 6: Calibration results for classiers netuned from foundation models: top row ECE,
bottom row Brier Score (average calibration netuning four di erent foundation models, ve for medical
datasets). As a baseline, for each dataset, the red star depicts the average calibration of models trained from

scratch with CE loss and EBS calibration.
11
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(a) Ensembles of classi ers trained from scratch.

(b) Ensembles of classi ers netuned from foundation models.

Figure 7: Calibration of model ensembles in terms of ECE, in function of post-hoc calibration

method . Large dots denote calibration results for model ensembles, small dots the average calibration of
individual ensemble members for reference. We compare the e ect of (i) applying post-hoc calibration to
ensemble members (before ensembling), (ii) applying post-hoc calibration after ensembling predictions.
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4.3 Ensembles and shifted calibration

In light of con icting results on the e ect of model ensembling on calibration in the literature (see Section 2.5),
we here investigate whether the previous ndings experimentally generalise to model ensembles. For each
dataset, we create various model ensembles by sampling random combinations of three models from the pool
of previously trained classi ers. We investigate two types of ensembles: ensembles of classi ers trained from
random initialisation and ensembles of classi ers netuned from foundation models. In Fig. 7, we compare
calibration results for di erent post-hoc calibrators when calibration is applied: (i) to individual ensemble
members before ensembling or (ii) after ensembling (as argued in (Rahaman & Thiery, 2021)). Motivated
by take-away 2, we additionally compare with ensembles of models trained with ER+LS.

4.3.1 Ensembling remains a very e ective method for calibration

Fig. 7 shows that ensembles achieve better calibration under shifts compared to individual models (small
versus large dots), irrespective of the calibration strategy. This is visible both in ECE and even more
strikingly in the Brier score (also re ecting, as expected (Lakshminarayanan et al., 2017), an improvement
in model performance after ensembling). Then, comparing results in Figs. 7a and 7b, we notice that
calibration results lie in drastically dierent scales for ensembles of classiers trained from scratch and
ensembles of classi ers netuned from foundation models. The latter being much better calibrated overall.
Finally, in Figs. A.12 to A.15, we investigate whether these calibration gains depend on the size of the
ensemblen, by comparing n 2 f 2;3;59. We observe that calibration gains are already visible with ensembles
with two members only. Gains on shifted calibration increase slightly as the number of members increases,
however there is a plateau-e ect with only minimal improvements when increasing from 3 to 5 ensemble
members.

4.3.2 Applying post-hoc calibration before ensembling yields best calibration under shifts.

Comparing post-hoc calibration pre- and post-ensembling, results in Fig. 7 show that there is a clear trade-o
between ID and shifted calibration in terms of ECE: doing TS (or EBS) after ensembling leads to better ID
calibration, whereas TS (or EBS) before ensembling leads to better calibration on shifted datasets, and better
overall ID-shifted calibration trade-o. For example, TS before ensembling (lled circles) systematically
reaches a lower calibration error on shifted test sets compared to TS after ensembling (hollow circles).
However, we observe the inverse pattern for ID test sets on Living17, Density, Retina, CXR, and Entity30.
This nding also holds for models trained with ER+LS (see Fig. A.11). Finally, our ablation study on
ensemble size in Figs. A.12 to A.15 shows that these conclusions hold for all ensemble sizes tested € ; 3; 5).

Comparing TS and TS + OOD in Fig. 7 we nd that semantic OOD exposure in post-hoc calibration often
degrades calibration for shifted tests (y-axis, RETINA, EMBED, CamelLyon) and even more so for ID test
sets (x-axis). Interestingly, this is contrary to previous ndings and independent of whether calibration is
applied before or after ensembling. Further ablation studies in Fig. A.10 con rm this nding on additional
post-hoc calibrators. These results suggest that, if the goal is to ensemble models, individual ensemble
members should be calibrated with standard calibration methods, not with OOD exposure.

4.3.3 Without post-hoc calibration, ensembles whose members were trained with ER+LS are
substantially better calibrated under shifts.

Finally, comparing ensemble calibration without post-hoc calibration (black markers in Fig. 7), we can,
again, see that ensembles whose members were trained with ER+LS o er substantially better calibration
results under shifts compared to ensembles whose members were trained with CE, across all datasets, for
both ECE and Brier score. However, this often comes at the cost of worse ECE on ID test sets (Living17,
Entity30, EMBED, CXR, DomainNet).
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5 Conclusion

We conduct a large-scale experimental evaluation of calibration methods in the presence of realistic dataset
shifts. Associated ndings provide practical guidelines for constructing models with robust calibration under
such shifts. First, for single models (i.e. without ensembling), we nd that post-hoc calibrators exposed to
task-agnostic OOD data performed best for calibration under shifts, particularly EBS and TS+OOD. This
nding holds irrespective of the training paradigm, across datasets, for classi ers trained from scratch and
netuned from foundation models. Yet, this can come at the cost of worsening ID calibration, yielding an
ID-shifted calibration trade-o . Moreover, and perhaps surprisingly, this nding does not hold for model en-
sembles, where we nd that OOD exposure shouldhot be used for calibration. Moreover, we nd that models
trained with entropy regularisation and label smoothing provided the best calibrated base probabilities for
shifted test sets (without any post-hoc calibrator) across datasets.

Based on these ndings, we derive practical guidelines for robust calibration under shifts, visually summarised
in Fig. 2. First, in terms of training strategy: the best results are obtained when classi ers are initialised
with foundation model weights (as opposed to random initialisation). Then, regarding the use of in-training
calibration techniques, we nd that they are not needed if post-hoc calibration is used. However, if the
aim is to bypass post-hoc calibration, we nd in-training calibration with ER+LS to be most e ective.
Regarding the choice of post-hoc calibrators, we nd that applying TS+OOD (or EBS) is a robust strategy
for improving calibration under shifts of single classi ers (without ensembling). Finally, regarding model
ensembles, we nd that simply calibrating ensemble members with TSprior to ensembling yields robust
calibration results. We nd that combining this ensembling strategy with netuning from foundation models
yields the most robust calibration results overall, both ID and under shifts.

In this study, we focused exclusively on robustness of calibration under dataset shifts for image classi cation.
It is worth noting that building reliable and well-calibrated uncertainty estimates, robust across dataset
shifts, is equally relevant for other tasks. Gustafsson et al. (2023) for example studied the reliability of
existing uncertainty estimates in the context of regression tasks, whereas Jorge et al. (2023) similarly studied
robustness and calibration of uncertainty estimates in segmentation tasks. Moreover, the guidelines proposed
here are based on our extensive evaluation of currently commonly used post-hoc and in-training calibration
methods, and these may require updating as new calibration methods appear in the future. To this end,
our publicly available benchmarking codebase provides a comprehensive evaluation framework and facilitates
future benchmarking e orts for calibration under shifts in image classi cation.
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A.1 Dataset de nitions

In this work we study realistic shifts in the medical imaging and natural images domain. For this we leverage
multiple public datasets across various modalities and tasks. We here detail how we de ned ID and OOD
domains for non-standard benchmark datasets. We summarise splits and ID/shifted domains de nitions in
Table A.1. In Figs. A.1 and A.2 we illustrate the types of shift by showing examples of images from both

the ID and the shifted sets for each dataset.

Dataset Type of shift(s) N classes ID domain Shifted domains
Balanced (Y/N) ( Ntain ;Nvar ; Neest ) (N images)
Scanner CheXpert MIMIC-CXR
CXR Prevalence 2 classes (N) random train/val/test split random subset
Population (129732, 23086, 38192) (25000)
Scanner .
EyePACS Messidor (1744)
RETINA Prevalence 5 classes (N) (35126, 10715, 42861) Aptos (3662)
Population
Senographe Essential (12218)
Senograph 2000D (13268)
Selenia Dimension 2D Lorad Selenia (10515)
EMBED Scanner 4 classes (N) (169758, 43055, 52975) Senographe Pristina (498)
’ ’ Clearview CSm (8128)
Selenia Dimensions
C-views (108369)
O cial ID splits O cial OOD splits
CamelLyon Staining 2 classes (Y) Hospitals 1,2,3 Hospital 4 (34904)
(272192, 30244, 33560) Hospital 5 (85054)
. Geographic O cial ID splits "OO0D val' split (14961)
iCam Prevalence 102 classes (N) (129809, 7314, 8154) *00D test' split (42791)
Source domain from Target test set
Livingl7 Population 17 classes (Y) o cial ‘rand' split from o cial ‘rand' split
(37570, 6630, 1700) (1700)
Source domain from Target test set
Entity30 Population 30 classes (Y) o cial ‘rand' split from o cial ‘rand' split
(131123, 23140, 6000) (6000)
Clipart test (14604)
Image type O cial ID splits from Wilds Infograph test (15582)
DomainNet Presalen?:e 345 classes (N) with ID domain "Real' Painting test (21850)

(217630, 24182, 104082)

Quickdraw test (51750)
Sketch test (20916)

Table A.1: Datasets and shifts used in this study, details on ID and shifted splits de nition.

EMBED  we analyse robustness against scanner changes for breast density assessment models in mam-
mography. For this purpose, we use the public available EMBED dataset (Jeong et al., 2023). This dataset
contains data from 6 di erent scanners (Selenia Dimensions, Senographe Essential, Senograph 2000D, Lorad
Selenia, Clearview CSm, Senographe Pristina). In this work, we used Selenia Dimensions (2D images) as the
ID scanner for training and validation, and all the other scanners, as well as the C-view images from Selenia
Dimensions, are used as shifted test sets, resulting in six shifted test sets.
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(a) CXR

(b) RETINA

(c) EMBED

(d) CameLyon

Figure A.1: lllustration of each dataset and associated shifts (1/2).
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