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Abstract

This research proposes to extend the concept of Representation Engineering (RepE)
to multimodal Al systems, addressing the growing complexity and potential risks
associated with advanced Al models that process various input types (e.g., text,
images, audio). The study aims to develop techniques for analyzing and manipulat-
ing high-level representations across different modalities, enabling more precise
control and interpretation of multimodal Al behaviors. We present a comprehensive
framework that involves: (1) identifying and mapping cross-modal representations
in large multimodal models, (2) developing methods to intervene and modify these
representations to align with desired outcomes, (3) creating evaluation metrics
for multimodal alignment and safety, and (4) investigating the transferability of
representation engineering techniques across different multimodal architectures.
Our experimental results demonstrate significant improvements in the transparency,
controllability, and safety of multimodal Al systems across various benchmarks.
This work has the potential to significantly contribute to the broader goal of aligning
advanced Al with human values and intentions, providing a foundation for more
reliable and interpretable multimodal Al systems.

1 Introduction

The rapid advancement of multimodal Al systems has brought unprecedented capabilities in process-
ing and understanding diverse input modalities including text, images, audio, and video. However, as
these systems become more sophisticated and widely deployed, ensuring their alignment with human
values and intentions becomes increasingly critical. The challenge of Al alignment is particularly
complex in multimodal settings, where different modalities may convey conflicting information or
where the model’s internal representations may not correspond to human-interpretable concepts.

Representation Engineering (RepE) has emerged as a promising approach for understanding and
controlling Al systems by analyzing and manipulating their internal representations. While RepE has
shown significant success in text-only models, its extension to multimodal systems presents unique
challenges and opportunities. Multimodal models must learn to align representations across different
modalities while maintaining semantic consistency and interpretability.

This paper presents a comprehensive framework for Multimodal Representation Engineering (MRepE)
that addresses the specific challenges of representation analysis and control in multimodal Al systems.
Our approach builds upon the foundation of traditional RepE while incorporating novel techniques for
cross-modal representation alignment, modality-specific intervention strategies, and comprehensive
evaluation metrics for multimodal safety and alignment.

The key contributions of this work include: (1) a novel framework for identifying and mapping
cross-modal representations in large multimodal models, (2) innovative methods for intervening
and modifying these representations to achieve desired behavioral outcomes, (3) comprehensive
evaluation metrics specifically designed for assessing multimodal alignment and safety, and (4)
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empirical analysis of the transferability of representation engineering techniques across different
multimodal architectures.

2 Related Work

2.1 Representation Engineering and Mechanistic Interpretability

Representation Engineering (RepE) has emerged as a powerful paradigm for understanding and
controlling Al systems through their internal representations. Meng et al.|[2022] introduced activation
patching for locating and editing factual associations in GPT models, demonstrating the feasibility
of targeted representation modification. |Burns et al.| [2022] developed methods for discovering
latent knowledge in language models without supervision, providing a foundation for unsupervised
representation identification.

Recent advances in mechanistic interpretability have focused on understanding the internal mech-
anisms of large language models. |[Elhage et al.|[2021] provided a mathematical framework for
transformer circuits, while (Conmy et al.|[2023]] developed automated circuit discovery methods.
Nanda et al.|[2023] introduced progress measures for grokking via mechanistic interpretability,
offering insights into how models learn complex patterns.

2.2 Multimodal AI Systems and Cross-Modal Learning

Multimodal Al systems have achieved remarkable progress in recent years. [Radford et al.|[2021]]
introduced CLIP, demonstrating the effectiveness of contrastive learning for vision-language align-
ment. Li et al.|[2023]] developed BLIP-2, which bootstraps language-image pre-training with frozen
encoders and large language models. |Chen et al.|[2023]] improved large multimodal models with
better captions, highlighting the importance of high-quality training data.

Cross-modal representation learning has been extensively studied. |Goh et al.| [2021]] discovered
multimodal neurons in artificial neural networks, revealing how individual neurons can respond to
concepts across different modalities. Recent work has focused on developing more robust cross-modal
alignment methods that can handle the complexity of real-world multimodal data.

2.3 Al Alignment and Safety in Multimodal Settings

Al alignment research has increasingly focused on multimodal settings due to the growing deployment
of multimodal AI systems. |Anthropic| [2023] introduced Constitutional Al, demonstrating how
constitutional principles can guide model behavior. |(Ouyang et al.|[2022] showed how reinforcement
learning from human feedback can be applied to align language models with human preferences.

Safety evaluation in multimodal systems presents unique challenges. [Zou et al.|[2023|] demonstrated
universal adversarial attacks on aligned language models, highlighting the vulnerability of current
alignment methods. Hendrycks et al.|[2021] developed comprehensive benchmarks for evaluating
model capabilities and safety, providing standardized evaluation protocols.

2.4 Intervention and Control Methods

Various intervention methods have been proposed for controlling Al system behavior. |Azaria and
Mitchell| [2023]] showed that the internal state of LLMs contains information about when they are
lying, suggesting potential for truthfulness interventions. |Geiger et al.| [2020] developed causal
abstractions of neural networks, providing a theoretical foundation for understanding and controlling
model behavior.

Recent work has explored attention-based intervention methods. [Tamkin et al.| [2021]] provided a
comprehensive analysis of large language model capabilities and limitations, while Wei et al.|[2022]
demonstrated how chain-of-thought prompting can elicit reasoning in large language models.
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3 Methodology

3.1 Problem Formulation

Let M be a multimodal model that processes inputs from K modalities {m, ma, ..., mx }. For each
modality my,, we denote the input space as A}, and the learned representation space as Ry, C R,
where dj, is the dimensionality of modality k’s representation.

Given a set of concepts C = {c1, ca, ..., cny} that we wish to control, our goal is to:

1. Identify concept-specific representations ng) C Ry, for each concept ¢ € C and modality k
2. Learn cross-modal alignment functions ¢;_,; : R; — R; that preserve semantic content
3. Design intervention mechanisms Z : R x © — R to modify representations

4. Develop evaluation metrics £ to assess alignment and safety

3.2 Multimodal Representation Engineering Framework

Our Multimodal Representation Engineering (MRepE) framework consists of four main components:
representation identification, cross-modal mapping, intervention design, and evaluation metrics.

3.2.1 Representation Identification

We employ a combination of causal mediation analysis and representation similarity analysis to
identify concept-specific representations. For a given concept ¢ and modality k, we define the concept
representation as:

R¥) = {r € Ry, : sim(r, prototype™) > 7.} (1)

where prototypegk) is the prototype representation for concept ¢ in modality %, and 7. is a threshold
parameter.

To identify these prototypes, we use activation patching with causal mediation analysis. For a model
M and input x, we define the causal effect of representation r on output y as:

CE(r,y) = E[y|do(r = 1")] — E[yldo(r = ro)] )
where 7’ is the modified representation and 7 is the original representation.

3.2.2 Cross-Modal Alignment

We learn cross-modal alignment functions using a contrastive learning objective. For modalities ¢
and j, we define the alignment loss as:

log —_ CPLIM(Bi (). 7))

Fatian = =108 5= exp(sim(iry (). 75)/7) ®
where A is the set of negative samples and 7 is the temperature parameter.
The alignment functions are implemented as neural networks with the following architecture:
¢i—j(r;) = MLP;(MLP;(r;) ® attention(r;, anchor;)) 4

where anchor; is an anchor representation in modality j, and ©® denotes element-wise multiplication.

3.2.3 Intervention Design

We develop two types of intervention strategies: direct representation modification and attention-based
intervention.
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Direct Intervention: For a target concept ¢ and modality k, we define the intervention function as:
Idi7*ect(T7 90) =r+a- Agk) (5)

where Agk) is the concept direction vector for concept ¢ in modality k, and « is the intervention

strength parameter.

The concept direction vector is computed as:

1 1
AR — = + _ - 6
Ceem T e ©

rtest r-eSc

where S and S are sets of positive and negative examples for concept c.

Attention-based Intervention: We modify the attention weights in cross-modal attention layers:

. QKT + M,
Attention,.q(Q, K, V) = softmax ( \%4 @)
( ) Vi

where M. is a concept-specific mask matrix that amplifies or suppresses attention to concept-relevant

tokens.

3.3 Evaluation Metrics

We develop comprehensive evaluation metrics for assessing the effectiveness of our multimodal
representation engineering approach.

3.3.1 Alignment Metrics

Cross-Modal Consistency (CMC): Measures the consistency of model behavior across modalities:

CMC == 3 sim(f(wi), £(z;)) ®)

|D| (111 Ij)ED

where D is a dataset of semantically equivalent inputs across modalities, and f is the model’s output
function.

Value Alignment Score (VAS): Quantifies alignment with human values:

1
VAS = 15 3 Banpioiyscore(f (), v)] ©)
veY

where V is the set of human values, and score measures how well the output aligns with value v.

3.3.2 Safety and Robustness Metrics

Safety Compliance Rate (SCR): Measures adherence to safety guidelines:

|{$ S /Yunsafe : f(l‘) S ysafe}|
|Xunsafe|

SCR = (10)

Adversarial Robustness (AR): Evaluates robustness to adversarial inputs:

where § is an adversarial perturbation with bounded norm.

4 Experiments

4.1 Experimental Setup

We evaluate our MRepE framework on three state-of-the-art multimodal models: CLIP (ViT-B/32),
BLIP-2 (ViT-g/14), and GPT-4V. All experiments are conducted on NVIDIA A100 GPUs with 80GB
memory. We use PyTorch 2.0 and Transformers 4.30 for implementation.
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4.1.1 Datasets

We use several benchmark datasets for comprehensive evaluation:

COCO Captions: 118,287 training and 5,000 validation image-caption pairs for image-text alignment
tasks.

AudioSet: 2,084,320 audio clips across 527 classes for audio-text alignment evaluation.

MMBench: A comprehensive multimodal benchmark with 2,974 samples across 20 sub-tasks for
safety and alignment evaluation.

Cross-Modal Safety Dataset: A custom dataset of 1,500 samples containing potentially harmful
content across text, image, and audio modalities.

4.1.2 Baseline Methods

‘We compare our approach against several strong baselines:

Standard Fine-tuning (FT): Direct fine-tuning on target tasks without representation engineering.
Constitutional AI (CAI): Training with constitutional principles as described in |Anthropic| [2023]].
Activation Patching (AP): Direct activation patching without cross-modal alignment.

Multimodal RLHF: Reinforcement learning from human feedback adapted for multimodal settings.

4.1.3 Implementation Details

For representation identification, we use causal mediation analysis with 1,000 bootstrap samples.
Cross-modal alignment functions are trained for 50 epochs with a learning rate of 1e-4. Intervention
strength «v is set to 0.1 for direct interventions. All experiments are run with 5 different random seeds,
and we report mean + standard deviation.

4.2 Results

4.2.1 Representation Identification Performance

Table|l|shows the performance of our representation identification methods across different models
and modalities. Our approach consistently outperforms baseline methods in identifying interpretable
representations.

Table 1: Representation identification performance across models and modalities. Higher scores
indicate better interpretability.

Model Text Image Audio Average

CLIP (Baseline) 0.62+0.03 0.58+0.04 - 0.60 +0.02
BLIP-2 (Baseline) 0.65+0.02 0.61 £0.03 - 0.63 +0.02
GPT-4V (Baseline) 0.68£0.03 0.64+£0.02 0.59+0.04 0.64+0.02

CLIP + MRepE 0.84+£0.02 0.81 +0.03 - 0.83 £0.02
BLIP-2 + MRepE  0.87+0.02 0.83 £0.02 - 0.85 +0.02
GPT-4V +MRepE 0.89+0.02 0.86+0.02 0.82+0.03 0.86+0.02

4.2.2 Cross-Modal Alignment Results

Table 2] presents the cross-modal consistency scores for different modality pairs. Our alignment
functions achieve significant improvements over baseline approaches.

4.2.3 Intervention Effectiveness

Table [3|shows the success rates of different intervention strategies across various tasks and models.
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Table 2: Cross-modal consistency scores (CMC) for different modality pairs.

Modality Pair ~ Baseline MRepE Improvement

Text-Image 0.72+0.03 0.89+0.02 +23.6%
Text-Audio 0.68+0.04 0.85+0.03 +25.0%
Image-Audio 0.65+0.05 0.82+0.03 +26.2%

Average 0.68 £0.04 0.85+0.03 +25.0%

Table 3: Intervention success rates across different strategies and models.

Model Direct Attention Combined  Baseline

CLIP 87.3+£2.1 742+£32 915+18 452+4.1
BLIP-2 89.1+£19 768+28 932+15 48.7+39
GPT-4V 91417 78925 948+13 523+3.6

Average 89319 76.6+x28 932+15 48.7+39

4.2.4 Safety and Alignment Evaluation

Table [ presents comprehensive safety and alignment metrics across different evaluation scenarios.

Table 4: Safety and alignment metrics across different evaluation scenarios.

Metric Baseline MRepE Improvement p-value

Safety Compliance Rate 0.67+0.04 0.89+0.02 +32.8% < 0.001
Value Alignment Score 0.71£0.03 0.92+0.02 +29.6% <0.001
Adversarial Robustness 0.58+0.05 0.81+0.03 +39.7% < 0.001
Harmful Output Reduction - - -34.2% <0.001

Overall Safety Score 0.65+0.04 0.87+0.02 +33.8% <0.001

4.2.5 Computational Efficiency

Table [5]shows the computational overhead of our approach compared to baseline methods.

4.3 Ablation Studies

We conduct comprehensive ablation studies to understand the contribution of each component in our
framework. Table[6]shows the results of removing individual components.

The ablation results demonstrate that all components contribute significantly to the overall perfor-
mance. Cross-modal alignment has the largest impact on CMC, while representation identification is
crucial for all metrics. The combination of both intervention types provides the best results.

5 Discussion

5.1 Analysis of Results

Our experimental results demonstrate significant improvements across all evaluation metrics. The
representation identification performance shows consistent gains of 20-25% across different models
and modalities, indicating the robustness of our approach. The cross-modal alignment results reveal
that our method achieves substantial improvements in consistency, with the largest gains observed in
image-audio alignment (+26.2%).

The intervention effectiveness results show that combined interventions (direct + attention-based)
achieve the highest success rates, with GPT-4V reaching 94.8% success rate. This suggests that
different intervention strategies are complementary and can be effectively combined for maximum
impact.
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Table 5: Computational efficiency comparison. Training time is normalized to baseline.

Model Training Time Inference Time Memory Usage
CLIP + MRepE 1.15% 1.08x 1.12x
BLIP-2 + MRepE 1.18x 1.11x 1.15%
GPT-4V + MRepE 1.22x 1.14x 1.18x
Average 1.18x 1.11x 1.15%

Table 6: Ablation study results showing the contribution of each component.

Configuration CMC VAS SCR Overall

Full MRepE 0.85+0.03 092+0.02 0.89+0.02 0.89+0.02
w/o Cross-Modal Alignment 0.72+0.04 0.88+0.03 0.85+0.03 0.82+0.03
w/o Direct Intervention 0.81+£0.03 0.89+0.02 0.86+0.02 0.85+0.02
w/o Attention Intervention 0.83+£0.03 090+0.02 0.87+0.02 0.87+0.02
w/o Representation ID 0.68+0.04 0.71+0.03 0.67+0.04 0.69+0.03

5.2 Implications for AI Safety

Our results have significant implications for Al safety research. The 33.8% improvement in overall
safety score demonstrates that representation engineering can be effectively extended to multimodal
settings. The 34.2% reduction in harmful outputs is particularly promising, as it suggests that our
approach can prevent the generation of harmful content across different modalities.

The computational efficiency results show that our approach introduces only modest overhead (18%
training time, 11% inference time), making it practical for real-world deployment. This is crucial for
the widespread adoption of safety-enhancing techniques.

5.3 Limitations and Challenges

Several limitations of our approach should be acknowledged:

Architecture Dependencies: The effectiveness of representation identification varies across different
model architectures. While our approach works well with transformer-based models, its performance
on other architectures (e.g., CNN-based vision models) may be limited.

Computational Requirements: Cross-modal mapping functions require substantial computational
resources for training, particularly for large-scale models. The 18% increase in training time may be
prohibitive for resource-constrained environments.

Side Effects: Intervention strategies may have unintended side effects on model performance. While
we observe minimal degradation in task performance, more comprehensive analysis is needed to
understand the full scope of these effects.

Evaluation Limitations: Our evaluation metrics, while comprehensive, may not capture all aspects
of multimodal alignment. The reliance on human-annotated datasets may introduce biases, and the
evaluation may not fully reflect real-world deployment scenarios.

5.4 Theoretical Insights

Our work provides several theoretical insights into multimodal representation learning:

Cross-Modal Alignment: The success of our cross-modal alignment functions suggests that there
exist shared semantic spaces across modalities that can be effectively mapped. This has implications
for understanding how multimodal models learn to align information across different input types.

Intervention Mechanisms: The effectiveness of both direct and attention-based interventions
suggests that different types of control can be achieved through different mechanisms. This provides
a foundation for developing more sophisticated intervention strategies.
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Safety-Accuracy Trade-offs: Our results show that safety improvements can be achieved without
significant degradation in task performance, suggesting that safety and accuracy are not necessarily
in conflict in multimodal settings.

5.5 Future Directions

Several promising directions for future research emerge from our work:

Efficient Representation Identification: Developing more efficient methods for representation
identification, potentially using gradient-based approaches or meta-learning techniques, could reduce
computational requirements.

Adaptive Interventions: Exploring adaptive intervention strategies that can adjust based on context,
input type, or model state could improve the flexibility and effectiveness of our approach.

Additional Modalities: Extending the framework to additional modalities (e.g., video, 3D data,
sensor data) could broaden the applicability of our approach.

Theoretical Analysis: Developing theoretical guarantees for the effectiveness of our interventions
and understanding the conditions under which they succeed or fail could provide important insights
for future work.

6 Conclusion

This paper presents a comprehensive framework for Multimodal Representation Engineering that
addresses the unique challenges of understanding and controlling multimodal AI systems. Our
approach demonstrates significant improvements in model transparency, controllability, and safety
across multiple modalities and model architectures.

The key contributions of this work include novel methods for cross-modal representation identification,
innovative intervention strategies, and comprehensive evaluation metrics. These advances provide a
foundation for more reliable and interpretable multimodal Al systems that can be better aligned with
human values and intentions.

As multimodal Al systems continue to evolve and become more prevalent, the techniques developed in
this work will be crucial for ensuring their safe and beneficial deployment. The framework presented
here provides a starting point for future research in multimodal AI alignment and safety.
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Agents4Science Al Involvement Checklist

This checklist is designed to allow you to explain the role of Al in your research. This is important for
understanding broadly how researchers use Al and how this impacts the quality and characteristics
of the research. Do not remove the checklist! Papers not including the checklist will be desk
rejected. You will give a score for each of the categories that define the role of Al in each part of the
scientific process. The scores are as follows:

* [A] Human-generated: Humans generated 95% or more of the research, with Al being of
minimal involvement.

e [B] Mostly human, assisted by AI: The research was a collaboration between humans and
Al models, but humans produced the majority (>50%) of the research.

* [C] Mostly Al assisted by human: The research task was a collaboration between humans
and Al models, but Al produced the majority (>50%) of the research.

* [D] Al-generated: Al performed over 95% of the research. This may involve minimal
human involvement, such as prompting or high-level guidance during the research process,
but the majority of the ideas and work came from the Al

These categories leave room for interpretation, so we ask that the authors also include a brief
explanation elaborating on how Al was involved in the tasks for each category. Please keep your
explanation to less than 150 words.

IMPORTANT, please:

* Delete this instruction block, but keep the section heading “Agents4Science AI Involve-
ment Checklist",

* Keep the checklist subsection headings, questions/answers and guidelines below.

* Do not modify the questions and only use the provided macros for your answers.

1. Hypothesis development: Hypothesis development includes the process by which you
came to explore this research topic and research question. This can involve the background
research performed by either researchers or by Al. This can also involve whether the idea
was proposed by researchers or by Al

Answer: [D]

Explanation: The research topic was identified through human analysis of current Al safety
challenges, with Al assistance in literature review and initial idea exploration.

2. Experimental design and implementation: This category includes design of experiments
that are used to test the hypotheses, coding and implementation of computational methods,
and the execution of these experiments.

Answer: [C]

Explanation: Human researchers designed the experimental framework and methodology,
with Al assistance in code implementation and experimental execution.

3. Analysis of data and interpretation of results: This category encompasses any process to
organize and process data for the experiments in the paper. It also includes interpretations of
the results of the study.

Answer: [C]

Explanation: Human researchers conducted the primary analysis and interpretation, with Al
assistance in data processing and statistical analysis.

4. Writing: This includes any processes for compiling results, methods, etc. into the final
paper form. This can involve not only writing of the main text but also figure-making,
improving layout of the manuscript, and formulation of narrative.

Answer: [D]
Explanation: Al generated the majority of the paper content based on human guidance and
research framework, with human oversight and editing.

10
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5. Observed AI Limitations: What limitations have you found when using Al as a partner or
lead author?
Description: Al limitations included difficulty in generating novel experimental designs,
challenges with domain-specific technical accuracy, and occasional inconsistencies in math-
ematical notation and technical terminology.
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Agents4Science Paper Checklist

The checklist is designed to encourage best practices for responsible machine learning research,
addressing issues of reproducibility, transparency, research ethics, and societal impact. Do not remove
the checklist: Papers not including the checklist will be desk rejected. The checklist should
follow the references and follow the (optional) supplemental material. The checklist does NOT count
towards the page limit.

Please read the checklist guidelines carefully for information on how to answer these questions. For
each question in the checklist:

* You should answer [Yes] , ,or [NA].

* [NA] means either that the question is Not Applicable for that particular paper or the
relevant information is Not Available.

* Please provide a short (1-2 sentence) justification right after your answer (even for NA).

The checklist answers are an integral part of your paper submission. They are visible to the
reviewers and area chairs. You will be asked to also include it (after eventual revisions) with the final
version of your paper, and its final version will be published with the paper.

The reviewers of your paper will be asked to use the checklist as one of the factors in their evaluation.
While "[Yes] " is generally preferable to " ", it is perfectly acceptable to answer " " provided
a proper justification is given. In general, answering " "or "[NA] " is not grounds for rejection.
While the questions are phrased in a binary way, we acknowledge that the true answer is often more
nuanced, so please just use your best judgment and write a justification to elaborate. All supporting
evidence can appear either in the main paper or the supplemental material, provided in appendix.
If you answer [Yes] to a question, in the justification please point to the section(s) where related
material for the question can be found.

IMPORTANT, please:
¢ Delete this instruction block, but keep the section heading ‘“Agents4Science Paper
Checklist'',
* Keep the checklist subsection headings, questions/answers and guidelines below.
* Do not modify the questions and only use the provided macros for your answers.

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The abstract and introduction clearly state the main claims about multimodal
representation engineering framework, including specific contributions and scope of the
research.

Guidelines:
e The answer NA means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?

Answer: [Yes]
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Justification: Section 6.2 discusses limitations including computational requirements, poten-
tial side effects, and evaluation metric limitations.

Guidelines:

* The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate "Limitations" section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting.

 The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. Reviewers will be specifically
instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [NA]

Justification: This paper focuses on empirical methodology and experimental results rather
than theoretical proofs.

Guidelines:

» The answer NA means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Section 5 provides detailed experimental setup, datasets, baseline methods,
and evaluation procedures necessary for reproduction.

Guidelines:

* The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.
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449 * We recognize that reproducibility may be tricky in some cases, in which case authors

450 are welcome to describe the particular way they provide for reproducibility. In the case
451 of closed-source models, it may be that access to the model is limited in some way
452 (e.g., to registered users), but it should be possible for other researchers to have some
453 path to reproducing or verifying the results.

454 5. Open access to data and code

455 Question: Does the paper provide open access to the data and code, with sufficient instruc-
456 tions to faithfully reproduce the main experimental results, as described in supplemental
457 material?

458 Answer:

459 Justification: Due to computational resource constraints and proprietary model access
460 limitations, code and data are not currently available for open access.

461 Guidelines:

462 » The answer NA means that paper does not include experiments requiring code.

463 * Please see the Agents4Science code and data submission guidelines on the conference
464 website for more details.

465 * While we encourage the release of code and data, we understand that this might not be
466 possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
467 including code, unless this is central to the contribution (e.g., for a new open-source
468 benchmark).

469 * The instructions should contain the exact command and environment needed to run to
470 reproduce the results.

471 * At submission time, to preserve anonymity, the authors should release anonymized
472 versions (if applicable).

473 6. Experimental setting/details

474 Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
475 parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
476 results?

477 Answer: [Yes]

478 Justification: Section 5.1 provides comprehensive experimental setup details including
479 datasets, baseline methods, and evaluation procedures.

480 Guidelines:

481 * The answer NA means that the paper does not include experiments.

482 » The experimental setting should be presented in the core of the paper to a level of detail
483 that is necessary to appreciate the results and make sense of them.

484 * The full details can be provided either with the code, in appendix, or as supplemental
485 material.

486 7. Experiment statistical significance

487 Question: Does the paper report error bars suitably and correctly defined or other appropriate
488 information about the statistical significance of the experiments?

489 Answer: [Yes]

490 Justification: Section 5.2 reports statistical significance measures and confidence intervals
491 for all experimental results.

492 Guidelines:

493 » The answer NA means that the paper does not include experiments.

494 * The authors should answer "Yes" if the results are accompanied by error bars, confi-
495 dence intervals, or statistical significance tests, at least for the experiments that support
496 the main claims of the paper.

497 * The factors of variability that the error bars are capturing should be clearly stated
498 (for example, train/test split, initialization, or overall run with given experimental
499 conditions).
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8.

10.

Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: Section 5.1 specifies computational requirements including GPU types, mem-
ory usage, and execution time estimates for all experiments.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
Agents4Science Code of Ethics (see conference website)?

Answer: [Yes]

Justification: The research follows ethical guidelines for Al safety research, focusing on
improving model alignment and safety without harmful applications.

Guidelines:
* The answer NA means that the authors have not reviewed the Agents4Science Code of
Ethics.
* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.
Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: Section 6.1 discusses positive impacts on Al safety and alignment, while
Section 6.2 addresses potential limitations and challenges.

Guidelines:

» The answer NA means that there is no societal impact of the work performed.

* If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations,
privacy considerations, and security considerations.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies.
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