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Abstract

We present the OMG-CMDP! algorithm for regret
minimization in adversarial Contextual MDPs.
The algorithm operates under the minimal as-
sumptions of realizable function class and ac-
cess to online least squares and log loss regres-
sion oracles. Our algorithm is efficient (assum-
ing efficient online regression oracles), simple
and robust to approximation errors. It enjoys
an O(H25\/TIS|[A[(Rr1(0) + Hlog(3-1)))
regret guarantee, with 7' being the number of
episodes, S the state space, A the action space,
H the horizon and Rry(0) = RTH(OSJZ) +
Rr H((’)fgg) is the sum of the square and log-loss
regression oracles’ regret, used to approximate
the context-dependent rewards and dynamics, re-
spectively. To the best of our knowledge, our
algorithm is the first efficient rate optimal regret
minimization algorithm for adversarial CMDPs
that operates under the minimal standard assump-
tion of online function approximation.

1. Introduction

Reinforcement Learning (RL) is a framework for sequen-
tial decision making in unknown environments. A Markov
Decision Process (MDP) is the mathematical model behind
RL environments. In the classical episodic RL setting, in
each episode an agent repeatedly interacts with the MDP
for H steps, observing the current state and then choosing
an action. Subsequently, the agent receives a reward and
the process transitions to the next state. The agent’s goal
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is to choose actions as to maximize the cumulative return.
This model characterizes many applications including on-
line advertising, robotics, games and healthcare, and has
been extensively studied over the past three decades (see
e.g., Sutton & Bartol 2018; Mannor et al.| 2022).

However, the classical MDP model cannot efficiently cap-
ture the influence of additional side information on the en-
vironment. Consider, for example, a medical trial that tests
the effect of a new medication for a disease. The reaction of
a patient to the treatment, which is modeled by the environ-
ment, is deeply influenced by the patient’s medical history,
which includes age, weight and background diseases she
or he might have. We refer to such external information,
which is unaffected by the agent’s decisions, i.e., treatment
choice, as the patient’s context. A standard MDP can en-
code the context as part of the state. However, as no two
patients are identical, this can significantly increase the size
of the state space, and hence the complexity of learning and
even the complexity of representing a single policy. Instead,
Contextual MDPs (CMDPs), keep the state space small and
treat the context as side information, revealed to the agent at
the start of each episode. Additionally, there is an unknown
mapping from each context to an MDP, thus an optimal
policy maps each context to an optimal policy of the related
MDP.

As previously alluded to, the context space is often pro-
hibitively large, prompting the use of function approxima-
tion. This has previously been studied in the context of Con-
textual Multi Armed Bandits (CMAB; [Foster & Rakhlin,
2020; Simchi-Levi & Xu, 2021), and more recently in
CMDPs (Foster et al.l 2021b; |Levy & Mansour, [2022b)).
Concretely, realizable function approximation implies that
the agent is provided with a function class of mappings
from contexts to MDPs, and the goal is to obtain learning
guarantees in terms of the class’ complexity rather than the
size of the context space. Realizability further implies that
the true mapping resides in the class.

In recent years, CMDPs have gained much interest. There
are two major lines of works. The distinctive feature be-
tween these two lines is whether the context is stochastic
or adversarially chosen. Hallak et al.|(2015)) were the first
to study CMDPs assuming an adversarial context. Modi &
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Tewari| (2020) considered adversarial contexts and a Gen-
eralized Linear Model as a function class and gave a /T
regret guarantee. |[Foster et al.|(2021b) consider general func-
tion classes as part of their Estimation to Decision (E2D)
framework. They assume an access to an online estimation
oracle that finds the best fit over the function class given past
contexts and observations. (A detailed discussion and com-
parison with this work appears in the sequel.) For stochas-
tic CMDPs, |[Levy & Mansour| (2022b)) presented sublinear
regret under the minimum reachability assumption, using
access to offline least squares regression oracles. They also
showed an Q(\/TH|S||Allog(|G|/|S])/log(|A])) regret
lower bound where |G| is the size of the function class used
to approxiglate the rewards. Later, Levy et al.[(2022) showed
regret of O(\/T) assuming an access to offline regression
oracles without the reachability assumption. Clearly, adver-
sarial CMDPs generalize stochastic CMDPs and require the
use of online function approximation.

Contributions. We study regret in adversarial CMDPs
under a natural online function approximation setting. We
present the OMG-CMDP! algorithm, and prove that its re-
gret is, with probability at least 1 — 4, bounded as

H2.5\/T|S||A| (RTH(OS];) + RTH(OIZg) + Hlog ;)

(up to poly-logarithmic factors of T, |S|, |A|, H) where S
is the state space, A the action space, H the horizon and
‘P and F are function classes used to approximate the con-
text dependent rewards and dynamics, respectively. We
assume access to online log loss and least squares regres-
sion oracles for the dynamics and rewards approximation,
and Ry (OF o) Rru (OF,) denote their regret guarantees,
respectively. Our algorithm performs only 27" oracle calls
and its running time is in poly(| S|, |A|, H,T') assuming an
efficient online regression oracles. The main advantage of
our technique is its simplicity. We present an intuitive al-
gorithm which operates under the standard online function
approximation assumptions. In addition, at each round, our
played policy can be approximated efficiently using standard
convex optimization algorithms.

Comparison with Foster et al.| (2021b). This work is
most related to ours. They obtained /T Rr(Oey) regret
by applying their Estimation to Decision (E2D) meta algo-
rithm to adversarial CMDPs, where O, is an online esti-
mation oracle that operates over a class of CMDPs. Their
work, being very general, leaves their oracle implementa-
tion non-concrete and generic, consequently giving rise to
relatively complex algorithmic machinery. Specifically, at
each round ¢ their algorithm outputs a distribution p; over
context-dependent policies using an Inverse Gap Weighting
(IGW) technique. To make this computationally tractable,

they compute an approximate Policy Cover (PC) that serves
as p;’s support, and analyze the delicate interplay between
the approximation error and the IGW technique. In contrast,
we use a standard online function approximation oracles
for both the dynamics and rewards given related function
classes, providing a clear model-based representation of the
learned CMDP. Our approach yields a natural and intuitive
algorithm, only requiring an approximate solution of a con-
vex optimization problem. Thus, it can be implemented
efficiently.

Additional Related Literature. Sample complexity
bounds for Contextual Decision Processes (CDPs) have
been studied under various assumptions. [Jiang et al.|(2017)
present OLIVE, a sample efficient algorithm for learning
Contextual Decision Processes (CDP) under the low Bell-
man rank assumption and later Sun et al.|(2019)) show PAC
bounds for model based learning of CDPs using the Witness
Rank.

Modi et al.[(2018) present generalization bounds for learning
smooth CMDPs and finite contextual linear combinations
of MDPs. We, in contrast, consider the regret of adversarial
CMDPs.

Levy & Mansour|(2022a) studied the sample complexity of
learning stochastic CMDPs using a standard ERM oracle,
and provided the first general and efficient reduction from
Stochastic CMDPs to offline supervised learning.

CMDPs naturally extend the well-studied CMAB model.
CMABs augment the Multi-Arm Bandit (MAB) model
with a context that determines the rewards (Lattimore &
Szepesvari, [2020; [Slivkins, 2019). [Langford & Zhang
(2007); |Agarwal et al.| (2014) use an optimization oracle,
and give an optimal regret bound that depends on the size of
the policy class they compete against. |[Foster et al.[(2021a)
present instance-dependent regret bounds for stochastic
CMAB assuming access to a function class F for the re-
wards approximation. Regression based approaches appear
in|Agarwal et al.|(2012); [Foster & Rakhlin| (2020)); [Foster
et al.| (2018); |[Foster & Krishnamurthy|(2021); |[Simchi-Levi
& Xul (2021); [ Xu & Zeevi (2020) for both stochastic and
adversarial CMABEs. [Foster & Rakhlin|(2020) assume ac-
cess to an online least-squares regression oracle, and prove
an optimal regret bound for adversarial CMABs using the
IGW technique.

2. Preliminaries: Episodic Markov Decision
Process (MDP)

A (tabular) MDP is defined by a tuple (S, A, P,r, sg, H),
where S and A are finite state and action spaces respec-
tively; so € S is the unique start state; H € N is the
horizon; P : S x A x S — [0, 1] is the dynamics which
defines the probability of transitioning to state s given that
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we start at state s and play action a; and r(s, a) is the ex-
pected reward of performing action « at state s. An episode
is a sequence of H interactions where at step h, if the en-
vironment is at state s; and the agent plays action aj, then
the environment transitions to state sp11 ~ P(- | sp,ap)
and the agent receives reward R(sp,ap) € [0,1], sam-
pled independently from a distribution D, ,, that satisfies
T‘(Sh, ah) = EDSh,=ah [R(S}“ ah)].

A stochastic and non-stationary policy 1 = (mp, : S —
A(A))nen) defines for each time step h € [H] a mapping
from states to a distribution over actions. Given a policy 7
and MDP M = (S, A, P,r,sg, H), the h € [H — 1] stage
value function of a state s € S}, is defined as

Shp = ;|

For brevity, when h = 0 we denote V7 (s0) := Vi (s0),
which is the expected cumulative reward under policy 7 and
its measure of performance. Let 7}, € arg max_{V;(s0)}
denote an optimal policy for MDP M.

H-1

Z r(Sk, ak)

k=h

V]\7/r[,h(5) =Erum

Furthermore, we consider the notation of occupancy mea-
sures (see, e.g., Zimin & Neu, [2013). Let g, (s,a | 7, P)
denote the probability of reaching state s € S and perform-
ing action a € A at time h € [H| of an episode generated
using policy 7 and dynamics P. Let u(P) C [0, 1]7x5*4
denote the set of all occupancy measures defined by the
dynamics P and any stochastic policy . u(P) is defined
as follows. Each ¢ € pu(P) satisfies the following three
requirements altogether.

(i) q € [0, 1]H*S>*4A and Vh € [H], g, € A(S x A);
(i) Forall s € S,% .4 qo(s,a) =1I[s = s0]; and

(iii) Forallh € [H —1]and s € S, Y c 4 qny1(5,a) =
Z:(s',a’)ESXA P(S | 8/7 a’/)Qh(S/a a/)'

7 is the policy associated with occupancy measure g €
w(P) and is defined as follows for all h € [H]| and state-
action pair (s,a) € S x A,

CIh,(S, a)
ZQ’GA Qh(S, a‘/)

If Y caan(s,a’) = 0then i} (als) := 1/|A|. In addition,
note that u(P) is a convex set. See, e.g., Rosenberg &
Mansour| (2019) for more details.

mhals) =

3. Problem Setup: Adversarial Contextual
MDP

Following the notations of [Levy & Mansour] (2022b), a
CMDP is defined by a tuple (C,S, A, M) where C is

the context space, S the state space and A the action
space. The mapping M maps a context ¢ € C to an
MDP M(c) = (S, A, P¢, 1S, s0, H), where ri(s,a) =
E[RS(s,a) | ¢,s,a], RS(s,a) ~ D4 We assume that
RS(s,a) € [0,1].

For mathematical convenience, we assume the contexts
space C is finite but potentially very large and we do not
want to depend on its size (in both our regret bound and
computation run-time). Our results are naturally extended
to infinite contexts space.

We consider an adversarial CMDP where in each episode
the context can be chosen in a completely arbitrary manner,
possibly by an adversary.

A stochastic and non-stationary context-dependent policy
7 = (7°),cc Maps a context ¢ € C to a policy 7¢ = (rj; :
S = A(A))nen)-

Interaction protocol. The interaction between the agent
and the environment is defined as follows. In each episode
t=1,2,..,T:

(i) An adversary chooses a context ¢; € C;
(ii) The agent chooses a policy m;* ;
(iii) The agent observes a trajectory  gener-
ated by playing w;* in M(c:), denoted as
ol = (er,sb,ab,rl, . .. sy, a1, rh . sh).

Our goal is to minimize the regret, defined as

t

T -
Ry = Z V/Cl*(ct)(so) o V/ir/r(ct)(so)’ (1
t=1
where 7, is an optimal context-dependent policy.

3.1. Assumptions

In this setting, without further assumptions, the regret may
scale linearly in T'H. We overcome this limitation by impos-
ing the following minimal online function approximation
assumptions, which extend similar notions in the CMAB
literature (see, e.g.,|/Agarwal et al.,|2012; Foster et al.,|2018;;
Foster & Rakhlin, |2020; [Foster & Krishnamurthy, [2021) to
CMDPs. We assume access to realizable function classes F
and P that serve to approximate the context-dependent re-
wards and dynamics respectively. Realizability means that
the true rewards and dynamics belong to the appropriate
function class, and access is via online regression oracles
(more details later).

Online regression oracle. We consider a standard online
regression oracle with respect to a given loss function ¢.
The oracle performs real-valued online regression where
the examples are chosen from some subspace Z, with re-
spect to a loss function ¢ and has a regret guarantee rel-
ative to the function class /. We consider the following



Efficient Rate-Optimal Regret for Adversarial CMDPs

online scenario. For every round ¢ = 1,...,7: (1) An
adversary (possibly adaptive) chooses input z; € Z. (2)
The oracle observes z; and returns a prediction g; € [0, 1].
(3) The adversary chooses an outcome y; € [0,1]. We
follow [Foster & Rakhlin| (2020) and model the online or-
acle as a sequence of mappings O} : Z x (Z,R)'"! —
[0, 1], where §; = Op(24; (21,41); -+, (26-1,9:-1)). Each
oracle implementation induces a mapping fi(z) =
Ou(z;(21,91), - - -, (2t—1, Yt—1)) which is the prediction for
the input z at round ¢. (See Section 2.1 in|Foster & Rakhlin,
2020). The oracles’ regret guarantee with respect to the
function class F is as follows.

Mﬂ

U(f(z), ) < Rp(OF).

T
Ze yt»yt
t=1

t=1

In the following, we consider the online regression oracle
with respect to the square loss i.e., {5, (9, y) = (§ — y)? for
the rewards approximation, and the log loss i.e., {iog (9, y) =
log(y/9y) for the dynamics approximation. For finite func-
tion classes F and P, it is known that the regret of these
oracles is logarithmic in the function class size (Cesa-
Bianchi & Lugosil [2006; [Foster & Rakhlin, 2020; Foster
et al, [2021b). Meaning, Ry (0OZ) = O(log(|F])) and

(Ofgg) = O(log(|P]))J'| The above optimization prob-
lems can always be solved by iterating over the function
class. But, since we consider strongly convex loss functions,
there are function classes where these optimization prob-
lems can be solved efficiently. An obvious example is the
class of linear functions.

Reward function approximation. We assume that the
learner has access to a class of reward functions F C C x
S x A — [0,1], each function f € F maps context ¢ € C,
state s € S and an action a € A to a (approximate) reward
r € [0,1]. We use F to approximate the context-dependent
rewards function of any state s € S and action a € A using
an online least-squares regression (OLSR) oracle under the
following realizability assumption.

Assumption 1. There exists a function f, € F such that for
allt and (s,a) € S x A, fi(ct,s,a) =ri(s,a).

Assumption 2 (Square Loss Oracle Regret). The ora-
cle (’)]: guarantees that for every sequence of trajectories

"We remark that in the case that F or P are non-convex, some
implementations of the oracles might return a function in the
convex hull of F and P, respectively. Such an implementation
is, for instance, Vovk’s aggregation algorithm (Cesa-Bianchi &
Lugosil [2006).

T .
{o"},_;, regret is bounded as

T H-1
Z Z (.ft(cta SZ,CLZ) - Ti,)Q
t=1 h=0
T H-1
_}25722 ctashvah _Th) <RTH(OF)
t=1 h=0

Dynamics function approximation. For the unknown
context-dependent dynamics case, our algorithm gets as
input a function class P C S x A x S x C — [0, 1], where
every function P € P satisfies ), g P(s' | s,a,¢c) =1
forall c € C and (s,a) € S x A. We use P to approximate
the context-dependent dynamics using an online log-loss
regression (OLLR) oracle under the following realizability
assumption. For any P € P we denote P°(s" | s,a) :=
P(s' | s,a,c).

Assumption 3 (Dynamics Realizability). There exists a
function P € P such that for all t, and every (s,a,s’) €
SxAxS, P(s'|s,a,¢ct)=P:(s' | s,a).

Assumption 4 (Log Loss Oracle Regret). Given a function
class P of context-dependent transition probabilities func-

tion, the oracle Olog guarantees that for every sequence of

trajectories {(cy; sb, ab,rh, ...,
as

T .
st)},_,, regret is bounded

H-1

r 1
Z Z log = t
t=1

h—0 PtCt(Sthl | 5%“%)

T H-1
— <
b > log o | o < RruOug)
t=1 h=0
Notations. For an event £ we denote by I[E] the in-

dicator function which returns 1 if £ holds and 0 other-
wise. We denote expectation by E[]. We also use the
following abbreviations for the oracles regrets. We denote
Rl = RTH(OIOg) and R* := Rypy(OF). Note that
our oracles are called 7" times, each time we feed them with
H examples. For that reason their regret bounds depend on
T H. This in contrast to previous works in which the oracle
gets only one example in each call. When using the notation
O(-) we omit poly-logarithmic factors of |S|, | A|, H, T. For
a vector z € R% we denote by ||z], := 2%, |z;] the £,
norm of z.

4. Algorithm and Main Result

We present the Occupancy Measures approximated reGu-
larization algorithm for regret minimization in adversar-
ial CMDP (OMG-CMDP!; Algorithm E]) At each round
t=1,2,...,T, we first approximate the rewards and dy-
namics, using the online oracles, based on the observed



Efficient Rate-Optimal Regret for Adversarial CMDPs

trajectories up to round ¢ — 1. We denote by ft the ap-
proximated rewards function, and by P, the approximated
dynamics at round ¢. After observing the current context c;,
we solve the optimization problem in Equation (2) over the
set of occupancy measures defined by P;*. For the optimal
solution ¢*, we derive the appropriate policy 7;* and run it
to generate a trajectory. We use the observed trajectory to
update the oracles.

Algorithm 1 Occupancy Measures approximated reGular-
ization for adversarial CMDP (OMG-CMDP!)
1: inputs:

e MDP parameters: S, A, so, H

* Function classes F for rewards approximation and
P for dynamics approximation.

* Confidence parameter 6 € (0,1) and tuning pa-
rameter -y.

¢ OLSR oracle Og; and OLLR oracle Oﬁg

2: forroundt=1,...,7T do

3:  approximate rewards ft = OS]; and dynamics ]3t =

P
Olog

4:  observe context ¢; € C.

5:  solve

gt = arg max qn(s,a) - fi(cr,s,a)
a€u(PEY) (h,s,a)e

[H]xSx A
1
+= 3 loglan(s,a).

(h,s,a)e
[HIxSxA

2)

6:  derive policy as follows, for all h € [H] and (s,a) €
S x A

G (s, )

ZQ’EA qAZ(S’ a/) .

7:  play 7" and observe a trajectory

wfﬁth(a | s) =

ol = (ci; 8, ab,rh, ... shp).
8:  update OZ using {((ct, s, al),7h) =y

. P - t oot ot H-1
9:  update O, using {(ct, s}, Sj, 1) H—p -

10: end for

A key step in our algorithm is reflected in the optimization
problem (Equation (2))). We solve the maximization problem
over the set of occupancy measures of the approximated
dynamics P;*. We remark that the maximization problem
in Equation @) is a strictly concave maximization problem
over the set of occupancy measures of PC’ Hence it has a

single global maximum that can be approximated efficiently.

Note that usually in regret-minimization RL literature one
optimizes over the empirical dynamics with additional
bonuses to the rewards that promote exploration (optimism).
The magnitude of the bonuses is derived directly from the
size of the confidence intervals over the dynamics and re-
wards approximation. In our case, however, the contexts are
adversarially chosen hence it is impossible to define such
confidence intervals. Nevertheless, the use of log-barrier reg-
ularization provides the necessary trade-off between explo-
ration and exploitation, in a manner resembling optimistic
approaches, thus replacing the need for the aforementioned
bonuses. The application of log-barrier regularization differ-
entiates us from previous works in contextual RL literature.

Our main result is the regret guarantee of Algorithm[I] stated
in the following theorem.

Theorem 5 (Regret Bound). Let § € (0,1).

A . ..
\/31H3(2qu+7‘gsll‘gJ£H Toz(2H78)) With probability at least
1 — 4 it holds that R1(OMG-CMDP!) is bounded by

For v =

9] <H2'5\/T|S||A| (Rs4 + Rlos 4 H log 51)> .

For finite function classes F and P the following corollary
is immediately implied by Theorem 5]

Corollary 6. Let F and P be finite function classes for
the rewards and dynamics approximation, respectively. Let
d € (0,1). There exists oracle implementations such that
for an appropriate choice of vy, with probability at least
1 -6, Rr(OMG-CMDP!) is bounded by

%) <H2'5\/T\S|\A| (log | F] + log |P| + H log 5*1)) :

5. Analysis

Our regret analysis consists of two main conceptual steps.
The first step is to derive concentration bounds on our ora-
cles’ regret (Section[5.1). Next, note that the regret defined
in Equation (T]) can be decomposed as follows,

T
Ry = Z} Viien (50)= V. (s0) 3)
-
7!‘* _ W:t
VMf(C S0 Vﬂt(Ct)(so) “

Z /\/[( ) Vj\j(tct

where Equation (3) is the cumulative difference between
the value of the true optimal policy 7, on the true and ap-
proximated MDPs of the context ¢; at round ¢. Equation (4)

J(50), 5)
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is the cumulative difference between the value of 7, and
m, on the approximated model at round ¢, for the context
¢¢. Equation (B)) is the cumulative difference between the
value of the selected policy m; on the approximated and
true MDPs at round ¢ for the context c;. In Section[5.2| we
upper bound the three value-difference sums in terms of the
oracles’ expected regret. By applying concentration bounds
(Lemmas|§|and[9), we bound the oracles’ expected regret by
the empirical one, thus bounding the regret of our algorithm
with high probability.

Throughout the analysis we consider the cumulative er-
ror caused by the dynamics approximation in terms of the
Squared Hellinger distance between the true and approxi-
mated dynamics.

Definition 7 (Squared Hellinger Distance). For any two
distributions P, Q over a discrete support X we define the
Squared Hellinger Distance as

=Y (VE@ - vaw)

zeX

D% (P,Q) :

A useful property of the squared Hellinger distance is that
for any two distributions [P and Q it holds that

IP - Q| < 4D% (P, Q). (6)

We bound the cumulative value differences (Equations (3)
to (3)) using the following quantities:

(1) The cumulative expected least-squares loss over each
round t, i.e.,

T H-1 )
Z Z (ft(ct,smah) - f*(ct,sh,ah)> 30] )
=17 Pt h=0

For abbreviation, we denote the above by Er({y).

(2) The cumulative expected squared Hellinger distance over
eachround ¢, i.e.,
80‘| .

Pe (|, an))

T
2 E,

t=1 Tt D=

H-1
[ Z D%I(Pft('|sh7ah)v

h=0

For abbreviation, we denote the above by £7(D%).

5.1. Oracle Concentration Bounds

The following lemma bounds the expected regret of the
online least squares regression oracle by its realized regret.

Lemma 8 (Concentration of OLSR regret). Under As-
sumptions [I|and[2} for any 6 € (0,1), the following holds
with probability at least 1 — § /2.

Er(lyq) < R* + 16H log(2/0).

We analyze the expected regret of the log loss regression ora-
cle in terms of the Hellinger distance. The following lemma
is an immediate implication of Lemma A.14 in (Foster et al.
2021b).

Lemma 9 (Concentration of LLR regret w.r.t Hellinger
distance). Under Assumptionsand Sforany 6 € (0,1),
with probability at least 1 — 0/2 it holds that

Er(D¥) < R'°% + 2H log(2H/9).

See Appendix for full proofs.

5.2. Value-Difference Bounds

In this subsection we bound the three value difference sums
(Equations (3] to (§)). For that purpose, we represent the
value function in terms of the occupancy measures (Zimin &
Neu, 2013). Recall that occupancy measures are defined as
follows. For any non-contextual policy 7 and dynamics P,
let gx(s,a | 7, P) denote the probability of reaching state
s € S and performing action a € A at time h € [H] of an
episode generated using policy 7 and dynamics P. Thus,
the value function of any policy 7 with respect to the MDP
(S, A, P,r, so, H) can be presented using the occupancy
measures as follows.

ZZthsaMr cr(s,a).  (7)

h=0 s€S acA

VM SO

In the analysis, we use the following notations, to denote a
specific occupancy measure of interest. For all (s, a, h) €
S x A x [H] we denote:

() Gl (s,a) == qu(s,a | 7, P&,

(ii) QZ(Sva) = Qh(s7a | WtCtvpft);

(iii) QZ’*(s,a) = qn(s,a | P")
We now have all the required tools to state our cumulative
value difference bounds. We first bound the value differ-
ence caused by the CMDP approximation error, for the true
optimal context-dependent policy 7.

Lemma 10 (The cost of approximation for w,). The fol-
lowing holds for any choice of parameter i > Q.

Z V/Cf(a, V/T/l\t((/r) (50)
T H-1 At7*(s a)
> 3 20
t=1 h=0 s€S acA hA™s
+29 - Er(lsq) +299H" - Er (DY)
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Proof sketch. Fix ¢ € [T] and apply the value difference
lemma (Lemma[23]in the Appendix) to obtain

c

Vid(en (0) = VA%* '<Ct>(50)

< Z q felet, s,a) — ft(ct,s,a))
h,s,a
+H Y 4 (s,0) (1P (s a) — By (s a1
h,s,a

R ACH))
-4}, (s,a)
apply the arithmetic-geometric means (AM-GM) inequality
to change the occupancy measure form ¢** to ¢* and add a

dependency in 4. We obtain that the previous is bounded as

<Z th(l

sa
hsafy qh

’Ythsa

h,s,a

‘We then multiply each term in both sums by and

ft(ct, s, a))2

(f+(et, s,a) —

Z G (s,a) - | P (-]s,a) — P (-]s, a)|11.

h,s,a

Lastly we apply Equation (6)) to bound the squared ¢; norm
with the squared Hellinger distance, and then the occupancy
measure change (Corollary [22[in the Appendix) to replace
¢t with ¢t. We obtain that the latter is bounded by

At*

th S, a

hsa

+ 24 - Er(lsq) + 299H* - Er(D%).

The lemma follows by summing over each ¢t € [T]. For
more details see Lemma [26] and Corollary [27]in the Ap-
pendix. ]

Next, we bound the cumulative value difference between 7,
and m; on the approximated model in round .

Lemma 11 (Suboptimality of 7, in M,). It holds that
T et
z_: ((t) VMf(Cr)(s )

_ THIS|A I
\|| | ZZZSZ G, (s,a)
t=1 h=0 s€

S, a
aeA,y qh

Proof. For every round ¢t € [T}, consider the first order
derivative of the concave objective function in Equation (2)
and denote it by L}(q; ¢;). i.e.,

“S 5 S (flewsar e ).

Ll q7ct (S ll)
h=0 s€S acA 7 qnl$,

Let 1, = (7$)ccc denote an optimal context-dependent
policy for the true CMDP. For every round ¢, the occupancy
measure G, (s,a) == qn(s,a|ms, P is a feasible solu-
tion for the maximization problem in Equation (2), since
g"* € u(Pft). Since ¢' is the optimal solution, by first
order optimality conditions for concave functions (Boyd.
Boyd, and Vandenberghe, [2004) it holds that

ZZAH (ft(ct,s,a)+m>

h=0 s,a

1
—Zthsa (ft Ct, S, a)+W>SO’

h=0 s,a

which implies that

ZZZ

=0 s€SacA

HISIIA\

(s,a) — Gt (s,a)) filcs, s,a)

Yy

s, @)
h= 056511»5,4’y qh

®)

By the value representation using occupancy mea-
sures (Equation ), for every round ¢ € [T7] it holds that,

c

V/\//\[*t(c )(80) — V/T/ll (Cf)(S())

W AT

h=0 s€SacA

©))
_Qh(s a)) f(cta‘S?a)'

Hence, the lemma follows by combining Equations
and (9) and summing over each round ¢ € [T7. [ |

Note that for the choice in 4 = ~y for Lemma|10} the term

Atk
DD Drar DI S e ((Z?) is canceled with the

second term in RHS of Lemma

Lastly, we bound the value difference caused by the approx-
imation, for the selected policy ;.

Lemma 12 (The cost of approximation for 7;). The fol-
lowing holds for any two parameters p1,ps > 0.

et
Z M (ct) VM(Ct)(SO)
TH P1 TH 2
— Ly — +2psy - D7p).
ST B erlt) + B+ 2psEr(D)

To prove the lemma, we use the value difference lemma
and AM-GM with the parameters p;, p» similarly to showm
for Lemmal[l0l
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5.3. Regret Bound

We obtain Theorem [5] by combining the results of Lem-
mas[I0[to[T2) and applying our concentration bounds stated
in Lemmas|[8|and[9] See proof sketch bellow. (For detailed

proof see Appendix[A.2.3).

Proof sketch of Theorem [5| We start with the regret de-
composition to the three sums.

Rr (OMG-CMDP')

Z Rien(50) =V (s0)
ZV/\’/T* (c,) V/\’i(ct)(s())

ot it
+ ; Vo (50) = Vi, (s0).

We bound the the first term by Lemma [I0] the second
by Lemma [T1] and the last by Lemma[I2] This yields the
following bound.

H|S||A|T
Rr <2y Er(lsq) +297H" - Er(DF) + |”y||
TH TH
R Ay A} I D
2p1+25(€)+22+p25T( 7)-

By Lemmas [§]and[9] the following holds with probability at
least 1 — 4.

Ry <2v(2-R*+ 16H log(2/9))
+29yH* (R'% + 2H log(2H/$))
H|S||A[T
+ PR S L . —

gl

TH

2p1+2(

TH
+ N + 2ps (R'°% + 2H log(2H/9))
2

2R + 16 H log(2/4))

-0 <H2'5\/T|S||A (R4 + RI% + H log 5—1)>

where the last identity is by our choice of ~, and

for 4 = ~, p1 = TH

sReatToH ogzys) and P2 =

\/ I(Roe +2?ﬁ)g(2 H75)) - Since both good events hold with

probability at least 1 — ¢ we obtain the theorem. |

6. Approximated Solution

The objective of the optimization problem in Equation (2))
is a sum of a self-concordant barrier function (the log func-
tion) and a linear function. Hence, the optimal solution for

the problem can be approximated efficiently using interior-
point convex optimization algorithms such as Newton’s
Method. These algorithms return an e-approximated solu-
tion and have a running time of O(poly(d) loge~!), where
d = H|S||A] is the dimension of the problem (Nesterov &
Nemirovskii, [1994).

Suppose that in each round ¢ we derive the policy 7;* us-
ing, instead of the optimal solution, an occupancy mea-
sure ¢* that yields an e-approximation to the objective of
the optimization problem in Equation (Z). The follow-
ing analysis shows that for ¢ = ﬁ, we obtain a simi-
lar regret guarantee. In addition, by our choice of ~, the
running time complexity of the optimization algorithm is
poly(|S], |A|, H,log(T)). We start by bounding the differ-
ence between the optimal and the approximated iterates.
(See proof in Lemma [33]in the Appendix.)

Lemma 13 (Iterates’ difference). For every round t let

t(q; ce) ZZZ% (s,a) - filcr, s, a)

h=0 s€S acA

+ — ZZZlogqhsa

h 0 seSacA
Denote the objective of the optimization problem in Equa-
tion Let ¢ € arg max, c,pet) Lt(q, ct). Let q €

(Pct) and suppose that L(; ¢;) — Ly(q; ¢;) < €. Then,

3D 3D DY CTCLIEY R

s€ES a€A h=0 50

Using Lemma|[I3] we modify the bound of Lemma [[T]and
obtain the following corollary. (See Lemma [34]in the Ap-
pendix for full proof.)

Corollary 14. For every round t € [T and a context ¢, € C,
let ¢ be the Optlmal solution to the maximization prob-
lem in Equation (2| . Suppose that §j, € ,u(Pc‘) satisfies
Li(qt ) — Li(q ) < €, and ey < 1/16. Then,

T
ot ot HIS||A|T
VZx -V < =
;:1 Mt(ct)(SO) Mt(Ct)(SO) < )

S(Z
t=1 h=0 s€SacA ’Y qh

evyH.

By replacing Lemma |1 1| with Corollary [14{ we derive the
following regret bound using similar steps to those shown
in Section[5.3] (See Appendix B|for full proofs.)

Theorem 15 (Regret bound). For any ¢ € (0,1), let
_ |S||A|T
T = \/62H3(2qu+Rlog+18H1og(2H/5))'

Suppose that at
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each round t we have an e-approximation to the optimal so-
lution of Equation (2) for e = ﬁ. Then, with probability

at least 1 — §, Ry (Approx OMG-CMDP!) is bounded as

0] <H2'5\/T|S||A| (R4 + Rl°g + H log 5—1)> .

7. Discussion

In this paper we provide the first efficient reduction from
Adversarial CMDPs to online regression. The novelty of our
approach is the use of concave optimization with log-barrier
regularization over occupancy measures. This technique
might prove useful in other settings of function approxi-
mation with a small underlying state space, e.g., block or
rich observation MDPs. We note that there is an H? gap
between our regret upper bound and the lower bound of
Levy & Mansour, 2022b. We leave closing this gap as an
open problem for future research.
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A. Proofs

In the following analysis, we represent the value function in terms of the occupancy measures. (See e.g.,|Puterman| (2014);
Zimin & Neu| (2013)). The occupancy measures are defined as follows. For any non-contextual policy 7 and dynamics
P, let gx (s, a|m, P) denote the probability of reaching state s € S and performing action a € A at time h € [H] of an
episode generated using policy m and dynamics P. Thus, the value function of any policy 7 with respect to the MDP
(S, A, P, s, H) can be presented as follows.

Vi (so) Z Z Z qn(s,a|m, P ,a). (10)

h=0 s€SacA

Throughout the analysis we consider the cumulative error caused by the dynamics approximation in terms of the Squared
Hellinger distance between the true and approximated dynamics.

Definition (Squared Hellinger Distance, Definition[7). For any two distributions P, Q over a discrete support X we define

the Squared Hellinger Distance as
D%(P,Q) =Y (VP@) - VA )

reX
A useful property of the squared Hellinger distance is that for any two distributions P and @Q it holds that ||P — Q||? <
4D (P, Q).

Notations. In the analysis, we use the following notations, to denote the following occupancy measures. For all (s, a, h) €
S x A x [H] we denote

o Gt (s,a) = qn(s,almft, L),
* qj,(s,a) == qn(s, a|my*, PS),

. (jfl’*(s,a) = qn(s,alme, Pct)
A.1. Oracle Concentration Bounds

The following states our concentration bounds, in terms of our regression oracles regret.

A.1.1. LEAST SQUARES REGRESSION ORACLE FOR REWARDS APPROXIMATION

In the following, we use Freedman’s concentration inequality.

Lemma 16 (Freedman’s inequality (see e.g., Agarwal et al.,2014; |Cohen et al.,|[2021)). Let {Z; },>1 be a real-valued
martingale difference sequence adapted to a filtration {F };> and let B[] := E[-|F]. If | Z;| < R almost surely, then for
any T € N andn € (0,1/R) it holds with probability at least 1 — § that,

T T
log(1/6

g ZtSTIE Et—1[Zt2]+7Og( / )

=1 =1 N

Lemma (concentration of LSR regret, restatement of Lemma [8). Under Assumption [I| and Assumption 2} for any
0 € (0,1), the following holds with probability at least 1 — 6.

T H-1 A 2
Z t]EPCt [Z (ft(ct75haah) _f*(ctas}uah))
h=0

30] <2 Ryu(OL) + 16H log(1/6).

P A
Proof. Let us define a filtration F}_; = (o!,..., 071 ¢;). Then,
H-1
Zy=E Z (ft(ctv 81;1’ GZ) - TZ)Q - (f*(Ch 52»612) - T;L)Q Fi1
h=0
H-1
- Z (ft(ctv sl;w a;z) - 7";1)2 - (f*(ct’ waaZ) - rth)z
h=0

11
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defines a martingale difference sequence for that filtration. We first prove the following auxiliary claim.

Claim 17. The followings hold for all t € [T.
1. |2, < 2H.
2 E Hflf tt_t2_f( toat) — rt)2|F _
: h—o (ftlce sy, ap) —r3)° = (feler, spy ap,) — 1) %[ Fioq
B[S (elers st ah) = felen, shyal )2 [ Fia | =
H-1 t A 2
h=0 2ses 2aca dn(,a) (ft(Ct»S,a) - f*(ctvsva)) .
3. BIZ3|F] < 4H -E [ L35 (fulew, s af) = Fulen, s 0))2 | Fia .

Proof. The first property is immediate. For the second property, we have

[H—1
E Z(ft(ctvs}twa;z) - TZ)Q - (f*(ctvsliswa%) - 711;1)2‘th1
Lh=0
[H—1
) ; t ot t ot ; t ot toaty — ot | F
= (fe(cts sy ap) — fulers sy, ap)) (filer, spyap) + falct, sy, ap) )| Fi-1
L h=0
[H—1
=E (ft(ctasﬁmall‘/z) - f*(ctas;‘ma;z))(ft(ct’31}517(12) + f*(ctvsimaﬁz) - QE[T;I,‘Ct’ S?waﬂ)lFt—l
Lh=0
[H—1
—F (f(tt_ t N F (ot t gty _9 t JANE
- t Ct75h7ah) f*(ct’Shvah))(ft(ctvshvah)+f*<ct75h7ah) f*(ctvsh’ah))l t—1
Lh=0
[H—1
=E (ft(CnSZaGZ)*f*(Ct,Sa»aZ))ﬂFt—l )
L h=0

where in the second and third equalities we used that E[r |c;, 5% a%] = fi(c;, 5%, al) and that fy(c;, s%,al) and 7! are
independent given s}, a}, and the filtration F};_.

For the third property, consider the following derivation.

E[Zf|Fy ]
H-1 2
=k <Z(ft(ctasﬁma2) _T;L)2 - (f*(ChS;NGZ) —’I"Z)2> thl
h=0
H-1
- E2 Z (ft(ct7 S;m a;b) - T;L)Q - (f*(ct7 S;u a;z) - ’I"Z)2 Ft—l
h=0
H-1 2
<E <Z (ft(cta 527 a’;L) - T;L)2 - (f*(ct7 S;L’ a;z) - T;L)2> Fia
h=0
H—-1 ) 2
<H-E | ((Fulewshyah) = rh)? = (fulers shoah) = 11)2) [P
h=0
H—-1 R R
=H-E Z (fe(et, 52; a%) - f*(cta 327 a]}tL))Q(ft(cta 327 a%) + f*(ct7 sfw a]}tL) - 274;51)2 Fi 1
h=0
H—-1 )
<4H -E (ft(ChS;ua;L)7f*(cta51;ua2))2 Ft—l
h=0

12
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We now back to the proof of the lemma. By Lemma and Claim for n € (0,1/2H) with probability at least 1 — ¢ it
holds that

H-1

E Z(ft(cta S;L?a);b) - T;L)Q - (f*(ct?sﬁmai}i) - TZ)2‘Ft—1
h=0
—1

E

i
m)—‘

(]

(ft(ct,s;ma;L) - T;L)z - (f*(Ct,Sz,a};) - T;L)2
0

I

t

E;_1][Z2] + 710g(1/5)

ik

<n (By Lemma [T6))
t=1 i
T h—1
. log(1/6 .
S’r] -4H - ZE [Z(ft(cta 527a2) - f*(ct7 Si}tu GZ))Q‘Ft—l + g(n/) (By Clalm@
t=1 Lh=0
The latter implies that
T —
(1_77 4- H ZE lz ft Ctas}wah) f*(ct,s}twa}tL))Q Fi
t=1 h=0
H-1
log(1/6
< Z Z Ct’ Sh7ah rh) - (f*(ct7 Si;m a’;b) - T;L)2 + M
t=1 h=0 77
Forn = g € (0,1/2H) we obtain
1 X H—-1
5 ’ Z]E Z (ft(ct7 sz]‘/“ afz) - f*(ctv 327a§z))2 Fi1
t=1 h=0
T H-1
< Z (ft(ct’ SI;N GZ) - T‘;L)2 - (f*(ct7 s;u (IZ) - TZ)Q + 8H10g(1/6)'
t=1 h=0
Thus, when combine the above with part 2 of Claim [I7] we obtain
T H-1 5
S Y Y dhis ) (fulersia) = fulews,0))
t=1 h=0 s€SacA (11)
T H-1
<2 Z (ft(cta S;u a;],) - T;L)2 - (f*(ct7 S;u GZ) - TZ)z +16H log(l/é)
t=1 h=0
By the oracle guarantees (Assumption [2)),
T H-1
Z felew, shyah) = rh)* = (fulew shah) = rf)?
t=1 h=0
T H-1 T H-1 (12)
SZZ ft Ctashvah>_rh _]}Ielffzz ct78h7ah _T2>2
t=1 h=0 t=1 h=0
< Rru Oi;)-
By combining Equations (TT) and (T2) we obtain the lemma as,

T H-1

Z Z Z Z q5,(s,a) (ft cty S, a) — f*(ct,s,a))2 < 2~RTH((9;Z) + 16 H log(1/9),

t=1 h=0 s€SacA

13
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which using the fact that ¢!, (s, a) := gx(s, a|r;*, PS*) implies

T H-1 ) 2
> E E. lz (ft(chshaah) - f*(Ct,Sh,ah)>

t=1T¢

30] <2 -Ryu(OL) + 16H log(1/6).

A.1.2. LOG-L0OSS REGRESSION ORACLE FOR DYNAMICS APPROXIMATION
To bound the oracle regret, we use the following lemma.

Lemma 18 (Lemma A.14 in Foster et al., 2021b). Consider a sequence of {0, 1}-valued random variables (I;)¢<1 where
I; is F*~V-measurable. For any § € (0, 1) we have that with probability at least 1 — 6,

ZIEt 1 [DQ O (£®), gt ® z®)) } I < Z (log DG») log(t)(git))) I; + 2log(1/9).

Lemma (concentration of LLR regret w.r.t Hellinger distance, restatement of Lemma [9). Under Assumption 3|
and Assumption Sforany § € (0, 1), with probability at least 1 — ¢ it holds that

H—1

> B [ZD%(Pft(-m,ah>7P;‘<~|sh,ah>>
=1 P | o

T H-1 N

> E ,[ZD%(P:t<-|sh,ah>,Pft<~|sm“h)) 50]

H-—1

Z YD dh(s.a)- Dy (P (s, a), B (s, a))

h=0 s€S acA

SN S dh(sa) - DR(PE(ls.a), B (s, a))

0 t=1seSacA

T
= > D E[DH P Clsnan), B Clsns an)) [ He1,

501 < Rru(Of,) + 2H log(H/$).

Proof. Recall g}, (s, a) := qn(s, a|m}*, PEt).

HMQ

>
Il

—_

H-1 1 T H-1 1
< gl =——"—"—"7"-1|— log <c> +2H log(H/9)
Z (Pct(%ﬂlsz,aﬁ)) t=zl h=0 P (Shyalshap)
(By Lemma I8] holds w.p. at least 1 — ¢)

T H-1 1 H-1 1

= t(8hy1l8hsap) (Shy1lshap)
(0 log) +2H log(H/6).

The filtration used in (¢) is over the history up to time ¢, H; 1 = (o1, ...,0:—1) and the context in time ¢, ¢;. [ ]

A.2. Regret Analysis
Recall the Helligner distance given in Definition[7} The following change of measure result is due to (Foster et al.l 2021D).

Lemma 19 (Lemma A.11 in Foster et al., 2021b). Let P and Q be two probability measures on (X, F). Forallh: X — R
with 0 < h(X) < R almost surely under P and Q, we have

[Ep[h(X)] - Eg[a(X)]] < \/QR(]EP[h(X)] +Eo[h(X)]) - D} (P, Q).

14
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In particular,
Ep[h(X)] < 3Eq[h(X)] + 4RD} (B, Q).
Next, we need the following refinement of the previous result.
Corollary 20. Forany 8 > 1,
Ep[h(X)] < (1+1/B)Eg[h(X)] + 38RD} (P, Q).

Proof. Let n € (0,1). Consider the following derivation.

Ee[h(X)] — Eq[A(X)] < /2R(Es[h(X)] + Eq[h(X)]) - D (P, Q)
< n(Ep[h(X)] + Eglh(X)]) + %Dif(m Q).

The above implies

1 R
Ep[h(X)] < %E@[h(xﬂ + mD?{(Pa Q)
= (1 + ;) Eglh(X)] + 31:5(262—;1)2D12L1(]P’7 Q) (Plugn = 26% for all 8 € (0,00).)
< (1 + ;) Eq[h(X)] + 3RAD (P, Q). (For any 3 > 1)

In the following regret analysis, we use the value change of measure with respect to the Hellinger distance, introduced
by Levy et al.|(2022).

Lemma 21 (Lemma 3 in|Levy et al.,[2022). Let v : S x A — [0, 1] be a bounded expected rewards function. Let P, and P
denote two dynamics and consider the MDPs M = (S, A, P,,r,so, H) and M = (S, A, P,r,so, H). Then, for any policy
T we have

H-1
So = S‘| .

VE(s) <3Vii(s) +9H E lz D% (P(:|sn, an), Pe(|sn, an))
Pem =0

Proof. We first prove by backwards induction that for all h € [H — 1] the following holds.

H—h H-1
Viin(s) < (1 + ;[) Virn(s) + E > 3H2DY (P (lswr an), Po(Clsran)) |sn = SH
T Lh=h
The base case, h = H — 1 is immediate since Vzlvri, h(s) = Vi1 1(s). Now, we assume that the above holds for / + 1 and
prove that it holds for h. To see this, we have that
Vﬁ,h(s) = GNE.‘S) [7’(3, a) +E, 50150 [V]\%,hﬂ(sl)” (By Bellman’s equations)
< W];E(.ls) :r(s, a) + (1 + é)ES/NR(,M) [Vﬂ%hﬂ(s’)} +3H?D%(P(-|s,a), Pi(-|s,a)) (Corollary 20)
< E. [r(s,a) + 3H2D2,(P(|s,a), P.(-|s, a))} (Induction hypothesis)

1 H—h
+ E 1+ — E s s
ar~m(-|s) ( H) s’NP*('IS,a)[ M7h+1( )]]

15
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"ot (1 * ) Z BH> D (P(|snrs ans)s Po(:|sn, an)) |sns =
a~m(-]s) s NP*( |s,a) W—ha1
1\
<14+ —= s,a) + v s’ } r,D% >0
( H) aNTr( 9)[ ( ) s/~ Py '\s,a)[ M’h+1( )} ( H )
1\ A
+(1 + H) [Z 3H? D (P(-[sn, an), Pu(-|sn, ans))|sn = 5]
1 - H-1 R
:<1 + H> Virn(s) + E Z 3H2D%(P(-|sn,an), Po(:|snr,ans))|sn = S‘|‘| , (By Bellman’s equations)
T Lh=h
as desired. Plugging in h = 0 and using that (1 + %)H < 3 concludes the proof. ]

This change of measure lemma upper bounds the value difference caused by the use of an approximated dynamics, instead
of the true one, in terms of the expected Hellinger distance across a trajectory. This bound might seem very loose as a
value difference bound, however, when the rewards are very small, it yields a significantly tighter then the standard bounds.
In Lemmas 24| and [25| we apply the value change of measure lemma where the rewards function are the squared loss of the
rewards approximation, and the squared L, loss of the dynamics approximation. As these rewards are very small, Lemma 3
implies that those expected approximation errors with respect to the approximated dynamics P are at most a small constant
multiple of these expected errors where the expectation is with respect to the true dynamics P,. Thus, the lemma helps us to
translated the expected errors from the approximated measures to the true measures.

The following is an immediate corollary of Lemma [2]and Equation (I0), which we will use in our analysis.

Corollary 22 (Occupancy measures change). For any (non-contextual) policy w, two dynamics P and }3, and rewards
function r that is bounded in [0, 1] it holds that

H-1 H-1
Z Z Z qh(s7a\7r,16) -r(s,a) <3 Z Z Z qn(s,alm, P) - r(s,a)

h=0 s€S, a€A h=0 s€S, a€A

H-1
+OH? Y DY an(salm, P) - Dy (P(ls,a), P(]s,a)).

h=0 s€Sy acA

In addition, we use the following version on the Value Difference Lemma introduced by [Efroni et al.| (2020).

Lemma 23 (Value-difference, Corollary 1; Efroni et al., 2020). Let M, M' be any H-finite horizon MDPs. Then, for any
two policies , @' the following holds

T

-1

Vi (s) = Vi M (s) E{Q5™ (s, ), mn(lsn) — w7, (sn))ls0 = 5,7, M']

oy M

,_.

Elrn(sh,an) — r1,(sn,an) + (0r(-|sh, ar) —p/h('\shyah))vﬁjmsh =s, 7, M'].

HM

We are now have all the required tolls for the regret analysis.

A.2.1. PROBABILITY MEASURE TRANSITIONS

In the following, we present probability transition measures when applies to the cumulative approximation error for both the
rewards and dynamics.

16
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Lemma 24 (probabilities transition for rewards). The following holds.

. 2 ]
h=0

T H-1

YD dhlsia) - (fulews s, @)= fuler, s,a))°

t=1 h=0 s€SacA

b

(fe(ct, snyan) — fu(ct, snyan))

Pl A
T H-1
+ 9H2 Z rtE ct Z DH P(/t( |sh7ah) tCt(.lshnah)) SO‘| ’
t=1 ™ P | p=o

Proof. For any context ¢ € C and function f;, € F we have that 7 (s, a) := (fi(c, s,a) — f.(c,s,a))? is bounded in [0, 1].
Recall ¢, (s, a) = qu(s, a|xt*, PS*) and ¢ (s, a) := qu (s, a|7¢*, Pet). Hence, by Corollary 22} the following holds.

H-1 T H-1
Z ZZqA}tL(S CL) (ft(Ct,S Cl) f*(Ct,S,CL))Q SSZ Z Z ZQZ(S,CL)(ft(Ct,S7CL)—f*(Ct,S,CZ))Q
t=1 h=0 s€SacA t=1 h=0 s€Sy, a€A
T H-1
+OH?Y N qk(s,a) - D (P (-|sn, an), PE (| sn, an)).
t=1 h=0 s€S) acA
Thus, the lemma follows. ]

Lemma 25 (probability transition for dynamics). The following holds.

>3 Y it

t=1 0 s€eSacA

2
Pe(s')s,a) — P2 (s')s, a>\>

s’es

<48 H? Z E

=1 ™ P

H—-1
l S D3P s an), BECJsnr )

h=0

where G! (s, a) := qu(s, alm}", Jgtct) and g}, (s,a) := qp(s,almy", PSr).

Proof. For any context ¢ € C and context-dependent dynamics 13t € P we have that

2
(s, a) i= < Pe(s']s,a) —Pf(s'|s,a>(>
s'esS

is bounded in [0, 4]. Hence, by Corollary 22| the following holds.

iH IZthSa (Z‘Pct |3 a) Pct( |sa‘>

t=1 h=0 s€S acA s'eS

H-1

T 2
32 Z ZQ}L Ss,a <Z ‘ﬁtq(s/|57a)_Pft(sl|saa)‘>
t=1 h=0 s€S, a€A s'eS
T H-1

+36H2Z Z Z th (s,a) - D3 (P& (- |sh,ah) 2t (-|sh, an))

t=1 h=0 s€S, acA

T
<1233 3 S gh(s. @) D3 (P (Lsnoan), PEClsn an) (|- I} < 4D3)

t=1 h=0 s€Sp a€A

T
F362 ST S S S gl (s, a) - DR (PE (s an), B2 Clsnsan)

t=1 h=0 s€S}, acA

m

17
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H-1
<48HQZ E Z D%, (PS (-|sn, an), PE(-|sn, an)) [s0

ct ct
17 Py

Thus, the lemma follows. |

A.2.2. VALUE DIFFERENCE BOUNDS

In the following we derive three value difference bounds, which will be used to bound the regret.

Lemma 26. The following holds for any 4 > 0.
T . T i

— v < —h 22T

g M(c Mt(ct)(so) —Z Z ~ 4+ 4 (s,0)

+ ;i > dh(s.a)- (ﬁ@tv&a)*f*(@v&“)f

e T H- R 2
+ 5 Z quh (s,a) (Z t"(8/|87a) _Pft(sl|37a)’> )

t=1 h=0 s€SacA s'eS

where G} (s,a) == qn(s, a|7rtc’,P”) and §;* (s, a) = qu(s,a|rs, P”) is the occupancy measure defined by an optimal

context-dependent policy of the true CMDP 7, = (7¢)ccc. In addition, ./\/lt( ):= (S, A, Pt ,ft( ¢y ), So, H).

Proof. Consider the following derivation.

T
DVR M(cf) (s0) VM (m(SO)

t=1
T H-1
— Z E Z ((ft(ct, Shyan) — fx(ct, Sh, ah)) (Value Difference, Lemma [23)
=1 ™ P =0
+ 3 (P (lshoah) = P (s lshyah) -sz@,m(s’)) ]
s'esS
H-1

T
:Z Z Z QZ*( a) (f*(ct,s,a) - ft(Ct,S,a)>
T
+33 Y 3 ) 3 (P 0) = P15, )) Vi i ()

t=1 h=0 s€SacA s'esS
1

T H-1
FHY SIS d ) Y [P ls a) - Pr(s']s,0)|
t=1 h=0 s€SacA s'esS
L= ; 5+ qh(s,a)
-y 0 (s a) 2 )(f*<ct,s,a>—ft<chs,a>)
t=1 h=0 s€ 7 dnlS

18
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Pt(s')s,a) — ﬁft(s’\s, a)‘)

H-1
D903 3 SRS R TN
= h s'eS
T — Atk 9
SYY Yy (W i) dh o 0) - (e 5.) — fufers.) )

- q;,(s,a)
(Since for all a,b € R, ab < %(a2 + b%) by AM-GM)

2
Pe(s'ls, @) - 13;t<s'|s,a>|>

H-1 At*
1 R SO
+§Z 2 : +CIZ’*(57a)-7-QZ(87a)-H2-
T qh s'eS

o~
Il
—
>
Il
o
»
m
)
IS]
m
B

+ % ETJ >N dhis.a)- (filers.a) - felers.))
A H? H-1 2
T2 2 D dhisa) (Z\P“ (s']s.a) = P (s']s a>\> 7

t=1 h=0 s€SacA s'eS
|

as stated.
Corollary 27 (restatement of Lemma[10). The following holds for any 4 > 0.

T *
2_: Niten (5 ) =V G 30) Z Z Z 2 jhti(sa)

and §,* (s, a) := qu(s, a|rs, P”) Consider the following derivation.

T H—-1
+299HYY " R [Z DY (Pg(-|sn, an), P (sn, an))
h=0

P ﬂ.tf Pff

Proof. Recall that §! (s, a) := qu (s, |7, &)

- 0" (5,)
=t (By Lemma [26))

T H-1
3.
+§’YZ CEC l (ft(ct78h7ah)_f*(ct7sh7ah)) ‘SO] (ByLemma@
=1 P =0
9 T
53 Y E ZD% “(-lsn, an), B (lsn, an)) SO]
=1 P
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T H-1
48 | .
+AHYY T E | DHPE Clshoan), B (sn, an))|so (By Lemmal[23)
2 -1 W;t,P:t heo

Hol o
[ (fe(ce, snyan) — f*(CnSh,ah))Z‘So]

T
+299H*Y " E

t=1 ﬂ.tt’p*ﬁt

Z D3 (P (lsnyan), Y (-|sn, an))|s
h=0

Lemma 28 (restatement of Lemma). For every round t € [T] and a context ¢, € C, the optimal solution §' for the
maximization problem in Equation (2) satisfies the following,

ot et H\SHA| qh s, a)
V/\?t(ct)(so) - V/\Z(ct)(so) Z Z Z 5 a)

h=0 SGSaGA’y qh

where G} (s,a) = qn(s, a|my", P&t and 4 (s,a) == qn(s,alrs, Pct) is the occupancy measure defined by an optimal
context-dependent policy of the true CMDP m, = (7¢).cc, recalling /\/lt(c) = (S, A, P¢, fi(c;, ), 50, H).

Proof. For every round ¢ € [T'] let L;(q; ¢;) denote the objective of the maximization problem in Equation (2) in round ¢,
ie.,

H-1
(g5 ¢t) ZZth (s,a) - filce, s, a) l ZZZlog(qh(s,a))

h=0 s€S acA h=0 s€SacA
Thus the first-order derivation is

H-1 1
L/ q7ct ZZZ(ft Ct78a )

h=0 s€S acA ’Y Qh(S a)

Let m, = (7$)ccc denote an optimal context-dependent policy for the true CMDP For every round ¢, the occupancy
measures §* (s, a) := qu (s, a|me, Pc’f) is a feasible solution (since §'"* € ,u( *)). Since ' is the optimal solution, the
following holds by first order optimality conditions.

Z 5O (lensio)+ ) ) — dh ) <0

h=0 s€S acA 'Y qh(
. H|S|[A]

— ZZ t* (ff(Ch )Jr,y q sa> ZZZ%SG Ch&@*fﬁo

h h=0 s€S acA

h=0 s€S acA
- ZZZq s, a) ft Cty 8, Q) ZZthsa ft cty 8,a) < H|SHA‘ ZZZ qh 5:¢)
=0 s€S acA h=0 s€S acA =0 s€SacA v qh 8 a

By definition we have for every round ¢,

it myt - Atk t
VMf(ct)( 0) — V/\qt(q)(so) = Z q," (s,a) - filcr,s,0a) Z ZZ% s,a) - fi(c,s,0),

h=0 s€S acA h=0 s€S acA

hence the lemma follows.
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Lemma 29. The following holds.

T H-1
Zvﬁt(q)(so) _V_/CI(Q)(SO) SZ Z (]Z(S»a)' (ft(ctvsva) _f*(cta‘S?a’))
t=1 t=1 h=0 s€SacA
T H-1 N
FHY YN Y dh(sa) D B (ssa) = PO s, a)
t=1 h=0 s€SacA s'es

where g (s, a) := qn (s, a|mt, PEt).

Proof. By the Value Difference Lemma, (Lemma, the following holds.

T
2 Ve (50) = Vil (0)

)
t=1
T H—1
=2 E | (flewssnan) = fuleesman) )+ 20 (Pre(s/lsh af) = P (s'lshah)) - VEE' (s />]so]
t=1"Tt % [ h=0 s'€S
T H—-1
:Z ZZqZ(SaG)'(ft(cta87a)_f*(ct757a))
t=1 h=0 s€SacA
T H—1
S Y dhsa) Y (B s ) — P (S s,a) V()
t=1 h=0 s€S acA s'esS
T H—-1
S qZ(S,a)'(ft(Ct,S,a)—f*(Ct75,a))
t=1 h=0 s€SacA
T H—-1
+HZ ZZ‘IZ(*S»G) PPe(s'|s,a) — Pt (s']s,a)l,
t=1 h=0 s€SacA s'eS
as stated. |
Lemma 30. The following holds for any parameter p1 > 0.
T H-1
. TH
Z Z Z Z QZ(S70’)(ft(Cta S, a)_f*(ctv S, U,)) S T
t=1 h=0 s€S acA P1
» T H-1 9
1 .
+5 ;wgt],E . [ hz_o (ft(ch Shyan) — fulce, sh,ah)) 80] :

Proof. Consider the following derivation, where ¢}, (s, a) := qn (s, a|m;*, PEt).

T H-1

Z Z quh s, a (ft(ct,s a) — f*(ct,s,a)>

t=1 h=0 s€SacA

:ZZZZ”%SG “A/p1- 4k (s,a ( ct, 8,a) — fx(ct, s, a))
1o~ d}(s,0) . : 2
AYY Yy <pl“’1 dh(o0) (Flers,) ~ £ (ersi))

(Since forall a,b € R, ab < 1 (a* + b%) by AM-GM)

T T ,
:LZ ZQZ(S’G)"'%Z Zq}; s,a <ft(ct,s a) — f*(ct,s,a))

t=1 h=0 s€SacA t=1 h=0 s€SacA
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TH T H-1 2

1
ST + 5 Zth s,a (ft ct, S, a) — f*(Ct,Saa))

D1 t=1 h=0 s€S acA

T H-1

TH p ; 2
L (f Ct,Sh,an) — f C;shvah) S0 -

2pr 2 ;w:nPﬁt LZ‘B e ) )

Lemma 31. The following holds for any parameter ps > 0.

3 D TH
S S 0 X 1P elsa) Pl < L
t=1

H-1
h=0 s€S acA s'eS

H-1
”P?Z e [ZD? (PY* (lsnsan), B (fsn, an))

t=1 Tt »Fx

Proof. Recall g} (s, a) := qn(s, a|m;*, Pt) and consider the following derivation.

T H-1
Z Zthsa Z‘Pct "Is,a) — PS(s']s, a)‘
t=1 0 s€SacA s'eS
L ld 4j,(s,a)

:Z /P24 (s,a ( (8'|s,a) — Pt (s']s, a)‘)
t=1 h ObESaEA s'esS

2
Pe(s')s,a) — P2 (s')s, a>\>

(Since forall a,b € R, ab < 1 (a® + b%) by AM-GM)

1T p2TH71
ST MDD I3 L

=1 h=0 seSacA t=1 h=0 s€SacA

S%ZZ %Sﬁ+m~qi(s7a)<

s'esS

2
Pe(s']s.a) - P2 (s')s a>ﬂ>

s'eS

o+

<H
T H-1 2
TH po t ct co (ot
<—+?; Zthsa (Z‘P s'|s,a) — PS(s |sa)’
<—TH +2 ! (s,a)- D? (}36‘(-|s a), P& (-|s, a)) (|- 1?2 < 4D%)
D2 qp (s, g\t y @)y L7y 3 1= H

SacA

H-1
Corollary 32 (restatement of Lemma[12). The following holds for any two parameters py, ps > 0.

3" DH(PE(Lsnyan), PE (sn, an))|so
h=0
r p H-1 2
VI (50) = Vi (50) < 5 - 52 E. LZ; (filerssnan) = fulerssnian))

So]
t=1 t=

TH pe
T QPQZ tE o [Z D2 ‘3h7ah) tt('|3haah)) S0

t=1 P

,i
>
Il
=)
w
m

T

] |

Proof. Consider the following derivation.

ct

T
Z (Cf V/\’I(Ct)(so)
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q};(s,a) : Z

t=1 h=0 se€SacA s'esS
H-1
TH p : ?
g——s-—z E Z (ft(ctashva'h)_f*(ctvsh’ah))
P1 2 =1 Wft’Pft h=0

TH T H—-1 R
+g,, T E [Z D% (P (sn, an), B (-|sn, an))

A.2.3. REGRET BOUND

QZ(S’Q) : (ft(cta S7a> - f*(ctvs’a))

Pe(s/)s,a) = P (/]s,a)|

(By Lemma [29)

] (By Lemma [30)

30] ) (By Lemma31)

The following theorem states our main result, which is a regret bound for Algorithm [T]

Theorem (restatement of Theorem |5). For any ¢ € (0,1), let v = \/

with probability at least 1 — 0 it holds that

ISIA|T . Then,

31H3(2RTH(O§1)+RTH(O7D

)+18H log(2H/5))

log

R (OMG-CMDP!) < O <H2'5\/T|S|A| (RTH(OSJ;;) +Rru(O

Proof. By Lemma with probability at least 1 — §/2, it holds that

T
> E
t=1

¢t pct
—1 T Py

H-1 ,
[ Z (ft(ctv shyan) — filct, Sh,ah))

h=0

By Lemma@ with probability at least 1 — ¢/2, it holds that

H—-1
S E | Y DR P s an) BYClsn,an)
=17 P | 2o

We prove a regret bound under those two good events.

R (OMG-CMDP!)

c
Tx

V(e (50) = Vii(e,) (50)

P||1
<

(ft(Cn Shyan) = fx(ct, sh, ah))2

i\gh

23

T T
=2 Vi (50) = Vi ) (50) + ; Viin(en 50 = Vit o (50) + ;

4

3" D3 (P (Isny an), P (sns an)

Toe) T Hlog6—1)> :
30] < 2R (OL) + 16H log(2/5).

50] < Rru(Of,) + 2H log(2H/5).

ct ct

Vit (e (50) = Vii(e,) (50)

(By Corollary 27] for 4 = ~.)

(By Lemma 28] applied for each ¢ € [T7)
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ra (By Corollary [32)
2py
P H-1 )
+5 ;ﬂ:tlfipft [ hz;) (ft(Ct, Shyan) = fx(ct, Shy ah)) 50]
TH T H-1 R
+5 22y E | > DR(PI(lsn,an), PE(lsny an))|so
2p2 =1 P o
<2y(2- RTH((’)SJZ) + 16H log(2/4)) (By the good events)
+297H* (Rru(OF,) + 2H log(2H /)
H|S||A|T
_l’_ -
Y
TH
+ 5t % (2- Rru(OL) + 16H log(2/5))
1
TH P
+ % + 2]92 (RTH(Olog) + 2H 10g(2H/5))
H|S||A|T
<v-31H" (2 Rru(0L) + Rru(OL,) + 18H log(2H/5)) + HISIAIT
TH
+ 5+ 2 (2 Rey(OZ) + 16H log(2/6))
2p1 2 a

TH
+ g + 2po (RTH(OIZg) +2H IOg(2H/5))
2

:2H2'5\/31T|S||A| (2 . RTH(O;Z) + RTH(OP

P,)+18H log(2H/5)>

(For vy = |S||A|T )
31H3(2Rru (OF)+Rru(OF,)+18H log(2H/6))

log

+\/TH (2 Ry (OF) + 16H log(2/9)) (Forp1 = \ /s sy
+ 2\/ TH (RTH(ijg) +2H log(2H/6)) (For ps = \/ R o7 o))

=0 <H2'5\/TS|A| (RTH(OSJ;) +Rru(OfL,) + Hlog 5_1>> -

Since the good events hold with probability at least 1 — 4, so is the regret bound above. ]

B. Approximated Solution

The objective of optimization problem in Equation (2)) is defined as a sum of a self-concordant barrier function (the
log function) and a linear function. Hence, the optimal solution for the problem can be approximated efficiently using
interior-point convex optimization algorithms such as Newton’s Method. These algorithms return an e-approximated solution
and has running time of O(poly(d) log e~1), where d is the dimension of the problem (Nesterov & Nemirovskii, [1994).

Suppose that in each round ¢ we derive the policy 7;* using, instead of the optimal solution, an occupancy measure ¢ that
yields an e-approximation to the objective of the optimization problem in Equation (2). The following analysis shows that
for e = ﬁ, we obtain a similar regret guarantee. In addition, by our choice of +, the running time complexity of the
optimization algorithm is poly(|S|,|A|, H,log(T)).

B.1. Regret Analysis

The following lemma bounds the difference between the optimal and the approximated iterates.
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Lemma 33 (iterates difference, restatement of Lemma[13). For every round t € [T let
(i) = Y 5 Y we)- e + Zzzbg%sa
h=0 s€SacA h 0 seSacA

denote the objective of the optimization problem in Equation H Let g € argmax, en(Pe) Li(g;¢t). Let q € u(ﬁtct) and
t
suppose that L(q; c;) — Li(q; ¢t) < €. Then,

ZZ%(% - >2<46%

s€ES a€A h=

Proof. Recall the Bregman divergence with respect to a 6-self-concordant barrier R as follows:
Br(yllx) = R(y) — R(z) = VR(z) - (y — x).
We have the following lower bound on the Bregman divergence, where ||z — y||> = (z — y) T V2R(2)(x — y).

Br(yllz) > p(lly — z||2) for p(2) = z — log(1 + 2).

We have that p(z) > 22 /4 forall z € [0,1], and ||y — x|/, < 1. Thus,
1 2
Br(ylle) 2 p(lly = zllz) = 7 lly — =z

Let R(q) = _% th_Ol ZSGS ZaGA IOg(Qh<S, (L))

Recall that adding a linear function to the barrier function does not change the Bregman divergence. Since L is a result of
adding a linear function to R we get that

Br(qllg) = B_;(qllg) = _it((ﬂct) + i/t(?j; ct) + Vﬁt(cY; ct) (q—q) <e+ Vﬁt(@ ct)-(@—q) <e

where the last step is by the first order optimality condition.

Furthermore, the Hessian is a diagonal matrix V2R, where VQR(q)(s,a,h),(s,a,h) = With us have that

vqh(sa)
H-— 1 H-1 2
~ q}L S, a - Qh( ))2 1 Qh(& a)
lg — @lI%2re = = - 2z —1) .

we obtain that

H 2

YT S (L) cin
€S a€A h=0 50

We use the above result to derive a bound on the value difference between 7, and 7; on the approximated model.

Lemma 34 (restatement of Corollary 14). For every round t € [T] and a context ¢, € C, let ¢' be the optimal solution to
the maximization problem in Equation H Suppose that ¢ € u(Pf*) satisfies Li(G'; i) — Le(q"; ¢t) < €, and ey < 1/16.
Then we have that

ot xCt H\S||A| qh (s,a)
RO P L o) o S A CLREN
Mle) Miled) h=0 s€S acA 27 - 4, (5,0)
where QZ(Sva) = Qh(57a|7r§tvﬁt0t): and (j;;*<sva) = qh(S a|7r6t PCt) M\( ) = (S7Aaﬁtcvft(ca'a')7507H) is the

estimated CMDP at round t, ;" is the policy induced by @', and . = (7¢).cc is the optimal context-dependent policy of
the true CMDP.
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Proof. For every round ¢ € [T let L;(q; ¢;) denote the objective of the maximization problem in Equation (2) in round ¢,
ie.,

H-1
+(q; ¢t) Z Zth (s,a) - fi(ci,s,a) % Z ZZlog(qh(s,a))

h=0 s€S acA h=0 s€S acA

Thus the first-order derivation is

) H-1 1
fae = L33 (flern o+ i)

h=0 s€SacA

Let m, = (7$)ccc denote an optimal context-dependent policy for the true CMDP For every round ¢, the occupancy
measures g, (s, a) := qu (s, a|mt, P”) is a feasible solution (since ¢"* € u( *)). Since ¢" is the optimal solution, the
following holds by first order optimality conditions.

o

h=0 s€S acA

— ZZZAH (ft(ct,s a)—|—’y

h=0 s€SacA

At* = H|SHA‘ qh Sa
D 5)2) SR I TR 35 3) 3U IUHIN AURRIEELI LB 3) 3 pit A LA

h=0 s€S acA h=0 s€S acA h=0 scSacA | qh

HIS|Al _

ZZthsa (e, 8,a) — S

h > h=0 s€S acA

By definition we have for every round ¢,

H-1
V;\T/l*t(Cz)( 0) — M (ct) Z ZZ At* ft ¢ty 8, a) Z ZZ‘}Z s,a) - fi(ci, s, a)

h=0 s€S acA h=0 s€S acA
EHSHA| Gy (s,a)
Syy it
=0 seS aGA
H|S||A| - Q" (s,a
<—— —(1- h (By Lemma 33)

: ﬁéévwa

_HISIA] 1 i*

h 0 s€eSacA q

In addition we have that
H-1
ey c

V/:r/; (Ct)(so) - V/%T/lit(ct)(so) = Z = SaeA h S a) qh(s’a)) : ft(Ct,S,a)

H-1 )

B(s.0) — dh(5,0)? |~ L ]
IR e e DID IS ATRSACEND
h=0 s¢ Sae s h=0 s€S acA

(By Cauchy—Schwarz inequality)

IN

H-1

< 2,/ey Z ZZ qt (s,a)%fi(ct, 5,0)? (Lemma 33)
h=0 s€S acA
H-1

<2V, | D0 DD dh(s.a)feler, s, 0)? @<
h=0 s€SacA

< 2v/eyH

26



Efficient Rate-Optimal Regret for Adversarial CMDPs

Combining both bounds concludes the proof.

We are now ready to derive our regret bound, by combining the above lemma with our previous value bounds. The proof is
almost identical to the proof of Theorem 5}

OZ)+Rru(OF,)+18H log(2H/5))

Theorem (restatement of Theorem . Forany 6 € (0,1) let v = \/62H3(2R ( [SIAT . In
TH

addition, suppose that at each round t we have an e-approximation to the optimal solution of Equatlon ) for e = —2

1647
Then, with probability at least 1 — 6,
R (Approximated OMG-CMDP!) < O <H2'5\/T|S||A (RTH(OS{Z) +Rru(Of,) + Hlog 51)> .
Proof. By Lemma with probability at least 1 — §/2, it holds that
T H-1 0
Z CtIEPCt lz (ft(chsh,ah) - f*(ct,sh,ah)) SO] < 2R (OL) + 16H log(2/5).
t=1T¢ " | h=0
By Lemma 9] with probability at least 1 — §/2, it holds that
T H-1
Z et pot Z DH PC?( |Shvah) ( |Sh,@h>) O‘| < RTH(OFZg) + 2H10g(2H/6>
= * h=0
We prove a regret bound under those two good events.
R (Approximated OMG-CMDP!)
T .
= Z V/\W/l*(ct) (s0) — V/C(t(ct)(SO)
t=1
T ct ct ct
= 1 Vﬁ(Ct)(So) ﬂ* (ct) SO + ZVE\* 50 VM () SO + ZV (80) V'/Cf(ct)(So)
t=
T -1 ~t, *
S9)I I IELELY -
(By Corollary 27] for 4 = 2~.)
t=1 h=0 s€S acA 27 - 4y (s,a)
T H-1
7 _ 2
+4VZT‘.H pet Z(ft(ct75h7ah) f*(ctvshaah)) 50‘|
t=1" D" | h=o
T H-1 R
+58HY Y B[S DH (P Clsny an), P (fsns an) ]
=1 ™" P =0
H-1 ~t,x
TH|S||A] ;" (s,a)
- — - 4 9T\/eyH (By Lemma [34)
TR P R T
TH
oy (By Corollary[32)
1
o & H-1 )
1 .
P2 B | (s — e ) ]
t=1" D" | h=o
TH T H-1 R
54y B | D DR Clsnyan), B Clsnan)) o
P2 pe L S
<4y (2 Rru(0Z) + 16H log(2/9)) (By the good events)
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+58vH* (Rru(Of,) + 2H log(2H /)

+ w + 274 /E’VH
v

TH
Tt ? L (2 Ry (OF) +16H log(2/5))
1

TH
+ Dy + 2po (RTH(@Eg) +2H 10g(2H/5))

HI|S||A|T
<v-62H" (2- Rru(0L) + Rru(OL,) + 18H log(2H/5)) + M

+ 2T/ eyH
TH

+o—+ B2 Rru(Of,) + 16H log(2/6))
2]91 2

TH
+ o + 2po (RTH(OEg) +2H 10g(2H/5))

:2H2'5\/62T|S||A| (2 . RTH(OSJZ;) + 'R,TH(O73

log

)+ 18H 1og(2H/5))

_ IS[IA|T
(For v = \/62H3(2 Rru(OL)+Rru(OL,)+18H 10g(2H/6)))

log

1/4
4 9T1-25,0.5 |S]|A]
62H (2 Rru(OL) + Reu(OF,) + 18H 10g(2H/6))
+\/TH (2 Rru(OF) + 16H log(2/5)) (For 1 = \ [ rrmor s o)
+ 2\/TH (RTH(szg) + 2Hlog(2H/6)) (For py = \/ (R (OF )ZILQIH 10g(2H/5>))
og

=0 <H2'5\/TS|A| (RTH(OS/E) +Rru(Of,) + Hlog 5—1>> . (For € = 5-7)
Since the good events hold with probability at least 1 — d, so is the regret bound above. ]
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